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Abstract 

Outbreaks of vaccine preventable diseases have continued to affect many parts of the 
United States. Measles particularly made a striking comeback in 2019, resulting in the greatest 
number of cases ever seen since it was declared eliminated two decades ago. The majority of the 
cases were among the under-or un-vaccinated, and whose vaccination status was mostly due to 
parents’ or own personal beliefs. While the causes of the growing vaccine hesitancy are likely to 
be multifactorial, the prevalence of misinformation on social media arguably plays a crucial role. 
To combat vaccine misinformation in today’s digital world, policymakers and other stakeholders 
need a more complete picture of the production, dissemination, and consumption of 
misinformation on social media. 

This dissertation employed state-of-the-art machine learning models to collect the first 
dataset of vaccine misinformation from Twitter that was disseminated from January 2018 to 
April 2019. Out of 1,721,528 vaccine-related tweets, it was estimated that 15% were not 
credible, 11% were not supported by evidence, and 18% were considered propaganda. Consistent 
with anti-vaccine literature, topics about vaccine safety dominated the misinformation landscape. 
Nonetheless, vaccine misinformation also emphasized vaccine “truth”, using pseudoscience, 
spun presentation of legal proceedings, and “whistleblower” testimonies to mislead the public 
and sow doubt in the medical and scientific establishment. Besides, disseminators of vaccine 
misinformation took advantage of controversial issues such as abortion to incite anti-vaccine 
sentiment and grow their follower base. Unsurprisingly, most of the top sources appeared to have 
vested interests in exploiting false information to advance their financial or status gains. Contrary 
to common perception, however, most vaccine misinformation was disseminated by dedicated 
human actors as opposed to social bots. Fifteen percent of those who disseminated 
misinformation were likely bots and four percent were possibly completely automated. Finally, I 
proposed plausible actions that can be taken by social media platforms, the government, domain 
experts, as well as public health allies including clinicians and web influencers, and discussed 
generalizability of the analytical framework implemented in this dissertation. 
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1. Introduction

Policy Problem 
Outbreaks of vaccine preventable diseases such as measles have continued to affect many 

parts of the United States. In 2019 alone, more than 1,200 cases were confirmed in 31 states 
(Centers for Disease Control and Prevention 2020), which was the greatest number reported 
since measles was declared eliminated 20 years ago. The majority of the cases were among the 
under- or un-vaccinated, and whose vaccination status was mostly due to parents’ or own 
personal beliefs (Patel, Lee et al. 2019). The most salient example of such beliefs is that the 
MMR (measles-mumps-rubella) vaccine causes autism. Despite being long-debunked 
(Wakefield, Murch et al. 1998), the myth still perpetuates the Internet and social media today. 

The prevalence of misinformation, and the increasing reliance on the Internet and social 
media as a source of health information, arguably play a crucial role in exacerbating the growing 
vaccine hesitancy. For one thing, distinctive features of Web 2.0 include user-generated contents 
(e.g., blogs, podcasts, YouTube videos) and online interactions that may make the Internet an 
extremely efficient channel to disseminate anti-vaccine misinformation (Witteman and Zikmund-
Fisher 2012). For another, algorithms employed by social media platforms to promote user-
preferred contents, as well as users’ self-selection into echo chambers, can further strengthen the 
effect of vaccine misinformation (Bakshy, Messing et al. 2015, Cossard, Morales et al. 2020).  

Aside from disease outbreaks, the widespread of vaccine misinformation also erodes the 
public’s trust in medical professionals, which can lead to rejection of standard treatments or 
adoption of treatments that are not based on evidence. In fact, many opportunists have been 
taking advantage of the vaccine debate on social media to spread misinformation and profit from 
selling alternative health products and advice to hesitant parents and individuals (Smith 2017, 
Satija and Sun 2019, Ferré-Sadurní and McKinley 2020).  

To combat vaccine misinformation in today’s digital world, the government, clinicians and 
domain experts, social media platforms, as well as other public health allies need a more 
complete picture about the production, dissemination and consumption of misinformation on 
online social networks. Although there is a growing number of studies that review and analyze 
anti-vaccine content, as determined by sentiment or stance, on social media, few specifically 
focused on misinformation. This dissertation intends to develop a framework that supports 
systematic data collection and enables continuous assessment of the scale and spread of vaccine 
misinformation on social media, using Twitter as an example. 
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Background and Literature Review 
While the causal effect of online misinformation on vaccine decision-making remains to be 

ascertained, a systematic review (Gidengil, Chen et al. 2019) showed that parents who refused or 
delayed vaccines often list concerns similar to those circulated on the Internet and social media 
(Salmon, Moulton et al. 2005, Salmon, Sotir et al. 2009, McKee and Bohannon 2016). Kata 
(Kata 2012) noted common assertions found online include that vaccines cause illness, that 
vaccines are ineffective, that vaccines are part of a medical/pharmaceutical/government 
conspiracy, and that mainstream medicine is incorrect or corrupt. Smith (Smith 2017) further 
summarized: vaccines contain toxins such as aluminum, thimerosal (small amount as adjuvant or 
preservative without evidence of harm) or even antifreeze (never been present in vaccines) that 
cause autism and other chronic conditions; vaccines are used to poison children and benefit Big 
Pharma and physicians. Other concerns related to the immune system and vaccine response: 
vaccines are given “too many, too soon” and can overwhelm children’s immune systems; natural 
immunity is better than vaccination; it is hygiene and sanitation that prevent diseases not 
vaccines; vaccinated individuals can transmit diseases due to “vaccine-shedding”; vaccines in the 
current schedule have never been tested in a true “vaccinated versus unvaccinated” study (Smith 
2017). Vaccine-critical messages can even be circulated before a vaccine comes into existence. 
Dredze (Dredze, Broniatowski et al. 2016) examined tweets regarding Zika vaccines and found 
that leading pseudo-scientific claims built on existing conspiracy theories, e.g. attributing the 
complications to a mosquito larvicide allegedly made by Monsanto and to the existing vaccines 
such as MMR and Tdap as opposed to the virus itself, in order to sow doubt in the 
pharmaceutical companies.  

In seeking of policy solutions, previous studies have assessed vaccine discourse on different 
online social networks including parenting blogs (Tangherlini, Roychowdhury et al. 2016, 
Meleo-Erwin, Basch et al. 2017), Facebook (Faasse, Chatman et al. 2016), Twitter (Kang, 
Ewing-Nelson et al. 2017), as well as YouTube and Pinterest (Guidry, Carlyle et al. 2015, 
Covolo, Ceretti et al. 2017) in order to understand people’s perceptions about vaccines and the 
reasons why individuals support or oppose vaccination. This body of literature highlights the 
heterogeneity in the reasons that hinder vaccine uptake (e.g., individual liberty, distrust of 
government and medical institutions) and recommends tailored communication.  

Another area of research focused on analyzing strategies frequently employed by anti-
vaccine groups and proposing counter strategies. For instance, it is known that vaccine resistant 
groups often use highly emotive narratives of alleged vaccine injuries to alter the public’s risk 
perceptions (Betsch, Ulshofer et al. 2011). Thus, studies have suggested communicating pro-
vaccine messages with stories and gist as opposed to evidence and statistics to elicit emotional 
response and reinforce memories (Betsch, Brewer et al. 2012, Shelby and Ernst 2013, 
Broniatowski, Hilyard et al. 2016).  
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More recently, researchers have also tested interventions that directly tackle health 
misinformation on social media (Walter, Brooks et al. 2020). In contrast to earlier studies that 
suggested corrective measures may backfire and strengthen misconceptions (Peter and Koch 
2016, Pluviano, Watt et al. 2017), several studies addressing vaccine misinformation via 
refutation or cognitive cues have demonstrated positive and significant effects. Typically, these 
studies found that factors such as pre-existing perception of misinformation, correction source, 
argument strength, and manipulative intent as opposed to correction types (e.g., simple vs. 
elaborate or logic-based vs. humor-based corrections) or formats (e.g., image vs text) moderated 
the intervention effect (Kim 2019, Sullivan 2019, Vraga, Kim et al. 2019, Weber, Muehling et al. 
2019, Tully, Vraga et al. 2020, Vraga, Bode et al. 2020). 

Despite the promising progress in the fields of communication and cognitive interventions, 
policy options to contain the dissemination of vaccine misinformation on social media have 
received less attention, and this may be due to the insufficient involvement of social media 
platforms as a key stakeholder in this policy space. Social media providers have the most 
immediate access and control over the contents being shared on their platforms, and therefore are 
in a unique position to implement interventions such as suspending accounts, moderating 
content, and adjusting search results. These interventions are outside of the direct reach of other 
stakeholders. Thus, how to facilitate collaboration across disciplines and stakeholders becomes 
another question that this dissertation attempts to answer. 

Objective and Organization of the Dissertation 
To summarize, the objective of this dissertation is fourfold. Firstly, the study explores the 

feasibility and performance of using machine learning to systematically collect vaccine 
misinformation on Twitter (Chapter 2). Secondly, the study provides empirical evidence for the 
prevalence, composition, and trend of vaccine misinformation before and after a major vaccine-
preventable disease outbreak (Chapter 3). Thirdly, using social network analysis, the study 
characterizes key influencers in the diffusion network and investigates the role of social bots in 
disseminating vaccine misinformation (Chapter 4). Lastly, combining lessons learned, the study 
proposes plausible actions for different stakeholders to combat vaccine misinformation on social 
media and discusses the generalizability of the analytical framework (Chapter 5). 
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2. Using Machine Learning to Collect Vaccine Misinformation on
Twitter

Introduction 
Collecting vaccine misinformation on Twitter is a prerequisite for studying its dissemination 

characteristics. This chapter aims to develop a machine learning algorithm to automatically 
identify tweets that are likely to contain vaccine misinformation. In particular, I explore the 
utility of transfer learning in building an efficient and effective classifier system. 

Machine Learning 

The term “machine learning” was coined by Arthur Samuel in 1959, who defined it as a 
“field of study that gives computers the ability to learn without being explicitly 
programmed”(Samuel 1959)1 In 1997, Tom Mitchell provided another definition, stating that 
“the field of machine learning is concerned with the question of how to construct computer 
programs that automatically improve with experience,” and that “a computer program is said to 
learn from experience E with respect to some class of tasks T and performance measure P, if its 
performance at tasks in T, as measured by P, improves with experience E.” (Mitchell 1997) 

Machine learning is often categorized into three types: supervised learning, unsupervised 
learning, and reinforcement learning. In supervised learning, an algorithm learns from training 
examples consisting of input-output pairs and infers the function that maps an input to an output. 
The inferred function can then be used to map previously unseen inputs to predicted outputs. 
Supervised learning problems can be grouped further into regression and classification problems, 
depending on whether the output is a continuous value or a category.  

In unsupervised learning, training examples only consist of inputs, as the goal is to find 
previously unknown patterns or to model the underlying structure or distribution in a data set. 
Common applications of unsupervised learning include clustering, which involves discovering 
groups from the data, density estimation, which summarizes the distribution of data, and 
association mining, which finds interesting relationships between variables in a large data set.  

Reinforcement learning, instead of learning from a training data set, learns by interacting 
with the environment. The learner, not told what to do, must take actions and learn from 
feedback in order to maximize some notion of reward. Some examples of reinforcement learning 
applications include recommender systems, robotics, and dynamic treatment strategies in 
healthcare. 

1While cited by many sources, this quotation appears to be a paraphrase that is not found in the original publication. 
The closest expression from the article is “Programming computers to learn from experience should eventually 
eliminate the need for much of this detailed programming effort.” 
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Transfer Learning 

In traditional supervised learning, we train a model to perform a task in a domain using 
labeled data for the same task and domain. Thus, for a different task or domain, we need to 
acquire labeled data for such task and domain again and train another model from scratch. This 
approach is sometimes time or resource prohibitive. Transfer learning. on the other hand, allows 
us to apply knowledge already learned from solving one problem to a different but related 
problem.  

In Pan and Yang (2010)’s definition, transfer learning involves a source domain, a source 
learning task, a target domain and a target learning task, and the goal of transfer learning is to 
help improve learning the target predictive function in the target domain using the knowledge in 
the source domain and task, where either domains or tasks differ between source and target (Pan 
and Yang 2009). As a result, depending on where the inequality falls, i.e., different domains or 
different tasks, different scenarios of transfer learning arise.  

Of relevance is the scenario where we want to transfer knowledge from a task trained in a 
related domain to solve a different task. Specifically, since we do not have a lot of labeled data 
for vaccine misinformation classification, we may want to leverage knowledge from a model 
trained on a task with abundance of data. Ruder (2019) defined such scenario as a case of 
sequential transfer learning (Ruder 2019), consisting of two phases in sequence—pretraining and 
adaptation. Typically, a model is pretrained on a source task with much more data and then 
adapted to perform a target task utilizing the knowledge learned from the trained model. 

Transfer learning methods using pre-trained language representations have led to many 
breakthroughs in natural language processing (NLP) over the past few years. In this chapter, I 
experimented with transfer learning and adapted a pretrained language model—Bidirectional 
Encoder Representations from Transformers (BERT) to construct my classification system. 

BERT 

BERT (Devlin, Chang et al. 2018) is a pre-trained language model built on a Transformer, 
which relies on an attention mechanism to learn global dependencies in a text. Unlike recurrent 
neural networks (RNNs) traditionally used in language modeling, Transformers do not require 
reading text sequences in order (i.e., either left-to-right or right-to-left), and thus allow for more 
parallelization during training (Vaswani, Shazeer et al. 2017). Compared to other recently 
developed models such as ELMo (Peters, Neumann et al. 2018), ULMFiT (Howard and Ruder 
2018), and OpenAI GPT (Radford 2018), BERT’s major innovation is that it introduces 
bidirectional learning through a masked language model (MLM), which masks a percentage of 
tokens at random and predicts on the masked tokens. This approach enables training of a deep 
bidirectional representation by incorporating context from both directions. Besides, BERT uses a 
unified pre-trained architecture across different task. That is, training for a downstream task only 
requires initializing the BERT model with the pre-trained parameters and simply fine-tuning all 
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the parameters using labeled data for the task. BERT is one of the state-of-the-art language 
models and has been applied to improve Google’s search engine and NLP tasks in various 
domains.  

Methods 
In this section, I detail the process of applying BERT in training a vaccine misinformation 

classifier, including data source, data preprocessing, model training and the selection of the final 
models. 

Data Source 

The Twitter data used for model training and the following analyses came from Gnip’s 
Historical Power Track, which archives all publicly accessible tweets along with their meta-
information dating back to the inception of Twitter in 2006 (Twitter Developers). The overall 
dataset consists of 3,972,651 tweets that (1) are in English, (2) contain key words “vax”, “anti-
vax”, “antivaxx”, “vaxx” or word stem “vaccin”, and (3) are generated during the second week 
of each month from January 2018 to April 2019. Because the daily volume of the tweets were 
variable and unknown at the time of querying, it was assumed that the weekly tweet generation 
follows a similar trend, e.g. people tend to engage Twitter more during weekdays and less on the 
weekends (Tien 2019). Thus, seven consecutive days were used as the sampling window as 
opposed to seven random days across the month. Meanwhile, the second week was selected to 
avoid sampling from two consecutive weeks of neighboring months. 
      The training dataset comprises 4,800 unique tweets, with 300 tweets randomly sampled from 
each of the 16 months. The sampling of the training dataset followed a different approach, that 
is, a fixed number of tweets rather than a fixed proportion was pulled per month. Although 
sampling proportionally to monthly tweet volume may result in a more representative sample for 
analytical purposes, the objective of the training dataset was to provide positive and negative 
examples of misinformation, whose distributions were unknown, across the study timeframe. 
Assuming that the proportion of misinformation remained stable over time, sampling tweets by 
proportion would result in a training set with more examples drawn from the high-volume 
months. This would be useful if we want to train a model that is sensitive to trending events, but 
the model might not generalize well to low-volume or future months. Since the model was 
intended to collect misinformation from across the study timeframe, it seems best not to tie the 
sampling to events in this way. 
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Table 2.1. Number of tweets sampled from each month. 

Year Month No. of Tweets 
(%, n=3,972,651) 

No. of Unique Tweets (%, 
n=1,079,716) 

2018 Jan 122,668 (3) 46,669 (4) 

Feb 122,762 (3) 44,790 (4) 

Mar 82,446 (2) 32,292 (3) 

Apr 97,345 (2) 40,884 (4) 

May 108,048 (3) 39,667 (4) 

Jun 225,309 (6) 59,165 (5) 

Jul 235,520 (6) 49,264 (5) 

Aug 295,239 (7) 59,099 (5) 

Sep 133,235 (3) 42,849 (4) 

Oct 140,766 (4) 54,823 (5) 

Nov 126,954 (3) 49,267 (5) 

Dec 290,477 (7) 67,644 (6) 

2019 Jan 192,718 (5) 64,745 (6) 

Feb 688,243 (17) 155,155 (14) 

Mar 602,487 (15) 135,675 (13) 

Apr 508,434 (13) 137,728 (13) 
NOTE: Higher numbers of tweets were generated in early 2019, which could be due to the measles outbreaks. 

Data Annotation 

To produce ground truth for the training data, I designed a two-stage annotation process. The 
first stage sorted tweets by relevance and the second stage classified relevant tweets based on 
whether they contained misinformation. On the annotation platforms, HTML rather than text-
only version of the tweets were used to preserve the formatting familiar to general Twitter users, 
and raters were instructed to take into consideration linked contents, quotes or images if such 
media were present in the tweets. 

In stage one, crowdsourced raters were instructed to classify tweets by their relevance to 
vaccines (Figure 2.1). Tweets were deemed relevant if they (1) refer to vaccines for human 
infectious diseases, (2) describe either vaccine effectiveness, i.e. whether vaccines prevents 
diseases, vaccine safety, i.e. whether vaccines contain unsafe ingredients or whether vaccines 
cause illnesses, disabilities, or death, or vaccines’ mechanisms of action, i.e. how vaccines works 
or do not work, (3) present studies that demonstrate vaccine effectiveness or safety, (4) concern 
vaccination policies, or (5) pertain to vaccine conspiracies. Besides, tweets that contained (1) 
jokes/satires, (2) reports of oneself obtaining vaccines, and (3) opinions or criticism about pro-or 
anti-vaccine behaviors were considered irrelevant. To screen raters, I labeled a set of tweets 
using the above criteria as ground truth. Raters needed to classify at least 80% of the randomly 
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assigned tweets correctly in a test round2 to be qualified for the tasks. Two raters independently 
annotated each tweet, and I reconciled the conflicts. 

Figure 2.1. Example annotation interface for tweet relevance. 

NOTE: Tweets to be classifies by raters were stripped of identifiable information to protect user privacy. Following the 
instructions, raters determined whether the tweet presented contained relevant vaccine information. 

Tweets that were labeled as relevant then entered stage two, in which I and another PRGS3 
fellow with relevant training in this topic area classified the tweets independently using the 
following three definitions of misinformation (Figure 2.2): 

• Credibility: a tweet is considered not credible if its message contains vaccine information
that is not true and/or was not believable

• Evidence: a tweet is considered not supported by evidence if its message contains a
scientific claim about vaccines that is not supported by mainstream science

• Propaganda: a tweet is considered to be propaganda-like if its message intentionally
distorts vaccine information or uses false information to promote a cause or an interest of
an entity

2 Since raters might choose not to complete all tasks (n=30), only those who completed at least 10 tasks were 
considered for qualification.  
3 PRGS stands for Pardee RAND Graduate School. 
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Figure 2.2. Example annotation interface for misinformation. 

 

NOTE: Each relevant tweet was classified by two raters as not credible, not supported by evidence and/or 
propaganda based on the pre-defined criteria. The original annotation form included stance categories, i.e., pro-

vaccine and anti-vaccine, which were not used in this study. 

Sample Characteristics 

A total of 4,759 tweets were annotated4. 2,069 tweets (43%) were labeled as relevant. Of the 
relevant tweets, 22% were labeled as not credible, 16% as not supported by evidence, and 23% 
as propaganda. Raters in stage one achieved accuracy of 0.81 and 0.84 based on two 10% 
samples randomly drawn from the raters’ outputs evaluated against my own annotations. Raters 
in stage two pair-annotated 250 tweets during training and achieved Cohen’s kappa (Cohen 
1960) = 0.79, 0.71, and 0.69 and B-statistic (Bangdiwala 1985) = 0.67, 0.69, and 0.64 for 
credibility, evidence, and propaganda, respectively, in the last training round (n=100; 5% of total 
sample of 2,069 tweets). According to Muñoz & Bangdiwala (Munoz and Bangdiwala 1997), the 
agreement between the two raters can be interpreted as “substantial” to “almost perfect”. 

Data Preprocessing 

Data Augmentation 

In addition to the Twitter data supplied by Gnip, I obtained three other features that could 
potentially augment the signal of misinformation, including bot scores, sentiment scores, and 
texts embedded in images. 

• Bot scores 

 
4 The other 41 tweets were either blocked or deleted, and thus their HTML blocks were not accessible for use on 
the annotation platforms. 



 

 10 

While some social bots are benign, others have been found to play a role in 
amplifying, manipulating and disseminating misinformation on social media (Ferrara, 
Varol et al. 2016). To help detect social bots, researchers have developed a machine 
learning algorithm, Botometer, to classify a Twitter account as bot or human based on 
various features including the user’s profile, friends, social network structure, temporal 
activity patterns, language, and sentiment, and have provided an API5 for public’s access 
to the evaluations (Davis, Varol et al. 2016, Varol, Ferrara et al. 2017). I derived the 
Complete Automated Probability (CAP), the probability of an account being completely 
automated calculated by taking into account the estimated overall prevalence of bots on 
Twitter (Yang, Varol et al. 2019), for each account to augment the training dataset.   

• Sentiment scores 
Under the hypothesis that tweets containing anti-vaccine misinformation can carry 

more negative emotions compared to non-misinformation tweets, I obtained a set of 
sentiment scores for each tweet including sentiment magnitude and sentiment polarity 
using Google’s Natural Language API, which hosts a hub of models pre-trained on large 
language corpuses to perform various natural language understanding tasks such as 
sentiment analysis, entity recognition, entity sentiment analysis, content classification, 
and syntax analysis (Google Cloud). 

• Text embedded in Images 
According to Chen and Dredze, tweets with images are twice as likely to be shared 

than those without, and nearly half of the vaccine-related images are embedded with texts 
(Chen and Dredze 2018). Thus, aside from whether a tweet includes an image, the 
content of an image may also enhance a model’s ability to distinguish misinformation. 
Therefore, I used the Google-developed Vision AI pre-trained to categorize images and 
recognize objects, faces and words (Google Cloud), to extract text information from 
images embedded in tweets.   

Text Preprocessing 

To prepare for model training, all text fields including tweet body, quoted tweet, URL title, 
URL description, as well as text extracted from an image were removed of links, mentions, 
hashtag symbol “#”, and whitespaces. Then, if present, contractions were recovered and emojis 
were translated into labels. For example, ☺ is translated as “smiling face”. 

Activities and Interaction Networks 

Drawing from rationales similar to those behind Botometer, disseminators of vaccine 
misinformation, particularly propaganda, might have discernibly different activity and 
interaction patterns. For instance, a disseminator may post or share information in much shorter 
time intervals than a regular Twitter user, and a disseminator may exploit bots or fake accounts 

 
5 API stands for Application Programming Interface. According to Oxford Dictionary, API is “a set of functions and 
procedures allowing the creation of applications that access the features or data of an operating system, application, 
or other service.” 
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to retweet his or her content. To capture these features, I first retrieved each unique account’s 
most recent statuses as well as statuses that mentioned the account, and then I calculated the 
counts and rates for each type of statuses (i.e., tweets, mentions, retweets, and replies) and the 
time intervals (in hours) in between the statuses (Table 2.2). Next, I built an interaction network 
for each account, where the users were connected through different types of activities (i.e., 
mentions, retweets, and replies) with directions indicating information flow. For example, 
information flows from the retweeted to the retweeting and from the mentioning to the 
mentioned. Once the networks were established, I extracted both user- and network-level 
features such as centrality measures, network density, and transitivity (Table 2.3).  

Table 2.2. User activity features. 

Activity Patterns 

Number and Rate (per Hour) of Tweets 
Number and Rate of Retweets (RTs) 

Number and Rate of Quotes 
Number and Rate of Replies 

Number and Rate of Mentions 
Number and Rate of Retweeted 

Tweet Interval (in Hours) 
RT Interval 

Quote Interval 
Reply Interval 

Mention Interval 

Table 2.3. User- and network-level interaction features. 

User-level Network-level 

Degree 
In Degree 

Out Degree 
Clustering Coefficient 

Clustering Coefficient (Weighted) 
Degree Centrality 

In Degree Centrality 
Out Degree Centrality 

Page Rank 
Katz Centrality 

Current Flow Closeness 
Current Flow Betweenness 

Number of Nodes 
Number of Edges 

Density 
Transitivity 

Metadata 

Other non-text features considered for model training include user-level and tweet-level 
meta-information provided by or engineered from Gnip-supplied data (Table 2.4). Domain 
frequency was derived from counting the occurrences of each unique URL domain, e.g., 
youtube.com, in the training dataset and assigned the value to each tweet that contained a 
matched domain. This feature was created under the assumption that domains with the same 
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occurring frequency are more similar to each other than those with different occurring 
frequencies. 

Table 2.4. User- and tweet-level meta-information. 

User-level Tweet-level 

Account Age (days) 
Favorites Count 
Followers Count 
Friends Count 
Statuses Count 

Verified 
Has Link 

Favorites Count 
Retweet Count 

Domain frequency 
Is Post (vs. Share) 

Is Reply 
Has Mention(s) 

Has URL(s) 
Has Image 

Has Quoted URL(s) 
Has Quoted Image 

 

Model Training and Model Selection 

Mirroring the annotation process, the structure of the classifier system also comprises two 
components: a relevance classifier and a misinformation classifier. The former will determine 
whether a tweet contains relevant vaccine information, and the latter will assess how likely the 
information is not credible, is not evidence-based and/or is propaganda.  

Misinformation Classifier 

To train and select the best performing classifier for misinformation, I conducted a series of 
experiments evaluating the effects of different input texts, auxiliary data, and algorithms. In 
Experiment One, I tested whether including text information from quotes, links and or images 
would result in better performance using a pre-trained BERT base model released by Google. In 
Experiment Two, I assessed whether further pre-training BERT on a Twitter corpus with 
vaccine-related tweets could improve its ability in classifying vaccine misinformation. Finally, in 
Experiment Three, I compared the outcome of the fine-tuning approach as used in Experiment 
Two with those of feature-based approaches where BERT’s outputs including predictions and 
embeddings in conjunction with other structured data specified in previous section were used as 
features for training. Area under the precision-recall curve (PR-AUC) was used to evaluate 
model performance in all of the experiments. PR-AUC serves as a summary measure for the 
model’s overall predictive ability, and the curve itself demonstrates the tradeoff between 
precision and recall at different thresholds. Compared to ROC AUC, PR-AUC is more 
appropriate in cases where the distribution of classes in the dataset is imbalanced especially 
when there are much more negative than positive cases, as the PR curve does not include true 
negatives in its computation (Davis and Goadrich 2006). Of note, the experiments were meant to 
aid model selection and not to compare performance of algorithms per se. Thus, casual 
comparison as opposed to statistical evaluation was performed. 
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Experiment 1: Using Combinations of Different Text Fields as Model Input 

In this experiment, I prepared six combinations of text input by concatenating the main tweet 
body with one or more of the other text fields, including URL title and description, text extracted 
from an image, quoted tweet, URL title in the quoted tweet, and text extracted from the quoted 
image, as listed in Table 2.5. I trained each model by fine-tuning BERT, i.e., attaching a 
classification layer to the last layer of a BERT base model (uncased) configured with 12 layers, 
768 hidden units per layer, and 12 attention heads. I split the training dataset into train, validation 
and test of sizes 1569, 250, and 250, respectively. Each model was trained on batches of size 32 
for 3 epochs for a total of 147 steps6.  

Overall, there did not appear to be one model that markedly outperformed the others. 
Nonetheless, compared to Basic, Meta yielded slightly higher PR-AUCs on average (Table 2.6). 
As a result, both Basic and Meta were used in Experiment 2 for further comparisons.  

Table 2.5. Six versions of text input for model training. 

Type Description 

Basic The most complete, untruncated version of a tweet available in the Gnip-supplied dataset 

URL If a tweet includes a URL(s), the main tweet body is then concatenated with the title(s) and 
description(s) of the linked content(s), i.e., Basic + URL information 

Meta If a tweet includes a URL(s) and/or an image, the main tweet body is concatenated with the 
information from the URL(s) and/or the text extracted from the image, i.e., Basic + URL 
information + Image information 

qBasic If a tweet is a quote tweet, the text input is the concatenation of both bodies of the main tweet 
and the quoted tweet, i.e., Basic + quote 

qURL If a tweet includes a URL(s) either in the main tweet or the quoted tweet, the tweet bodies are 
concatenated with the URL information, i.e., qBasic + URL information + quoted URL information 

qMeta If a quote tweet includes an image, the concatenation will extend to include the text from the 
image, i.e., qBasic + URL information + quoted URL information + image information 

 

Table 2.6. PR-AUCs of misinformation classifiers on the validation set using different text inputs. 

 Basic URL Meta qBasic qURL qMeta 
Credibility 0.72 0.73 0.73 0.76 0.73 0.66 

Evidence 0.50 0.53 0.57 0.54 0.57 0.49 

Propaganda 0.75 0.73 0.74 0.69 0.73 0.77 
NOTE: Augmenting text input with metadata did not appear to affect model performance on the validation set (n = 
250). 

 
6 Results from an earlier step were used if the loss curves showed signs of over-fitting. 
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Experiment 2: Base BERT versus VaccineBERT (Fine-tuning Approach) 

Compared to BERT, which was trained on BooksCorpus (Zhu, Kiros et al. 2015) and 
Wikipedia, a few extensions further pre-trained with domain or application specific corpora have 
delivered better performance on downstream tasks. For examples, BioBERT pre-trained on 
large-scale biomedical corpora (PubMed abstracts and PMC full-text articles) outperformed 
BERT on biomedical named entity recognition, biomedical relation extraction and biomedical 
question answering (Lee, Yoon et al. 2019); SciBERT pre-trained on both biomedical and 
computer science publications with in-domain vocabulary achieved new state-of-the-art results in 
sequence tagging, text classification and relation classification (Beltagy, Lo et al. 2019); 
ClinicalBERT pre-trained on clinical notes of patients admitted to an intensive care unit 
surpassed two baseline models—Bag-of-words and a Bidirectional Long Short-Term Memory 
Network (BiLSTM) in readmission prediction (Huang, Altosaar et al. 2019). 

To test whether this performance gain also applies in vaccine-related tweet classification, I 
created a corpus using all unique tweets (N =1,079,722)7 returned from the search query and 
processed as described in Text Preprocessing, and further pre-trained BERT on two unsupervised 
tasks—masked language modeling and next sentence prediction as in Vaswani et al., 2017 
(Vaswani, Shazeer et al. 2017) for additional 0.5, 1.0, 1.3, 1.7 and 2.0 million steps. Then, I fine-
tuned these “VaccineBERT” models to perform the downstream classification task using Basic 
and Meta text inputs, with batch sizes of 32 for 3 epochs as in Experiment 1 (Figure 2.3). As 
shown in Table 2.7, the extended models indeed improved upon the base BERT. The PR-AUCs 
increased up to 19 percentages for Credibility, 18 for Evidence, and 10 for Propaganda. 
However, Meta did not yield much better PR-AUCs compared to Basic. Thus, only the Basic text 
input was used in the next experiment for efficiency. 

 

 
7 The 4,759 tweets used in training and testing the relevance and misinformation classifiers were not excluded from 
this dataset as the training objectives, i.e., masked language modeling and next sentence prediction, were different 
from the downstream classification tasks and the impact of data leakage on model generalizability might be small.  
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Figure 2.3. Training structure of vaccineBERT models and VaccineBERT-based classifiers. 

 

Table 2.7. PR-AUCs of BERT- and VaccineBERT-based misinformation classifiers on the validation 
set. 

 Basic Meta 
 Base 

BERT 
0.5M 1.0M 1.3M 1.7M 2.0M Base 

BERT 
0.5M 1.0M 1.3M 1.7M 2.0M 

Credibility 0.66 0.82 0.84 0.81 0.79 0.84 0.66 0.80 0.82 0.78 0.85 0.84 

Evidence 0.45 0.54 0.63 0.59 0.54 0.53 0.55 0.58 0.56 0.61 0.58 0.63 

Propaganda 0.67 0.76 0.77 0.73 0.73 0.75 0.71 0.75 0.76 0.77 0.79 0.80 
NOTE: VaccineBERT markedly improved performance by 10 (Propaganda), 18 (Evidence) and 19 (Credibility) 
percentage on the validation sets (n = 250). Including metadata, on the other hand, did not result in much benefit 
across the VaccineBERT models. 
 

Experiment 3: Feature-based Approaches 

In the previous experiments, I have only used text information for training. Nonetheless, 
other structured data such as user- and tweet-level meta-information as well as network features 
may provide additional signals for the classifier. To explore the contributions of incorporating 
these variables, I conducted two approaches using BERT outputs as features in training as 
opposed fine-tuning a BERT model (Figure 2.4). In particular, two types of VaccineBERT 
outputs were used in conjunction with the structured data8 listed in Table 1.1-1.3 to train a 

 
8 Because some of the accounts became protected or were deleted when I retrieve recent statuses to construct the 
interaction networks, the overall sample size in Experiment Three was smaller (N=) than the previous two 
experiments. Nonetheless, the distributions of the cases remained stable (Credibility: 21%; Evidence: 16%; 
Propaganda: 22%).  
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classifier for vaccine misinformation. The first approach used VaccineBERT to generate tweet 
embeddings whose PCA matrix was then concatenated with the structured data to construct the 
final feature matrix. The second approach applied stacking (Wolpert 1992) where several 
models’ outputs (predicted probabilities) were stacked together to generate the final feature 
matrix. In both approaches, the training data and the validation data were combined to form a 
new training set, as the validation set had been utilized for model selection in prior experiments. 
Besides, for the stacking, predictions generated from cross-validation, as opposed to the training 
set, were used to avoid over-fitting. 

Figure 2.4. Training structure of feature-based classifiers. 

 

I fitted models with three algorithms separately, including logistic regression (LR), random 
forest (RF), and XGBoost (XGB) in both approaches, and neural network (NN) additionally for 
the embedding approach. Then, I fed the outputs to two secondary models (LR and XGB) to train 
the ultimate classifier. A third stacked model with five minimally configured base models9 was 
also tested in both approaches. 

Table 2.8 shows the 10-fold cross-validation results from the structured data only and from 
the combination of text and structured data in the two approaches. In short, the structured data 
alone have poor predictive power. However, even if combined with text, these feature-based 
models did not produce discernable improvements over the fine-tuned models trained in 
Experiment 2. 

 
9 The base models include logistic regression, random forest, XGBoost, naïve Bayes, and extra trees classifier. 
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Table 2.8. Cross-validation PR-AUCs from misinformation classifiers trained with both text and 
structured data. 

 Structured Data VaccineBERT-1.0M Embeddings VaccineBERT-1.0M Predictions 

LR	 RF	 XGB	 LR	 RF	 XGB	 NN	 2nd	
LR	

2nd	
XGB	

5	
Bases	

LR	 RF	 XGB	 2nd	
LR	

2nd	
XGB	

5	
Bases	

Credibility	 0.36	 0.43	 0.45	 0.72	 0.75	 0.74	 0.78	 0.75	 0.73	 0.76	 0.71	 0.72	 0.74	 0.73	 0.73	 0.72	

Evidence	 0.24	 0.26	 0.32	 0.55	 0.58	 0.60	 0.60	 0.60	 0.56	 0.58	 0.55	 0.56	 0.60	 0.54	 0.54	 0.54	

Propaganda	 0.37	 0.41	 0.50	 0.73	 0.72	 0.71	 0.78	 0.73	 0.73	 0.74	 0.70	 0.72	 0.73	 0.73	 0.71	 0.70	
Note: 10-fold cross validation was conducted on the training set (n = 1819). Structured data (user/tweet-level meta-
information and network features) alone lacked predicting power. Although VaccineBERT embeddings and 
predictions greatly boosted performance across the board, the feature-based approach did not yield results superior 
to the fine-tuning approach.  

Relevance Classifier 

For the first layer of classification that sorts tweets by their relevance to vaccine-related 
information, I fine-tuned BERT and the five pretrained VaccineBERT models using Basic input 
of batch size 32 for one epoch (Figure 2.3). While all the models had excellent performance, the 
models based on VaccineBERT-1.7M and 2.0M tied with the highest validation PR-AUC (Table 
2.9). 

Table 2.9. PR-AUCs of BERT- and VaccineBERT-based relevance classifiers on the validation set. 

 Base BERT 0.5M 1.0M 1.3M 1.7M 2.0M 

Relevance 0.87 0.93 0.93 0.90 0.94 0.94 
NOTE: VaccineBERT improved the classifier’s performance by 7 percentages on the validation set (n = 250). 

Final Models 

Based on the findings from the previous experiments, I chose VaccineBERT 1.0 M and 2.0M 
as the final classifiers for misinformation and relevance, respectively. As demonstrated in Figure 
2.6, the misinformation classifier has test PR-AUCs 0.70, 0.63 and 0.80 for Credibility, Evidence 
and Propaganda, respectively, and the relevance classifier has a test PR-AUC 0.93. The 
classifiers have, on average, an 0.51 increase in the area under the precision-recall curve 
compared to a baseline classifier that assigns cases as positive or negative at random. 
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Figure 2.6. Test PR-AUCs of (a) misinformation and (b) relevance classifiers. 

 

NOTE: Both classifiers outperformed the no-skill (random) classifiers, represented by the flat lines, by far. Overall, the 
misinformation model did best in predicting the propaganda class, followed by credibility, and finally evidence.  

At a threshold of 0.5, the results correspond to accuracy scores ranging from 0.84 to 0.87, 
precision scores 0.53 to 0.69, and recall scores 0.76 to 0.83 for misinformation; for relevance, the 
model yields an accuracy score 0.88, a precision score 0.83, and a recall score 0.89 (Table 2.10).  

Table 2.10. Model accuracy, precision, and recall at 0.5 threshold. 

 Accuracy Precision Recall 
Credibility 0.84 0.60 0.78 

Evidence 0.85 0.53 0.76 

Propaganda 0.87 0.69 0.83 

Relevance 0.88 0.83 0.89 
NOTE: A default threshold of 0.5 was used to evaluate the model’s performance on the unseen test set (n = 250). 

Conclusions 
In this chapter, I developed a machine learning algorithm to identify tweets that likely 

contain vaccine-related misinformation. As with most, if not all, machine learning problems, I 
relied on using a series of experiments to search for the best workable solution. In Experiment 1, 
I investigated whether adding text information extracted from links and images enhances a 
model’s performance in classifying vaccine-related misinformation. In Experiment 2, I examined 
whether pre-training BERT with a domain-specific corpus leads to performance gains in the 
downstream classification task. In Experiment 3, I assessed whether including meta-data and 
network features further improves upon the models built with BERT.  
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The results show that the additional information derived from links and images generates a 
slight improvement to the model, but the improvement is so small that it may not justify the extra 
resource required to engineer those features. On the other hand, pre-training BERT with a 
vaccine-specific tweet corpus, i.e., VaccineBERT, markedly improves the model’s performance, 
boosting the PR-AUC by at least 10 percentages. It is likely that Twitter lingo such as 
abbreviations and hashtags, and certain vaccine- or disease-related terminologies shift the word 
distribution from the general domain corpora and affect base BERT’s performance. Although 
this finding once again points out the limitation of transfer learning, general-purposed models 
like BERT are still valuable as they, despite requiring further training on domain-specific 
corpora, reduce the need for a large amount of labeled data. Finally, including meta-data and 
network features does not lead to any more improvement regardless of the models used. Thus, 
the final classifiers selected are both constructed by fine-tuning a VaccineBERT model. The 
misinformation classifier yields a test PR-AUC ranging from 0.63 to 0.8, where it is the lowest 
when using the evidence criterion and the highest when using the propaganda criterion. 
Meanwhile, the relevance classifier has an excellent test PR-AUC of 0.93.  

Given the heavy use of engineered features in previous work on bot detection and tweet 
credibility evaluation (Castillo, Mendoza et al. 2011, Varol, Ferrara et al. 2017), it is somewhat 
surprising to find that none of the auxiliary data including meta-data and users’ network features 
adds value to the model trained to identify vaccine misinformation. It can be due to that a highly 
sophisticated pre-trained language model like BERT is capable of capturing meanings and 
signals that feature engineering alone cannot capture, or that the model’s performance has 
plateaued and cannot be improved without improving the quality of training data itself. 

Regardless, all the findings point to a fairly efficient model that precludes the need to train a 
language model from scratch or to engineer features painstakingly. Moreover, this study 
reaffirms that BERT’s performance in domain-specific downstream tasks can be easily improved 
by further pre-training with domain-specific corpora. In conclusion, this study produced a 
classification algorithm with reasonable performance, ready to be deployed to collect a new 
misinformation dataset.   
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3. Vaccine Misinformation on Twitter 

Introduction 
This chapter takes a deep dive into the vaccine misinformation identified by the machine 

learning algorithm. In addition to estimating the prevalence of vaccine misinformation on 
Twitter, topic modeling and thematic analysis are employed to derive a more nuanced 
understanding of different topics of misinformation, including their prevalence, trend, inter-
relations, as well as the underlying belief systems that may be driving certain types of 
misinformation. 

Methods 

Data Source 

A dataset of misinformation was generated using the relevance and misinformation 
classifiers from Chapter 2. In sum, 1,721,528 (43%) tweets were classified as carrying relevant 
information about vaccines using a probability threshold of 0.5. Because a minority of tweets in 
the manually labeled training data were misinformation tweets (17% to 23% in the training data), 
thresholds that optimized the F1 scores10 were used for subsequent classification to balance 
precision and recall. By applying the F1-based thresholds, 15%, 11% and 18% of the relevant 
tweets were classified as not credible, not evidence-based, and propaganda, respectively in the 
total data of 1,721,528 tweets. The estimated false positive rates were 5-8%, and the false 
negative rates fell in the range of 5 to 7 percent (Table 3.1). Since tweets that were labeled as not 
credible were often inclusive of those labeled as not evidence-based or propaganda (Table 3.2), 
the classification results based on credibility were used to conduct the exploratory analyses in 
this Chapter (n=257,288). 

Table 3.1. Estimated performance based on F1-optimizing thresholds. 

 Credibility Evidence Propaganda 

Threshold 0.77 0.81 0.53 

Accuracy 0.88 0.88 0.88 

Precision 0.76 0.62 0.71 

Recall 0.69 0.71 0.79 

 
10 F1 score can be considered as a weighted (balanced) sum of precision and recall: F1 = 
2 ∗ 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑟𝑒𝑐𝑎𝑙𝑙 (𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙)⁄  
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False positive 0.048 0.072 0.076 

False negative 0.068 0.048 0.048 
NOTE: The thresholds for positive classes were derived from optimizing the F1 scores of individual criteria on the test 
set (n=250). At 0.88 of accuracy, 15%, 11% and 18% of the tweets were classified as not credible, not evidence-
based, and propaganda, respectively, with varying trade-offs between precision and recall. The false positive rates 
were 5 to 8 percent, whereas the false negative rates were 5-7%. 
 

Table 3.2 Distribution of annotation results in the training set. 

 Credibility Evidence Propaganda 
Credibility  75% 86% 

Evidence 98%  90% 

Propaganda 80% 64%  
Note: Of the 2,069 labeled tweets, 98% and 80% labeled as not evidence-based and propaganda were also labeled 
as not credible, respectively.  
 

Topic Modeling using Correlation Explanation 

Tweets pose challenges for traditional topic models such as Latent Dirichlet Allocation 
(LDA). Not only that the sparseness of data in each tweet limits the model’s inference 
performance, the assumption of a topic mixture also belies the nature of tweets which often 
encompass only one topic each. Thus, to explore the dynamics of vaccine misinformation on 
Twitter, I implemented an alternative topic modeling approach—Correlation Explanation 
(CorEx). In contrast to LDA, CorEx does not assume an underlying generative model and instead 
learns the representation of the data by optimizing an information-theoretic objective (Steeg and 
Galstyan 2014). Essentially, the model searches for a set of latent factors that best explain the 
correlations in the data as measured by total correlation, also called multivariate mutual 
information11. In other words, the optimization minimizes the total correlation in the data when 
conditioning on the set of latent factors. 

Data Preprocessing 

To prevent CorEx from exploiting redundancies in the data when seeking maximally 
informative topics, duplicated tweets were removed, reducing the dataset to 91,390 tweets (Table 
3.3). Then, a sequence of preprocessing steps was applied to clean and normalize the tweets, 
which includes (1) lowercasing all words, (2) decomposing hashtags into separate words, (3) 
removing URLs, mentions, numbers as well as special characters such as accents and emojis, (4) 

 
11 Total correlation or multivariate mutual information is a measure of mutual information among many variables, 
and is defined as: 𝑇𝐶(𝑋!) = 	∑ 𝐻" −𝐻! , 𝑤ℎ𝑒𝑟𝑒	𝐺	𝑖𝑠	𝑎	𝑠𝑢𝑏𝑠𝑒𝑡	𝑜𝑓	𝑟𝑎𝑛𝑑𝑜𝑚	𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒𝑠, 𝑎𝑛𝑑	𝐻 ="∈!
𝐸$[−𝑙𝑜𝑔𝑝(𝑥)]	𝑖𝑠	𝑒𝑛𝑡𝑟𝑜𝑝𝑦. In the optimization, we look for a set of factors 𝑌% , 𝑗 ∈ 𝑚, that explain the most total 
correlation, i.e. 𝑚𝑎𝑥	∑ 𝑇𝐶N𝑋! , 𝑌%O&

%  or	𝑚𝑖𝑛	∑ 𝑇𝐶N𝑋! 	|	𝑌%O&
% . 
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transforming words into lemmas by removing inflectional endings, and (5) converting the 
processed tweets into a binary document-word matrix as required for CorEx topic modeling. 

Table 3.3. Number of misinformation tweets detected by month. 

Year Month No. of Misinformation 
Tweets (%, n=257,288) 

No. of Unique 
Misinformation Tweets 

(%, n=91,390) 
2018 Jan 10,457 (4) 4,476 (5) 

 Feb 11,279 (4) 4,433 (5) 

 Mar 8,376 (3) 3,097 (3) 

 Apr 9,751 (4) 3,684 (4) 

 May 9,170 (4) 3,469 (4) 

 Jun 9,234 (4) 3,995 (4) 

 Jul 11,330 (4) 4,565 (5) 

 Aug 11,370 (4) 4,633 (5) 

 Sep 7,696 (3) 3,377 (5) 

 Oct 11,584 (5) 4,597 (5) 

 Nov 11,666 (5) 4,250 (5) 

 Dec 20,543 (8) 6,140 (7) 

2019 Jan 20,181 (8) 6,311 (7) 

 Feb 32,215 (13) 10,804 (12) 

 Mar 34,719 (13) 11,435 (13) 

 Apr 37,717 (15) 12,124 (13) 

 

Model Fitting 

Models fitted with a larger amount of data, i.e., tweets from all months together, may 
produce more reliable results and generate more accurate estimates about the prevalence of 
different topics. However, such approach can also overlook low-frequency yet interesting topics 
that occur only sporadically. Modeling monthly data separately, though potentially less reliable, 
may mitigate the aforementioned issue and allows us to observe and compare the topics over 
time, which helps contextualize misinformation and suggest a frequency at which the machine 
learning model may need to be retrained with new data. Given the ample amount of data 
available from each month and the exploratory nature of this study, each month’s data was fitted 
with a model individually.  

All models were initially fitted with 100 topics by default. As shown in Figure 3.1, each 
additional topic has a diminishing return to the total correlation. To standardize over each month, 
the number of topics was chosen when the total correlation within a topic fell below 10 percent 
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of the first topic’s total correlation. The final models were then fitted with the chosen numbers of 
topics, which fell between 28 and 51. 

Each topic was represented with words ranked by their mutual information shared with the 
topic (see Appendix for the model output). The model also returned tweets that most probably 
belonged to each topic.  

Figure 3.1. Total correlation in each topic. 

 

NOTE: Total correlation or multivariate mutual information explained by each additional topic decreases as the 
number of topics increases. 10% total correlation of the first topic was chosen as an arbitrary threshold to identify the 

optimal number of topics to fit for each month’s data, which is represented by different colored lines. Therefore, 
months with higher entropy will be fitted a higher number of topics. Of note, a smooth curve is plotted for each month 

to improve readability although the distribution of total correlation is discrete. 

Topic Labeling 

I qualitatively analyzed the top-ranking words and the most probable tweets of the 
discovered topics and assigned each topic with one or more overarching categories generated 
through a bottom-up, iterative process. The method and categories were partially informed by 
(Gidengil, Chen et al. 2019). The categories were generated by induction. When a new category 
emerged, I went back to review previously assigned categories and made adjustments if 
applicable. Meanwhile, no category was assigned if the topic was not interpretable. Once all the 
topics were categorized, I then identified and described different themes that existed within each 
overarching category. 
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Figure 3.2. Number of labeled topics in each month. 

 

NOTE: The models were originally fitted with 28 to 51 topics, depending on the month. However, not all of the topics 
were interpretable. The blue bars represent topics that were interpretable and manually labeled (n= [26,48]). 

Results 
Figure 3.2 shows the distribution of the analyzed topics. The number of topics fluctuates over 

time but there appears to be an increase since early 2019.   
I classified the topics into nine categories, which in the order of most prevalent to least were 

safety (65%), truth (39 %), fraud/corruption (15%), conspiracy (14%), autonomy (5%), and 
morality (5%), followed by free speech, xenophobia, and efficacy that only appeared in fewer 
than 1% of the topics (Figure 3.3). When taking a cross-sectional view along the timeline, it is 
clear that the first six categories of misinformation were endemic on Twitter. Autonomy, 
especially the opposition against mandatory vaccination became more persistent since late 2018, 
coinciding with the large-scale measles outbreaks in New York as well as the addition of another 
three states—Maine, New York and Washington, that removed personal belief and/or religious 
exemptions in 2019. 

In addition, two categories—xenophobia, and efficacy, did not come up until 2019, which 
likely	emerged	in	response	to	the	outbreaks	and	policy	changes	at	the	turn	of	the	year,	
including	social	media	platforms’	content	moderation	policies (Figure 3.4). 
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Figure 3.3. Prevalence of topic categories. 

 

NOTE: Of the labeled topics (n=548), the safety and truth categories dominate the misinformation landscape on 
Twitter, followed by fraud/corruption and conspiracy theories. 
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Figure 3.4. Distribution of topic categories over time. 

 

NOTE: The distribution of the six endemic topics remained stable over the study time period. Free speech and 
xenophobia are likely triggered by trending events at different points in time. 

Safety (65%) 

Safety, as the most prominent category of vaccine misinformation, encompasses several 
dimensions (Table 3.4). One of the most propagated myths is that the existence of the National 
Vaccine Injury Compensation Program, also known as the vaccine court, and its huge payouts to 
date proved that vaccine injury is real and not rare. There has also been petitions to President 
Trump to create an independent vaccine safety commission to be led by Robert F. Kennedy, Jr., 
who recently won a lawsuit (settlement, to be specific) against the HHS, accusing the department 
of not conducting vaccine safety studies as the law required. Particularly, petitioners claim that 
most vaccines have not been properly tested, especially their uses during pregnancy and in 
combination such as in combination vaccines and multiple vaccines in one single visit.  

The most concerning aspect about vaccines is, of course, the allegedly harmful ingredients 
they contain. In addition to heavy metals such as mercury (thimerosal), aluminum (adjuvant) that 
are considered neurotoxins, the list goes on to include formaldehyde, animal tissues, human 
DNA and debris from aborted fetuses, and glyphosate, the main active ingredient of Roundup 
(herbicide). These ingredients are believed to affect neurological and immune systems and cause 
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autism and brain damages such as acute disseminated encephalomyelitis, autoimmune disorders, 
paralyses, diabetes, cancer, and even mental and behavioral disorders. For examples, there are 
claims that childhood vaccines have been associated with deranged mass shooters, and female 
and male DNA fragments have been linked to gender identity disorder. What’s worse, vaccines 
are accused of having killed countless infants via sudden infant death syndrome (SIDS), as well 
as teens and adults. These adverse events, as the claimers argued, are not made up and are all in 
the vaccine package inserts. 

The most condemned vaccines are influenza and human papillomavirus (HPV) vaccines. 
Aside from the abovementioned side effects, HPV vaccines, especially Gardasil, are linked to 
infertility and cervical cancer, the disease the vaccine aims to prevent. The runner-up is the old-
timer MMR, which allegedly causes autism, and then the polio vaccines, which cause paralysis, 
cancer, and death. DTaP/Tdap and Varicella (chickenpox) vaccines are mentioned occasionally 
although the claims are more about how these vaccines cause whooping cough and shingles (see 
Truth). Finally, the anthrax vaccines administered in the 90s have been considered the culprit of 
Gulf War Syndrome. 

Table 3.4. Example tweets in the safety category. 

Theme Example Tweets 

Vaccine court proves 
vaccines injure 

• If vaccines are so safe, then why did Reagan in 1986 make it to where vaccine 
manufacturer's cannot be sued but instead they created a vaccine injury court. 
@Merck Why are you killing and injuring our children? #gardasilkilledmyson 
#NeverForgetChris 

Vaccines have not 
been properly tested 

• Since there's been ZERO studies on the safety of vaccines (see HHS loses 
lawsuit against RF Kennedy) in over 33 years, how exactly do you justify 
vaccines safety? ZERO safety studies as ordered by Congress 

• Multiple vaccines are administered at one visit - those combinations have not 
been tested for safety 

Vaccines contain 
harmful ingredients 

• It’s great to have a real scientist on to ask this question. Why can’t we have 
clean vaccines? Ones without mercury, polysobate-80, aluminum, 
formaldehyde etc. Why can’t we have safer single dose vials?  What’s with the 
adjuvants?,Dr. Theresa Deisher on Aborted Human Fetal DNA in Vaccines 

• 0.5 mL dose from the multi-dose vial contains 25 mcg #Mercury,  
0.25 mL (#infant dose for 6-mon old &amp; up) - 12.5 mcg. 
25 mcg/ 0.5 ml = 50,000 ppb 
250X more than TOXIC HAZARD level 

Vaccines cause 
autism and other 

diseases 

• I’ve read plenty of literature stating the polio vaccines containing the SV40 
virus that are capable of causing cancer. Also injecting foreign 
DNA(ex:monkeykidneys) can lead to a number of autoimmune diseases in the 
individuals futures 

• When injected into the blood stream it becomes blood brain barrier meaning it 
does to the brain. Vaccines CAN cause AUTISM and autoimmune disorders. 
Vaccine injury is REAL...watch Vaxxed. 

Vaccines kill • You are aware that vaccines kill and maim children. Maybe you should watch a 
few of the parents and children's own stories on the #Vaxxed channel you wont 
be shown these on tv - they want to keep the sheep vaccinating 

Influenza/HPV • flu vaccines actually increase a person's chances of getting respiratory 
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vaccines infections that will lay them low. the science and the experience are both 
indicating it is best to avoid flu shots completely. but if you take them every 
year it is like suicide 

• Young, healthy women who experience amenorrhea, ovarian failure, and 
infertility have likely been damaged by Merck’s HPV vaccine 

 

Truth (39%) 

There are two types of “vaccine truth” circulating on Twitter. One is so-called pseudoscience 
that either cherry-picks data to produce biased results or misinterprets objective scientific 
findings intentionally or non-intentionally to support anti-vaccine claims. The other is revelation 
of the government’s or scientists’ misconducts such as covering up evidence or unethical 
practices. These truths were exposed through new research, whistleblowers such as former CDC 
researchers, physician-turned-homeopaths, healthcare professionals, investigative journalists, as 
well as documentaries and films like Vaxxed and Sacrificial Virgins. 

One prevalent pseudoscientific claim is that it is the vaccinated children who are spreading 
diseases and the unvaccinated pose zero threat to the public. Such claim is mainly derived from 
the mechanism of live attenuated vaccines such as MMR, Varicella, and (intranasal) Influenza 
vaccines where the vaccines are believed to either cause illnesses in the recipients themselves or 
in their contacts via “vaccine shedding”, referring to the release of virus following vaccination. 
As a nephrologist-turned homeopath posed the question about whether it is possible that “the 
vaccine-strain of measles was passed on from the recently vaccinated child who was still 
shedding to the unvaccinated child”, many were left to suspect the “true” causes of vaccine-
preventable diseases were the vaccines themselves. However, while viral shedding after the 
administration of live attenuated vaccines is possible and is more common in some vaccines than 
the others, the shed viruses are still weakened, and there is little evidence showing that vaccine 
shedding, if it happens, posts serious threat to immunocompetent, vaccinated individuals nor can 
it cause disease outbreaks (Tosh, Boyce et al. 2008, Murti, Krajden et al. 2013, Medical 
Advisory Committee of the Immune Deficiency Foundation, Shearer et al. 2014, Centers for 
Disease Control and Prevention 2020).  

The notion of vaccinated children being hazardous is further fueled by a recent study, which 
showed that the acellular pertussis vaccines failed to block transmission, and the vaccinated 
children might have transmitted the disease without showing symptoms and led to the whooping 
cough outbreak in 2012 (Althouse and Scarpino 2015). What the claimers neglect to mention is 
that it was also allegations of side effects including intellectual and physical disabilities that had 
led to the replacement of the original whole-cell pertussis vaccines with the current, less-
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reactogenic acellular vaccines12. It is widely hypothesized that the less effective long-term 
protection provided by the acellular pertussis vaccines resulted in the resurgence of the disease 
although what actually caused the pathogen to evade vaccine protection remains to be 
determined (Cherry 2019, Fanget 2020).   

Similar reasoning has also been applied to argue that vaccines are ineffective, herd immunity 
is a lie, and ultimately, natural immunity is the “gold standard” for obtaining lifelong immunity. 
This line of logic might have set the stage for other “novel” scientific findings. For instances, 
HPV vaccines were shown to cause cervical cancer, and Hepatitis B vaccines were found to 
damage liver. Both were diseases that the vaccines aimed to prevent. 

Another popular pseudoscience claim is the longstanding claim of a vaccine-autism link, 
except that recent tweets assert the truth was finally uncovered by new studies, re-analyses of 
CDC data, and whistleblowers who exposed cover-ups by the government or government-
employed scientists.  

If not questioning vaccine science, the truthers attack the ethical and moral aspect of 
vaccines. To illustrate, they interpreted a deposition from Dr. Stanley Plotkin, inventor of the 
rubella vaccine, as a confession of how he had harvested organs from fully formed aborted 
fetuses to develop vaccines (Iannelli 2019). While it is true that many clinical practices in the 
past such as experimenting on orphans are unethical and that the ethics of utilizing aborted fetal 
tissues are debatable, it is misinformative to imply that such practices still exist in today’s 
vaccine development process. The other widely disseminated story is that CDC admitted 
hundreds of millions of Americans were given a cancer virus via contaminated polio vaccines 
between the late 1950s and early 1960s. It refers to a virus called simian virus 40 (SV40), which 
indeed contaminated polio vaccines before 1961 in the United States and was subsequently 
found in patients with certain cancers. However, not all of the cancer patients received the 
contaminated vaccines, and epidemiologic studies did not find increased risk of cancers in 
vaccine recipients during the timeframe (Children's Hospital of Philadelphia 2020).   

Table 3.5. Example tweets in the truth category. 

Theme Example Tweets 
Vaccine harm 

cover-up 
Vaxxed: from Cover-Up to Catastrophe. The one that has killed 36 kids just in 
clinical trials? Ya, you won't be able to decide if you want your child to have that 
or not! And what happens when they roll out a new vaccine that you are 
completely against?? What if the government decides the U.S. is over populated 

Vaccine shedding 
spreads diseases 

• How does an unvaccinated child that has never had the measles spread 
measles? Wouldn't it be the live vaccine having child shedding measles causing 
measles? 

Natural immunity • GOD TOLD YOU INTUITIVELY NOT TO VACCINATE 

 
12 The controversy around the whole-cell pertussis vaccines (combined with diphtheria and tetanus toxoids to 
become DTwP) catalyzed the formation of ‘Dissatisfied Parents Together’ (DPT), which eventually became the 
National Vaccine Information Center, a leading source of vaccine misinformation. 
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is gold standard AND YOU WENT AND DID IT ANYWAY 
YOU ONLY HAVE YOURSELF TO BLAME NOW 
VACCINES MAKE SUPA BUGS AND CRIPPLE YOUR NOW ARTIFICIAL 
IMMUNE SYSTEM 
UNVACCINATED ARE GOLD STANDARD NATURAL IMMUNITY 

Aluminum 
adjuvant causes 

autism 

• #Every65Seconds some one is lied to about the source of Alzheimer and 
Autism,"The dangerous toxicity of the aluminium salts used as adjuvants in 
vaccines could be the cause of the considerable and unexplained increase in the 
number of pathologies because they migrate through the body until... 
https://t.co/onjn9EsBUY 

Contaminated 
polio vaccines 
cause cancer 

• CDC admits 98 million Americans were given cancer virus via the polio shot 

Hepatitis B 
vaccines damage 

liver 

• The Journal Hepatogastroenterology reported in 2002 that the Hepatitis B vaccine 
was statistically associated with increased risk for hepatitis, gastrointestinal 
disease, and liver... 

Unethical scientist 
exploited aborted 
fetuses in vaccine 

experiments 

• Godfather of Vaccines Admits Using Orphans, Handicapped Children and More 
For Vaccine Experiments 

 

Fraud/corruption (15%) 

Distrust of pharmaceutical companies or “big pharma” is a recurrent topic. In particular, 
claimers accuse the vaccine industry of using ineffective and even unsafe vaccines to profit. 
Often used to support such claim is the no-fault compensation system established by the National 
Childhood Vaccine Injury Act of 1996, which exempts the pharmaceutical companies of liability 
and provides compensation to individuals who may be injured by vaccines. Although the 
legislation was established because lawsuits against vaccine manufacturers had threatened to 
cause vaccine shortages, it is believed that due to this protection, “big pharma” have lost the 
disincentive to ensure vaccine safety, and the billions of dollars that have been paid out to date 
further prove this theory. Besides, regulators including the FDA and the CDC are also suspected 
to collude with big pharma and fast-track unsafe vaccines. The CDC’s multiple vaccine patents 
are considered proof of the agency’s vested interest in vaccines. Particularly, the agency is 
accused of creating propaganda, exaggerating the severity of flu and the effectiveness of flu 
vaccines in order to sell the vaccines. All the while, government officials not only turn a blind 
eye on the fraudulent vaccines, but some are even so corrupt that they push mandatory vaccines 
to force vaccine uptakes.  

Table 3.6. Example tweets in the fraud/corruption category. 

Theme Example Tweets 
Big pharma profits 

from ineffective 
and unsafe 
vaccines 

• Dont trust so called health authorities with your health, they are ruining lives in so 
many ways not just vaccines, these pharma companies have been caught lying 
and killing thousands of ppl over and over again. They make billions and get fined 
a small % of their profit each time 

• If the "science" was pure, there wouldn't need to be a "herd immunity" shield for 

https://t.co/onjn9EsBUY
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vaccine manufacturers. If their product causes no harm, then why is the NCVIA 
even a law? 

Vaccine court 
payout proves that 

vaccine makers 
have no incentives 

to ensure safety 

• Why has over $4 billion dollars been awarded to the dead and injured in a US 
vaccine court (vaccine manufacturers exempt from being sued since because 
they were losing so much money - so they just added more to the schedule and 
did not have to worry about safety) 

Regulators collude 
with pharma to 

push unsafe 
vaccines 

• Did The .@FDA Just Fast-Track Approve #Fertility Harming #HPV #Vaccine For 
Adults? 

CDC exaggerates 
flu mortality to sell 

vaccines 

• “The CDC’s Influenza Math Doesn’t Add Up: Exaggerating the Death Toll to Sell 
Flu Shots.” #NOTokay #Moms #Baby #Pediatricians #Truth #History 

 

Conspiracy (14%) 

The central theme of vaccine conspiracy theories is population control, where vaccines are 
used to sicken, sterilize, kill or retard the population. Unsurprisingly, the world’s most influential 
vaccine advocate, Bill Gates, is also most often under the spotlight. Aside from experimenting on 
children in developing countries, he is blamed for paralyzing nearly half a million Indian 
children between 2000 and 2017 via his polio vaccine program. He is also accused of partaking a 
globalist depopulation agenda, which conspires to wipe out African and African American 
populations through immunization.  

In the United States, mass immunization emergency drills for pandemics and bioterrorist 
attacks is framed as mass forced vaccination, and the Pentagon is rumored to have designed 
vaccines that can modify human behavior to achieve population control. In fact, vaccination is 
just one tactic after all. According to conspiracy theorists, the deep state has plans to poison the 
population through all channels from chemtrail, fluoride, GMOs, pesticides, climate engineering 
all the way to 5G. 

Meanwhile, stories about whistleblowers, usually scientists and holistic doctors who 
attempted to disclose vaccine dangers, going missing, imprisoned or murdered naturally emerge 
to complement the conspiracy scheme. 

Table 3.7. Example tweets in the conspiracy category. 

Theme Example Tweets 
Bill Gate’s 

depopulation agenda 
• #BillGates quietly funding effort to develop thousands of new #vaccines that 

conveniently might become pandemics. #nocoincidences #eugenics 
#depopulation 

Genocide of African 
Americans 

• Will you and other Black Elected Politicians opened an investigation into the 
Genocide of Black African American Babies being poisoned with vaccines 

Deep state’s 
depopulation agenda 

• The Cabal/ DS want to weaken America be feminizing the male population, 
vaccinations, poisoning are food supply and water, dropping chemicals in the 
air, and geoengineered weather events = depopulation = NWO. Their 
agenda is obvious! Awaiting perp walk.,PLEASE RETWEET 

Vaccines designed by • Pentagon Leak: Vaccine Designed to Modify Human Behavior 
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Pentagon to modify 
human behavior 

• Mass shootings a relatively new phenomenon. True. Pentagon developed 
vaccine to alter brain chemicals, calm extreme behavior. True. Govt can 
increase extremist behavior via drugs. Thoughts? 

Mysterious deaths of 
vaccine 

whistleblowers  

• Timothy Cunningham, @Harvard graduate and @CDCgov epidemiologist 
and supposed whistleblower on the flu vaccine has mysteriously died 
recently near his #Atlanta home 

Scientists jailed after 
discovering deadly 
vaccine side effects 

• Researcher Jailed After Uncovering #Deadly #Virus #Delivered #Through 
#Human #Vaccines 

 

Autonomy (5%) 

Opponents of mandatory vaccination advocate for informed consent and freedom of choice, 
especially when vaccine safety is considered questionable. Because of the idea that none of the 
vaccines have been properly tested, some even compare vaccination to unethical medical 
experiments conducted on concentration camp prisoners during World War II and accuse vaccine 
mandates of violating the Nuremberg Code. 

Table 3.8. Example tweets in the autonomy category. 

Theme Example Tweets 
Freedom of choice • Fight for our medical freedom! #ProChoice #stopthewaronchildren #idonotconsent 

Mandatory 
vaccines violate 

human rights 

• California forced vaccinations a blatant violation of the Nuremberg Code that 
outlawed medical experiments on humans 

 

Morality (5%) 

Morality is usually an extension to the other categories. As described earlier, both aborted 
fetal tissues and huge vaccine court settlements have been used to demonstrate the danger of 
vaccines. The former naturally appalls communities that are against abortion for religious or 
philosophical reasons. The latter emphasizes that taxpayer money should not be used to pay for 
consequences of fraudulent vaccines. 

Table 3.9. Example tweets in the morality category. 

Theme Example Tweets 
Aborted fetuses 
used in vaccine 

development 

• There’s nothing like injecting pieces of a baby into your body. Aborted babies are 
still used in vaccines 

• Does anyone else wonder what these aborted fetal cells that are in our vaccines 
are doing to our people? What effect are they having on the rise of gender 
concussion? Can’t be good to inject female cells into males and males into 
females 

Vaccine court 
abuses tax payer 

money 

• Pharmaceutical manufacturers should be able to be held accountable and liable, 
instead taxpayers pay for their giant mistakes—$4,119,686,42.89—of taxpayers 
money has paid for pharmaceutical manufacturers vaccine injuries 
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Other categories (<3%) 

The free speech topics are likely backlashes against policies aiming to stem online 
misinformation. In early 2018, California state senator, Richard Pan, introduced the Online False 
Information Act, which would require any online news publishers to verify their stories through 
fact-checkers (United States Congress 2018). Also, in response to the worst measles outbreaks in 
the U.S. since 1992, many social media platforms including Facebook and YouTube began to 
enforce stricter content moderation. Even Amazon removed books peddling vaccine 
misinformation from its marketplace.  

Another topic appears to be politically motivated and opportunistic, which blames the 
measles outbreaks on immigrants who illegally entered the U.S. via the Southern border. In fact, 
not only the epidemiological evidence points the source to unvaccinated travelers returning from 
countries with large measles outbreaks, many of the accused countries such as Mexico and 
Honduras had higher vaccination coverage for measles than did the United States.  

Interestingly, the last topic is actually pro-vaccine, which described a recent study in 
Scotland that observed a 79%-89% reduction in cervical intraepithelial neoplasia (CIN), a 
precancerous condition with abnormal cell growth in the cervix, in routinely vaccinated women 
at the age of 20 (Palmer, Wallace et al. 2019). It is likely that the exaggerated use of language 
like “dramatic reduction” or “near elimination of cervical cancer” got the messages recognized 
as lacking credibility. Besides, some argued that it may be too soon to judge the efficacy of HPV 
vaccines against cervical cancer, as the vaccines do not protect against all strains that can cause 
cancer, and that the study measured surrogate endpoints, i.e. CIN in very young women (Sayburn 
2020). Although slightly unexpected, this finding aligns with this dissertation’s focus on 
misinformation as opposed to stance. 

Table 3.10. Example tweets in the free speech, xenophobia, and efficacy categories. 

Category Theme Example Tweets 
Free speech Fascist social 

media censor 
vaccine-critical 

content 

• VAX TRUTH AND GUESS WHAT FASCIST AMAZON JUST DID 
TO MY FRIEND 

• Facebook bans all content on vaccine awareness, including facts 
about vaccine ingredients, vaccine injury and vaccine industry 
collusion Just as we warned would happen, the tech giants are 
now moving aggressively to ban all speech that contradicts 

Xenophobia Unvaccinated 
illegal immigrants 
bring diseases to 

the U.S. 

• Democrats are using illegal immigrants to bring diseases here so 
they can push mandatory vaccines! Democrats are 
scum!,@delbigtree @DarlaShine @cdc @US_FDA @CNN 

Efficacy HPV vaccines 
eliminate cervical 

cancer 

• HPV vaccine linked to 'dramatic reduction' in cervical disease 
#Nursing 

• Scotland's HPV vaccine linked to 'near elimination' of cervical 
cancer 
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Content aside, the topic model also picks up prominent strategies employed by the 
misinformation campaigns. It shows that misinformation propagators are savvy social media 
marketers who not only use hashtags to target their main audience of interest, that is, pregnant 
and expecting women, but exploit pro-vaccine or political hashtags such as “No 
#VaccinesWork” and “MAGA”, which can mean “Make America Great Again” or “Make 
Autism Go Away” to compete for attention. 

Table 3.11. Example marketing strategies. 

Theme Example Tweets 
Targeting 

pregnant/expecting 
women 

• vaccines increase when lies are told, but decrease when truth is told - watch 
some truth #vaxxed #vaccineswork #pregnant #baby #expecting #ObGyn 

Tweaking pro-
vaccine and 

political slogans  

• 'Gotta do your research. Can't just trust the doctors anymore.' Hear Colton of Utah 
on #HPV vaccine #Gardasil (21min) He passed away 5/1/18. #vaxxed #vaccines 
#ireland #cork #dublin #london #eu #brussels #HPVvaccine @EU_Health NO 
#vaccineswork #RIPColton 

• #MAGA Make Autism Go Away,"MERCK" MMR-II VACCINE CONSUMERS 
REPORTED 98 CASES OF SERIOUS ADVERSE EFFECTS IN 2018INCLUDING 
DEATH + PERMANENT DISABILITY 

 

Discussion 
There are a growing number of studies that investigate anti-vaccine content on social media, 

but few focused on misinformation alone. Although the two are highly correlated, there are edge 
cases where pro-vaccine content meets the definitions of misinformation specified in this study. 
For examples, citing anecdotal stories as evidence to support vaccine benefits would be 
considered not credible, and over-exaggerating the consequences of under-vaccination can be 
labeled as propaganda.  

This chapter appraises vaccine-related tweets generated between January 2018 and April 
2019 and estimates that 15% of these tweets are not credible, 11% are not based on mainstream 
science, and 18% are like propaganda. These estimates not only help gauge the scale of the 
problem but can serve as a baseline to evaluate intervention effectiveness. One caveat, however, 
is that the estimates are based on tweets drawn from the second week of each month under the 
assumption that tweet generation and user engagement are similar from week to week. It is likely 
that using data from a different week or sampling window can lead to different results. Thus, one 
should caution especially when using these baselines in monitoring and evaluation. 

Based on the credibility criterion, six endemic categories of misinformation from the most 
prevalent to the least are discovered, which are Safety, Truth, Fraud/corruption, Conspiracy, 
Autonomy and Morality. Safety typically involves claims about how the harmful ingredients in 
vaccines can cause various illnesses such as autism, autoimmune disorders, and cancer; Truth 
enlightens the audience with pseudoscience and exposes dishonest conducts of government 
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officials and pharmaceutical companies; Fraud/corruption accuses that the vaccine industry 
scams the public with ineffective vaccines and that the government colludes with pharma to push 
fearmongering propaganda; Conspiracy theorists suspect an alternative agenda of population 
control behind immunization programs; Autonomy opposes forced vaccination and advocates for 
informed consent; finally, Morality condemns the unethical use of aborted fetuses in vaccine 
development.  

Although most topics overlap with those found in anti-vaccine messages which commonly 
involve vaccine risks, vaccine components, the pharmaceutical industry and conspiracy theories 
(Ortiz-Sánchez, Velando-Soriano et al. 2020), a few properties of vaccine misinformation stand 
out. One is the emphasis on Truth that arguably acts as the gateway to other categories of 
misinformation. The pseudoscience aspect provides “evidence” and reasoning to support 
skepticism in vaccine safety, and the misleading lawsuits, whistleblower interviews, and cover-
up stories fuel distrust in public health agencies, medical professionals, and pharmaceutical 
companies. As a result, accusations of fraud and corruptions seem more believable, and 
conspiracy theories also become less far-fetched.  

Another property that distinguishes vaccines misinformation is that it attempts to engage the 
audience from multiple perspectives. Topics regarding Autonomy and Fraud/corruption may 
appeal to Individuals who are for individual freedom and against concentration of power—be it 
big government or big corporate. Misinformation about how aborted fetuses are used in vaccine 
making and how residual human DNA in vaccines can lead to “gender identity disorders” may 
appall those who oppose abortion, non-binary gender, and homosexuality.  

In addition, the development during the largest scale of measles outbreak in the United States 
in nearly 20 years shows that vaccine misinformation is very adaptive to political climates. As 
three states—Maine, New York and Washington, decided to remove personal belief and/or 
religious exemptions, voices against mandatory vaccination were further strengthened. When 
various social media platforms began to enforce stricter content moderation in response to the 
outbreaks, new topics supporting Free speech quickly came into play. At times, vaccine 
misinformation is even politicized such as using vaccination statuses of illegal immigrants to 
incite Xenophobia and promotes anti-immigration policies. 

Vaccine misinformation is also disseminated through very strategic use of hashtags. Not only 
do they target the most crucial decision makers—pregnant and expecting women, but they also 
incorporate and modify pro-vaccine hashtags to hijack pro-vaccine messages. Meanwhile, the 
use of popular political acronyms such as #MAGA allows misinformation to penetrate a broader 
community that may resonate ideologically with some categories of vaccine misinformation. 
Although not all the audience are parents or guardians, they can influence by spreading 
misinformation and taking the side against policies such as mandatory vaccination, elimination 
of personal beliefs and religious exemptions, and content moderation over social media 
platforms.  
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Nonetheless, some findings suggest that pro-vaccine groups may have also adopted anti-
vaxxers’ tactics to promote vaccines, intentionally or unintentionally. One is exemplified by the 
Efficacy category, which comprises tweets that promote HPV vaccines with exaggerative and 
incomplete claims. Another relevant case, though outside the scope of this dissertation, is 
satirical content. For instance, messages like “CDC releases new list of vaccine side effects: old 
age, grey hair, top list” capitalized on one of the most common anti-vaccine rhetoric, “adverse 
effects”, to point out vaccines lengthen lifespans.  

As the use of machine learning becomes widespread in businesses as well as non-profit 
organizations, there are also increasing concerns about unintended consequences resulting from 
biased training data. One example is some AI-based financial services trained on historical data 
were found to perpetuate biases against certain protected classes such as race and gender 
(Townson 2020). For vaccine misinformation detection, one probable source of bias is one that is 
against anti-vaccine content. As mentioned earlier, pro-vaccine content can also be non-factual 
and misleading, but they might not receive the same level of scrutiny by the annotators. 
Although this study has attempted to avoid this kind of bias and the models are able to detect 
incidents of pro-vaccine misinformation, there are still considerably much fewer such examples 
compared to anti-vaccine misinformation used in training the classifier. On the bright side, the 
consequence of leaving out pro-vaccine misinformation might not be as dire as mislabeling its 
counterpart from a public health perspective. But identifying these cases may help improve the 
quality of pro-vaccine communication.  

Certainly, there are other potential biases that are not addressed in this study. Although the 
training data used to develop the classifiers did not include any demographic information, it is 
possible that the predictions have relied on word choices or styles of expressions that are 
correlated with sensitive features (e.g., race, ethnicity, gender, and religion) that we do not want 
to discriminate against. To mitigate bias in the future, there are several approaches to consider. 
To start with, we can make sure that every training example is annotated by multiple annotators 
who come from different backgrounds. Then, to the extent possible—since most user 
demographics are not directly available from Twitter’s APIs and need to be extracted 
algorithmically, we should ensure that we sample from a diverse mix of users and that we apply 
techniques such as adversarial training (Zhang, Lemoine et al. 2018), where a machine learning 
model is trained to minimize errors in detecting misinformation while simultaneously penalized 
for predicting a specific category (such as race), to avoid relying on sensitive features to make 
predictions. Lastly, we should audit models for fairness and ensure that models are refreshed 
with the most up-to-date data regularly. 

Conclusions 
Vaccine misinformation touches on aspects that are more complex than just safety and 

effectiveness. It sows doubt in scientific and medical establishment using pseudoscience, legal 
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proceedings, and whistleblower testimonies that are difficult or strenuous to verify, it appeals to 
individuals of diverse perspectives, and it is adaptive to political environments. While there is no 
simple solution, one thing that we can readily adopt from vaccine misinformation is its strategic 
use of hashtags that siphon attention from not just the rivals but potential allies. Although most 
misinformation comes from anti-vaccine groups, a minority of pro-vaccine messages are also 
found to lack credibility and should serve as a reminder of the importance of quality in scientific 
communication. 
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4. Characteristics of Vaccine Misinformation Disseminators 

Introduction 
Understanding who are disseminating vaccine misinformation and what motivates their 

behaviors is useful for devising counteractive communication strategies and disincentives. 
Through social network analysis, this chapter aims to discover the composition and dynamics of 
the misinformation diffusion network, identify influential sources and propagators, and explore 
the roles social bots play in spreading vaccine misinformation. 

Methods 

Data Source 

This chapter used the same dataset from Chapter 3, where 257,288 tweets were classified as 
misinformation based on the credibility criterion. In addition, bot scores of 84,851 users 
including tweet authors and those being retweeted or quoted were derived from the Botometer 
API13.  A bot score measures the likelihood of an account being a social bot. The application 
computes several types of bot scores, including general bot scores and bot scores that take into 
consideration the estimated prevalence of social bots on Twitter, i.e., complete automated 
probabilities (CAPs). The latter can be considered as a stricter version that classifies bots only 
when they are completely automated. Depending on whether the language feature is included in 
the model, the bot scores can be further categorized as English and Universal. In this chapter, I 
used English versions of bot scores and CAPs and defined bots as: (1) accounts with a general 
bot score greater than 0.5; (2) accounts with a CAP greater than 0.5. 

Retweet Network 

I extracted 156,921 retweets and quote tweets, comprising 61% of the misinformation tweets, 
to construct a directed and weighted retweet network. The network consists of nodes and edges, 
where nodes represent accounts that are involved in sharing misinformation and edges connect 
nodes that interact with each other via retweeting or quoting. The direction of each edge was 
determined by the flow of information—from the node being retweeted or quoted to the node 
that is retweeting or quoting, and the weight of the edge was measured by the number of times 
one node retweeted or quoted the other.  

 
13	Botometer	uses	machine	learning	to	classify	a	Twitter	account	as	bot	or	human	based	on	user’s	profile,	
friends,	social	network	structure,	temporal	activity	patterns,	language,	and	sentiment.	
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K-core Decomposition and Influencer Analysis 

To detect the most influential disseminators, I implemented k-core decomposition, which 
recursively prunes away the least connected nodes to unravel the hierarchical structure of the 
network. The algorithm assigns each node a core number k, where all nodes in k-core have a 
degree (in directed graph, it is defined as in-degree plus out-degree) at least k. Hence, k increases 
as we progress from the periphery to the center of the network. Compared to other influence 
measures such as degree, betweenness, and PageRank centralities, studies have found that k-core 
decomposition more consistently and accurately identifies top spreaders, as quantified by their 
reach, across various real-world networks including Twitter (Kitsak, Gallos et al. 2010, Pei, 
Muchnik et al. 2014).  

Within the core of the network, I identified the top 20 sources and top 20 propagators with 
the highest out-degrees and in-degrees, respectively, for further analysis. The top 20 sources 
authored approximately 16% of the misinformation tweets (n=257,288), where 3% were posted 
by themselves, and the other 13% were retweeted by others. The top 20 propagators, by contrast, 
posted and shared 7% of the misinformation tweets, and were responsible for 10% of the 
retweets (n=156,921). To characterize the actors, I first created written descriptions based on 
their profile summaries and/or a random sample of their tweets, then sorted them into categories 
that I generated using a bottom-up and inductive approach. Meanwhile, the distribution of social 
bots by location of the network was also examined to explore their roles in spreading vaccine 
misinformation.  

Network Dynamics 

Finally, the network construction and decomposition were repeated for each month. Network 
properties including size, edge, maximum core number k, as well as the prevalence of social bots 
were evaluated to understand how the diffusion network evolved over time. 

Results 

Network Structure and Dynamics 

The retweet network comprised 55,184 nodes and 102,850 edges globally, and the core has a 
minimum degree of 45. Taking a snapshot of the network in each month, we can see that the 
network structure was quite stable until the end of 2018. As shown in Figure 4.1, between 
November 2018 and April 2019, the size of the network nearly tripled and the number of edges 
increased to about four times as many. The steep incline in maximum core number also suggests 
that the interaction among the actors in the core intensified rapidly. 

As for member composition, Figure 4.2a indicates that there has been a substantial amount of 
engagement in the retweet network each month, where at least 48 percent of the monthly 
members were never seen before. The engagement followed a generally downward trend, 
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presumably due to saturation over the period of active observation, until December 2018 when it 
was disrupted by a large influx of new members, which appeared to consist of actual humans 
since no corresponding uptick was observed in the automated accounts at the same time (Figure 
4.2b).  

Figure 4.1. Changes in network structure over time. 

 

NOTE: The changes in the structural features indicate a rapid growth in size and interaction among members of the 
retweet network starting from the end of 2018.  
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Figure 4.2. (a) Proportion of members that were not seen before; (b) proportion of bots by month. 

 

NOTE: (a) shows an increase in membership base around the end of 2018 and early 2019 that was not expected 
from the forecast (red line). (b) the proportion of bots appears stable over time.  

 

Figure 4.3. Compositions of top 20 sources and propagators. 

 

(a)
)	

(b)	
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NOTE: The top 20 sources with the highest out-degrees are composed of patient advocates (35%), vaccine truthers 
(25%), pseudoscientists (15%), vaccine libertarians (15%), and conspiracy theorists (10%). The top 20 propagators 

with the highest in-degrees, on the other hand, comprise 45% patient advocates, 10% vaccine truthers, 10% vaccine 
libertarians, 10% conspiracy theorists, and 5% religion-motivated individuals, with the remaining 20% not well 
defined. Comparatively, patient advocates, mostly parents with allegedly vaccine-injured children, are more 

prominent propagators, whereas pseudoscientist are predominantly sources.  

Influencer Characteristics 

The top sources and propagators can be classified into five main categories: patient 
advocates, vaccine truthers, pseudoscientists, vaccine libertarians, and conspiracy theorists 
(Figure 4.3). In summary, patient advocates stand up for vaccine-victimized children and 
individuals, with a mission to educate parents about unsafe vaccines; vaccine truthers debunk 
vaccine science with pseudoscience, believing that the government, pharma, media have 
colluded to suppress vaccine truths; pseudoscientists refute mainstream vaccine science, promote 
unproven theories of vaccine harms, and propagate flawed analyses and anecdotal evidence; 
vaccine libertarians are against corporates and the government, accusing the pharmaceutical 
companies and the government create propaganda to push mandatory vaccines and censor 
speech; and conspiracy theorists typically believe in alternative agenda such as depopulation or 
mind control behind vaccination programs. Below I used the top sources to further demonstrate 
the stance and motivation of each category. 

Sources 

Of the top 20 sources of vaccine misinformation, five were organizational accounts— 
WorldMercury, NVICLoeDown, SNCCLA, CMSRIResearch, and HighWireTalk. Of the 
remaining individual accounts, three self-identified as parents of vaccine-injured children, three 
as authors/speakers, two as naturopathic or alternative medicine doctors, two as human right 
advocates, and one as co-host of a subscription-based health lifestyle channel. 

Patient advocates 

WorldMercury (i.e., Children’s Health Defense) and NVICLoeDown (National Vaccine 
Information Center) touted as non-profit advocacy groups for children, whereas SNCCLA had a 
focus on autism and special needs. These organizations attacked vaccines from a safety angle. In 
addition to stories of allegedly vaccine injured children, they accused vaccines of causing various 
illnesses, and claimed that vaccines were not properly tested, i.e., not via double-blind 
randomized controlled trials. They distrusted regulatory agencies and government officials who 
they believed have been negligent and even covering up evidence for vaccine-autism link and 
other vaccine harms. 

Three parents amplified testimonies from other parents whose children were also allegedly 
disabled or harmed by vaccines. They promoted various docuseries such as Vaxxed and 
Sacrificial Virgins that exposed vaccine truths and called for an independent vaccine safety 
commission. Their mission was to educate other parents and prevent more injuries from unsafe 
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vaccines. Meanwhile, a co-author of the book "The HPV Vaccine On Trial: Seeking Justice For 
A Generation Betrayed," advocated for vaccine-victimized families. She dismissed the severity 
of vaccine-preventable diseases and accused public health agencies of colluding with the 
pharmaceutical industry to conceal the truth of vaccine side effects. 

Vaccine truthers 

The other prominent group can be described as “vaccine truthers” (n=5).  They aimed to 
debunk vaccine science with pseudoscience, claiming that vaccines contain all sorts of harmful 
ingredients such as mercury, aluminum, formaldehyde, fetal DNAs etc., cause autism, brain 
damage, ADHD, allergies, among other things, and even spread vaccine-preventable diseases. 
They questioned the rigor of vaccine studies and demanded truly double-blind randomized 
vaccinated vs. unvaccinated studies to prove vaccine safety. They believed the government, 
vaccine makers, mainstream and social media have worked together to suppress vaccine truths 
and stifle scientists who blew the whistles.  

Pseudoscientists 

CMSRIResearch or the Children’s Medical Safety Research Institute, was likely a 
completely automated account that mainly amplified pseudoscientific studies funded by the 
institute itself, including those attempting to link aluminum adjuvant to autism. Nevertheless, not 
only that many of the studies have been retracted, but the highly circulated Mawson study also 
(the “vaccinated vs. unvaccinated study”) has been retracted twice from two predatory journals.  

Two individual accounts fit the profile of a pseudoscientist. One identified as a scientist and 
the CEO of Institute for Pure and Applied Knowledge albeit little qualification in vaccine 
research. The other claimed to be a medical doctor who promoted alternative medicine and 
lifestyle such as using ketogenic nutrition and the Wim Hof method that involves cold therapy, 
breathing, and meditation to enhance health. They worked to refute mainstream vaccine science 
by, for example, proposing theories on how vaccines affect the immune system and cause 
autoimmune disorders, extrapolating from flawed analyses of scientific evidence, and 
propagating anecdotal stories of vaccine injuries. 

Vaccine libertarians 

HighWireTalk, was an alternative libertarian news network. They claimed that vaccines were 
big pharma’s propaganda aiming to sicken people and sell prescription drugs, that corrupt 
government especially CDC and HHS overlooked the evidence of vaccine harms, and that big 
corporate media refused to tell the truth. Meanwhile, they condemned social media for censoring 
vaccine critical comments and mainstream media for discriminating against vaccine non-
compliant parents. 

Two individual accounts appeared to be ideologically motivated. Coming from an anti-
corporate and anti-government perspective, they claimed that the pharmaceutical companies not 
only had no incentives to ensure vaccine safety but created vaccines solely to scam the public. 
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They accused public health agencies of colluding with the vaccine industry and creating 
propaganda to push mandatory vaccines. Meanwhile, they criticized pro-vaccine legislators for 
censoring vaccine critical voices on the Internet, and condemned healthcare professionals for 
forcing vaccines without informed consent and violating individuals’ medial freedom.     

Conspiracy theorists 

The remaining were two conspiracy-inspired individuals. One typically used fallacious logic 
to prove that there were alternative agenda behind the vaccination programs. For instance, he 
argued that mandatory vaccination was not to promote health, because otherwise, mandatory 
healthy eating and mandatory exercise would have been enforced. The same individual also 
“revealed” that several holistic doctors had been murdered for attempting to expose the secret 
nanoparticle contamination in vaccines, and that Planned Parenthood had been supplying aborted 
fetuses to develop vaccines. Moreover, the deep state had conspired to inject people with 
aluminum and mercury to dumb down the population. In the meantime. the other individual 
urged her audience to wake up and see how the fascist government and medical tyrant had 
orchestrated the vaccine propaganda to poison children with neurotoxins. 

Propagators 

Of the top propagators with the highest in-degrees, eight out of twenty were patient 
advocates, where six of them had children with autism or injuries allegedly caused by vaccines, 
one self-identified as a vaccine-disabled veteran, and one was a patient advocacy organization. In 
the other half, three were vaccine truthers where one also believed in conspiracy theories such as 
chemtrail and geoengineering, two were anti-pharma or anti-corporate vaccine libertarians, one 
conspiracy believer, one religion-motivated individual who did not belong to any of the five 
categories, and the remaining did not have interpretable profiles.  

In contrast to the sources, the number of accounts identified as parents doubled. In addition, 
the number of individuals expressed their political leaning through hashtags such as #MAGA, 
#DrainTheSwamp, #VoteTrump, and #Mom4TRUMP increased from zero to eight. On the other 
hand, no pseudoscientists were identified as top propagators. 

The Role of Social Bots 

Of the 84,851 users assessed, 66,172 (78%) were accessible for evaluation by the Botometer 
API. Of those not accessible, 18,664 were either suspended, deleted or private, and 15 were 
inactive and not evaluable by the API. The prevalence of active bots was estimated to be 4%, and 
15% based on CAP > 0.5 and general bot score > 0.5, respectively. The prevalence of bots in the 
retweet network was slightly lower by either definition: 3% and 12%, respectively. Of the bots, 
49 to 52 percent have interacted with other users through retweeting or being retweeted. Three to 
eleven percent of the retweets were bots retweeting humans whereas two to five percent were 
humans retweeting bots.  
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As we decomposed the network further, we can see in Figure 4.4a that the presence of bots 
decreased as we progressively removed the least connected nodes from the network. However, 
the opposite trend was observed for bots defined by CAP. This means that while the bots 
decreased in general, the proportion of bots that were completely automated increased as we 
moved towards the core of the network (Figure 4.4b). 

Figure 4.4. (a) Proportion of bots by core number; (b) proportion of completely automated bots by 
core number. 

 

NOTE: (a) The proportion of bots, defined by general bot score > 0.5, is higher in the periphery than in the core of the 
retweet network (top panel), while the proportion of completely automated bots (CAP >0.5) demonstrates an opposite 
trend (bottom panel). (b) The trend of increasing automation is accentuated by plotting the proportion of completely 

automated bots among all bots. 

To examine the roles that these accounts played, I ranked the in-degree, out-degree, 
betweenness, and PageRank centralities of the completely automated bots with a degree at least 
10 (n=13). Despite the small number, they appeared to be quite influential. In particular, 38 
percent and 23 percent of the accounts made top 300 highest in-degree and out-degree among the 
total of 55,184 accounts, respectively (Figure 4.5). One account even made top 20 in both out-
degree and betweenness. The distribution suggests that the main role of these automated 
accounts was to propagate misinformation through retweeting, but likely within their 
communities. The less prominent ranks in betweenness indicate that these accounts facilitated to 
a lesser extent the diffusion of misinformation across communities. Similarly, the relatively 
lower ranks in PageRank suggest that these bots did not follow a strategy to mainly retweet from 
highly influential sources. 

(a)	 (b)	
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Figure 4.5. Proportion of completely automated bots ranked top 300 in in-degree, out-degree, 
betweenness, and PageRank. 

 

NOTE: Of the completely automated accounts with a degree at least 10 (n=13), 38%, 23%, 8%, and 15% made top 
300 most influential actors defined by in-degree, out-degree, betweenenss, and PageRank, respectively. 

Discussion 
Most of the top sources of vaccine misinformation appear to have vested interests in peddling 

vaccine misinformation— non-profit advocacy or research organizations that operate on 
donations, authors, speakers, TV-hosts that exploit controversial materials, and naturopathic 
practitioners that sell alternative medicine, and the rest are parents who blame vaccines for their 
children’s developmental disabilities. Collectively, they pose themselves as patient advocates, 
vaccine truthers, (pseudo)scientists, vaccine libertarians, and conspiracy theorists to attract 
following. The top propagators, on the other hand, has a much larger presence of parents, 
especially those with allegedly vaccine-injured children. There is also a high fraction of 
individuals expressing conservative or libertarian values. In particular, many explicitly support 
the Trump administration although it is unclear whether the political affiliation only exists 
because the administration promised reform in the governance of vaccine safety. 

As Gunaratne (Gunaratne, Coomes et al. 2019) observed a doubling anti-vaccine userbase on 
Twitter after the 2014-2015 measles outbreak along with the release of Vaxxed, I found the 
retweet network tripled in size with a large influx of new disseminators during the largest scale 
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of measles outbreak in recent history. One explanation could be that vaccine misinformation has 
influenced a wider-than-expected audience, and those who were formerly on-the-fence, passive 
participants were finally pushed over the edge by certain policy changes such as the removal of 
personal exemptions and the escalated social tension between pro-vaccine and vaccine-hesitant 
parents during the outbreaks. Another possibility is that these influxes were fake engagement 
hired by existing disseminators to sustain their support and influence on the platform, which 
might somewhat explain the less typical topics of misinformation about free speech and 
xenophobia (see Figure 3.4 in Chapter 3) that emerged after the network expansion. Either way, 
this peculiar timing of network growth provides a great opportunity to investigate further how 
vaccine misinformation interacts with disease outbreaks (e.g., does it exacerbate and lengthen the 
outbreaks?), and whether it may serve as an early warning for new misinformation strategies. 

Despite the growing concerns about the influence of social bots, they do not appear to play a 
significant role in propagating vaccine misinformation. Even with the surge of engagement 
mentioned above, the proportions of bots remained stable among the users. It is estimated that 4 
to 15 percent of those who disseminated misinformation were likely bots (3-12% in the retweet 
network), and they are mainly charged with the task of amplifying misinformation with their 
own communities. Of note, a few limitations may have biased these estimates. First, deleted 
tweets and accounts are not accessible via the Historical Power Track and little is known about 
the volume of deleted accounts and the content they posted. Second, 22% of the accounts in the 
dataset were subsequently deleted either by the users themselves or by Twitter and thus their bot 
scores could not be determined by the Botometer API. Unfortunately, it is hard to determine the 
direction of the bias without additional information about the missing data. Nonetheless, a 
previous study that examined the role of bots in the vaccine debate on Twitter using the DeBot 
platform (Chavoshi, Hamooni et al. 2017) reported an even lower fraction of bots (1.16%) within 
the anti-vaccine opinion group (Yuan, Schuchard et al. 2019), which seems to support that the 
influence of bots is minor.   

Conclusions 
Evidence suggests that vaccine misinformation is mostly disseminated by dedicated human 

users. Proactive efforts to engage susceptible individual are needed. In addition, as this analysis 
points out, vaccine policies not only concern parents but also ideologically motivated non-
parents. Thus, future interventions may consider casting a broader net and targeting a more 
diverse population or seeking to boost people’s immunity against misinformation on top of 
correcting specific misconceptions.  
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5. Countermeasures of Vaccine Misinformation 

Introduction 
A series of “misinfodemics” 14 that coincided the massive outbreaks of Ebola, Zika, measles, 

flu, and most recently COVID-19 have led many to realize the danger of health misinformation 
on social media. The medical and science communities call for more research to understand the 
prevalence, trends, reach and influence of the problem and urge multidisciplinary collaboration 
to devise effective interventions (Chou, Oh et al. 2018). This dissertation attempts to fill some of 
the knowledge gaps especially regarding vaccine-related misinformation circulated on one of the 
largest social media platforms, Twitter and propose plausible actions that could be taken by 
different stakeholders. 

Summary of Studies 
This dissertation comprises three main components. First, I developed a machine learning 

algorithm to detect vaccine misinformation on Twitter. Second, I estimated the prevalence of 
vaccine misinformation between 2018 and early 2019 and explored aspects of misinformation 
circulating on the platform. Third, I conducted a social network analysis to discover key 
influencers and the role of social bots in disseminating misinformation about vaccines. 

The algorithm detects tweets containing relevant vaccine information and classifies them 
based on three different definitions of misinformation. A tweet is considered not credible if its 
message contains information that is false and/or not believable (Credibility). A tweet is regarded 
as not evidence-based if its scientific claim lacks support (Evidence). A tweet is said to resemble 
propaganda if it intentionally distorts information or uses falsehood to promote a cause or an 
interest of an entity (Propaganda).  

The results suggest that transfer learning with pre-trained models such as BERT has its 
limitation especially when there is a word distribution shift in the downstream domain. 
Nonetheless, further pre-training BERT in domain-specific corpora can lead to marked 
improvement without the need of additional annotations, as seen with VaccineBERT. In other 
words, it is possible to achieve satisfactory performance with very limited amount of labeled 
data, which is especially encouraging not only because acquiring annotations for vaccine 
misinformation is resource-intensive, but because the model can continue to be updated with 
small increment of new data in a timely manner.  

 
14 Misinfodemics is a term coined in 2019 by An Xiao Mina and Nat Gyenes to refer to the spread of a health 
outcome or disease facilitated by viral misinformation. 
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  The model was then deployed on a large sample of tweets generated between January 2018 
and April 2019. Based on the classification results, it is estimated that 15% of the 1,721,528 
vaccine-related tweets were not credible, 11% were not supported by evidence, and 18% were 
considered propaganda. Because the thresholds chosen for the classification were optimized to 
balance precision and recall, the false positive and false negative rates remained relatively low—
under 8 and 7 percent, respectively.  

Meanwhile, the topics did not change significantly over time, except for those seemingly 
defensive or opportunistic claims regarding freedom of speech and illegal immigrants amidst the 
measles outbreak and policy changes in certain states. Other than that, Safety, Truth, 
Fraud/corruption, Conspiracy, Autonomy and Morality are the most persistent and prevalent 
categories among the non-credible tweets.  

Safety topics particularly outnumber the others by far, which typically involve vaccine risks 
and vaccine ingredients. Truth, or rather, alternative facts, encompasses pseudoscience and 
cover-ups stories of the government and the pharma industry. Fraud/corruption claims that 
vaccines are big pharma’s profit-making tools, and the government colludes with the industry to 
sell ineffective vaccines. Conspiracy theorists suspect vaccines are part of a population control 
agenda. Autonomy accuses mandatory vaccination of violating ethical code. Finally, Morality 
condemns the exploitation of aborted fetuses in vaccine development. 

Several aspects distinguish vaccine misinformation from anti-vaccine content documented in 
the literature. Vaccine misinformation emphasizes Truth, including using pseudoscience, spun 
presentation of legal proceedings and “whistleblower” testimonies to mislead the public and sow 
doubt in medical and science establishment. Vaccine misinformation focuses not just on vaccines 
per se but engages people’s world views and moral values, especially with controversial issues 
like abortion. Moreover, misinformation disseminators are sophisticated marketers who are 
politically savvy, have deep understanding of their audience, enemies and allies, and know how 
to reach them effectively such as via creative hashtags. 

The disseminators of vaccine misinformation can be categorized as patient advocates, 
vaccine truthers, pseudoscientists, vaccine libertarians and conspiracy theorists. Most of the top 
sources have glaring conflicts of interest in promoting false misinformation to advance their 
financial or status gains. The top propagators, on the other hand, appear to be genuine 
misinformation consumers. Collectively, they present a profile of a conservative parent of 
allegedly vaccine-injured children and many of them explicitly express support for the Trump 
administration. 

Besides, there is evidence suggesting the reach of vaccine misinformation goes beyond those 
participating in the retweet network. The 2018-2019 measles outbreak and the subsequent policy 
changes not only did not dissuade but provoked a large number of previously passive observers 
to join the misinformation campaign. The retweet network ended up growing three times as large 
with the replenishment of approximately 50 to 70 percent of new members each month. 
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Contrary to common perception, however, social bots do not appear to dominate the 
dissemination of vaccine misinformation. Only 15 percent of those who disseminated 
misinformation are likely bots and four percent are possibly completely automated. Judging from 
the centrality rankings of the most influential bots, they mainly serve as amplifiers of 
misinformation but mostly within their own communities. 

Recommended Actions to Counter Vaccine Misinformation on Social Media 
Although private companies are not typically known for providing public goods, social 

media platforms will have to shoulder most of the burden in combating online vaccine 
misinformation. The reasons are twofold: First, as most forms of speech including hate speech 
and disinformation are protected under the First Amendment in the United States, there are few 
legislative tools that the government can employ to regulate content on social media. Even laws 
that require social media companies to moderate content or determine how the platforms 
formulate their content policies would likely be ruled as unconstitutional. Social media 
companies, on the other hand, are not bound by the same restriction and can freely establish their 
own codes of conduct to govern what is allowed on their platforms. In addition, the intermediary 
protection provided by Section 230 of the Communications Decency Act, which essentially 
allows social media companies to exercise editorial decisions like publishers without being held 
liable for user-generated content, further reinforces the dependence on the platforms’ self-
regulation to minimize harmful content. The second reason is much more straightforward. 
Because social media platforms have the most immediate access and control over the content 
being shared on their platforms, they are uniquely positioned to intervene in ways that are out of 
reach of other stakeholders.  

However, just because social media companies have the autonomy and means to remove 
harmful content does not mean they have the incentives to do so. During the 2019 measles 
outbreak, the most that the major platforms were willing to do were passive measures like down-
ranking low-credibility contents, disabling auto-suggests of misinformation, and directing users 
to authoritative sources, as opposed to removing misinformation (Bickert 2019, Harvey 2019). 
The lack of action can be due to a low risk-perception among the platform decisionmakers, or 
worse, a perverse incentive, as some would argue—controversial materials, harmful or not, draw 
attention, stimulate conversations, and eventually drive advertising revenues that platforms care 
most about.  

To change the current incentive environment, there have been proposals to modify Section 
230, including recommendations to carve out categories of content that platforms are exempted 
liability from or to make the law’s protections contingent upon meeting a set of pre-conditions15. 

 
15 For instance, the Department of Justice proposed to create new categories of “egregious content” that covers child 
abuse, terrorism, and cyberstalking (Department of Justice. (2020). "Department of Justice’s Review of Section 230 
of the Communications Decency Act of 1996."   Retrieved February 22, 2021, from 
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Nonetheless, legislative reforms are demonstrably challenging. Until any proposal advances, the 
only other incentive remaining is public perception, especially “advertiser” perception.  

Believe it or not, advertisers actually care about their images. In 2017, many large corporates 
worldwide including Verizon, Pepsi, and Walmart pulled advertising from YouTube after an 
investigation by The Times found their advertisements were placed alongside content promoting 
terrorism, racism and anti-Semitism. The boycott led to significant changes to YouTube’s ad 
policies, which gave advertisers options to steer away from certain types of content (Kodner 
2020). More recently, more than 1,000 companies have joined the ongoing campaign 
#StopHateForProfit and halted their advertising on Facebook. The civil right advocacy groups 
that organized the campaign demand Facebook take down groups that incite hate and violence, 
remove misinformation related to voting, and eliminate politician exemption (Stop Hate for 
Profit 2020). In response, Facebook has removed several groups and users associated with the 
Boogaloo movement (Fung 2020), taken out QAnon content (Wong 2020), expanded its hate 
speech policy to include Holocaust denial content (Effron 2020), and created a senior executive 
position to focus on civil rights (Booker 2021). Like YouTube, Facebook is also rolling out new 
tools to give advertisers more control over where and how their ads show up (Patel 2021). The 
campaign has continued to evolve, and their current demands include independent audits and 
removal of groups that focus on hate, violence, vaccine misinformation, and climate denialism 
(Stop Hate for Profit 2021).  

However, actions from just the top advertisers might not be enough, as small businesses that 
make up more than 70% of Facebook’s ad revenue have become overly dependent on the 
platform’s hyper-targeting tools (Hsu 2020), which surfaces another issue—large social media 
companies’ dominance of the digital advertising market. Thus, besides reforming existing legal 
frameworks, policymakers may consider policies that would foster competitions among rival 
social media networks such as mandating platform interoperability so that consumers can easily 
socialize across platforms and new platforms can quickly enter the market to compete with the 
incumbents. In addition, supporting independent accreditation systems that regularly publicize 
platform performance in terms of content quality and brand safety can also increase healthy 
competitions among platforms. Certainly, cautions should be taken to prevent such systems from 
becoming government’s self-promoting or censoring tool. 

As we strive to find the best solutions from the legislative perspective, we should not 
overlook opportunities to fortify existing efforts. Since the COVID pandemic, many social media 
companies have begun to perceive health misinformation as dangerous. For instance, Twitter has 
started to remove false or misleading information about COVID-19 and suspend accounts that 
repeatedly violate the content policy (Twitter 2020). In circumstances where content is not 

 
https://www.justice.gov/archives/ag/department-justice-s-review-section-230-communications-decency-act-1996.) 
The Eliminating Abusive and Rampant Neglect of Interactive Technologies Act, S.3398, 116th Cong. (2020) limits 
the liability protections of online service providers with respect to activity and content related child sexual 
exploitation. 

https://www.justice.gov/archives/ag/department-justice-s-review-section-230-communications-decency-act-1996
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removed, Twitter would provide additional context by labeling the tweet, showing warning 
before a user shares or likes the tweet, reducing the tweets’ visibility, disabling engagement, or 
connecting users to reliable sources (Twitter 2020). 

While large companies like Twitter undoubtedly have the technical capabilities to implement 
a surveillance system, they might not have the expertise built-in to verify the ever-changing 
content of vaccine misinformation, which given the complexity, would require collaboration 
with a multidisciplinary team of experts, including medical professionals, biomedical scientists, 
legal experts, communication specialists, and journalists. In addition to labeling misinformation 
and generating training data for surveillance systems, domain experts can also be charged with 
responsibilities of evaluating platform performance in content quality and informing other public 
health allies such as clinicians, web influencers (e.g., parenting bloggers), and local public health 
organizations about the latest misinformation so that they can alert and educate the public, 
potentially even before they are exposed to such misinformation on the web.  

Meanwhile, public health authorities should continue to support research on best practices to 
correct misinformation online. Take labeling for example—although several solutions that 
automatically label low-credibility content have been proposed over the years, their effects, or 
side effects, in reducing misconception and the spread of misinformation are still under debate. 
Some researchers found in randomized controlled trials that, fact-checking vaccine 
misinformation improves people’s attitude towards vaccines (Featherstone, Davis et al. 2019), 
and that disclosing the source of a disinformation campaign reduces the emotional response that 
would otherwise be invoked and hence, decreases the probability that users “like” or share the 
content (Helmus, Marrone et al. 2020). Others are concerned that labeling some tweets as not 
credible or debunked may inadvertently result in an “implied truth” effect, where users consider 
untagged content as more accurate even if it is totally false (Pennycook, Bear et al. 2020). 

While awaiting more in-depth research, this dissertation may help add some context with 
respect to vaccine misinformation to this discussion (Figure 5.1). Based on a classifier with 88% 
accuracy, we have found that the majority of vaccine-related tweets are not misinformation and 
that only about 7 percent of the tweets that should have been labeled as misinformation are left 
out by the classifier (i.e., false negatives). In other words, only up to 8 percent of the 
misinformation can be implied true out of unlabeled cases, and that is to be traded off with an 
opportunity to identify 75 percent of true misinformation from the labeled cases. Thus, even 
though we should be concerned that people may misinterpret unlabeled content as more accurate, 
the harms of this likely are counterbalanced by the benefits of labeling 75% of true 
misinformation as misinformation. A more serious ethical dilemma may arise from the 5% of 
truly credible tweets that the system devised in this study would incorrectly label as 
misinformation (upper right box in Figure 5.1) although this can be mitigated through an appeal 
mechanism where users who believe their content has been wrongly labeled can request a 
secondary human review. 
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Figure 5.1. Confusion matrix of the classification results. 

 

NOTE: The confusion matrix contrasts proportions of classified tweets that are true negatives (upper left), true 
positives (lower right), false negatives (lower left, highlighted), and false positives (upper right) in the test set (n=250).  

The negative predictive value is 0.92 (=0.736/0.804). The positive predictive value is 0.75 (=0.148/0.196). 

Along the same vein, public health agencies should probably no longer be discouraged to 
address health misinformation head-on as a recent meta-analysis overthrew the backfire effect of 
correcting misinformation on social media. Not only that, the study also found that interventions 
are more effective when misinformation is refuted by experts as compared to peers (Walter, 
Brooks et al. 2020). That being said, peer-to-peer intervention initiated by social media users is 
still valuable. Like Facebook’s “related stories” that provide addition context, comments from 
social connections on Twitter serve as an important channel to deliver corrective information 
(Bode and Vraga 2018). 

In addition to correlative measures, cognitive and behavioral interventions are also worth 
exploring. For instance, there is evidence suggesting that simply inducing people to think about 
the concept of accuracy through appraisal of a news headline can reduce subsequent sharing of 
false or misleading news (Pennycook, Epstein et al. 2019). Platforms can send out such messages 
to users that are prone to share misinformation. Also, instead of disabling engagement 
completely, imposing a slight burden like a reCAPTCHA test, which usually requires users to 
solve an easy task such as selecting images that contain a specific object, can be just as effective 
in discouraging sharing without having to confront users directly. 
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As for prevention, despite the consensus on the importance of health and media literacy, 
there is limited evidence to support effective intervention design. Until recently, most 
interventions have been implemented on youth or older adults in traditional classroom settings 
(Bergsma and Carney 2008, Car, Lang et al. 2011, Nordheim, Gundersen et al. 2016), except for 
one study that investigated the effectiveness of news literacy messages on Twitter among adults 
aged 36-37. The authors concluded that news literacy messages may be able to increase 
skepticism of misinformation on social media and boost self-perceived as well as social value of 
media literacy; however, the effectiveness can be difficult to establish without tailored and 
targeted campaigns. More research is urgently needed to strengthen the evidence base in this 
field. 

Last but not least, the broader academic community can contribute by improving the way 
scientific evidence is communicated to the lay audience. It has been shown that exaggeration and 
caveats in health-related news often originate from the press release itself (Sumner, Vivian-
Griffiths et al. 2016). Presenting research findings in an accurate, unbiased, and balanced manner 
may help minimize the chance of misinterpretation by media journalists and the general public 
(Trethewey 2020). Finally, as exemplified by the notorious “Mawson Homeschooled Study” 
(Retraction Watch 2017), pseudoscientists are known to exploit “predatory journals” to publish 
anti-vaccine quackery. Since even trained scientists can fall victim to these journals, more 
actions should be taken to expose and prevent them from reaching the unaware consumers. 

Beyond Vaccines and Twitter 
In addition to advancing our understanding of the dissemination of vaccine misinformation 

on Twitter, this dissertation also intends to create an analytical framework that is applicable for 
studying misinformation in other domains such as elections and climate change, as well as on 
platforms other than Twitter.  

To power the analyses, I first developed a machine learning system as a data collection 
mechanism. Unlike studies that utilize anti-vaccine stance or sentiment as a proxy for vaccine 
misinformation, I explored three different definitions of misinformation—Credibility, Evidence, 
and Propaganda. Except for Evidence that targets scientific claims, the other two definitions can 
be easily applied to classify all types of misinformation. Besides, the two-stage annotation 
process leveraged crowdsourcing to filter out irrelevant content, which not only cut down the 
amount of data requiring expert input by more than half, but also allowed annotators to focus on 
researching and verifying misinformation. On top of that, transfer learning reduced the overall 
requirement for training data. Although it was found that the BERT-based model needed to be 
further pre-trained with domain-specific data to improve performance, the unsupervised training 
tasks involved in pre-training did not call for additional labeled data.  

Of course, other types of misinformation might necessitate a much larger training set. This 
dissertation nonetheless presents an annotation and modeling approach that is relatively cost-
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efficient. Aside from transfer learning, semi-supervised learning, which applies structural 
assumptions such as smoothness, cluster, and manifold to leverage large amount of unlabeled 
data (Van Engelen and Hoos 2020), and weakly supervised learning, which uses mechanisms 
such as heuristics, crowdsourcing, and external knowledge bases to generate low-quality labels 
to provide supervision signals (Ratner, Bach et al. 2017), are also approaches worth considering 
for reducing labeling cost. 

Once the data was collected, I employed topic modeling, social network analysis especially 
key influencer analysis, and bot analysis in order to better understand what misinformation is 
being circulated on the platform, who is propagating misinformation, and how is misinformation 
disseminated—by humans or by social bots, as answers to these questions inform the design of 
countermeasures. Although we are likely to observe different network dynamics as well as 
different distributions of social bots, it appears that many topic categories that engage 
individuals’ values and worldviews in general such as Truth, Fraud/corruption, Conspiracy, 
Autonomy, Morality, Free Speech, and Xenophobia may also be applicable to non-health 
misinformation. Future research may consider comparing the distributions of the same topic 
categories across different types of misinformation to shed light on the underlying factors that 
affect individuals’ susceptibility to misinformation. 

Until now, we have focused on classifying and analyzing misinformation on Twitter based on 
mostly textual data. Misinformation, however, can be multimodal, ranging from text, image, 
audio, to video. Depending on the platform, one mode of data might carry more information than 
the others. For example, images are a much more dominant type of expression on Instagram and 
Pinterest compared to texts, so are videos on YouTube, TikTok, and Snapchat. Thus, while 
conceptually, the same analytical framework should work regardless of platforms, the modal 
variations across platforms necessitate adjustments in preprocessing, modeling, as well as 
analytical approaches. Techniques like optical character recognition and automated speech 
recognition can be used to extract textual information from images and videos. Nonetheless, 
models that can process and relate information from multiple modalities, i.e., multimodal 
learning (Baltrušaitis, Ahuja et al. 2018) may be required to make correct inferences in many 
cases. One common example is that a famous individual appears in a picture next to a quote from 
someone else. A model that solely relies on textual data might not discern any problem in this 
scenario. Similarly, analytical approaches will need to be modified or replaced although in any 
case, analyses should be guided by the aforementioned research questions rather than data types. 

 
 

 
 
 



 

 56 

References 

Althouse, B. M. and S. V. Scarpino (2015). "Asymptomatic transmission and the resurgence of 
Bordetella pertussis." BMC medicine 13(1): 1-12. 

Bakshy, E., S. Messing and L. A. Adamic (2015). "Exposure to ideologically diverse news and 
opinion on Facebook." Science 348(6239): 1130-1132. 

Baltrušaitis, T., C. Ahuja and L.-P. Morency (2018). "Multimodal machine learning: A survey 
and taxonomy." IEEE transactions on pattern analysis and machine intelligence 41(2): 423-
443. 

Bangdiwala, S. (1985). A graphical test for observer agreement. 45th International Statistical 
Institute Meeting. 

Beltagy, I., K. Lo and A. Cohan (2019). SciBERT: A pretrained language model for scientific 
text. Proceedings of the 2019 Conference on Empirical Methods in Natural Language 
Processing and the 9th International Joint Conference on Natural Language Processing 
(EMNLP-IJCNLP). 

Bergsma, L. J. and M. E. Carney (2008). "Effectiveness of health-promoting media literacy 
education: a systematic review." Health education research 23(3): 522-542. 

Betsch, C., N. T. Brewer, P. Brocard, P. Davies, W. Gaissmaier, N. Haase, J. Leask, F. 
Renkewitz, B. Renner, V. F. Reyna, C. Rossmann, K. Sachse, A. Schachinger, M. Siegrist 
and M. Stryk (2012). "Opportunities and challenges of Web 2.0 for vaccination decisions." 
Vaccine 30(25): 3727-3733. 

Betsch, C., C. Ulshofer, F. Renkewitz and T. Betsch (2011). "The influence of narrative v. 
statistical information on perceiving vaccination risks." Med Decis Making 31(5): 742-753. 

Bode, L. and E. K. Vraga (2018). "See something, say something: Correction of global health 
misinformation on social media." Health communication 33(9): 1131-1140. 

Booker, B. (2021). "Facebook Taps Former Obama Official As Vice President Of Civil Rights."   
Retrieved February 22, 2021, from https://www.npr.org/2021/01/11/955750196/facebook-
taps-former-obama-official-as-vice-president-of-civil-civil-rights. 

Broniatowski, D. A., K. M. Hilyard and M. Dredze (2016). "Effective vaccine communication 
during the disneyland measles outbreak." Vaccine 34(28): 3225-3228. 

Car, J., B. Lang, A. Colledge, C. Ung and A. Majeed (2011). "Interventions for enhancing 
consumers' online health literacy." Cochrane database of systematic reviews(6). 

https://www.npr.org/2021/01/11/955750196/facebook-taps-former-obama-official-as-vice-president-of-civil-civil-rights
https://www.npr.org/2021/01/11/955750196/facebook-taps-former-obama-official-as-vice-president-of-civil-civil-rights


 

 57 

Castillo, C., M. Mendoza and B. Poblete (2011). Information credibility on twitter. Proceedings 
of the 20th international conference on World wide web. 

Centers for Disease Control and Prevention. (2020). "Chickenpox (Varicella) Vaccines Safety."   
Retrieved February 19, 2021, from https://www.cdc.gov/vaccinesafety/vaccines/varicella-
vaccine.html. 

Centers for Disease Control and Prevention. (2020). "Measles Cases and Outbreaks."   Retrieved 
December 21, 2020, from https://www.cdc.gov/measles/cases-outbreaks.html. 

Chavoshi, N., H. Hamooni and A. Mueen (2017). Temporal patterns in bot activities. 
Proceedings of the 26th international conference on world wide web companion. 

Chen, T. and M. Dredze (2018). "Vaccine Images on Twitter: Analysis of What Images are 
Shared." Journal of medical Internet research 20(4). 

Cherry, J. D. (2019). "The 112-year odyssey of pertussis and pertussis vaccines—mistakes made 
and implications for the future." Journal of the Pediatric Infectious Diseases Society 8(4): 
334-341. 

Children's Hospital of Philadelphia. (2020). "Vaccine Ingredients – SV40."   Retrieved February 
17, 2021, from https://www.chop.edu/centers-programs/vaccine-education-center/vaccine-
ingredients/sv40. 

Chou, W.-Y. S., A. Oh and W. M. Klein (2018). "Addressing health-related misinformation on 
social media." Jama 320(23): 2417-2418. 

Cohen, J. (1960). "A coefficient of agreement for nominal scales." Educational and 
psychological measurement 20(1): 37-46. 

Cossard, A., G. D. F. Morales, K. Kalimeri, Y. Mejova, D. Paolotti and M. Starnini (2020). 
Falling into the echo chamber: the italian vaccination debate on twitter. Proceedings of the 
International AAAI Conference on Web and Social Media. 

Covolo, L., E. Ceretti, C. Passeri, M. Boletti and U. Gelatti (2017). "What arguments on 
vaccinations run through YouTube videos in Italy? A content analysis." Hum Vaccin 
Immunother 13(7): 1693-1699. 

Davis, C. A., O. Varol, E. Ferrara, A. Flammini and F. Menczer (2016). Botornot: A system to 
evaluate social bots. Proceedings of the 25th International Conference Companion on World 
Wide Web, International World Wide Web Conferences Steering Committee. 

Davis, J. and M. Goadrich (2006). The relationship between Precision-Recall and ROC curves. 
Proceedings of the 23rd international conference on Machine learning. 

Department of Justice. (2020). "Department of Justice’s Review of Section 230 of the 
Communications Decency Act of 1996."   Retrieved February 22, 2021, from 

https://www.cdc.gov/vaccinesafety/vaccines/varicella-vaccine.html
https://www.cdc.gov/vaccinesafety/vaccines/varicella-vaccine.html
https://www.cdc.gov/measles/cases-outbreaks.html
https://www.chop.edu/centers-programs/vaccine-education-center/vaccine-ingredients/sv40
https://www.chop.edu/centers-programs/vaccine-education-center/vaccine-ingredients/sv40


 

 58 

https://www.justice.gov/archives/ag/department-justice-s-review-section-230-
communications-decency-act-1996. 

Devlin, J., M.-W. Chang, K. Lee and K. Toutanova (2018). "Bert: Pre-training of deep 
bidirectional transformers for language understanding." arXiv preprint arXiv:1810.04805. 

Dredze, M., D. A. Broniatowski and K. M. Hilyard (2016). "Zika vaccine misconceptions: A 
social media analysis." Vaccine 34(30): 3441-3442. 

Effron, O. (2020). "Facebook will ban Holocaust denial posts under hate speech policy."   
Retrieved February 22, 2021, from https://www.cnn.com/2020/10/12/tech/facebook-
holocaust-denial-hate-speech/index.html. 

Faasse, K., C. J. Chatman and L. R. Martin (2016). "A comparison of language use in pro- and 
anti-vaccination comments in response to a high profile Facebook post." Vaccine 34(47): 
5808-5814. 

Fanget, N. (2020). "Pertussis: a tale of two vaccines."   Retrieved February 20, 2021, from 
https://www.nature.com/articles/d42859-020-00013-8. 

Featherstone, J. D., C. Davis and J. Zhang (2019). Correcting Vaccine Misinformation on Social 
Media Using Fact-checking Labels. APHA's 2019 Annual Meeting and Expo (Nov. 2-Nov. 
6), American Public Health Association. 

Ferrara, E., O. Varol, C. Davis, F. Menczer and A. Flammini (2016). "The Rise of Social Bots." 
Communications of the Acm 59(7): 96-104. 

Ferré-Sadurní, L. and J. McKinley (2020). Alex Jones Is Told to Stop Selling Sham Anti-
Coronavirus Toothpaste. The New York Times. New York. 

Fung, B. (2020). "Facebook bans hundreds of accounts related to the Boogaloo extremist 
movement."   Retrieved February 22, 2021, from 
https://www.cnn.com/2020/06/30/tech/facebook-boogaloo-ban/index.html. 

Gidengil, C., C. Chen, A. M. Parker, S. Nowak and L. Matthews (2019). "Beliefs around 
childhood vaccines in the United States: A systematic review." Vaccine 37(45): 6793-6802. 

Google Cloud. "Natural Language."   Retrieved Janurary 30, 2020, from 
https://cloud.google.com/natural-language/. 

Google Cloud. "Vision AI."   Retrieved January 30, 2020, from https://cloud.google.com/vision. 

Guidry, J. P., K. Carlyle, M. Messner and Y. Jin (2015). "On pins and needles: how vaccines are 
portrayed on Pinterest." Vaccine 33(39): 5051-5056. 

Gunaratne, K., E. A. Coomes and H. Haghbayan (2019). "Temporal trends in anti-vaccine 
discourse on twitter." Vaccine 37(35): 4867-4871. 

https://www.justice.gov/archives/ag/department-justice-s-review-section-230-communications-decency-act-1996
https://www.cnn.com/2020/10/12/tech/facebook-holocaust-denial-hate-speech/index.html
https://www.cnn.com/2020/10/12/tech/facebook-holocaust-denial-hate-speech/index.html
https://www.nature.com/articles/d42859-020-00013-8
https://www.cnn.com/2020/06/30/tech/facebook-boogaloo-ban/index.html
https://cloud.google.com/natural-language/
https://cloud.google.com/vision


 

 59 

Helmus, T. C., J. V. Marrone, M. N. Posard and D. Schlang (2020). Russian Propaganda Hits Its 
Mark: Experimentally Testing the Impact of Russian Propaganda and Counter-Interventions, 
RAND Corporation. 

Howard, J. and S. Ruder (2018). "Universal language model fine-tuning for text classification." 
arXiv preprint arXiv:1801.06146. 

Hsu, T. I., Mike. (2020). "Advertiser Exodus Snowballs as Facebook Struggles to Ease 
Concerns."   Retrieved February 22, 2021, from 
https://www.nytimes.com/2020/06/30/technology/facebook-advertising-boycott.html. 

Huang, K., J. Altosaar and R. Ranganath (2019). "Clinicalbert: Modeling clinical notes and 
predicting hospital readmission." arXiv preprint arXiv:1904.05342. 

Iannelli, V. (2019). "About those Stanley Plotkin Videos…."   Retrieved December 5, 2020, 
from https://vaxopedia.org/2019/02/03/about-those-stanley-plotkin-videos/. 

Kang, G. J., S. R. Ewing-Nelson, L. Mackey, J. T. Schlitt, A. Marathe, K. M. Abbas and S. 
Swarup (2017). "Semantic network analysis of vaccine sentiment in online social media." 
Vaccine 35(29): 3621-3638. 

Kata, A. (2012). "Anti-vaccine activists, Web 2.0, and the postmodern paradigm--an overview of 
tactics and tropes used online by the anti-vaccination movement." Vaccine 30(25): 3778-
3789. 

Kim, J. W. (2019). Countering Anti-Vaccination Rumors on Twitter. Doctor of Philosophy 
(PhD), Syracuse University. 

Kitsak, M., L. K. Gallos, S. Havlin, F. Liljeros, L. Muchnik, H. E. Stanley and H. A. Makse 
(2010). "Identification of influential spreaders in complex networks." Nature physics 6(11): 
888-893. 

Kodner, S. (2020). "Why the social ad boycott didn't come for YouTube."   Retrieved February 
22, 2021, from https://www.protocol.com/youtube-ad-boycott. 

Lee, J., W. Yoon, S. Kim, D. Kim, S. Kim, C. H. So and J. Kang (2019). "BioBERT: pre-trained 
biomedical language representation model for biomedical text mining." arXiv preprint 
arXiv:1901.08746. 

McKee, C. and K. Bohannon (2016). "Exploring the Reasons Behind Parental Refusal of 
Vaccines." J Pediatr Pharmacol Ther 21(2): 104-109. 

Medical Advisory Committee of the Immune Deficiency Foundation, W. T. Shearer, T. A. 
Fleisher, R. H. Buckley, Z. Ballas, M. Ballow, R. M. Blaese, F. A. Bonilla, M. E. Conley and 
C. Cunningham-Rundles (2014). "Recommendations for live viral and bacterial vaccines in 

https://www.nytimes.com/2020/06/30/technology/facebook-advertising-boycott.html
https://vaxopedia.org/2019/02/03/about-those-stanley-plotkin-videos/
https://www.protocol.com/youtube-ad-boycott


 

 60 

immunodeficient patients and their close contacts." Journal of allergy and clinical 
immunology 133(4): 961-966. 

Meleo-Erwin, Z., C. Basch, S. A. MacLean, C. Scheibner and V. Cadorett (2017). ""To each his 
own": Discussions of vaccine decision-making in top parenting blogs." Hum Vaccin 
Immunother: 1-7. 

Mitchell, T. M. (1997). "Machine learning. 1997." Burr Ridge, IL: McGraw Hill 45(37): 870-
877. 

Munoz, S. R. and S. I. Bangdiwala (1997). "Interpretation of Kappa and B statistics measures of 
agreement." Journal of Applied Statistics 24(1): 105-112. 

Murti, M., M. Krajden, M. Petric, J. Hiebert, F. Hemming, B. Hefford, M. Bigham and P. Van 
Buynder (2013). "Case of vaccine-associated measles five weeks post-immunisation, British 
Columbia, Canada, October 2013." Eurosurveillance 18(49): 20649. 

Nordheim, L. V., M. W. Gundersen, B. Espehaug, Ø. Guttersrud and S. Flottorp (2016). "Effects 
of school-based educational interventions for enhancing adolescents abilities in critical 
appraisal of health claims: a systematic review." PLoS One 11(8): e0161485. 

Ortiz-Sánchez, E., A. Velando-Soriano, L. Pradas-Hernández, K. Vargas-Román, J. L. Gómez-
Urquiza and L. Albendín-García (2020). "Analysis of the Anti-Vaccine Movement in Social 
Networks: A Systematic Review." International journal of environmental research and public 
health 17(15): 5394. 

Palmer, T., L. Wallace, K. G. Pollock, K. Cuschieri, C. Robertson, K. Kavanagh and M. 
Cruickshank (2019). "Prevalence of cervical disease at age 20 after immunisation with 
bivalent HPV vaccine at age 12-13 in Scotland: retrospective population study." bmj 365. 

Pan, S. J. and Q. Yang (2009). "A survey on transfer learning." IEEE Transactions on knowledge 
and data engineering 22(10): 1345-1359. 

Patel, M., A. D. Lee, N. S. Clemmons, S. B. Redd, S. Poser, D. Blog, J. R. Zucker, J. Leung, R. 
Link-Gelles and H. Pham (2019). "National update on measles cases and outbreaks—United 
States, January 1–October 1, 2019." Morbidity and Mortality Weekly Report 68(40): 893. 

Patel, S. (2021). "Facebook to Test News Feed Controls for Advertisers."   Retrieved February 
22, 2021, from https://www.wsj.com/articles/facebook-to-test-news-feed-controls-for-
advertisers-11611928801. 

Pei, S., L. Muchnik, J. S. Andrade Jr, Z. Zheng and H. A. Makse (2014). "Searching for 
superspreaders of information in real-world social media." Scientific reports 4: 5547. 

https://www.wsj.com/articles/facebook-to-test-news-feed-controls-for-advertisers-11611928801
https://www.wsj.com/articles/facebook-to-test-news-feed-controls-for-advertisers-11611928801


 

 61 

Pennycook, G., Z. Epstein, M. Mosleh, A. A. Arechar, D. Eckles and D. Rand (2019). 
"Understanding and reducing the spread of misinformation online." Unpublished manuscript: 
https://psyarxiv. com/3n9u8. 

Peter, C. and T. Koch (2016). "When debunking scientific myths fails (and when it does not) The 
backfire effect in the context of journalistic coverage and immediate judgments as prevention 
strategy." Science Communication 38(1): 3-25. 

Peters, M. E., M. Neumann, M. Iyyer, M. Gardner, C. Clark, K. Lee and L. Zettlemoyer (2018). 
"Deep contextualized word representations." arXiv preprint arXiv:1802.05365. 

Pluviano, S., C. Watt and S. Della Sala (2017). "Misinformation lingers in memory: Failure of 
three pro-vaccination strategies." PLoS One 12(7): e0181640. 

Radford, A. (2018). Improving Language Understanding by Generative Pre-Training. 

Ratner, A., S. H. Bach, H. Ehrenberg, J. Fries, S. Wu and C. Ré (2017). Snorkel: Rapid training 
data creation with weak supervision. Proceedings of the VLDB Endowment. International 
Conference on Very Large Data Bases, NIH Public Access. 

Retraction Watch. (2017, May 8, 2017). "Updated: Vaccine-autism study retracted — again."   
Retrieved December 5, 2020, from https://retractionwatch.com/2017/05/08/retracted-vaccine-
autism-study-republished/. 

Ruder, S. (2019). Neural transfer learning for natural language processing, NUI Galway. 

Salmon, D. A., L. H. Moulton, S. B. Omer, M. P. Dehart, S. Stokley and N. A. Halsey (2005). 
"Factors associated with refusal of childhood vaccines among parents of school-aged 
children: a case-control study." Archives of pediatrics & adolescent medicine 159(5): 470-
476. 

Salmon, D. A., M. J. Sotir, W. K. Pan, J. L. Berg, S. B. Omer, S. Stokley, D. J. Hopfensperger, J. 
P. Davis and N. A. Halsey (2009). "Parental vaccine refusal in Wisconsin: a case-control 
study." WMJ: official publication of the State Medical Society of Wisconsin 108(1): 17. 

Samuel, A. L. (1959). "Some studies in machine learning using the game of checkers." IBM 
Journal of research and development 3(3): 210-229. 

Satija, N. and L. H. Sun (2019). A major funder of the anti-vaccine movement has made millions 
selling natural health products. The Washington Post. Washington, D.C. 

Sayburn, A. (2020). "Is It Too Soon to Predict an End to Cervical Cancer? ."   Retrieved January 
23, 2021, from https://www.medscape.com/viewarticle/925658#vp_2. 

Shelby, A. and K. Ernst (2013). "Story and science: how providers and parents can utilize 
storytelling to combat anti-vaccine misinformation." Hum Vaccin Immunother 9(8): 1795-
1801. 

https://psyarxiv.com/3n9u8
https://retractionwatch.com/2017/05/08/retracted-vaccine-autism-study-republished/
https://retractionwatch.com/2017/05/08/retracted-vaccine-autism-study-republished/
https://www.medscape.com/viewarticle/925658#vp_2


 

 62 

Smith, T. C. (2017). "Vaccine Rejection and Hesitancy: A Review and Call to Action." Open 
Forum Infect Dis 4(3): ofx146. 

Steeg, G. V. and A. Galstyan (2014). "Discovering structure in high-dimensional data through 
correlation explanation." arXiv preprint arXiv:1406.1222. 

Stop Hate for Profit. (2020). "Demand Facebook Stop Hate for Profit." from 
https://www.stophateforprofit.org/demand-change. 

Stop Hate for Profit. (2021).    Retrieved February 22, 2021, from 
https://www.stophateforprofit.org/. 

Sullivan, M. C. (2019). "Leveraging library trust to combat misinformation on social media." 
Library & Information Science Research 41(1): 2-10. 

Sumner, P., S. Vivian-Griffiths, J. Boivin, A. Williams, L. Bott, R. Adams, C. A. Venetis, L. 
Whelan, B. Hughes and C. D. Chambers (2016). "Exaggerations and caveats in press releases 
and health-related science news." PloS one 11(12): e0168217. 

Tangherlini, T. R., V. Roychowdhury, B. Glenn, C. M. Crespi, R. Bandari, A. Wadia, M. Falahi, 
E. Ebrahimzadeh and R. Bastani (2016). ""Mommy Blogs" and the Vaccination Exemption 
Narrative: Results From A Machine-Learning Approach for Story Aggregation on Parenting 
Social Media Sites." JMIR Public Health Surveill 2(2): e166. 

Tien, S. A., Michael. (2019). "The Best Time to Post on Facebook, Instagram, Twitter, and 
LinkedIn."   Retrieved January 23, 2021, from https://blog.hootsuite.com/best-time-to-post-
on-facebook-twitter-instagram/. 

Tosh, P. K., T. G. Boyce and G. A. Poland (2008). Flu myths: dispelling the myths associated 
with live attenuated influenza vaccine. Mayo Clinic Proceedings, Elsevier. 

Townson, S. (2020). "AI Can Make Bank Loans More Fair."   Retrieved January 23, 2021, from 
https://hbr.org/2020/11/ai-can-make-bank-loans-more-fair. 

Trethewey, S. P. (2020). "Strategies to combat medical misinformation on social media." 
Postgraduate Medical Journal. 

Tully, M., E. K. Vraga and L. Bode (2020). "Designing and testing news literacy messages for 
social media." Mass Communication and Society 23(1): 22-46. 

Twitter. (2020). "COVID-19 misleading information policy."   Retrieved January 23, 2021, from 
https://help.twitter.com/en/rules-and-policies/medical-misinformation-policy. 

Twitter Developers. "Get batch historical Tweets."   Retrieved January 30, 2020, from 
https://developer.twitter.com/en/docs/tweets/batch-historical/overview. 

United States Congress (2018). Internet: Social Media: Advisory Group. 

https://www.stophateforprofit.org/demand-change
https://www.stophateforprofit.org/
https://blog.hootsuite.com/best-time-to-post-on-facebook-twitter-instagram/
https://blog.hootsuite.com/best-time-to-post-on-facebook-twitter-instagram/
https://hbr.org/2020/11/ai-can-make-bank-loans-more-fair
https://help.twitter.com/en/rules-and-policies/medical-misinformation-policy
https://developer.twitter.com/en/docs/tweets/batch-historical/overview


 

 63 

Van Engelen, J. E. and H. H. Hoos (2020). "A survey on semi-supervised learning." Machine 
Learning 109(2): 373-440. 

Varol, O., E. Ferrara, C. A. Davis, F. Menczer and A. Flammini (2017). "Online human-bot 
interactions: Detection, estimation, and characterization." arXiv preprint arXiv:1703.03107. 

Vaswani, A., N. Shazeer, N. Parmar, J. Uszkoreit, L. Jones, A. N. Gomez, L. Kaiser and I. 
Polosukhin (2017). "Attention Is All You Need." Advances in Neural Information Processing 
Systems 30 (Nips 2017) 30. 

Vraga, E. K., L. Bode and M. Tully (2020). "Creating news literacy messages to enhance expert 
corrections of misinformation on Twitter." Communication Research: 0093650219898094. 

Vraga, E. K., S. C. Kim and J. Cook (2019). "Testing logic-based and humor-based corrections 
for science, health, and political misinformation on social media." Journal of Broadcasting & 
Electronic Media 63(3): 393-414. 

Wakefield, A. J., S. H. Murch, A. Anthony, J. Linnell, D. M. Casson, M. Malik, M. Berelowitz, 
A. P. Dhillon, M. A. Thomson and P. Harvey (1998). RETRACTED: Ileal-lymphoid-nodular 
hyperplasia, non-specific colitis, and pervasive developmental disorder in children, Elsevier. 

Walter, N., J. J. Brooks, C. J. Saucier and S. Suresh (2020). "Evaluating the impact of attempts to 
correct health misinformation on social media: A meta-analysis." Health Communication: 1-
9. 

Weber, T., D. D. Muehling and I. Kareklas (2019). "How unsponsored, online user-generated 
content impacts consumer attitudes and intentions toward vaccinations." Journal of 
Marketing Communications: 1-26. 

Witteman, H. O. and B. J. Zikmund-Fisher (2012). "The defining characteristics of Web 2.0 and 
their potential influence in the online vaccination debate." Vaccine 30(25): 3734-3740. 

Wolpert, D. H. (1992). "Stacked generalization." Neural networks 5(2): 241-259. 

Wong, J. C. (2020). "Facebook to ban QAnon-themed groups, pages and accounts in 
crackdown."   Retrieved February 22, 2021, from 
https://www.theguardian.com/technology/2020/oct/06/qanon-facebook-ban-conspiracy-
theory-groups. 

Yang, K. C., O. Varol, C. A. Davis, E. Ferrara, A. Flammini and F. Menczer (2019). "Arming 
the public with artificial intelligence to counter social bots." Human Behavior and Emerging 
Technologies 1(1): 48-61. 

Yuan, X., R. J. Schuchard and A. T. Crooks (2019). "Examining emergent communities and 
social bots within the polarized online vaccination debate in Twitter." Social Media+ Society 
5(3): 2056305119865465. 

https://www.theguardian.com/technology/2020/oct/06/qanon-facebook-ban-conspiracy-theory-groups


 

 64 

Zhang, B. H., B. Lemoine and M. Mitchell (2018). Mitigating unwanted biases with adversarial 
learning. Proceedings of the 2018 AAAI/ACM Conference on AI, Ethics, and Society. 

Zhu, Y., R. Kiros, R. Zemel, R. Salakhutdinov, R. Urtasun, A. Torralba and S. Fidler (2015). 
Aligning books and movies: Towards story-like visual explanations by watching movies and 
reading books. Proceedings of the IEEE international conference on computer vision. 

 

  



 

 65 

Appendix. Topic Model Outputs 

Table A1. Example topics in the safety category. 

injury, vaccine injury, vaccine court, court, death, injury death, injury vaccine, injury act, compensation, injury 
compensation, act, national, compensation program, national vaccine, court pay, injury real, vaccine death, 
program, cause injury, vax injury, brain injury, million, injury amp, award, injury court, injury vaccines, death injury, 
real, payout, injury not 
safety, vaccine safety, effect, side, side effect, test, safety study, not test, effect vaccine, adverse effect, safety 
vaccine, barrier, safety test, testing, test vaccine, safety testing, commission, safety efficacy, never test, vaccine 
test, vaccine side, ingredient side, safety commission, test safety, properly, brain barrier, blood brain, debate, hhs, 
safety trial 
aluminum, mercury, contain, adjuvant, metal, food, water, chemical, vaccine contain, heavy, formaldehyde, heavy 
metal, aluminum vaccine, dna, tissue, natural, toxic, level, aluminum adjuvant, animal, human, mercury vaccine, 
neurotoxin, glyphosate, blood, mercury aluminum, fetal tissue, amount, air, natural immunity 
cause, vaccine cause, cause autism, autoimmune, cause vaccine, autoimmune disease, cause harm, chronic 
illness, chronic, cause death, illness, vaccination cause, autism cause, cause cancer, not cause, permanent, 
disability, problem, neurological, worry, exactly 
kill, die, vaccine kill, vaccines kill, child die, kill people, kill child, die vaccine, maim, people die, kill vaccine, baby 
die, save life, permanently, save, kill kid, not die, maim kill, kill maim, kill vaccines, kill baby, kill amp, vaccine die, 
kid die, child kill, kill americans, kill million, not kill, harm kill, vaccine save 
flu, flu vaccine, shot, flu shot, month, month old, paralyze, flu shoot, within, flush, shoot, vaccine induce, flu 
vaccines, son, hour, get flu, auto, induce, within hour, auto immune, influenza, swine, swine flu, pol orle, orle, 
vaccine flu, vaccine shot, shot not, influenza vaccine, regress 
hpv, harm, hpv vaccine, big harm, big, vaccine harm, harm vaccine, vaccine big, harm vaccines, young, woman, 
crime humanity, vaccines harm, infertility, crime, humanity, shocking, ban, pregnancy, india, ama, vaccine health, 
important, professional, update, pot 

Table A2. Example topics in the truth category. 

new, trial, scientist, watch, vaxxed, clinical, new vaccine, journal, coverup, documentary, fda, catastrophe, movie, 
must watch, clinical trial, vaccine trial, new study, cdc website, cdc fda, coverup catastrophe, scientist say, medical 
journal, publish, website, watch vaxxed, vaxxed coverup, doctor scientist, editor, documentary vaxxed, 
commissioner 
vaccinated, outbreak, unvaccinated, spread, measles, shed, spread disease, measles outbreak, measle outbreak, 
recently, recently vaccinate, unvaccinated child, measles vaccine, vaccine shed, vaccinated child, vaccinated 
people, vaccine failure, vaccinated kid, fully, failure, infect, unvaccinated kid, vaccine measles, healthy 
unvaccinated, quarantine, vaccine spread, spread measle, spread virus, unvaccinated illegal, unvaccinated people 
immunity, natural immunity, natural, herd immunity, herd, standard natural, immunity vaccine, vaccination 
preserve, preserve health, health gold, immunity liability, immunity not, preserve, legal immunity, lifelong immunity, 
lifelong, lifetime, enjoy, legal, life long, myth, child without, voice, generate, harmless, provide, throughout, 
pharmacy, immunize, consumer 
aluminum, adjuvant, schedule, aluminum vaccine, level, dose, body, vaccine schedule, show, high, adjuvant 
vaccine, aluminum adjuvant, toxicity, neurological, alzheimers, infant, content, exposure, newborn, thimerosal, 
researcher, aluminium, dementia, blood, multiple, hei, autoimmunity, increase, concern, correlation 
cancer, polio, polio vaccine, study show, show, cause cancer, cancer cause, show vaccine, contaminate, vaccine 
contaminate, give cancer, cancer vaccine, cancer rate, polio shoot, cause virus, enzyme, paralysis, vaccine 
cancer, cancer not, cure cancer, polio vaccines, salk, cure, wild, vaccine find, contamination, aids, murder, 
purpose, myelitis 
new, new vaccine, new study, hepatitis, increase, hepatitis vaccine, increase risk, vaccine increase, risk, publish, 
infection, blog, hundred, vaccine well, times, silent, suppress 
godfather, godfather vaccine, oath, vaccine oath, fake, fake news, news, world amazing, discover world, collection, 
video channel, breaking news, not safeguard, amazing collection, safeguard, result not, lie vaccine, vaccine admit, 
mandate result, cooper, collection vaccine, anderson cooper, anderson, spread fake, channel, truth video, use 
aborted, vaccine experiment, handicapped, amazing 
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Table A3. Example topics in the fraud/corruption category. 

big, pharma, big pharma, harm, company, big harm, pharmaceutical, industry, pharmaceutical company, trust, 
profit, not trust, drug, liability, interest, vaccine harm, pharma not, drug company, conflict interest, pharmaceutical 
industry, vaccine industry, harm vaccine, conflict, harm vaccines, vaccine big, sell, make, vaccines harm, corrupt, 
pharma vaccine 
court, billion, vaccine court, dollar, billion dollar, trial, pay billion, court rule, rule, vaccine trial, admit court, clinical, 
federal, gov, vaccineinjured, government, fraudulent, business, secret, document, special, spend, actual, 
especially, healthcare, demand, future, babys, across 
approve, fda, fasttrack, fasttrack approve, adult, folk, absolutely, horrible, federal, release 
flu, flu vaccine, flu shot, shot, get flu, flu shoot, exaggerate, shoot, flu death, die flu, influenza, swine, swine flu, flu 
virus, flu season, season, flush, vaccine flu, sell flu, flu vaccination, urge, jab, ineffective, add, flush vaccines, 
hospital, reason, note, advocate 

Table A4. Example topics in the conspiracy category. 

gates, bill, polio vaccine, bill gates, polio, population, population control, foundation, depopulation, paralyze, 
control, india, reduce, fund, pandemic, africa, demand, develop, plan, paralysis, answer, judge, humanity, vaccine 
use, abortion, aids, campaign, today, pass 
agenda, depopulation, like video, video, african, genocide, black, destroy, african american, agenda agenda, 
vaccine destroy, depopulation agenda, globalist, expose vaccine, sterilization, sterilize, abortion, global, expose, 
evil, chemtrail, elite, mass, nwo, warfare, white, weapon, tool, eugenics, spray 
water, body, depopulation, agenda, put, toxin, chemical, air, eugenics, fluoride, put vaccine, help, anti, stop, 
pesticide, gmos, please help, human body, gmo, body not, toxin vaccine, drink, weapon, biological, vaccine 
agenda, warfare, inject body, depopulation agenda, vaccine stop, engineering 
leak, pentagon, behavior, modify, human behavior, modify human, vaccine design, leak vaccine, suzanne 
humphries, design modify, suzanne, pentagon leak, kennedy, robert kennedy, director, humphries, design, cdc 
director, robert, tobacco, medical establishment, vaccined, vaccined angers, angers, less effective, establishment, 
via vets, emit, vaccine less, rist writers 
cunningham, timothy, cdc, miss, cunning, cunning ham, ham, river, discover, murder, timothy cunningham, speak 
vaccine, speak, cdc doctor, mother speak, zika, doctor, whistleblower, day, scientist, announce, team, silence, 
expose, doctors, holistic, end, flush, week, lead 
side effect, side, effect, deadly virus, deadly, virus deliver, jail, deliver, uncover deadly, deliver human, virus, 
mikovits, jail uncover, uncover, judy mikovits, researcher jail, judy, researcher, human vaccine, discover deadly, 
scientist jail, effect vaccine, jail discover, scientist, young boy, disable young, permanently disable, vaccine side, 
vaccine permanently, permanently 

Table A5. Example topics in the autonomy category. 

mandatory, freedom, choice, mandatory vaccination, stop, mandatory vaccine, stop mandatory, vaccine choice, 
medical freedom, health freedom, vaccination, risk must, must choice, save, vaccine freedom, mandatory 
vaccines, save life, medical, vaccine save, must, choose, push mandatory, human rights, rights, mandatory 
vaccinations, choice vaccine, death stop, vaccine mandatory, stop vaccine, choice not 
nuremberg, nuremberg code, code, violation nuremberg, blatant, blatant violation, violation, outlaw medical, code 
outlaw, outlaw, medical experiment, california, california force, vaccination blatant, experiment human, 
propaganda machine, machine, swing, machine billion, full swing, industry full, influenza vaccine, medical, 
experiment, influenza, billion influenza, human, use fear, propaganda, battleground 

Table A6. Example topics in the morality category. 

abort, aborted, cell, fetal, fetal cell, aborted baby, abort fetal, fetus, united states, states, willy, cell line, united, 
woke, line, production, stanley, plotkin, vaccine production, still use, baby still, religious, abort fetus, stanley 
plotkin, mutagenic, woke health, godfather, abort baby, medical procedure, vaccine mandates 
billion, pay, court, vaccine court, dollar, pay vaccine, pay billion, patent, billion dollar, taxpayer, billion pay, federal, 
tax, vaccine patent, billion vaccine, court pay, make billion, pay million, payout, compensate, fund, patent vaccine, 
gate measles, tax payer, dollar vaccine, payer, rule, taxpayer pay, victim, measles gate 
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Table A7. Example topics in the free speech, xenophobia, and efficacy categories. 

amazon, facebook, book, content, ban, fascist, amp guess, guess fascist, fascist amazon, truth amp, vax truth, 
amazon friend, adam schiff, schiff, face book, adam, censor, fascism, vaccine industry, contradict, facebook 
announce, content contradict, industry ban, medical fascism, rule content, contradict corrupt, industry, corrupt 
vaccine, guess, facebook ban 
disease, illegal, poison, border, disease not, vaccine poison, country, bring, create, disease vaccine, sense, 
vaccine destroy, cause disease, immigrant, get disease, poison child, vaccine create, illegal immigrant, poison 
vaccine, infectious, american, disease amp, citizen, destroy, infectious disease, disease vaccinate, democrat, bad, 
come, disease come 
hpv, hpv vaccine, cervical, gardasil, cervical cancer, gardasil vaccine, cervical disease, vaccine link, link dramatic, 
dramatic, glyph ate, glyph, drop cervical, dramatic drop, ate, mores, worth mores, drop, febrile seizure, febrile, 
merck, girl, bbc news, bbc, worth, vaccine gardasil, hpv vaccination, gardasil hpv, hpv vax, news hpv 

Table A8. Example marketing strategies. 

pregnant, pregnant woman, pregnant baby, gyn, woman, maternity, gyn maternity, baby gyn, think babies, babies 
pregnant, work think, babies, untested, vaccines work, vaccine pregnant, unlicensed, untested unlicensed, 
recommend untested, recommend, work, fda admit, fda, vaccines, unlicensed vaccine, united states, baby, states, 
united, pregnant women, women 
work, vaccines work, whistle, vaccines, blower, whistle blower, truth, truth vaccine, not work, truth vaccines, 
vaccine vaccines, vaccines vaccines, kennedy, robert kennedy, vaccines vaccine, robert, health vaccines, 
docuserie, education, vaccine work, vaccine truth, episode, watch, documentary, free, series, january, times, 
youtube, important 

 




