More than Content: The Role of English Language Arts Teachers in Students’ Long-Term Knowledge

Susanna Loeb (sloeb@stanford.edu)

Benjamin Master (bmaster@stanford.edu)

Stanford University

James Wyckoff (wyckoff@virginia.edu)

University of Virginia
Abstract

Measures of teachers’ “value added” to student achievement play an increasingly central role in k-12 teacher policy and practice, in part because they have been shown to predict teachers’ long-term impacts on students’ life outcomes. However, little research has examined variation in the long-term effects of teachers with similar value-added performance. In this study, we investigate variation in the persistence of teachers’ value-added effects on student achievement in New York City. Two findings emerge. First, a teacher’s value-added to English Language Arts (ELA) achievement has substantial crossover effects on long-term math performance. That is, having a better ELA teacher affects both math and ELA performance in a future year. Conversely, math teachers have only minimal long-term effects on ELA performance. Second, we identify substantial heterogeneity in the persistence of English Language Arts (ELA) teachers’ effects across observable student, teacher, and school characteristics. In particular, teachers in schools serving more poor, minority, and previously low-scoring students have less persistence than other teachers with the same value-added scores. Moreover, ELA teachers with stronger academic backgrounds have more persistent effects on student achievement, as do schools staffed with a higher proportion of such teachers. The results indicate teachers’ effects on students’ long-term skills can vary as a function of instructional quality in ways that are not fully captured by value-added measures of teacher effectiveness.
Introduction

Teachers play an important role in students’ academic achievement gains (Rivkin, Hanushek, and Kain, 2005; Goldhaber, 2002). Most estimates suggest that assignment to a teacher whose “value-added” performance is one standard deviation above the average teacher will raise student achievement by between 0.1 and 0.2 of a standard deviation in a single school year (Kane and Staiger, 2008; Rockoff, 2004; Nye, Konstantopoulos, and Hedges, 2004). In addition, recent work by Chetty, Friedman, and Rockoff (2011) shows that teacher quality as measured by teachers’ value added to student achievement predicts teachers’ impacts on students’ long-term life outcomes, such as college attendance and quality, lifetime income, and the likelihood of becoming a teen parent. For instance, they find that a one standard deviation improvement in the value-added score of the teacher that a student receives in middle school corresponds to a one percent increase in their expected earnings by age 28.

In light of the importance of teacher quality, and of the correlation between teachers’ effects on tested achievement and students’ long-term outcomes, policy makers and district leaders are increasingly utilizing teacher value-added measures to evaluate differences in teacher performance. Most notably, both competitive grants provided by the federal Race to the Top Initiative and recent waivers to federal No Child Left Behind accountability standard are spurring reforms to teacher evaluation practices in schools, and encouraging the use of value-added measures to assess teachers’ quality. These and other reforms by states and local districts reflect a growing reliance on value-added measures as a central performance benchmark to gauge and respond to the performance of k-12 teachers.
However, while teachers’ value added to tested student achievement predicts their long-term impacts on students, it is unlikely that effects on single-year achievement gains, which is what value added scores measure, are the only mechanism by which teachers help students to succeed in life. Indeed, most of a teacher’s immediate effect on test scores does not persist, but fades out within a few years (Chetty et al., 2011; Jacob, Lefgren, and Sims, 2010; Rothstein, 2010).

Instead, teachers’ ability to impart tested content and skills to students likely only partially aligns with their impact on outcomes that are not immediately assessed, including students’ longer term academic achievement. If this is the case, then we would expect to see heterogeneity in the long-term instructional impacts of teachers, even among those with similar value added to short term student achievement. This difference in long-term effect for teachers with similar value-added scores could occur if, for example, two teachers prepare students comparably in terms of tested material, but one teacher also imparts additional knowledge or skills that are useful but not immediately assessed.

An understanding of the extent to which value-added scores capture variation in teachers’ long-term impacts on students can shed light on the validity of using value-added approaches to measure teacher effectiveness. If there is substantial and systematic variation in the long-term effects of teachers with comparable value-added scores, then policies and management systems that rely heavily on value-added measures could benefit from additional measures capturing longer-term effects. In addition, emerging evaluation and accountability systems may incentive educators to focus excessively on short-term tested outcomes in ways that are not ultimately beneficial for students. Monitoring the alignment between impacts on short and longer term outcomes can help to ensure that the measures we employ to assess teacher and school effectiveness are aligned with our ultimate instructional priorities and values.
Heterogeneity in the Relationship Between Value Added and Teachers’ Long-term Effects

A small but growing body of research has shown that the relationship between teachers’ value added to short-term achievement gains and their long-term impacts on students can vary systematically across observable teacher, student, or test characteristics. In particular, in the one extant study that links teacher value-added measures to students’ long-term life outcomes, Chetty et al (2011) find that teachers’ value-added effects in English language arts (ELA) predict substantially greater impacts on long-term student outcomes than math teachers’ value-added effects. That is, an English teacher who raises students’ test scores by 1 standard deviation has an impact on long-term life outcomes approximately 1.7 times that of a math teacher who does the same. Because the variance of English teacher effects is lower than that of math teachers, they find that the effect of having a teacher who is 1 standard deviation above the mean in terms of value-added quality is similar across subjects. Nevertheless, by-subject heterogeneity in the import of teachers’ effects suggests that the long-term benefits that students gain from instruction may vary meaningfully depending on the type of knowledge that they acquire. Improvement in ELA skills in particular may yield larger benefits for students due to the broad relevance of reading skills across diverse subject areas, as well as in non-academic contexts. For example, Abedi and Lord (2001) find that adjusting the linguistic complexity of mathematics achievement tests influences students’ performance, with larger impacts on both English language learner students and students of lower socio-economic status.

In addition to heterogeneity in the import of teachers’ effects by subject, Chetty et al (2011) find that having a high value-added teacher predicts greater long-term benefits for students of higher socio-economic status (SES) than for lower-SES students. Importantly, they find that the effect of teachers’ value-added scores on test scores in the year they have the teacher is similar...
across these groups. This result indicates that students of different socio-economic status benefit differently from the same observed test-score gain. However, the mechanisms underlying this result are unclear. Differences in long-term effects could stem from higher SES students’ differential ability at retaining or making profitable use of tested skills. Alternately, this heterogeneity could be driven by unobserved differences in teachers’ instructional quality that correlate with students’ SES, but are not captured by measured effects on short term achievement.

Teachers’ instructional quality may be a meaningful driver of variation in the relationship between their short-term and long-term effects on student achievement. Corcoran, Jennings, and Beveridge (2011), for example, find that in a context in which accountability pressures are salient value-added measures that are based on high-stakes tests provide less-accurate information regarding teachers’ long-term effects than do value-added measures of the same teachers that are based on low-stakes tests. This result provides evidence that incentives to produce short-term achievement gains can lead some teachers to detrimentally modify their instruction to focus on short-term tested knowledge at the expense of longer-term student learning. A more extreme example of this trend is apparent in the absence of long-term impacts for teachers who cheat in order to generate high short-term value-added results (Jacob and Levitt, 2003; Chetty et al., 2011). Separately, Carrel and West (2010) find - in a university context - that veteran professors tend to have lower short-term value added, but higher long-term value added, relative to their less experienced peers, perhaps stemming from greater focus on long-term skill development among experienced professors. Collectively, this body of evidence demonstrates that teachers’ instructional practices can influence their short-term value-added performance in ways that do not correspond with long-term success for students.
Persistence of Teacher Value-Added Effects

One way to explore the relationship between teachers’ impacts on short-term and long-term student outcomes is to examine variation in the persistence of value-added effects on academic achievement after a student leaves a teacher’s classroom. To investigate persistence, we borrow a conceptual and methodological framework described in Jacob, Lefgren, and Sims (2010). In their framework, persistent academic effects can be understood as teachers’ development of students’ “long-term” knowledge and skills that are relevant to both contemporaneous and future achievement tests. “Short-term” knowledge gains, in contrast, decay completely and have no effect on future tested achievement. In line with this distinction, effects on long-term knowledge may include both specific content learning that is assessed repeatedly across exams, as well as more “transformative learning” that raises a student’s underlying ability or motivation and improves their achievement across a broad range of material. Only a portion of a teacher’s value-added effect is on “long-term” knowledge of this type, while the rest has no impact on future student performance. Value-added persistence can thus be understood as a measure of the association between a teacher’s effect on a student’s test scores in a given year and the student’s subsequent achievement in future years.

Variation in teachers’ impacts on long-term knowledge is important for two reasons. First, if some teachers have more persistent effects on achievement than others, they will have larger cumulative impacts on students’ academic success than their same-year value-added performance implies. By not accounting for differences in the persistence of teachers’ effects in high-stakes teacher evaluations, schools may unconstructively incentivize teachers to focus only on short-term results, and may also make less efficient personnel decisions on the basis of those short-term results. Second, the persistence of teachers’ effects on achievement may be a useful
indicator for other long-term effects that teachers have on students’ life outcomes. That is, teachers whose effects persist more in the area of academic achievement may also have more persistent effects on students in general, particularly if their effects on long-term knowledge represent learning that is applicable across a broad range of contexts. If this is the case, then studying variation in the persistence of teachers’ effects on academic achievement can provide insights into some of the mechanisms by which teacher quality translates into long-term student success.

Prior research on the persistence of K-12 teachers’ value-added effects indicates that most of the effects do not persist into future school years, and that teachers’ long-term effects are not necessarily aligned with their initial value-added performance. Across a range of samples and methodologies, most estimates of persistence are that only approximately one-third to one-fifth of elementary or middle school teachers’ value added persists into the subsequent school year, with lower rates of decay after that (McCaffrey et al, 2004; Rothstein, 2010; Jacob et. al, 2010; Konstantopoulos 2011; Kinsler, 2012). Rates of persistence of value-added effects appear to be comparable within the subject areas of Reading, Math, and Science. Separately, Rothstein (2010) investigates the correlation between teachers’ initial value-added effects on achievement and their longer term value-added effects over two or three years, and finds that initial and long-term effects are only modestly aligned, with sampling-error-adjusted correlations between 0.3 and

---

1 There is, however, some variation in estimated persistence in the literature. Using a mix of experimental and non-experimental data, Kane and Staiger (2008) estimate persistence of value added effects that are around 40%, while Lockwood, et al. (2007) estimate persistence parameters that are less than 1/5th.
This result suggests that there may be substantial variability in teachers’ long-term academic impacts that is not reflected in their short-term value-added performance.

Variation in the persistence of teachers’ effects on student academic achievement may arise through a variety of mechanisms. First, we would expect persistence to vary according to the degree of overlap in content between one test administration and the next. Second, teachers’ instructional quality may vary, with some teachers placing more emphasis on increasing students’ long-term knowledge that is more likely to persist, while others focus more on short-term tested knowledge that is less relevant to future performance. An oft-cited example of such quality variation would be the distinction between a hypothetical teacher who “teaches to the test,” with a focus primarily on test-taking strategies and superficial content, versus one who focuses on instilling deeper understandings and an affinity for learning in students. A third factor that may drive variation in the persistence of learning gains associated with teachers’ value-added scores is the rate at which different students forget long-term knowledge, regardless of the quality of instruction that they initially received. Such differential forgetfulness could result from students’ innate abilities or from instructional or other contexts that support different rates of knowledge retention. Finally, students may also differ in their ability to acquire long-term knowledge, even when presented with identical instruction. For example, while a teacher might provide a similar instructional experience to all her students, some students may tend to acquire a more superficial grasp of the material, while others may be more receptive to opportunities for deeper learning.

Rothstein (2010) estimates teachers’ effects $\beta$ in a single year and classroom in comparison to their cumulative effects on students over multiple years, assuming a constant rate of decay $\lambda$ for teachers’ effects. For example, he estimates the cumulative effect of a third grade teacher on fifth grade students as $(\beta_{33} + \beta_{34})\lambda + \beta_{35}$. 

\[ \text{Rothstein (2010) estimates teachers’ effects } \beta \text{ in a single year and classroom in comparison to their cumulative effects on students over multiple years, assuming a constant rate of decay } \lambda \text{ for teachers’ effects. For example, he estimates the cumulative effect of a third grade teacher on fifth grade students as } (\beta_{33} + \beta_{34})\lambda + \beta_{35}. \]
Hypotheses and Research Questions

In this study, we expand upon the limited extant research about the heterogeneity of teachers’ long-term effects by examining variation in the persistence of student learning associated with teacher value added across the New York City (NYC) public school system. In particular, we explore three hypotheses suggested by both theory and the prior literature. First, as indicated by Chetty et al. (2011), effects on students’ ELA knowledge may have greater long-term benefits for students than effects on mathematics knowledge, perhaps due to the broader applicability of reading ability in students’ lives. While prior research has shown that the persistence of value added tends to be similar across different subjects (McCaffrey et al., 2004; Rothstein, 2010; Jacob et al., 2010; Kinsler, 2012), one mechanism by which ELA may have greater long-term effects is through crossover effects on performance in other subject areas. If ELA crossover is greater, then we would expect ELA teachers to influence students’ future performance in math to a greater extent than math teachers influence future student performance in ELA.

Second, we anticipate that differences in curriculum or instructional quality may predict the mix of short-term versus longer-term knowledge that students learn. Although we lack detailed measures of instructional practice across NYC schools, we are able to partially test this hypothesis by leveraging administrative data. First we can look at variation across teachers with different characteristics. For example, teachers vary in the types of colleges they attended, as well as their performance on academic and licensure tests. These characteristics serve as high-level measures of the foundational knowledge and ability that teachers bring to bear in their work. These characteristics may lead to a greater focus on long-term knowledge and higher value-added persistence. In addition, we can look at variation across schools with different characteristics. Because school-wide policies and norms may influence the curriculum or
instruction that students receive, it is possible that observable characteristics of schools will predict differences in value-added persistence, distinct from variation at the individual teacher level. This school-level differentiation could result, for instance, if some schools encourage more short-term “teaching to the test,” while others emphasize a curriculum focused more on long-term knowledge.

Finally, the persistence of value-added scores may vary as a function of students’ socio-economic status or their prior academic ability. Extant literature exploring this hypothesis is limited and shows mixed results. Jacob et. al (2010) do not identify meaningful variation in persistence as a function of students’ race or free-lunch status in North Carolina. However, Chetty et al. (2011) find that lower-SES students benefit less in the long-term from teachers’ effects on their academic achievement. Returns to short-term achievement gains due to teachers’ value-added for low-SES and lower-achieving students may be lower as a result of lower quality instruction. For instance, lower achieving, poor, or minority students might more often be assigned to teachers or schools that prioritize short term achievement over long-term learning. This teacher-driven or school-driven explanation could be the case, for instance, if their teachers or schools experience greater accountability pressure to attend to short-term achievement outcomes. Alternately, it is possible that students could experience less persistent academic benefits from instruction due to their own student-level factors. Low-income or low-achieving students may forget long-term knowledge at higher rates than other students, or they may be less skilled at acquiring long-term knowledge when presented with the opportunity.

In order to test our hypotheses, we consider the following research questions:
1) What is the persistence of teachers’ value-added effects in NYC, both within the subject areas of English language arts and math, and across subject areas?

2) To what extent does value-added persistence vary as a function of teachers’ ability, as measured by their teacher-licensure exam scores, undergraduate college competitiveness, and scholastic achievement test (SAT) scores?

3) To what extent does value-added persistence vary as a function of students’ socio-economic status or their prior academic achievement levels?

4) To what extent does variation in value-added persistence stem from students’ differential rates of forgetting previously acquired long-term knowledge?

5) To what extent does variation in teachers’ value-added persistence stem from school-level characteristics, including the socio-economic and prior ability characteristics of students who attend a school or the average academic ability of teachers employed at a school?

We find that teacher value-added effects in ELA have substantial cross-over effects on long-term student math performance, but that the reverse is not true for math teachers’ effects on long-term ELA performance. ELA teachers then influence not only subject-specific content, but also long-term skills that affect future achievement across subjects. In addition, we identify substantial heterogeneity in the persistence of ELA teachers’ effects across observable student, teacher, and school characteristics. In particular, teachers in schools serving more poor, minority, and previously low-scoring students have less persistence than other teachers with the same value-added scores. Moreover, ELA teachers with stronger academic backgrounds have more persistent effects on student achievement, as do schools staffed with a higher proportion of such teachers. While we cannot definitively distinguish between teacher, student, and school-level
factors that may drive variation in value-added persistence, our evidence suggests that
differences in instructional quality play a critical role, particularly at the school level. Students
vary in the rate at which they forget long-term knowledge, but this variation is modest, and is
unlikely to be a major driver of the differences that we observe in their teachers’ value-added
persistence. Overall, our results demonstrate that teachers’ effects on students’ long-term skills
can vary substantially and systematically, in ways that are not be captured by short-term value-
added measures of instructional quality.

Data

Administrative Data

In order to investigate variation in the persistence of teachers’ value-added effects, we draw
upon extensive administrative data about students, teachers, classrooms, and schools from the
New York City Department of Education (NYCDOE) and the New York State Education
Department (NYSED). Our primary data set includes approximately 700,000 students in third
through eighth grade in the NYC school system from school years (SY) 2003-04 through SY
2011-12. Our sample includes data on these students’ annual standardized achievement test
scores in ELA and math. The district data also identifies students’ primary teacher and classroom
in each year and subject area from SY 2004-05 onward. For the purposes of our analysis, we
standardize students’ achievement test scores within each grade, subject, and year.

The content assessed by the New York state ELA and math achievement tests has been
aligned with the state’s content standards in grades three through eight, and has included a
considerable portion of questions that require open responses by students, particularly in math.
The ELA exams primarily have assessed students’ comprehension of reading passages and
writing ability, while math exams have addressed a range of topics including number sense, algebra, probability, and geometry, with overlapping topics across grades.³ Depending on the grade level of the assessment, anywhere from 13 to 33 percent of ELA exam points have come from short or extended response items that required written responses, rather than multiple choice answers. In math, short and extended response problems that require students to show and/or explain their work have represented anywhere from 40 to 60 percent of students’ scores on the exams.⁴

We are able to match students and teachers to additional demographic, behavioral, and personnel data that we utilize in our analyses. For students, these include their race, ethnicity, and home language, as well as their absences, suspensions, school transfers, free or reduced price lunch status, disability or special education status, and English language learner status in each school year. For teachers, we have access to unusually rich personnel data, including information about their academic ability. This data includes Barron’s rankings of the relative competitiveness of teachers’ undergraduate college, and teachers’ performance on New York City’s Liberal Arts and Sciences (LAST) licensure exam, which assesses individuals’ knowledge and skills in five areas ranging from science and math to written analysis and expression. For approximately 45 percent of teachers, we also have data on their SAT I ability scores in Verbal and Math.

We estimate teacher value-added effects using our full sample of student-year records in grades four through eight for whom current and prior year achievement data is available.

However, because we are investigating the persistence of teachers’ value-added effects on

---

³ From SY 2004-05 through SY 2009-10, math and ELA exams were administered annually in March and January, respectively. From SY 2010-11 onward, both exams were administered in April. As a specification check, we examined persistence separately across these two time periods, but our findings were similar in each.
⁴ In both subject areas, exams are staggered such that tests are longer and include more open-ended questions (and in ELA, more writing prompts) in non-adjacent grades four, six, and eight.
student achievement in the year after they teach a student, the sub-sample for most of our analyses consists of student-year observations in which we can identify both current and prior year student achievement data, as well as a prior-year teacher with an appropriate value-added score, as detailed in the Methods section below. In practice, these requirements reduce our analysis of teachers’ persistent effects on student outcomes to approximately one million student-year observations across grades five through eight, from SY 2005-06 through SY 2011-12.

*Descriptives*

Table 1 provides an overview of student, teacher, and school characteristics from our analytical sample. Consistent with overall student demographics in the NYC public school system, our sample includes a majority (71.8 percent) of students whose limited family income qualifies them to receive free or reduced price school lunches. The majority of students are either black (30.2 percent) or Hispanic (36.3 percent). The average teacher in our sample has more than 7 years of experience in the district. Approximately 30 percent of teachers attended an undergraduate institution ranked as either “most competitive” or “competitive,” while the other 70 percent attended institutions ranked as either “less competitive” or “not competitive.” Average SAT Verbal and Math scores in the district are slightly below the national average.

In order to provide additional context about the distribution of teachers and students in the district, we present in Table 2 the correlations between our observable teacher characteristics and the characteristics of their classrooms and schools. By design, our teacher value-added measures are largely uncorrelated with observable measures of the socio-economic or prior achievement makeup of their own classrooms or schools. In addition, our measures of teacher’s academic ability, such as their undergraduate competitiveness or licensure test scores, are also uncorrelated with measured teacher value added. Teachers’ academic ability measures are slightly negatively correlated with their students’ socio-economic or prior ability characteristics; while, the school-
wide average of teachers’ undergraduate competiveness is more substantially negatively correlated with the school-wide percent of students whose twice-lagged achievement scores are below the mean, at -0.214. This correlation indicates that there is some overlap between those schools that serve more low ability students and schools that do not recruit many teachers from highly competitive undergraduate institutions.

Accountability Context

This study is descriptive in nature and we do not test whether specific causal factors affect value-added persistence. Nevertheless, because accountability pressures may influence persistence (Corcoran et al., 2011), we include here some context on the district’s accountability practices during this period. Like other districts, NYC has had to respond to accountability measures included in the NCLB act of 2001. In addition, beginning in SY 2007-08, the district began implementing its own school-level accountability system in which schools receive formal Progress Reports and are evaluated via an A-F grading system. School grades are based on a combination of student achievement levels and growth, as well as school environmental factors (New York City Department of Education, 2013). Schools that receive low grades face high stakes consequences, including potential closure, leadership changes, and options for parents to switch schools.5 Research on the effects of this accountability system suggests that receiving low accountability grades has spurred increases in NYC schools’ student achievement (Rockoff and Turner, 2008).

Methods

5 For around 200 “high-needs” schools, NYC also implemented a school-level performance pay incentive system between SY 2007-08 and SY 2009-10. This system rewarded schools’ staff with bonuses on the basis of student achievement. However, this program did not meaningfully influence teacher practices or school achievement levels (Marsh, Springer, McCaffrey, Yuan, and Epstein, 2011).
Teacher Value-Added Measures

In order to examine variation in the persistence of teachers’ effects, we first generate teacher value-added measures to estimate the effects of each teacher on tested student achievement in each year. We intentionally employ a value-added model that is similar to that used by the NYC Department of Education to evaluate their teachers’ performance (University of Wisconsin, 2010). Conceptually, this model compares teachers to other “similarly circumstanced” teachers by first predicting students’ achievement with both prior achievement measures and a range of observable student, classroom, and school characteristics that may influence their achievement, and then attributing the remaining unexplained variation in student performance to individual teachers.

We compute value-added scores in three stages. In the first stage we estimate the coefficients $\lambda$ for students’ pretests and $\beta$ for student-level characteristics on students’ posttest scores. To estimate these coefficients, we regress posttest $Y_t$ of student $i$ in classroom $c$ with teacher $j$ in school $s$ at time $t$ on same-subject pretest $Y_{t-1}$, other-subject pretest $Y_{t-1}^{alt}$, a vector of student-level time varying and time invariant variables $X$, and a set of indicator variables representing individual classroom fixed effects $\pi$, which can be expressed as:

$$Y_{icjst} = \lambda Y_{it-1} + \lambda^{alt} Y_{it-1}^{alt} + \beta X_{it} + \pi_{cjs} + \epsilon_{icjst}$$ (1)

Our student-level characteristics include students’ gender, race, an indicator for whether the student’s home language is English, student eligibility for free or for reduced price lunch, student disability status, English language learner status, an indicator for whether the student switched schools in the prior year, and the number of prior-year absences for the student. Because the effects of characteristics may vary across grade levels, we also include interactions of each student characteristic with each individual grade level.
In the second stage, we use the estimated coefficients $\lambda$ and $\beta$ from our first stage to compute a new left-hand side variable $q_{icjst}$, where $q_{icjst} = Y_{icjst} - \lambda Y_{it-1} - \lambda^\text{alt} Y_{it-1}^\text{alt} - \beta X_{icjst}$. $q_{icjst}$ is, then, the difference between the student’s actual score and what we would predict it to be given background characteristics and prior performance. We then regress $q_{icjst}$ on a vector $C$ of classroom-level characteristics, time-varying school-level characteristics $K$, and individual year and grade dummy indicators:

$$q_{icjst} = \gamma C_{cjst} + \eta K_{st} + \alpha_t + \rho_g + w_{icjst}$$

(2)

Classroom-level characteristics include the racial and home language composition of the classroom, class size, the percent of students who are free or reduced price lunch eligible, percent of students who are English language learners, the class average number of prior year absences, the class average prior year test scores in the same and alternate subject, and the standard deviation of classroom test scores in each subject. As we did for the student covariates, we include interactions of each classroom characteristic with each grade level indicator. School characteristics include total enrollment, the percent of black, white, and Hispanic students in the school, and a control for the percent of students eligible for free or reduced price lunch. When running this regression, we specify a classroom random effect to take into account that errors are correlated within classrooms. From this regression, we obtain an estimate of $w_{icst}$, that represents the residual test score variation for each student in each year that is not explained by our observable student, classroom, or school characteristics.

In our third stage, we estimate individual teacher value-added measures in each year, $\tau_{jt}$, by attributing all remaining variation in students’ post-test scores to a combination of the individual teacher effects and error. This can be expressed as

$$w_{icjst} = \tau_{jt} + \varepsilon_{icjst}$$

(3)
We obtain estimates of the error term $\varepsilon_{icjst}$ by subtracting each teachers’ mean effect, $\tau_{jt}$, from the estimates of $w_{icjst}$.\(^6\) Finally, we standardize our teacher-by-year effect estimates across our sample to have a mean of zero and a standard deviation of one. We include in our analysis only teacher-by-year effects that are based on at least 5 students.

Alternate Value-Added Model Specifications

There is some evidence that the choice of the specific value-added model is less important than the choice of control variables (see for example, Goldhaber and Theobald, 2012). Nonetheless our value-added model specification may influence our resulting estimates of teacher value-added persistence and heterogeneity in persistence. To account for this possibility, we test the robustness of our findings to two alternative model specifications. First, we consider an alternative model that includes school fixed effects (in a separate stage) in lieu of school characteristic controls. This approach allows us to examine persistence in teacher effects that are distinct from individual school effects. Second, we consider an alternative model that predicts student posttests purely as a function of pretest scores and year, grade, and teacher fixed effects, with no additional control variables. This model allows us to compare results for our baseline model that evaluates “similarly circumstanced” teachers against results for a model that instead attributes all of a student’s achievement gains to individual teachers’ effects, regardless of their context or the students they serve.

Estimating the Persistence of Teacher Value-Added Effects

We estimate the persistence of teachers’ value-added using an instrumental variables approach described by Jacob et. al (2010). As previously discussed, these authors conceptualize

---

\(^6\) The standard errors computed under this approach ignore error that comes from having used estimates of $\lambda$, $\beta$, $C$, and $K$ to control for pre-tests, student-level variables, classroom-level variables, and school-level variables rather than the true values. However, given our instrumental variables approach to estimating persistence, we are less concerned with error in our value added measures.
students’ tested knowledge as a combination of “short term” knowledge that has no observed impact on future achievement, and “long-term” knowledge that is relevant to both contemporaneous and future achievement tests. In their formulation, observed student achievement $Y$ in a given period $t$ represents a combination of that student’s long-term knowledge from a prior period and all contemporaneous impacts (including teachers’ effects) that influence both their long and short term knowledge in the current period:

$$Y_t = \theta y_{lt-1} + \eta^l_t + \eta^s_t$$

Here, current achievement is a function of contemporaneous impacts $\eta^l_t$ and $\eta^s_t$ on long and short term knowledge, as well as long-term knowledge in the prior period $y_{lt-1}$, which carries forward with some rate of decay $(1-\theta)$.

In practice, we do not directly observe long-term knowledge, but rather the sum of long-term and short-term knowledge assessed in the prior period, $Y_{t-1}$. In light of this, the authors describe how an ordinary least squares (OLS) coefficient $\theta_{OLS}$ for a regression of current achievement on prior achievement converges to the following:

$$\text{plim}(\hat{\theta}_{OLS}) = \theta \left( \frac{\sigma_y^2}{\sigma_y^2 + \sigma^s_y} \right)$$

This equation shows that because prior knowledge consists of a mix of long- and short-term knowledge, the OLS coefficient will be attenuated to the extent that $Y_{t-1}$ consists of short-term, rather than long-term knowledge. In lieu of an OLS estimate of the persistence of observed knowledge, Jacob et. al (2010) use an instrumental variables approach to estimate the decay of prior long-term knowledge, using twice lagged achievement $Y_{t-2}$ as an instrument for $Y_{t-1}$. This estimator, which we refer to as $\hat{\theta}_{LT}$, purges $Y_{t-1}$ of its short-term knowledge component. Jacob et. al (2010) estimate (and we also find) that almost all of a student’s long-term knowledge
persists between one year and the next, with a value of $\hat{\theta}_{LT}$ close to 1. This serves as a benchmark for our subsequent estimation of teachers’ effects on long-term knowledge.

Following a similar approach, we can estimate the proportion of a teacher’s effect that consists of long-term knowledge by instrumenting each student’s lagged knowledge $Y_{t-1}$ with their lagged teacher’s contribution (value-added) to that knowledge. The lagged teacher’s total contribution to a student’s lagged knowledge is a combination of her contribution to long- and short-term lagged knowledge, expressed as $M_{t-1} = \mu^l_{t-1} + \mu^s_{t-1}$. Thus, the second stage estimator $\hat{\theta}_M$ converges to:

$$\text{plim}(\hat{\theta}_M) = \theta \left( \frac{\sigma^2_{\mu^l}}{\sigma^2_{\mu^l} + \sigma^2_{\mu^s}} \right)$$

Given an estimate of $\theta$ that is close to 1, $\hat{\theta}_M$ approximates the fraction of teacher value-added that is attributable to long-term, rather than short-term, knowledge creation.

In practice, student assignment to teachers is nonrandom, and therefore the measured quality of a student’s lagged teacher may be correlated with the quality of their current teacher. To minimize possible bias in our teacher persistence estimates due to nonrandom assignment, we include in our instrumental regression to estimate $\hat{\theta}_M$ additional controls for both student level covariates $\chi$ and for contemporaneous classroom fixed effects $\pi$ (which subsume school, year and grade fixed effects). In addition, because teachers’ value-added scores in any given year include estimation error that is correlated with other classroom-specific learning shocks in that year, we calculate, for each student in each period, their lagged teachers’ average value-added score across all years other than the one in which they taught that student, expressed as $T_{ijt-1} = \sum_{y \neq t-1} M_{jy}$. The second-stage equation for estimating the persistence of teacher value-added then becomes:

$$Y_{lcjt} = \theta M Y_{lt-1} + X_{lt} + \pi_{cjt} + \varepsilon_{ijt}$$

(7)
Where the values of $T_{ijt-1}$ for the lagged teachers serve as the excluded instruments for prior test scores in the first stage. In this formulation, persistence is a function of variation in the quality of the lagged teacher, distinct from the effects of the student’s teacher or school in the current year.\footnote{Jacob et al. (2010) note, however, that our estimates of persistence may still be biased if schools adjust the instructional inputs (other than classroom assignments) that students receive, as a response to the quality of their lagged teacher. This could occur, for instance, if effective teacher raise students’ achievement and this in turn leads schools to provide fewer instructional supports to the student.}

In order to estimate cross-subject persistence, we modify equation 7 by replacing our outcome measure, $Y_{icjt}$, with a student’s achievement in the alternate subject, $Y_{icjt}^{att}$. Thus, for example, we model students’ current math achievement as a function of their prior-year ELA achievement, instrumented by their lagged ELA teacher’s value-added score. In addition, when predicting current math achievement, we include classroom fixed effects corresponding to their current-year math classroom assignment, rather than their ELA classroom. We do the reverse when estimating the persistence of lagged math teachers’ value-added on students’ current ELA achievement. We follow a similar procedure to estimate the general persistence of long run knowledge across subjects.

*Estimating Heterogeneity in Teacher Value-Added Persistence*

In order to test for heterogeneity in the persistence of teachers’ value-added effects across our teacher and student characteristics of interest, we modify equation 7 by replacing $T_{ijt-1}$ with two interaction terms. The first term is set equal to $T_{ijt-1}$ when the binary teacher or student characteristic is equal to 1, and 0 otherwise, while the other equals $T_{ijt-1}$ when the characteristics is equal to 0, and is 0 otherwise. We similarly replace our lagged achievement measure $Y_{it-1}$ with two interacted terms, following the same logic. For example, when investigating persistence across poor and non-poor students, we separately instrument poor students’ lagged achievement scores with their lagged teachers’ value-added, while also
instrumenting non-poor students’ achievement scores with their own lagged teachers’ value-added. In cases where we are missing data on a student or teacher characteristics of interest for certain observations, we include an additional instrument and lagged achievement measure interacted with an indicator for the missing data. In practice, our approach yields very similar results to the alternative method of estimating persistence separately across in-group and out-group samples, which we run as a specification check. We opt to use interactions terms to facilitate a more succinct presentation of our findings. For each teacher or student characteristic of interest, we conduct F-tests to assess whether teacher value-added persistence coefficients for the in-group and out-group are significantly different from each other.

Results

Value-Added Persistence Within and Across-Subjects

We address our first research question by describing the persistence of teachers’ value-added effects in NYC, both within the same subject area, and across subjects. Table 3 shows the persistence of teachers’ value-added effects alongside an estimate of long-term knowledge persistence that uses twice-lagged test scores as an instrument on once-lagged achievement to predict current achievement. Our estimates for the persistence of teachers’ effects in math and ELA are comparable to those from prior studies. For each subject, we find that approximately one-fifth of a teacher’s value added to achievement persists into the subsequent school year. As expected, the persistence of long-run knowledge is much higher and very close to 1 in both subjects, which indicates that almost all of a student’s previous long-term knowledge in a subject persists over time and does not decay.
We also compare teachers’ persistence estimates to an OLS coefficient from a regression predicting current achievement with prior achievement. The OLS coefficient in math of 0.772 is notably higher than that of ELA, at 0.645, which suggests that the NYS math exams are more closely aligned in terms of knowledge assessed across grade levels than the ELA exams. The greater year-over-year alignment in math scores does not, however, correspond to a higher rate of persistence of math teachers’ value-added effects. One possible explanation for this apparent inconsistency could be that math teachers’ effects on long-term knowledge more often reflect overlap in explicitly assessed content across grades, while ELA teachers’ effects on long-term knowledge is less content-specific, and therefore less dependent on year-over-year test alignment.

While we observe similar levels of within-subject persistence for ELA and math, we see substantial differences between math and ELA teachers in terms of their cross-subject persistence. The persistence of teachers’ value-added in ELA on future math performance is quite high. The cross-subject persistence coefficient of 0.149 for ELA teachers is three quarters of the size of the within-subject ELA persistence coefficient of 0.208. This indicates that ELA teachers’ long-term effects reflect not only impacts on students’ subject-specific knowledge, but also knowledge and skills that are highly relevant to students’ future math performance. In contrast, the persistence of teachers’ value-added effects in math on future ELA performance is much smaller, with a coefficient of 0.043. Most of math teachers’ value-added effects appear to reflect gains in subject-specific knowledge that do not influence students’ future ELA performance.

Cross-subject, instrumented coefficients of long-term knowledge are similar for ELA and math, with coefficients of 0.639 for previous long-term ELA knowledge on math achievement,
and 0.615 for previous long-term math knowledge on ELA achievement. Not surprisingly, these results indicate that long-term knowledge or skills in one subject – measured as the instrument of twice-lagged test scores on once-lagged test scores in that subject – is not perfectly correlated with future achievement in an alternate subject. However, the similarity of the benchmark measures of cross-subject long-run knowledge persistence across ELA and math contrasts with the substantial difference in the persistence of math and ELA teachers’ value-added effects in an alternate subject. In other words, while students’ long-term knowledge and skills appear to be fairly portable across subjects, the same is not necessarily true for teachers’ effects on students’ long-term knowledge and skills. ELA teachers appear to develop more portable long-term knowledge in students than math teachers do.

*Heterogeneity in the Persistence of Teachers’ Effects*

Next we examine whether the persistence of teachers’ effects varies as a function of teachers’ ability characteristics or of students’ socio-economic or prior ability characteristics. In Table 4 we compare the persistence of teacher value-added in ELA on student achievement in the subsequent school year, across teacher and student characteristics. There is substantial heterogeneity in the persistence of ELA teachers’ effects on future achievement. For instance, the within-subject value-added persistence of ELA teachers who attended a more competitive undergraduate institution is significantly and substantially higher than that of teachers who attended a less competitive institution, with corresponding coefficients of 0.274 and 0.177, respectively. These estimates indicate that approximately a quarter of teacher value-added effects

---

8 In preliminary analysis, we also examined whether there are differences in value added persistence across novice and more experienced teachers. Consistent with the result of prior research (Jacob et. al, 2010) we found no significant evidence of heterogeneity as a function of teachers’ experience in the district.
persist into the next year for teachers from competitive institutions, in comparison to a persistence rate of about one-sixth for teachers from less competitive institutions.

Differences in persistence are similarly large when comparing teachers whose SAT Verbal exam scores or LAST licensure exam scores are in the top third of the teacher distribution, in comparison to lower-scoring teachers. In both cases, higher scoring teachers show greater persistence. Teachers’ SAT Math scores predict a somewhat smaller and non-significant difference in persistence for future ELA achievement. It is notable that our teacher ability characteristics predict large differences in ELA teachers’ value-added persistence, even though they are not themselves correlated with teachers’ short-term value-added effects.

Observable student characteristics related to their socio-economic status or prior ability also predict substantial variation in their ELA teachers’ value-added persistence. The persistence of achievement gains coming from having an effective teacher is far lower for students who are eligible for free lunch, are black or Hispanic, or whose twice-lagged ELA achievement scores are below the mean. For example, same-subject ELA value-added persistence for students who are eligible for free lunch is 0.161, in comparison to other students at 0.262. We see similar large differences in persistence when we compare black or Hispanic students to other students or when we compare students with below average twice-lagged achievement scores to students of higher prior performance. These students may be receiving ELA instruction that is less focused on long-term knowledge, or they may be less skilled at acquiring or retaining long-term knowledge.

---

9 In preliminary analysis, we examined whether the effects of each student characteristic of interest are independent of the other characteristics, by comparing in-group and out-group persistence in terms of one characteristic across two samples defined by a second student-level characteristic. We found that all of our student characteristics predict significant variation in value added persistence, independent of each other. Using the same approach, we also found that differences in persistence stemming from our teacher and student characteristics are also independent from each other. These results are available upon request.
The heterogeneity that we observe in the persistence of ELA teachers’ value-added – both by teacher test performance and student background – is apparent across subject areas as well as within ELA. Both teachers’ ability characteristics and students’ socio-economic and prior ability characteristics predict substantial differences in ELA teachers’ value-added persistence on math achievement. For instance, the cross-subject persistence coefficient for ELA teachers who attended more competitive undergraduate institutions is 0.207, in comparison to 0.123 for teachers who attended less competitive institutions. Differences in persistence are similar in magnitude across student characteristics. For example, the cross-subject value-added persistence for teachers of students eligible for free lunch is 0.109, in comparison to 0.202 for other students. Variation in the persistence of ELA teachers’ effects influences students’ longer term ELA and math achievement to a similar extent.

The heterogeneity that we observe in ELA teachers’ value-added persistence is robust to alternative value-added model specifications (see Appendix Table 1). As described above, the first alternative is a model that includes school fixed effects in lieu of our base model controls for school-level covariates. The second is a value-added model that includes no controls for student, classroom, or school-level covariates. Our school fixed-effect model yields nearly identical results as our base model in all cases. We see the same heterogeneity in ELA teachers’ persistence whether we explicitly rank teachers’ value-added effects in comparison to peer teachers at the same school, or simply in comparison to other “similarly circumstanced” teachers across the district. Our second alternative model, which ignores contextual factors and attributes all achievement gains solely to teachers, yields substantially higher persistence estimates overall.
However, even in this model specification we continue to see significant differences in value-added persistence as a function of our teacher and student characteristics of interest.\footnote{Because overlap in assessment content from one grade to the next can influence the persistence of value-added effects, in additional analysis we also examined persistence across grade levels. We found that persistence rates do vary across grades. However, the heterogeneity that we observe in ELA teachers’ value-added persistence is largely consistent across grades. These results are available upon request.}

Next we investigate the persistence of math teachers’ value-added across the same teacher and student characteristics, and present our results in Table 5. In contrast to the heterogeneity that we observe in ELA, math value-added persistence is for the most part the same across our teacher and student characteristics of interest. Teachers’ SAT math scores predict a significant difference in value-added persistence and this heterogeneity is in the same direction as it is for ELA. However, even in this case the absolute difference in value-added persistence is minor, with a coefficient of 0.215 for teachers with high SAT math scores versus 0.173 for lower-scoring teachers. The consistency of teachers’ value-added persistence in math may stem from the content of the math achievement tests themselves, which appear more aligned year-over-year than do the ELA exams. If students’ long-term knowledge is more explicitly tested in math, then teachers’ measured effects may persist similarly even when instruction focuses more narrowly on tested content.

As previously discussed, math teachers’ cross-subject value-added persistence is low, with an average of less than five percent of teachers’ value-added effect in math persisting into students’ subsequent-year ELA scores. This low level of cross-subject persistence does not vary as a function of observable teacher ability characteristics. However, we do see meaningful differentiation in math teachers’ cross-subject persistence as a function of their students’ socio-economic and prior ability characteristics. Cross-subject value-added persistence for math teachers of black and Hispanic students is only 0.025, versus 0.090 for students of other races.
Similarly, cross-subject persistence for students whose twice-lagged test score was below the mean is only 0.014, while persistence for previously higher-scoring students is 0.066. These results suggest that there may be some systematic differences in the long-term knowledge learned or retained by students of math teachers, even if this differential knowledge is not readily apparent in future math exam scores.

**Heterogeneity in the Decay of Students’ Long-term Knowledge**

The variation that we observe in the association between teachers’ value-added effects and students’ longer-term achievement may reflect a variety of underlying mechanisms, including differences in the type of the instruction that students receive or differences in students’ ability to acquire or retain long-term knowledge. While we cannot definitively distinguish between differences in instructional quality and students’ differential skill at acquiring long-term knowledge, we can directly assess the rate at which different students forget previously acquired long-term knowledge. We investigate this potential driver of variation in teachers’ long-term effects by examining the persistence of long-term knowledge in math and ELA across our observable student and teacher characteristics. If differences in student forgetfulness were primarily responsible for the substantial variation in value-added persistence that we observe, then we would expect that some students’ would have much lower persistence of long-term knowledge in general, with coefficients substantially less than 1. We present estimates of long-term knowledge persistence for different groups of students in Table 6.

We find that some student characteristics do predict significant differences in the decay rate of long-term knowledge in both math and ELA. Across both subject areas, black and Hispanic students and students with lower prior ability have significantly lower persistence of long-term
knowledge. For example, the coefficient on long-term knowledge for previously-lower achieving students is 0.922 in ELA, in comparison to a coefficient of 0.968 for other students. In math, the coefficient on long-term knowledge for previously lower-achieving students is 0.905, versus 0.947 for other students. These results suggest that some portion of students’ cumulative academic achievement stems from how effectively they retain knowledge over time. However, the magnitude of the differences in student forgetfulness is relatively small relative to the total variation in teacher value-added persistence that we observe across the same student characteristics. Even if all of the heterogeneity in these students’ long-term knowledge decay reflects decay of teachers’ effects on long-term knowledge, this would still represent less than half of the magnitude of the differences we observe in their teachers’ value-added persistence.

We find no significant differences in long-term knowledge decay across students that have teachers with different ability characteristics, in either math or ELA. Overall, differential retention of long-term knowledge does not appear to be the primary driver of the heterogeneity that we observe in ELA teachers’ long-term effects. Moreover, the differences in student forgetfulness that we observe may themselves stem from differences in the effectiveness of some teachers or schools at reinforcing students’ prior long-term knowledge gains.

**Heterogeneity in Persistence Across School Characteristics**

Our results thus far provide evidence of substantial heterogeneity in ELA teachers’ value-added persistence, but it is uncertain the extent to which this stems from differences in instructional quality or from unobserved student ability differences. For instance, the higher persistence that we observe for high-ability teachers may be due to their greater focus on long-term knowledge, or it may be that they are more likely to be assigned students’ with a greater capacity to acquire long-term knowledge. While our teacher ability characteristics are only
slightly negatively correlated with students’ socio-economic and ability characteristics, it is possible that high-ability teachers are assigned more capable students along other, unobserved dimensions. The converse is true for our measures of students’ background. Students may have similar aptitude for acquiring long-term knowledge, but may be differentially assigned to teachers who provide lower-quality instruction that emphasizes short-term knowledge rather than long-term knowledge.

In order to further investigate whether differences in persistence are due to instructional factors, we examine whether school-level characteristics predict differences in persistence, independent of teacher and student characteristics. Variation in persistence across schools, rather than across student characteristics within schools, would provide additional evidence that curriculum or instructional quality may be a key factor in differential persistence. For example, school-level differences may reflect school-wide curriculum and instructional practices that influence the degree to which teachers focus on either short- or long-term knowledge. To examine this possibility, we compare ELA value-added persistence across each teacher and student characteristic of interest, for distinct samples of schools that rate either above or below the mean in terms of school-level averages for the same characteristic. In other words, our goal is to identify whether teachers with stronger academic backgrounds have higher persistence even when in schools with relatively few such teachers, and similarly to identify whether poor, black, Hispanic or low-scoring students have lower persistence even when attending schools that are attended by a small portion of these students. In these analyses, we exclude schools where the student or teacher population is extremely homogenous (i.e. >95% or <5%) with regard to our characteristic of interest. We present the results in Table 7.
In samples of schools that are “better-staffed” or that serve fewer poor, black, Hispanic or low-scoring students, we find that both teacher and school characteristics continue to predict differential ELA persistence independent of school characteristics. For example, within a sample of schools where more than a quarter of teachers attended a competitive undergraduate institution, persistence is significantly higher for those students whose teacher attended a competitive institution than for students whose teacher did not, with coefficients of 0.342 versus 0.265, respectively. The same pattern holds true for school-wide averages of student characteristics. For example, within a sample of high achieving schools that had fewer than half of students who were previously low-scoring, teacher value-added persistence for previously low-scoring students is substantially lower than persistence for previously high-scoring students, with coefficients of 0.155 and 0.299, respectively.\(^\text{11}\)

In marked contrast to the results for better-staffed schools and for schools serving more advantaged students, schools that have few high-ability teachers or that serve more poor, black, Hispanic, or previously low-achieving students demonstrate low value-added persistence across all individual teacher and student characteristics. For example, in schools where greater than 50 percent of students were previously low scoring, students of all ability levels show very low persistence of learning gains due to their prior teachers’ value-added. The coefficient for persistence within lower-achieving schools is 0.075 for previously low-scoring students, and 0.078 for previously high-scoring students. Similarly, in schools where less than a quarter of the teaching staff attended competitive undergraduate institutions, persistence is low regardless of the type of teacher a student is assigned. In these less-competitively staffed schools, the

\(^{11}\) Differential persistence rates associated with student and teacher characteristics are apparent in more “advantaged” schools regardless of the specific cut points we use to define our school samples.
persistence coefficient for teachers who graduated from competitive institutions is just 0.091, which is identical to the persistence coefficient for teachers from less competitive institutions.

School-level poverty, minority, and prior student ability characteristics are highly correlated with each other. However, the negative associations between value-added persistence and schools’ student and teacher characteristics represent distinct trends. That is, both the composition of a school’s students and the makeup of their teaching staff independently predict differences in persistence rates. As shown in Appendix Table 2, NYC schools that serve a majority of students with above average prior scores and who also hire an above-average proportion of teachers who attended competitive undergraduate institutions have high persistence rates, with a coefficient of 0.353. Schools that fit only one of those two criteria have moderate rates of persistence. Schools that serve primarily students with low prior achievement and who also hire few teachers from competitive institutions have persistence rates that are indistinguishable from zero, with a coefficient of -0.019. Thus, for a sizeable portion of our sample, measures of ELA teachers’ value-added effectiveness provide no information at all about their students’ longer term academic performance. Both the makeup of the student body, as well as other factors that influence schools’ staff composition are important predictors of this trend.

Overall, the variation in persistence that we observe as a function of school-level characteristics suggests that school-wide curricular or instructional factors are influencing students’ long-term knowledge gains in ELA. This influence is most dramatically apparent in the very low persistence that we observe in low-achieving schools, even among previously high-achieving students. The persistence of value-added for those high-achieving students is substantially lower than even that of previously low-achieving students who attend high-
achieving schools. If differences in student characteristics were the primary driver of differences in value-added persistence, then previously high-scoring students should have retained more long-term knowledge regardless of the quality of instruction that they received. Instead, our results are consistent with a hypothesis that instructional quality is the primary mechanism driving differences in ELA teachers’ value-added persistence.

Conclusions and Discussion

Value-added measures of teachers’ effectiveness play an increasingly central role in k-12 education policy and practice. They are both practical to implement and directly related to teachers’ short-term objectives. In addition, they are correlated with teachers’ efficacy at improving students’ long-term life outcomes (Chetty et. al, 2011). However, we know relatively little about how and when value added to short-term achievement translates into longer-term gains for students. Focusing too narrowly on measures of short-term productivity may obscure the mechanisms by which teachers create lasting impacts for students or cause us to overlook important heterogeneity in their capacity to do so.

In this paper, we build upon the limited extant research addressing teachers’ long-term effects by providing new insights into how teachers influence students’ long-term academic performance. We also identify patterns of substantial and systematic heterogeneity in the relationship between teachers’, particularly ELA teachers’, short- and long-term effects on student knowledge. Our findings highlight both the complexity inherent in assessing teachers’ instructional efficacy, and the importance of attending to the persistence of teachers’ effects on student learning.
First, we identify substantial crossover effects of ELA teachers on students’ long-term math performance, which contrast with the limited crossover effects of math teachers on students’ long-term ELA performance. These ELA effects may correspond to the broad relevance of students’ reading and writing skills across different subjects and contexts. This hypothesis, if correct, could help to explain an outstanding question suggested by some prior research. On the one hand, ELA teachers’ effects on tested achievement have frequently been observed to be smaller than math teachers’ effects (Nye et al., 2004; Rivkin et al., 2004; Chetty et al., 2011). However, because improvements in ELA achievement correlate to greater long-term life outcomes, high value-added ELA teachers on average appear similar to math teachers in terms of their long-term impacts on students (Chetty et. al, 2011). We provide further evidence that teachers’ effects on students’ ELA knowledge may help students to a greater extent than just their effects on ELA knowledge and skills, through long-term cross-over effects on other subjects. Our findings reinforce the value of investments in student learning in ELA, even if the immediate effects of teachers or other instructional interventions may appear modest in comparison to effects on short-term math achievement.

We also find suggestive evidence that – at least in NYC – instructional factors drive meaningful differences in the extent to which ELA teachers’ short-term value added leads to students’ longer-term achievement. We see evidence of the importance of instruction in the positive association between teachers’ academic ability and their contributions to students’ long-term knowledge. Even more compelling, we find that schools that serve more disadvantaged students or that hire fewer of these high-ability teachers have lower value-added persistence in ELA for all of their students. Students, regardless of their prior test performance, who attend schools with many low-performing students demonstrate lower persistence of the learning gains
they achieve from having a good teacher. The persistence in low-achieving schools is less than half the rate of students in other schools. These findings provide evidence that instructional quality is a key driver of the variation that we observe in value-added persistence, and that school-level curriculum or instructional norms may foster differences in instructional quality. Unfortunately, we are unable to directly observe the instructional practices of teachers or schools in our sample. However, in light of prior research on educators’ responses to high stakes accountability pressures (Corcoran et. al, 2011) one plausible explanation for our findings could be that schools serving lower performing students systematically prioritize gains in short-term tested achievement in ways that detract from teachers’ focus on long-term knowledge generation.

While this study highlights the potential for substantial differences in the persistence of teachers’ effects, we can only speculate as to the particular instructional practices that are causing those differences. Though we have access to unique administrative and personnel data about teachers and students, our investigation is exploratory and descriptive, and does not test specific theories about the causal mechanisms underlying variation in value-added persistence. Further research is needed that assesses the effects of instructional practices on persistence. Measures, such as teachers’ observed instructional practices or schools’ accountability and personnel management practices, would be useful for this work. The rapid expansion of teacher evaluation measures and policies nationwide will likely present many more opportunities for research of this kind.

The variation we observe in the persistence of teacher value-added is likely to be context specific, and thus may not be replicated in all district settings. For instance, our results may stem from specific district-wide instructional practices or incentive systems that do or do not prioritize teachers’ short-term knowledge generation. In line with this caveat, we note that at least one
other investigation of teacher value-added persistence in North Carolina did not identify comparable differences in persistence rates as a function of students’ socio-economic characteristics (Jacob et al., 2010). In addition, variation in the relationship between teachers’ short- and long-term effects may be more apparent on some achievement tests than on others. The heterogeneity in persistence that we observe is very pronounced in ELA, but is quite limited in math, and this may be a function of the degree of alignment in explicitly assessed knowledge from one year to the next across these two assessment regimes. Additional research could shed light on the conditions in which teachers’ effects on long-term knowledge are likely to vary, as well as the forms of assessment that are most helpful for identifying that variation in long-term knowledge.

Value-added measures allow us to identify teachers’ instructional efficacy in a manner that is practical, that is more accurate in terms of predicting future student test-score gains than many alternative measures of teacher performance (Mihaly, McCaffrey, Staiger, and Lockwood, 2013), and that is meaningfully related to teachers’ effects on students’ life-long outcomes. However, our results indicate that these measures can also obscure important differences in the quality of instruction that teachers and schools provide. In this district, failure to account for either the cross-subject effects of ELA teachers, or for heterogeneity in the persistence of teachers’ value-added effects would lead to substantial mis-identification of educators’ impacts on students’ academic success. In the former case, ELA teachers as a whole might appear to be less influential and important to students’ success than they truly are. In the latter, a substantial portion of teachers and schools may in fact be far less effective than they appear to be, when they are assessed in terms of students’ acquisition of long-term knowledge and skills, rather than short-term test performance. Failure to accurately identify teacher and school quality is not only
inefficient, but could send perverse signals to teachers and school leaders about how best to support students.
References [still to be edited]


TABLE 1
Summary statistics for students, teachers, and schools in our analytical sample

<table>
<thead>
<tr>
<th>Variables</th>
<th>New York City</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>A. Students</strong></td>
<td></td>
</tr>
<tr>
<td>% Free price lunch</td>
<td>63.8</td>
</tr>
<tr>
<td>% Reduced price lunch</td>
<td>8.0</td>
</tr>
<tr>
<td>% Black</td>
<td>30.2</td>
</tr>
<tr>
<td>% Hispanic</td>
<td>36.3</td>
</tr>
<tr>
<td>% White</td>
<td>16.4</td>
</tr>
<tr>
<td>% Asian</td>
<td>16.5</td>
</tr>
<tr>
<td>% Female</td>
<td>51.8</td>
</tr>
<tr>
<td><strong>B. Teachers</strong></td>
<td></td>
</tr>
<tr>
<td>% from a competitive undergraduate institution (Barron’s rating)</td>
<td>30.0</td>
</tr>
<tr>
<td>Average LAST score</td>
<td>252.8</td>
</tr>
<tr>
<td>Average SAT verbal score</td>
<td>488.3</td>
</tr>
<tr>
<td>Average SAT math score</td>
<td>472.4</td>
</tr>
<tr>
<td>Average years of experience in the district</td>
<td>7.3</td>
</tr>
<tr>
<td><strong>C. Schools</strong></td>
<td></td>
</tr>
<tr>
<td>Average % of students eligible for free lunch</td>
<td>69.1</td>
</tr>
<tr>
<td>Average % of students Black</td>
<td>36.5</td>
</tr>
<tr>
<td>Average % of students Hispanic</td>
<td>39.3</td>
</tr>
<tr>
<td>Average % of teachers from a competitive undergraduate institution</td>
<td>24.6</td>
</tr>
</tbody>
</table>

Note: Analytical sample consists of students in grades 5 through 8 in school years 2005-06 through 2011-12, for whom prior-year teacher value added data is available. Summary statistics for teachers reflect only teachers for whom value added measures are available.