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About These Conference Proceedings

Artificial intelligence (Al) models are used increasingly in biological research. Many Al
models, such as general-purpose large language models, contain some degree of biological
knowledge (including knowledge regarding pathogens). Developers are also creating Al models
that are able to carry out an array of increasingly sophisticated tasks, either under human
guidance or autonomously, including by vesting some models with biological capabilities (e.g.,
the ability to design novel proteins with specific functions).

Identifying which biological Al capabilities pose significant potential risk to global public
health and which do not is an essential step toward ensuring responsible Al development. Both
model developers and policymakers have been attentive to the possibility of AI models causing
public harm, but further specificity regarding how these harms may arise in the realm of biology
is needed to ensure that beneficial research is not hindered unduly.

On June 3, 2024, the Johns Hopkins Center for Health Security and RAND convened a group
of scientists, Al-model developers, biosecurity experts, and policymakers to discuss the
potentially hazardous capabilities of biological AI models—models that are trained on or capable
of meaningfully manipulating substantial quantities of biological data. We found that the
interdisciplinary group of experts assembled engaged in a productive discussion that clarified the
definitions of concerning biological capabilities that would raise significant public health
concerns. Of note, the assembled experts acknowledged that one of the capabilities that was
identified as concerning—the ability to design viral vectors capable of immune evasion using
Al—already exists. Some capabilities have not yet been achieved but are under active
development, while others may be years away or may never materialize. Accurately forecasting
the direction of Al advances has proven challenging and was, therefore, not considered a
prerequisite to initiating this discussion on security. Instead, we sought to determine specific
model capabilities that, if achieved, would pose a serious threat to global public health.

In these conference proceedings, we aim to inform both model developers and policymakers
of particular biological Al capabilities that the experts we surveyed recommended should be
evaluated, tracked, or removed from future Al systems. We hope to provide more-technical
details on the nature of these concerning capabilities in future research, as well as to suggest
realistic and safe methods for determining whether models possess these capabilities.

Technology and Security Policy Center

RAND Global and Emerging Risks is a division of RAND that delivers rigorous and
objective public policy research on the most consequential challenges to civilization and global
security. This work was undertaken by the division’s Technology and Security Policy Center,
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which explores how high-consequence, dual-use technologies change the global competition and
threat environment, then develops policy and technology options to advance the security of the
United States, its allies and partners, and the world. For more information, contact
tasp@rand.org.

Center for Health Security

The Johns Hopkins Center for Health Security explores how new policy approaches,
scientific advances, and technological innovations can strengthen health security and save lives.
Our research focuses on improving organizations, systems, and tools to prevent and respond to
outbreaks and other public health crises. We advance policies and practices addressing diverse
challenges, including the global rise in emerging infectious diseases, a continued risk of
pandemic flu, major natural disasters, and the potential for biological accidents or intentional
threats. Interdisciplinary and international collaborations with other experts and policymakers
improve and inform our work. Our mission is to protect people’s health from epidemics and
disasters and ensure that communities are resilient to major challenges.
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Spenden, Ergo Impact, Founders Pledge, Charlottes och Fredriks Stiftelse, Good Ventures, Jaan
Tallinn, Longview, Open Philanthropy, and Waking Up Foundation.
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Chapter 1. Introduction

Artificial intelligence (Al) models are used increasingly in biological research. Biological Al
models—models that are trained on or capable of meaningfully manipulating substantial
quantities of biological data (as defined by Bloomfield et al., 2024)—have the potential to
quicken drug and vaccine development, improve agricultural yields, and contribute to our
fundamental understanding of biology.

The variety of Al models that have relevance to biology is expanding. Many Al models, such
as general-purpose large language models (LLMs) contain some degree of biological knowledge
(such as knowledge about pathogens). Developers are creating Al models that are capable of
carrying out an array of increasingly sophisticated tasks, either under human guidance or
autonomously (Yee, Chui, and Roberts, 2024), including by vesting some models with biological
capabilities (e.g., the ability to design novel proteins with specific functions).

Researchers can use the biological knowledge and capabilities of Al models for beneficial
scientific study and applications. However, as in other emerging technology fields, identifying
and mitigating biological capabilities that may be hazardous has become a priority for scientists
(Carter et al., 2024), model developers (Frontier Model Forum, 2024), governments (Executive
Order 14110, 2023), and multinational bodies (Department for Science, Innovation &
Technology, 2023). Some hazards are more consequential than others. A hazardous capability
that could contribute to a pandemic would reasonably be considered high-consequence (Pannu et
al., 2025), given the potential for widespread, uncontainable societal harm. The public health
field has long referred to particular pathogens that pose significant public health risks as high-
consequence pathogens.

On June 3, 2024, the Johns Hopkins Center for Health Security and RAND convened a group
of experts from the fields of Al, computational biology, biotechnology, infectious diseases
research, Al policy, national security, and biosecurity. We defined expert as an individual
currently employed in one of the previously mentioned fields, either as an academic researcher,
nonprofit or think tank employee, industry employee, or government employee. Further details
regarding expert recruitment are provided in Chapter 2.

Experts were invited to discuss and identify the hazardous capabilities of biological Al
models, with a focus on high-consequence capabilities (i.e., those that could contribute to an
accidental or intentional pandemic). These conference proceedings summarize the findings of
this convening, including the capabilities that the assembled experts highlighted as potentially
hazardous. These preliminary findings can help inform scientists and model developers in their
effort to identify and resolve the safety and security concerns of their Al tools, as well as
biosecurity experts and policymakers who seek to develop oversight frameworks, such as for the
reporting of hazardous capabilities.



This workshop was conducted as an initial pilot study and has several limitations. The group
of assembled experts was small (there were 39 participants); this helped facilitate discussion but
also means our findings cannot be interpreted as broad consensus. The capabilities assessed in
this document are still broad categories, and further work is needed to break them down into
tangible, testable elements. During the workshop, some experts participated by using a voting
mechanism to facilitate discussion. The vote tallies are not presented in this document because
they were incomplete due to time constraints.

Of note, the assembled experts acknowledged that one of the capabilities identified as
concerning—the ability to design viral vectors capable of immune evasion using Al—already
exists. Some capabilities have not yet been achieved but are under active development, while
others may be years away or may never materialize. Because much of the rapid progress in Al
was not widely anticipated, accurately forecasting the direction of Al advances was not
considered a prerequisite to initiating a discussion on their security implications.

Further work is needed to develop methods for (1) ensuring that dangerous capabilities are
not unintentionally embedded in models (e.g., by restricting certain training data), (2) empirically
assessing model advancement in hazardous capabilities post-training (such as through capability
evaluations and benchmarks) (Li et al., 2024), and (3) removing dangerous capabilities from
models post-training (via such techniques as machine unlearning).

Purpose of This Convening and Document

The purpose of the convening reported in this document was to elicit expert discussion
regarding biological Al capabilities that could, if developed, enable substantial real-world harms.
These conference proceedings share the biological Al capabilities that were highlighted
throughout the discussion.

The capabilities identified in this document can inform the efforts of government agencies
and developers that have expressed interest in creating standardized evaluations to assess the
state (and rate of change) of Al capabilities. For example, policymakers could create benchmarks
to assess these high-consequence capabilities and determine thresholds that pose material
concerns in advance.

High-Consequence Risks to the Public

Scientists can perform almost all benign biological research, including Al-enabled research,
in ways that pose minimal risk to society. However, through accident or misuse, some limited
areas of life-science research may expose the public to highly consequential risks, such as the
risk of a pandemic. For this convening, we defined high-consequence risks to the public as the
risk that a biological AI model may



e substantially simplify, accelerate, or enable the synthesis of pathogens that are extinct or
exist only in laboratory repositories de novo, which are capable of causing a novel human
pandemic, an animal panzootic, plant pandemics, or other widespread environmental
harm

e substantially simplify, accelerate, or enable the creation of novel pathogen variants or
entirely new biological constructs that are capable of causing a novel human pandemic,
an animal panzootic, plant pandemics, or other widespread environmental harm.

These two harms have been previously defined by the Johns Hopkins Center for Health
Security as posing high-consequence risks because of their potential to contribute to an
accidental or deliberate pandemic (Pannu et al., 2024). For example, as of this writing, eradicated
pandemic pathogens, such as smallpox, exist only in controlled laboratory repositories out of
concern that they may be accidentally or intentionally released, which could result in a pandemic
in human populations that no longer broadly harbor natural or vaccine-induced immunity. The
design and creation of entirely novel pathogens or pathogen variants would similarly pose a
pandemic threat because there is a lack of preexisting immunity or countermeasures against such
a pathogen. Al models that significantly facilitate the creation of pathogens in either of the two
ways described would, therefore, materially contribute to increasing global pandemic risk.

It is an infeasibly large challenge to evaluate Al systems for their ability to contribute to any
possible biology-related accident or misdeed, no matter how limited the consequences. Not only
would the evaluation work be impossibly broad, but the resulting security and safety benefits
would come at too high a cost in terms of lost scientific knowledge and public health
preparedness. We also note that many Al advancements will contribute to improving public
health preparedness and countermeasure development. Therefore, we recommend that
policymakers and developers identify capabilities that contribute materially to high-consequence
pandemic risks and develop targeted evaluations to detect those capabilities.

Biological Al Capabilities of Concern

For decades, scientists and biosecurity experts have sought to reduce the risks of scientific
research that could, through accident or misuse, lead to high-consequence disease outbreaks,
such as those described previously (see National Research Council, 2004; National Academies of
Sciences, Engineering, and Medicine, 2018; Office of Science and Technology Policy, 2024).
We used the results of these prior efforts to assess which corresponding Al capabilities may pose
similar concerns. (We supply further details in Chapter 3.) By identifying these capabilities in
isolation, we aim to inform a robust foundation for guardrails against combinations of
capabilities. Similar to other technology security fields (such as cybersecurity), security
vulnerabilities warrant assessment both individually and in combination with other known
vulnerabilities.

The group of experts who attended this convening discussed several biological Al
capabilities on June 3, 2024 (see the following box). The group scored the capabilities on a scale



from 1 to 5, with 1 representing a determination that the capability was very unlikely to

contribute to enabling high-consequence harms (such as an accidental or deliberate pandemic)

and 5 representing a determination that the capability was very likely to enable such harms.

Voting was used to facilitate discussion but was not intended to indicate consensus, to provide

quantitative assessments of the risk of certain capabilities, or to exclude certain capabilities from

future discussions; for these reasons and because vote tallies were incomplete due to time

constraints, they are not included in this document. The group was asked to assume that an Al

model had a skill level that was significantly greater than that of existing human expert teams.

Biological Al Capabilities of Concern Highlighted by Experts

Assembled experts highlighted the following capabilities because of their potential to enable high-consequence
harms to the public (further detail is provided in Chapter 3):

design of proteins, genes, or genetic pathways that confer specific susceptibility of human ethnic groups to a
pathogen, while maintaining pathogen fitness

Al modeling of epidemiological spread based on pathogen genomic data

high-throughput data-generation methods for viral transmission traits that could be used to create datasets
for training Al models (i.e., use of Al to generate novel biological data at a much faster rate than current
data-generation methods)

Al-enabled assistance or autonomous completion of step-by-step detailed protocols for the synthesis of
human, animal, or plant pathogens de novo

design of genes, genetic pathways, or proteins that convert nonhuman animal pathogens into human
pathogens

design of transmission characteristics of a pathogen within or between species while maintaining pathogen
fitness

Optimizing viral vectors and generating viral serotypes and complete genomes that evade existing natural or
vaccine-generated immunity while maintaining pathogen fitness.

These results represent a possible path forward for further specifying hazardous biological Al capabilities that are
agreed on by both those advancing these technologies (scientists and developers) and those interested in
securing them (security professionals and policymakers). However, our findings are preliminary and cannot yet be
extrapolated as general consensus.



Chapter 2. Methodology

Our workshop was designed to facilitate expert discussion and voting on the capabilities of
greatest concern, with a focus on eliciting areas of agreement and disagreement among
participants.

Attendees

Experts from the fields of Al, computational biology, biotechnology, infectious disease
research, Al policy, national security, and biosecurity were invited to participate in the
convening by researchers from the Johns Hopkins Center for Health Security and RAND.
Attendees participated in their capacities as individual experts. The views expressed by
participants during the meeting do not necessarily represent the views of their employers.

Expert was defined as an individual currently employed in one of the previously mentioned
fields, either as an academic researcher, nonprofit or think tank employee, industry employee, or
government employee. Participants were selected based on the organizers’ knowledge of the
participant’s expertise, as well as the participant’s availability and willingness to take part
(convenience sampling). This sampling method may have introduced bias; however, we made an
effort to solicit a diverse group of participants from various organizations and fields.

Of the 39 experts who participated in the discussion, 17 also opted to take part in the optional
voting component. This included organizers from the Johns Hopkins Center for Health Security
and RAND. Given the small number of participants, these workshop proceedings should be
interpreted as a summary of the views of this group of individual experts; they might not
generalize to a broader group.

Convening

We conducted a hybrid in-person and virtual convening on June 3, 2024. Virtual participants
were visible to in-person participants and could engage fully with them throughout the
convening. The convening process drew on Jackson et al. (2016), in which a modified Delphi-
based method was used to prioritize technology areas in need of policy attention (Khodyakov et
al., 2023); however, this workshop did not strictly use a Delphi methodology.

Participants were informed that the purpose of the convening was to assess the group’s views
regarding biological capabilities of concern arising from Al systems, with a focus on high-
consequence capabilities that could enable an accidental or deliberate pandemic. The term A/
systems was broadly used to encompass LL.Ms, biological design tools, foundation models, and
autonomous and agentic Al systems, such as those used for robotic laboratory science. Many
general-purpose Al systems have capabilities that are or will become relevant for biological uses.



The convening lasted five hours (9 a.m. to 2 p.m.), of which the first 90 minutes were spent
on introductions, background, and preliminary clarifying discussions, followed by a 30-minute
first round of voting to begin the modified Delphi process. This initial round of voting was used
to organize and prioritize which capabilities would be discussed during the remaining three
hours.

For each capability, attendees were asked to vote on their level of concern regarding the
likelihood that each capability would enable high-consequence harms (as previously defined).
The numerical scores were defined as follows: 1 = very unlikely, 2 = moderately unlikely, 3 =
uncertain, 4 = moderately likely, and 5 = very likely.

Live discussion provided the opportunity for participants to ask clarifying questions and
share their rationale with one another. During the final, post-discussion round of voting,
participants were able to submit new rankings that were informed by the preceding dialogue.



Chapter 3. Biological Al Capabilities of Concern in Detall

The goal of this convening was to identify the biological Al capabilities that experts believe
are most likely to contribute to high-consequence risks to the public, such as the risk of a
pandemic. The authors reviewed the existing literature to compile evidence of potentially
hazardous capabilities. Scientists, public health professionals, and policymakers have previously
provided guidance regarding life-science research that “could be directly misapplied to pose a
significant threat with broad potential consequences to public health and safety,” known as dual-
use research of concern (National Institutes of Health, 2025). There is also guidance regarding
life-science research that could result in “enhanced potential pandemic pathogens”
(Administration for Strategic Preparedness and Response, undated).

We reviewed the literature to compile a (nonexhaustive) list of biological Al capabilities of
concern linked to previously identified dual-use capabilities, which are further described in
Pannu et al (2025). These U.S. recommendations and policies govern wet-lab research and, as of
this writing, do not apply to in silico approaches. However, a 2024 update to these policies
includes recommendations to address risks from computational approaches in this domain
(Office of Science and Technology Policy, 2024); as of this writing, these policies are
undergoing revision (Executive Order 14292, 2025). Therefore, the capabilities of concern
described in this section focus exclusively on Al-enabled capabilities, given the existing
oversight of non-Al-based wet-lab research.

For the purposes of this meeting, capabilities were selected for expert consideration based on
their potential ability to enable the following high-consequence (pandemic) risks:

e substantially simplify, accelerate, or enable the synthesis of pathogens that are extinct or
exist only in laboratory repositories de novo, which are capable of causing a novel human
pandemic, an animal panzootic, plant pandemics, or other widespread environmental
harm

e substantially simplify, accelerate, or enable the creation of novel pathogen variants or
entirely new biological constructs that are capable of causing a novel human pandemic,
an animal panzootic, plant pandemics, or other widespread environmental harm.

We acknowledge that previously identified dual-use capabilities are also unlikely to
sufficiently capture all the risks posed by novel Al systems or the integration of multiple Al
systems. However, these previous assessments of dual-use risks can help inform which
capabilities, if achieved using Al systems, could pose similarly consequential dual-use risks.
Further work should be conducted to identify hazardous biological Al capabilities that have not
been previously described in the literature.

Importantly, experts were not asked to consider whether the capability being assessed was
currently feasible. We avoided this question to compile a forward-looking list and ranking of



capabilities. The likelihood of each capability being developed and when that development might
take place were outside the scope of this convening because of the difficulty in predicting
specific advances in Al. Different capabilities may also enable certain types of actors more than
others (for example, biology novices versus experts); we did not specify the type of actor these
capabilities could affect for this convening.

Capabilities were also considered independently of possible evaluation and risk-mitigation
approaches because these approaches are under development. Given that the capabilities assessed
are dual-use (having both beneficial and harmful applications), attendees were asked to rank
them solely based on whether they believed a capability could contribute to the high-
consequence risks defined previously. Subsequent study may involve a benefits assessment for
these capabilities of concern, which can also help inform appropriate risk-mitigation approaches
that preserve beneficial applications while minimizing the possibility of misuse.

Capabilities that may be linked to other important Al issues outside biosecurity, such as bias
and privacy, were not included because they were outside the scope of this convening. These
other important issue areas require alternative frameworks to inform risk evaluations. Although
these frameworks have begun to be developed (Ong et al., 2024), such capabilities cannot be
evaluated using prior dual-use recommendations and policy. Indeed, this was the goal of the June
3, 2024, convening: to identify these capabilities, informed in part by these previous
assessments, with an emphasis on explicitly identifying dual-use risks.

The following capabilities were highlighted during the group discussion because of their
likelihood to enable the high-consequence risks we defined previously. The description that
follows the listed capability is a high-level summary of the participant discussion based on notes
taken during the meeting and includes participant speculation about the feasibility of developing
these capabilities. However, experts were asked to discuss the hazards of each capability
regardless of their predictions in terms of feasibility, given the difficulty in forecasting the
direction of future Al capabilities:

1. Design of proteins, genes, or genetic pathways that confer specific susceptibility of
human ethnic groups to a pathogen while maintaining pathogen fitness. Al systems
that are capable of integrating human genomic data and pathogen data may, in the future,
be able to discern why particular human populations are more or less susceptible to a
pathogen; such research has potential beneficial biomedical applications for countering
these infections. However, such Al systems may also carry significant risks if they enable
the design of proteins, genes, genetic pathogens, or entire pathogens that selectively harm
certain populations, such as targeted ethnic groups. There are several historical examples
of ethnic targeting (although the use of a biological weapon for this purpose has been, to
date, hypothetical). The group discussed any step-change in the ability to harm targeted
ethnic groups using a pathogen as an extremely concerning development. More than
other technologies, Al systems appear more capable of the vast genomic data integration
and interpretation that would be required to enable such harms.

2. Al modeling of epidemiological spread based on pathogen genomic data.
Epidemiological modeling (known as forecasting) refers to the computational modeling



of disease outbreaks based on pathogen and population characteristics. Epidemiological
modeling cannot be based solely on pathogen genomic data because there is an
insufficient understanding of how genes translate to pathogen characteristics, such as
transmissibility and susceptibility among certain populations. As of this writing, the
complex relationships between genomics and other factors that drive the spread of novel
pathogens cannot be determined with precision by human scientists, but Al tools are
particularly adept at integrating the multiple data types that would be required to enable
this. If future Al models enable modeling of epidemiological spread solely using
pathogen genomic data, the risk of misuse would significantly increase because such a
tool could allow for the identification of novel pandemic pathogens or pathogens capable
of targeting particular susceptible populations. The accurate Al-enabled forecasting of a
pathogen’s spread and effect on target populations would be extremely concerning.
Importantly, epidemiological properties are not solely an emergent property of a
pathogen’s genome but are also affected by human interventions, such as social
distancing and vaccination. Al systems may also be able to model the efficacy of these
human interventions in controlling pathogen outbreaks, which may help improve
pandemic preparedness.

High-throughput data-generation methods for viral transmission traits, which could
be used to create datasets for training AI models. Currently, determining the
transmission characteristics of a viral pathogen generally involves time-intensive wet-lab
methods that are not easily scalable. Enabled by emergent Al technology, novel data-
generation methods may ease the problem of scalability. Developers are working toward
Al systems that are capable of replacing human labor with autonomous robotics, which
may enable high-throughput methods for generating these data. The generation of
synthetic data (data generated by Al) has also been proposed in other Al domains; the
group expressed the opinion that these approaches were unlikely to be used in the domain
of biology in the near future. The group noted that there is uncertainty regarding the
quantity of viral transmission data necessary to enable a step-change in the ability to
predict or design transmissibility characteristics of a pathogen. In vivo research using
animal models has traditionally been a part of this type of virus-characterization research,
and it remains unclear whether this step could be replaced or significantly augmented
with Al tools.

Al-enabled assistance or autonomous completion of step-by-step detailed protocols
for the de novo synthesis of human, animal, or plant pathogens. Commercial entities,
such as contract research organizations, currently provide services, including the
completion of step-by-step biologically relevant protocols for research or industrial
processes. Generally, this involves human technicians completing the protocol. There is
commercial interest in automating technician labor by using Al systems to improve
scalability, reduce costs, and reduce supply-chain dependencies on specific nations.
These efforts are variously referred to as “self-driving labs,” “cloud labs,” or autonomous
“robotic scientists” and, in some instances, have already been found to provide multifold
increases in the efficiency and scalability of completing scientific protocols. However,
access to these automated systems remains limited, and no existing efforts have involved
the autonomous, Al-enabled completion of protocols for the synthesis of viruses.
However, many participants noted that if this capability were to emerge, it would be
concerning. Other participants said that robotics may not necessarily enable faster or



better completion of protocols compared with human abilities. Furthermore, some
participants were skeptical regarding how accessible or decentralized autonomous robotic
tools may be in the future: If autonomous robotics remain housed within large companies
capable of customer screening and other security protocols, the risk may be diminished.
Design of genes, genetic pathways, or proteins that convert nonhuman animal
pathogens into human pathogens. Zoonotic pathogens are those that have spilled over
from animals to humans through direct contact, contaminated food or water, or the
environment. Zoonoses compose a large percentage of all newly identified infectious
diseases, and most human-only strains of infectious diseases begin as zoonoses (World
Health Organization, 2020). The study of zoonotic pathogens is important for the
development of effective public health efforts and medical countermeasures. However, it
has been challenging for researchers to reliably predict which genes, genetic pathways, or
proteins confer an increased likelihood of zoonotic spillover (the likelihood of
transmission of a pathogen from animals to humans). Al systems may be able to integrate
existing vast quantities of pathogen genomic data along with transmission characteristics
data (that, as of this writing, are limited) to improve these predictions, which would
enable pandemic prediction. Such prediction could be used to develop countermeasures
in advance, but it could also be misused by a bad actor seeking to identify a potential
high-consequence biological weapon. In its discussion of prediction versus design, the
group considered design a more concerning capability. Designing alterations to animal
pathogens in ways that would allow those pathogens to be transmitted to and among
humans was also thought to have fewer beneficial applications.

Design of transmission characteristics of a pathogen within or between species while
maintaining pathogen fitness. In the future, Al systems may enable the design of
proteins, genes, genetic circuits, and entire pathogen genomes with specified transmission
characteristics. Importantly, genetic alterations to a pathogen are often not evolutionarily
durable—any genetic change to a pathogen may return to the wild type as the pathogen
circulates in the population, which is a well-recognized challenge that affects live
vaccines. The ability to design a pathogen with specific, evolutionarily durable
transmission characteristics is not possible with existing technology, but it may be
enabled by Al systems. Al systems that integrate genomic data (that are widely
available), genome secondary structure (that is currently limited), and transmission data
(that are limited, as of this writing) may be able to predict or design mutational changes
that are expected to be resistant to evolutionary change, such as through the bioenergetic
optimization of secondary structure. This capability may have beneficial applications for
the use of viruses as therapeutic delivery mechanisms but also has significant risks
because the capability could enable the engineering of viral pathogens with concerning
and durable properties.

Optimizing viral vectors, generating viral serotypes, and complete genomes that
evade existing natural or vaccine-generated immunity while maintaining pathogen
fitness. The group of experts assembled for this meeting acknowledged that this Al-
enabled capability has already emerged: Al systems that are capable of generating viral
serotypes that are purportedly able to evade natural vaccine-generated immunity already
exist. Interest in these systems is driven by their possible beneficial applications in the
fields of gene therapy and predictive vaccine development (the development of vaccines
for variants predicted to be circulating in the future). Currently, these tools continue to
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require wet-lab validation, but with increases in computational power, data availability,
and improvements in Al architectures, wet-lab validation may become unnecessary. The
elimination of wet-lab validation using Al is of commercial interest, given the cost-
savings that such tools would provide. However, some participants viewed future access
to the ability to design viral pathogens that evade existing vaccines purely in silico as
concerning.
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Chapter 4. Next Steps

This convening was intended to gather expert feedback regarding which AI model
capabilities—should they emerge—would most significantly threaten public health via
pandemics or other high-consequence risks. The group of experts we convened agreed that there
are concerning biosecurity risks that may arise from Al systems and were able to identify
specific and concrete capabilities that raise these concerns. The list of capabilities of concern that
this group identified should not be considered exhaustive; time limits prevented discussion and
examination of a broader set of capabilities, and further efforts should be conducted to determine
the extent to which additional capabilities pose serious risks to the public.

The identified capabilities of concern may serve as a useful starting point for the
development of biological risk evaluations. In this context, the term evaluations refers to
techniques for assessing an Al model’s capabilities, especially capabilities that can cause harm.
As of this writing, evaluations have included automated tasks (e.g., multiple choice questions),
dynamic studies in which humans or other AI models attempt to elicit harmful capabilities
(known as red teaming), and randomized trials in which individuals or groups are set to a task
with or without access to an Al model (known as human uplift studies), among other methods.
As of this writing, evaluations have varied significantly in the capabilities they have assessed;
criticism of these evaluations has previously pointed out that no expert consensus exists
regarding which Al systems and capabilities pose the greatest biosecurity concern. Complete
consensus regarding capabilities and evaluation approaches will be difficult to achieve in a
rapidly changing field; it will be important to move forward with the approaches that seem most
promising and to acknowledge that these approaches will continue to evolve. Evaluations remain
important to inform the development of safeguards; thus, the identification of capabilities of
concern remains a priority even in the absence of full expert consensus.

Government officials, developers, and scholars should formalize the community of practice
for Al biosecurity evaluations and foster a robust science of evaluation. Results of targeted
biosecurity evaluations can subsequently inform appropriate risk-mitigation and oversight
approaches.
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Appendix

This appendix presents additional details on the convening and the process for identifying
and prioritizing capabilities of concern, as well as its potential limitations.

Workshop scope: The biological Al capabilities of concern discussed at the convening were
drawn from prior work by the Johns Hopkins Center for Health Security and collaborators to
survey the existing dual-use research of concern and enhanced potential pandemic pathogen
literature (Pannu, 2025). The list of capabilities discussed was intended to focus on capabilities
that are linked to high-consequence risks, such as pandemics. Other public health-related risks,
such as bias and privacy, were outside the scope of this convening. Additional concerning Al
capabilities relevant to biosecurity that have not been previously described in the literature were
outside the scope of this convening and would benefit from future investigation.

Moderation: Moderators from the Johns Hopkins Center for Health Security and RAND
were present to provide clarifications regarding the voting process and capabilities of concern.
Moderators also participated in the expert discussion on capabilities. Moderators attempted to
remain neutral throughout the discussion.

Convening setup: The convening included a relatively small group of voting experts, which
is typical for the facilitation of productive discussion. We attempted to include a wide variety of
disciplines, perspectives, and geographic areas.

To discuss the capabilities of concern, we conducted a hybrid in-person and virtual
convening on June 3, 2024. Attendees who could travel to RAND’s office in Arlington, Virginia,
were asked to join the in-person workshop. Participants who were unable to travel joined the
convening remotely using the Microsoft Teams virtual meeting platform. The design of the
conference room allowed for live, high-quality communication among in-person and virtual
participants.

For this convening, a single screen displayed the meeting content, participant videos, and
participant instant messages simultaneously. Virtual participants were able to indicate that they
wished to speak, and all attendees in the room were able to see the visual indicator, as well as
written instant messages.

Before the convening, participants were provided with a read-ahead document that included a
list of capabilities of concern that would be discussed. Of the capabilities of concern that were
included on this list, 17 were drawn from a prior literature review conducted by the Johns
Hopkins Center for Health Security and its collaborators (Pannu et al., 2025). During the
workshop, in-person participants were also provided with a printed version of the same list.
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