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About This Paper

A promising way of identifying and mitigating the systemic risks posed by artificial
intelligence (Al) development and deployment is general-purpose Al (GPAI) evaluations.
Although GPALI evaluations play an increasingly central role in institutional decisionmaking and
policymaking, including the European Union (EU) Al Act’s mandate to conduct evaluations on
GPAI models presenting systemic risk, no standards exist to promote GPAI evaluations’ quality.
To strengthen GPAI evaluations in the EU, the first and only jurisdiction that mandates GPAI
evaluations, we outline four desiderata for evaluations: internal validity, external validity,
reproducibility, and portability.! This paper was preceded by a preprint version available for
comment (Paskov et al., 2024), which outlines these four desiderata. Paskov et al. (2025) takes a
deeper dive into three of these desiderata, which were highlighted as quality standards for
evaluations of “high scientific and technical rigor” in the most up-to-date draft of the EU AI Act
Code of Practice at the time of its writing (European Commission, 2025b). We nonetheless
include all four desiderata in this paper because all can offer important insights for evaluation
best practices.

To uphold these desiderata in a dynamic environment of continuously evolving technologies,
we propose a dedicated EU GPAI Evaluation Standards Task Force (which we refer to as the
Task Force) to be housed in the bodies established by the EU Al Act. We outline the
responsibilities of the Task Force, discuss the potential influence of the Task Force on global Al
governance, and address potential sources of failure that policymakers should heed. This paper is
primarily intended for EU policymakers and emerging EU Al governance bodies, particularly
those involved in implementing the EU Al Act’s provisions on GPAI evaluations. Secondary
audiences include Al safety and security institutes, GPAI providers, civil society organizations,
and international standards bodies that might build on or interact with EU frameworks.

Technology and Security Policy Center

RAND Global and Emerging Risks is a division of RAND that delivers rigorous and
objective public policy research on the most consequential challenges to civilization and global
security. This work was undertaken by the division’s Technology and Security Policy Center,
which explores how high-consequence, dual-use technologies change the global competition and
threat environment, then develops policy and technology options to advance the security of the
United States, its allies and partners, and the world. For more information, contact
tasp@rand.org.

! The term desiderata refers to values that are desired as essential.
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Toward Best Practices for Al Evaluation and Governance: A
Proposal for a European Union General-Purpose Al Evaluation
Standards Task Force

To measure the general capabilities and limitations of frontier artificial intelligence (AI)
models and assess their societal effects and downstream risks, general-purpose Al (GPAI) model
evaluations have been proposed as a valuable tool (Bengio et al., 2025). Although GPAI
evaluations play an increasingly central role in institutional decisionmaking and policymaking,
including the European Union (EU) Al Act’s mandate to conduct evaluations on GPAI models
presenting systemic risk (European Parliament and Council of the European Union, 2024), no
standards exist to promote GPAI evaluations’ quality. In this paper, we put forth four desiderata
for GPAI evaluations and propose a dedicated EU GPAI Evaluation Standards Task Force,
which we refer to as the Task Force, to promote these desiderata adaptably in a dynamic
environment of continuously evolving technologies.? This paper focuses specifically on a Task
Force in the EU, given that the EU is the only jurisdiction that can mandate Al capability
evaluation practices as of June 2025. Therefore, a Task Force in the EU warrants timely
consideration and enables direct policy influence. Actions in the EU could plausibly pave the
pathway for coordinated international standards in the future.

This paper is primarily intended for EU policymakers and emerging EU Al governance
bodies, particularly those implementing the EU Al Act’s provisions on GPAI evaluations.
Secondary audiences include Al safety and security institutes, GPAI providers, civil society
organizations, and international standards bodies that might build on or interact with EU
frameworks. Thus, the recommendations made in this paper extend beyond the EU and might be
relevant to the development of international standards more broadly. We have tailored the depth
of this publication with these audiences in mind, balancing technical rigor and practical policy
considerations.

This proposal for a Task Force rests on four key assumptions: (1) Well-formulated GPAI
evaluation standards can support effective risk assessment, risk mitigation, and Al governance;
(2) developing standards in institutions and environments capable of mandating and
implementing standards increases the influence of those standards; (3) when establishing
standards, the interactions fostered by a dedicated, multistakeholder body can ultimately increase
the quality of standards compared with many distinct, uncoordinated bilateral and multilateral
interactions; and (4) the benefits to Al governance and public safety of establishing a Task Force
outweigh the costs.

2 The term desiderata refers to values that are desired as essential.



This paper proceeds as follows. In the next section, we outline the role of Al capability
evaluations in risk assessment, risk mitigation, and Al governance. In the third section, we
recommend Al capability evaluations that follow four desiderata—internal validity, external
validity, reproducibility, and portability—in an adaptable manner. In the fourth section, we
propose the establishment of a Task Force in the EU to fulfill the needs highlighted in the
previous section. In the fifth section, we discuss the potential global effects of GPAI evaluation
standard-setting in the EU. In the sixth section, we address the potential challenges and pitfalls of
the Task Force, and we provide our conclusions in the final section. For definitions of key terms
used throughout this paper, refer to the Glossary.

General-Purpose Atrtificial Intelligence Risks and the Role of Evaluations

The development and deployment of GPAI models present significant opportunities and
considerable risks.? Experts and international leaders alike have warned of systemic risks of Al
systems (Al Safety Summit, 2025; Center for Al Safety, undated; European Parliament and
Council of the European Union, 2024 Recital 110), including

e the misuse of GPAI models, leading to increased scale and severity of cyberattacks,
disinformation, and the development and use of chemical, biological, radiological, and
nuclear weapons (Bommasani et al., 2021; Brundage et al., 2018)

¢ the malfunctioning or misalignment of GPAI models, resulting in loss of control, model
autonomy, and deception (Brundage et al., 2018; OpenAl, 2023)

e broader societal risks related to democratic processes; public and economic security; the
dissemination of illegal, false, or discriminatory content; environmental well-being; and
inequality (Bengio et al., 2025).

Thus, experts have called for the global prioritization of Al risk mitigation. While the scale

and prevalence of Al systems continue to multiply, this task becomes ever more critical.

GPALI evaluations have been identified as a promising tool for assessing and mitigating
systemic risks (Bengio et al., 2025; Shevlane et al., 2023). GPAI evaluations, or empirical
assessments of the “components, capabilities, behaviour, and impact of an Al system,”
(Weidinger et al., 2024, p. 3) include such approaches as benchmarking (Bommasani, Liang, and
Lee, 2023), red teaming (Ganguli, Lovitt, et al., 2022; Perez et al., 2022), and human uplift
studies (Mouton, Lucas, and Guest, 2024). The results of such evaluations act as a proxy for
GPAI model capability (i.e., how a GPAI model could behave in real-world deployment) and
alignment (i.e., how a GPAI model would behave in real-world deployment) (Shevlane et al.,
2023).

Accordingly, GPAI evaluations are a key component in emerging Al governance processes.
Evaluations form the foundation of major GPAI providers’ scaling policies and safety
frameworks, including those of Anthropic (2023), DeepMind (Google DeepMind, 2024), and

3 GPAI models are also referred to as foundation models.



OpenAl (2023).* Moreover, in spring 2024, 16 industry signatories, including such GPAI
providers as Amazon, Google, and Meta, committed to “consider results from internal and
external evaluations as appropriate, . . . [s]et out thresholds at which severe risks . . . would be
intolerable” and “[a]ssess whether these thresholds have been breached” (UK Department for
Science, Innovation & Technology [DIST], 2024c). GPAI evaluations would likely be essential
for the third process.

Governments have also supported the creation of evaluation standards. The United Kingdom
(UK’s) AI Security Institute (UK AISI) identifies one of its three core functions as
“[d]evelop[ing] and conduct[ing] evaluations on advanced Al systems” (DIST, 2024a), and the
U.S. Artificial Intelligence Safety Institute (US AISI) aims to “champion the development of
empirically grounded tests, benchmarks, and evaluations of Al models, systems, and agents” (US
AISI, 2024, p. 4).

The EU AI Act mandates that providers must conduct evaluations on GPAI models
presenting systemic risk (European Parliament and Council of the European Union, 2024, Article
55), making the EU, as of June 2025, the only jurisdiction that has the enacted authority to
mandate and regulate GPAI evaluation practices. Although the EU Al Office has not yet
determined the procedures for GPAI model evaluations (European Commission, 2024a),
evaluation results could plausibly trigger regulatory actions, including requests for providers to
implement related measures and mitigations under the Al Office’s powers (European Parliament
and Council of the European Union, 2024, Article 93.1.a-b); to submit additional information
(European Parliament and Council of the European Union, 2024, Article 91); to remove a model
from the market (European Parliament and Council of the European Union, 2024, Article
93.1.c); or, in extreme cases, to face the imposition of fines (European Parliament and Council of
the European Union, 2024, Article 101). Because GPAI evaluations could acquire greater weight
in decisionmaking and policymaking both in and across institutions, establishing and updating
standards will become increasingly important.

Desiderata for Governance-Enhancing General-Purpose Artificial
Intelligence Model Evaluations

Given their nascent and rapidly evolving state, GPAI evaluations are not guided by standards
or best practices (Apollo Research, 2024; DSIT, 2024a; Reuel, Soder, et al., 2024). To bolster Al
governance and mitigate extreme risk in the EU and beyond, standards for GPAI evaluations
might seek to uphold a core set of desiderata. This section proposes four specific desiderata—

4 Anthropic’s Responsible Scaling Policy, for example, outlines three Al safety levels (ASLs), whereby model
performance on evaluations determines the ASL of a model and the subsequent measures and safeguards to be
implemented. DeepMind’s Frontier Safety Framework establishes varying critical capability levels, determined by
model performance on model evaluations, at which a range of mitigations shall be triggered. OpenAI’s Preparedness
Framework defines model safety scores, as indicated by performance on evaluations, that correspond with key
deployment and security decisions.



internal validity, external validity, reproducibility, and portability—and highlights the
importance of promoting desiderata through an adaptive approach that evolves with
technological change.

The proposed desiderata emerge from a synthesis of established evaluation-related literature
and standards from Al and related technical fields (Bengio et al., 2025; European Chemicals
Agency, 2023; International Electrotechnical Commission, 2019; National Institute of Standards
and Technology [NIST], 2024). Internal and external validity, which experts have called for in
Al risk assessment (Bengio et al., 2025; NIST, 2024), are cornerstones of scientific evaluation
methodology across disciplines (Liao et al., 2021; Weidinger et al., 2025). Reproducibility,
which has gained particular prominence in computational fields following the reproducibility
crisis in science more broadly (Goodman, Fanelli, and lToannidis, 2016), strengthens evaluations’
reliability (Bengio et al., 2025) and transparency (European Chemicals Agency, 2023).
Portability, although being less established in traditional evaluation literature, facilitates internal
validity, external validity, and reproducibility amid the unique multistakeholder context of Al
governance in which evaluations function across institutional boundaries (Ganguli et al., 2023;
Reuel, Hardy, et al., 2024).

We focus on these four particular desiderata because of their relation to well-established
evaluation standards in adjacent fields (European Chemicals Agency, 2023; International
Electrotechnical Commission, 2019). This paper was preceded by a preprint version available for
comment (Paskov et al., 2024), which outlines these four desiderata that subsequently appeared
in draft of the EU AI Act Code of Practice (European Commission, 2024b). Paskov et al. (2025)
takes a deeper dive into three of these desiderata, which were highlighted as quality standards for
evaluations of “high scientific and technical rigor” in the most up-to-date draft of the EU AI Act
Code of Practice at the time of its writing (European Commission, 2025b). Nonetheless, we
include all four desiderata in this section because all four can offer important insights for
evaluation best practices.

Desiderata

In the following sections, we define the four proposed desiderata, outline their policy
relevance, survey the status quo, and provide example standards that might uphold them. These
desiderata should not be considered exhaustive or definitive; rather, they should be viewed as a
starting point for ongoing discussion and refinement. Additional desiderata could include
practicality (Bengio et al., 2025), regularity, and information security (NIST, 2024). We invite
future research, including that performed by a potential Task Force (which we discuss more in a
later section), to explore the viability of those desiderata and others.

Internal Validity

Internal validity refers to the extent to which the observed evaluation results represent the
truth in the evaluation setting and are not because of methodological shortcomings (Liao et al.,



2021; Mathison, 2004; Patino and Carvalho Ferreira, 2018). Internal validity is crucial for
providing consistent and unbiased insights into the probability and severity of the threats
presented by GPAI models.

In their existing state, evaluations often lack internal validity because of confounding
variables, measurement error, and a lack of robust statistical testing. For example, benchmark
question phrasing (Liang et al., 2022; Mizrahi et al., 2023; Sclar et al., 2023) and evaluation
structure (Khatun et al., 2024; Robinson et al., 2022; Savelka et al., 2023; Wang et al., 2023)
have been shown to lead to substantially different results, suggesting that such results might be
more reflective of methodological artifacts than the true capabilities of GPAI models. Even
holding the same phrasing and structure constant, the results of a given evaluation might vary.
For example, Lukositté (undated) shows that GPQA?® using chain-of-thought prompting yields
noisy results across ten runs. Those findings underscore the need for well-considered sample
sizes and well-powered statistical testing: In the absence of statistical power, meaningful
capabilities could go undetected and, conversely, apparently significant capabilities might be
exaggerated (Card et al., 2020).

Literature and research regarding machine learning, social sciences, and natural sciences
suggest that internal validity could be promoted by the following standards, among others:

e Specifications for hypothesis testing, sample sizes (Liao et al., 2021), statistical
significance, and statistical power (Bowman and Dahl, 2021). These practices would
clarify the statistical robustness of the evaluation results and explicitly state the
probability with which a researcher might reject the null hypothesis when it is true (Type
I Error) or fail to reject the null hypothesis when it is false (Type II Error) (Rice, 2007),
in which a null hypothesis might be, for example, that the score of a given model on a
given evaluation is less than or equal to a pre-specified threshold score.

e Controlling for confounding variables and mitigating spurious correlation (e.g.,
randomizing question order, ensuring balanced treatment and control groups in
experimental settings). These practices would improve the likelihood that evaluation
results reflect the model properties and capabilities rather than artifacts of the evaluation
design or environment (Rice, 2007).

e Evidence of the absence of train-test contamination (Kaufman et al., 2012) and
assurance that testing methodologies and test data are not used for GPAI system
development. These practices would improve the likelihood that evaluation results
accurately reflect model capabilities rather than overestimate them because of prior
exposure to evaluation data (Xu et al., 2024).

External Validity

External validity refers to the extent to which evaluation results can be used as a proxy for
model behavior in contexts outside the evaluation environment. Part of external validity is
construct validity or “how well designed . . . the experimental setting is in relation to the research

> GPQA refers to graduate-level Google-proof Q&A benchmark.



claim” (Raji et al., 2021, p. 4; NIST, 2024). External validity is key in bolstering confidence in
the use of GPAI evaluations to trigger policy or regulatory decisions, especially in the context of
a multistakeholder ecosystem (Weidinger et al., 2024).

An extensive body of research has documented how GPAI evaluation results fail to hold
under various real-world conditions. Such methods as scaffolding, fine-tuning, and prompting
(e.g., single-turn, multiturn, chain-of-thought prompting) can meaningfully alter GPAI
evaluation results (Anthropic, 2023; Bsharat, Myrzakhan, and Shen, 2023; Liang et al., 2022;
Mizrahi et al., 2024; Sclar et al., 2023; Weber, Bruni, and Hupkes, 2023), yet no protocols guide
the use and documentation of these methods. Furthermore, GPAI evaluation results often fail to
serve as strong proxies for real-world risks. For example, although Meta evaluated Llama 3’s
safety by testing its propensity to comply with requests to output harmful content (Spisak, 2024),
Meta’s evaluation did not account for the removal of safeguards, which can be cheaply bypassed
through fine-tuning (Lermen, Rogers-Smith, and Ladish, 2023). Thus, Meta’s evaluation cannot
act as a strong proxy for the real-world risks posed by Llama 3.

Literature and research regarding machine learning, social sciences, and natural sciences
suggest that external validity could be promoted by the following standards, among others:

e the clear definition of risks to be measured (e.g., Bengio et al., 2025; Slattery et al.,
2024), which would explicitly state the objectives of the evaluation, informs best
practices for evaluation design and implementation, and provides context on the potential
real-world implications of results

e input of domain expertise in risk identification (Bengio et al., 2025; NIST, 2024) and
evaluation design, which would strengthen the role of evaluation results as a well-
considered proxy for a broader real-world task or risk (Liao et al., 2021; NIST, 2024)

e the use of strong elicitation, including enhancements in tooling, prompting, scaffolding,
solution choice, and data (Davidson et al., 2023), which would facilitate the measurement
of capability ceilings that might appear in deployment settings (UK AISI, undated)

¢ documentation of the factors that inform the evaluation’s external validity across contexts
(European Chemicals Agency, 2023; Glasgow et al., 2006), which would increase
transparency about the degree to which evaluation results might (or might not) apply to
particular contexts; such factors might include the environmental conditions in which the
evaluation is run and how it converges with and diverges from the real world (Liao et al.,
2021)

e details on the recruitment and participation of human subjects in the case of human
subject research (e.g., red teaming, adversarial testing), including demographics,
remuneration, and the level and duration of access to GPAI models provided for the
evaluation (NIST, 2024).

Reproducibility

Reproducibility refers to obtaining consistent evaluation results using the same input data,
computational methods, code, and evaluation conditions (National Academies of Sciences,
Engineering, and Medicine, 2019). Little attention has been given to the reproducibility of GPAI
evaluations, although a need to assess reproducibility exists (Bengio et al., 2025; Ganguli et al.,



2023) because evaluation results increasingly influence institutional decisionmaking (Weidinger
et al., 2024). Although reproducibility might not apply to all types of evaluations—including, for
example, red teaming exercises that are used to identify and prioritize potential risks for
subsequent evaluations (Frontier Model Forum, 2024)—the use of reproducibility should be
strongly considered, and its absence should be carefully justified.

Literature and research regarding machine learning, social sciences, and natural sciences
suggest that reproducibility could be promoted by the following standards and practices, among
others:

e the definition of environments and evaluations for which reproducibility can enhance risk
assessment, risk mitigation, and Al governance, acknowledging that reproducibility
might not be appropriate for all types of evaluations

e the practices of documentation and transparency for the environments and evaluations
that can facilitate reproducibility for third-party evaluation, including

— the specification and disclosure of environmental parameters used in evaluations
(Liao et al., 2021), including model version(s), model quantization(s), and
hyperparameters, such as temperature and limits on length of outputs
(International Network of Al Safety Institutes, 2024)

— the secure release of evaluation data, including input data, random seed, and
output data for steps that are nondeterministic and cannot be reproduced (National
Academies of Sciences, Engineering, and Medicine, 2019)°

— the secure release of evaluation code (Goodman, Fanelli, and loannidis, 2016)

— the secure documentation of evaluation and scoring methodology (International
Network of Al Safety Institutes, 2024), computational environment (i.e., hardware
architecture, operating systems, and library dependencies), prompting and
elicitation methods, statistical testing, and analysis (European Chemicals Agency,
2023; National Academies of Sciences, Engineering, and Medicine, 2019; Nosek
etal., 2018).

Portability

Portability refers to the abilities of a variety of stakeholders to consistently and seamlessly
implement and assess GPAI evaluations across distinct institutions and hardware environments.
Portability facilitates both collaboration and external scrutiny, the latter of which can yield more-
reliable information by verifying GPAI provider claims and revealing new insights (Anderljung
et al., 2023; Manheim et al., 2024). The UK AISI’s and Singapore Al Safety Institute’s joint
testing exercise confirmed that minor environmental and implementational differences can
meaningfully affect evaluation results, even when running the same evaluations on the same
models, which underscores the need for more-portable evaluations (International Network of Al
Safety Institutes, 2024). Portability can enhance resource efficiency for governments and third

® To avoid downstream train-test contamination (Xu et al., 2024) and potential security risks, researchers should
consider the use of privacy-preserving technology, including secure enclaves (Trask et al., undated).



parties by fostering collaboration and knowledge spillovers among stakeholders. Importantly,
portability bolsters the three aforementioned desiderata: Portability enhances internal validity by
reducing methodological inconsistencies that could distort results, improves external validity by
facilitating evaluations across different contexts that represent a variety of real-world conditions,
and directly enables reproducibility by ensuring that evaluations can be consistently replicated
across different hardware and institutional environments.

The EU AI Act (European Parliament and Council of the European Union, 2024) and the
Frontier Al Safety Commitments (DIST, 2024c¢) highlight the advent of multistakeholder
evaluation. The EU AI Act outlines at least three distinct parties that can run GPAI evaluations:
GPALI providers (European Parliament and Council of the European Union, 2024, Article 55.1.a),
the EU Al Office (European Parliament and Council of the European Union, 2024, Article 92.1),
and qualified independent experts on behalf of the Al Office (European Parliament and Council
of the European Union, 2024, Article 92.2). Separately, signatories of the Frontier Al Safety
Commitments commit to “consider results from internal and external evaluations as appropriate,
such as by independent third-party evaluators, their home governments, and other bodies their
governments deem appropriate” (DIST, 2024c¢).

A few common frameworks facilitate the portability of evaluations. Model Evaluation and
Threat Research’s (METR’s) Task Standard formalizes task-based evaluations to facilitate
efficiency (METR, 2024). METR’s Vivaria provides a platform for running evaluations and
conducting elicitation research(Vivaria, undated), and the UK AISI’s Inspect allows users to
assess and score GPAI model capabilities in various areas (UK AISI, undated). Although these
platforms offer a starting point for portability, substantial scope remains to promote more-
comprehensive and well-defined standards across evaluation types and contexts (Reuel,
Bucknall, et al., 2024).

Literature and research regarding machine learning suggest that portability could be
promoted by the development and use of software that, among other purposes

e makes evaluations virtually plug and play, reducing the engineering effort needed to
implement another actor’s evaluations (DIST, 2024b), which lowers the technical barriers
to evaluation implementation across different organizations and environments

¢ is model- and agent-architecture—agnostic, which facilitates the application of evaluations
across various Al systems’

o facilitates swapping out and combining particular post-training enhancements between
different evaluators, which enables flexible elicitation

e addresses privacy and security concerns, as relevant; facilitates evaluation
implementation in a privacy-preserving manner (e.g., without leaking additional
information about a model or an evaluation to another party) (Trask et al., 2020; Trask et

7 For example, model- and agent-architecture—agnostic evaluations do not depend on a particular model or agent
architecture and can, therefore, be reused in different models and agent architectures.



al., undated) and mitigates both train-test contamination and information security risks
while fostering portability.

Toward Adaptive Standards

GPALI evaluation standards can promote desiderata (Weidinger et al., 2024), such as internal
validity, external validity, reproducibility, and portability. However, if standards are overly rigid
and static, they could threaten the innovation and progress of GPAI evaluations. Given that
GPALI evaluations are a nascent and rapidly evolving field in which best practices are subject to
rapid technological and environmental advancements, the existence of standards is insufficient
and potentially even harmful if not paired with adaptivity (Grote, 2015).

Adaptivity refers to the ability to nimbly adjust evaluation standards according to changes in
technology, environment, and risk. GPAI evaluations are perpetually subject to such changes as
landscapes shifts, evolving human interactions with models, models’ new capabilities having
potentially abrupt performance jumps, and emerging harm vectors (Ganguli, Hernandez, et al.,
2022). Furthermore, the evaluations that are the cornerstones to existing practices, such as
benchmarks, might become less reliable over time because of the increasing likelihood of
leakage into the training dataset (Weidinger et al., 2024), which would motivate innovations in
evaluation approaches and, correspondingly, updated standards. Hence, GPAI evaluations’
methodologies, measurements, and standards must continuously evolve to most effectively
contribute to risk mitigation.

General-Purpose Atrtificial Intelligence Evaluation Standards Task Force

To address the governance challenges posed by rapidly evolving Al technologies, we
propose a Task Force to be housed in institutions established by the EU Al Act. In the following
sections, we define the Task Force, propose its institutional setting, outline its structure and
duties, and note how GPALI providers can support its success.

Defining the Task Force

The proposed Task Force is a vetted body of independent researchers who maintain and
continually update GPAI evaluation standards through scheduled reviews and pilot programs.
Given the potential regulatory implications of GPAI evaluations in the EU, a dedicated Task
Force could promote evaluation standards that foster desiderata, such as internal validity,
external validity, reproducibility, and portability, in a flexible and iterative manner in the EU and
potentially beyond. The proposal of this Task Force and its placement assumes that well-
formulated GPAI evaluation standards can advance risk assessment, risk mitigation, and Al
governance and, furthermore, that developing standards in an institution that has the power to
mandate and implement them increases the influence of those standards.



This proposal follows a broader call for Audit Standards Boards (Manheim et al., 2024) and
proactive risk management in dynamic fields (Rasmussen and Svedung, 2000). Precedents for
such a Task Force in the EU include Commitment 27 of the 2022 Strengthened Code of Practice
on Disinformation in which signatories, including Google, Meta, and Microsoft, committed to
“provide vetted researchers with access to data necessary to undertake research on
Disinformation by developing, funding, and cooperating with an independent, third-party body
that can vet researchers and research proposals” (European Commission, 2022, p. 28).

Institutional Setting

The provisions of the EU Al Act provide the scope for the Task Force. The proposed Task
Force placement in the EU builds on Weidinger et al. (2024), which suggests that
“institutionalized scientific panels such as . . . the EU’s newly established Al Office . . . could
serve the need to continually update . . . best practices for model evaluations in light of new
technological and scientific advances.” Within the provisions of the EU Al Act, the Task Force
could sit in two potential institutional settings: the Scientific Panel of Independent Experts
(which we refer to as the Panel) or the Advisory Forum (which we refer to as the Forum), as
follows.

e The Panel is tasked with various responsibilities, including the “development of tools and
methodologies for evaluating capabilities of general-purpose Al models and systems”
(European Parliament and Council of the European Union, 2024, Article 68, p. 304).
Appendix A of this report outlines the responsibilities of the Panel, notes Task Force—
relevant duties, and highlights Panel work that would be symbiotic with proposed Task
Force work.

e The Forum provides technical expertise and advises the European Artificial Intelligence
Board and the Commission (European Parliament and Council of the European Union,
2024, Article 67). The Forum “may establish standing or temporary sub-groups as
appropriate for the purpose of examining specific questions related to the objectives of
this Regulation” (European Parliament and Council of the European Union, 2024, Article
67, p. 302). By mandate, the Forum includes permanent advisory members from the
European Committee for Standardization (CEN), which holds a technical cooperation
agreement with the International Standards Organization (ISO) via the Vienna
Agreement. This framework paves the path for potential dialogue between GPAI
evaluation standards at the Task Force, EU, and international levels.

Relative to alternative placements, the Panel and the Forum offer conditions particularly
conducive to developing and implementing GPAI evaluation standards, including high
institutional readiness, multistakeholder inclusivity, regulatory integration, independence, and
international standards alignment (European Commission, 2015; Organisation for Economic Co-
operation and Development, 2021). Appendix B scores the suitability of these placements and
their alternatives across those five criteria.
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Structure and Duties

The proposed Task Force could be composed of technical experts from academia, civil
society, third-party model audit providers, regulators, and experts from government serving in a
personal capacity. Task Force members would fulfill the criteria outlined in Article 68.2 if in the
Panel or Article 67.2 if in the Forum.® The latter additionally allows for the involvement of GPAI
industry experts. The Task Force could facilitate regular pathways for input by various non—Task
Force members, including GPAI industry experts.

Drawing on EU Al Act provisions related to model evaluation and risk assessment and
building toward the desiderata we highlighted, we present key Task Force duties in the following
sections.

Standard-Setting for General-Purpose Artificial Intelligence Evaluators

To support the performance of model evaluation “in accordance with standardised protocols
and tools reflecting the state of the art” (European Parliament and Council of the European
Union, 2024, Article 55.1.a, p. 268), Task Force duties could include

e regularly publishing updated standards for GPAI evaluations—according to regularly
updated desiderata—to guide evaluations implemented by providers (European
Parliament and Council of the European Union, 2024, Article 55.1.a) and by the Al
Office and third-party evaluators (European Parliament and Council of the European
Union, 2024, Article 92)°

e defining environments and evaluations for which standards are not safety-enhancing
because of substantial heterogeneity across contexts or technological advancements that
outpace the rate at which standards could be adequately set or usefully upheld, for
example.

Such environments and evaluations should be carefully justified, and alternative guidelines
should be provided.

Harmonization of Risk Taxonomies and General-Purpose Atrtificial Intelligence Model Evaluation
Methodologies

To support the assessment and mitigation of “possible systemic risks at Union level”
(European Parliament and Council of the European Union, 2024, Article 55.1.b, p. 268), Task
Force duties could include

e closely collaborating with the Panel to promote a regularly updated comprehensive
taxonomy and enumeration of GPAI systemic risks (which we refer to as the Risk
Taxonomy) to be initially established by the Code of Practice (Recital 116 in European
Parliament and Council of the European Union, 2024)

8 1f in the Panel, Task Force members must be independent from industry (European Parliament and Council of the
European Union, 2024). Involving industry insights via non—Task Force input is valuable.

? Regularly publishing could occur every 12 months or by qualified alert.
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outlining and updating concrete examples of and standards for qualitative and
quantitative experiments that would demonstrate the presence of the risk

ensuring the continuous updating of and harmonization between the Risk Taxonomy and
GPALI evaluation standards

ensuring that updates to the Risk Taxonomy outline precise descriptions of risks,
considering advancements in technology and the evolution of external environments, and
drawing from resources including provider safety cases reports, scaling risk management
policies, capability forecast reports, and incident reporting documentation.

Quality Control of Evaluations

To support the appointment of “independent experts to carry out evaluations on [the

European Commission’s] behalf” (European Parliament and Council of the European Union,
2024, p. 342), Task Force duties could include

setting standards for the third-party evaluator conduct, following the proposal in Raji et
al. (2022) for an audit oversight board modeled after the Public Company Accounting
Oversight Board

vetting, approving, and periodically reviewing the fitness of third-party evaluators!'’
auditing the methodologies and results of GPAI evaluations implemented by providers,
the Al Office, and third-party evaluators, both pre- and post-deployment.

Finally, the Task Force should facilitate the harmonization of GPAI evaluation standards

across GPAI providers and international bodies, including standards organizations and Al safety

and security institutes, when possible, although such harmonization is not a primary duty and

provided that such efforts do not compromise the independence of the Task Force or the quality

of its standards.

General-Purpose Attificial Intelligence Provider Support

The success of the proposed Task Force hinges on its direct exchange with GPAI provider

experts to support access and provide relevant information (Anderljung et al., 2023; Weidinger et
al., 2024). The Frontier Al Safety Commitments (DSIT, 2024c) lay the groundwork for this
collaboration.!' To concretely support the development and ongoing success of the Task Force,

GPALI providers can collaborate with relevant organizations (e.g., the European Commission, the

EU Al Office, civil society, data protection authorities) to establish and sustain the Task Force.

Appendix C proposes provider actions of support.

10 perjodic reviews could occur every 12 months or by qualified alert.

99 ¢c:

1 Signatories commit to “work toward information sharing,” “incentivize third-party discovery and reporting of

issues and vulnerabilities,

99 ¢

publicly report model or system capabilities, limitations, and domains of appropriate

and inappropriate use;” and “prioritise research on societal risks posed by frontier AI models and systems” (DIST,

2024c).
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Potential for Global Effects

The EU could plausibly pave the pathway for coordinated international standards of GPAI
evaluations via a de jure Brussels effect (i.e., the adoption of EU standards by foreign
governments) and a de facto Brussels effect (i.e., the unilateral regulation of GPAI provider
practices) (Bradford, 2020; Siegmann and Anderljung, 2022).

GPALI evaluation standards in the EU could de jure inform norms and standards
internationally through collaboration with Al safety and security institutes or via the CEN-ISO
pipeline, as discussed previously. Evaluations might play a key policy role beyond the EU,
including in the United Kingdom and the United States (DIST, 2024a; US AISI, 2024). Being the
potential first-mover in GPAI evaluation standards—and the only current jurisdiction able to
mandate and regulate GPAI evaluation practices—the EU could plausibly pave the way for
coordinated international standards. As Al safety and security institutes expand and synergize,
aligning evaluation standards and exchanging results could facilitate efficiency, returns to scale,
and specialization (Variengien and Martinet, 2024).

GPALI evaluation standards could de facto shape GPAI provider practices internationally. A
priori, anticipation and awareness of the standards for GPAI evaluations that the EU mandates
could preemptively shift GPAI provider behavior. Following adoption, standards could affect
evaluation results and trigger regulatory decisions. Both cases might, in turn, prompt changes in
GPAI model development and deployment in the EU and potentially beyond. Previous estimates
projected the EU’s Al market share to be between 15 percent (O’Neill, 2024) and 22 percent
(European Commission, Directorate-General for Communications Networks, and Technology,
2021). Depending on regulatory frameworks, this market share could provide strong incentives
for GPAI providers to develop and deploy GPAI models that are provably safe, as measured by
GPALI evaluations and accompanying standards.

Potential Challenges and Additional Approaches

Although the Task Force could improve Al risk assessment and mitigation in the best-case
scenario, the Task Force could also face challenges and produce unintended effects. In addition
to the standard issues of funding, regulatory capture (Dal B6, 2006; Ramanna, 2015; Wu, 2023),
and misaligned incentives (Guha et al., 2024), we draw from the literature to highlight the
following potential causes of failure for the Task Force and propose related approaches:

e Resourcing. The Task Force might face challenges in recruiting sufficiently talented
experts, which could be exacerbated by an inability to match industry salaries or quality
of life, restrictions on hiring industry-affiliated researchers, or other hiring process
restrictions resulting in long hiring timelines or an inability to flexibly shape positions.
Ensuring sufficient salary, nimble workstyle, and hiring flexibility might address these
challenges (Reuel, Soder, et al., 2024).
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e Heavy bureaucratic processes. Although adaptivity is highlighted as a priority, the Task
Force could struggle to keep pace with rapidly advancing Al capabilities in practice.
Bureaucratic processes, transparency, and the need for consensus could slow down the
general pace of work and restrict the ability of the Task Force to gather information from
experts (Kaufmann, Taggart, and Bozeman, 2019). Granting the Task Force the authority
and political capital to establish its processes from first principles instead of inheriting
processes from established industry players or government might address this issue.

In addition to the Task Force merely failing to achieve its mission, there are ways in which
its efforts could backfire, including the following particularly prominent examples:

¢ Reducing evaluations quality. Standards will almost certainly create extra processes for
evaluators at GPAI providers and third parties. If this friction is too great, it could
disincentivize new evaluators from entering the field at a time when talent is a critical
bottleneck and could reduce the ability of evaluators to experiment with new
methodologies and advance this critical risk management science (Brunsson, Rasche, and
Seidl, 2012).
o False sense of security. The existence of standards could create a false sense that Al
risks are being adequately managed, potentially reducing vigilance or investment in other
areas of risk management that might be more promising (Mukobi, 2024; Power, 2007).
This false of sense of security is especially true because assessing the effectiveness of
standards will be difficult.
The proposal of establishing a Task Force assumes that its benefits for AI governance and
public safety outweigh the costs highlighted in this section. In light of the potential failures or
downsides of the Task Force, it is prudent to consider other approaches to Al risk management

as complements to and substitutes for the Task Force.'?

Conclusion

Although GPALI evaluations have been proposed as a central tool in assessing and mitigating
the systemic risks of GPAI development and deployment, no established standards exist to
promote GPAI evaluations’ quality. This paper proposes a Task Force in the EU to develop and
adapt standards for desiderata of GPAI evaluations, including internal validity, external validity,
reproducibility, and portability. Amid the rapidly evolving state of GPAI evaluations and
constant shifts in environments, technology, and risks, the Task Force could promote relevant

12 A nonexhaustive list of additional approaches to Al risk management include (1) outcome-based regulation,
which focuses on regulating the outcomes and impacts of Al systems rather than specific evaluation methodologies
(Coglianese, Nash, and Olmstead, 2003); (2) mandatory information sharing, which requires Al companies to share
more-detailed information about their systems and internal evaluation processes, fostering transparency independent
of specific standards (Ganguli et al., 2023); (3) investment in shared testing infrastructure that can be used by
multiple stakeholders to evaluate Al systems; (4) bottom-up standard development, which encourages the
development of standards through a distributed, community-driven process involving a wide range of stakeholders
(Morris, 2011), such as regularly posing open challenges or competitions to identify novel risks or evaluation
methods; and (5) Al bounty programs, which reward individuals or organizations for identifying potential risks or
vulnerabilities in Al systems (Heikkila, 2022).
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and governance-enhancing standards for effective risk assessment and mitigation in the EU and
beyond. The success of the Task Force and its responsibilities rely on collaboration with GPAI
providers, as outlined previously. The influence of the Task Force, for better or for worse, should
not be underestimated: By way of de facto and de jure Brussels effects, the Task Force could
influence GPALI evaluation standards and GPAI governance at an international scale. Thus, any
design and management of the Task Force should heed the potential pitfalls and
recommendations highlighted in the previous section.

Our proposal for a Task Force rests on four key assumptions: (1) well-formulated GPAI
evaluation standards can support effective risk assessment, risk mitigation, and Al governance;
(2) developing standards in institutions and environments capable of mandating and
implementing standards increases the influence of those standards; (3) when establishing
standards, the interactions fostered by a dedicated, multistakeholder Task Force can ultimately
increase the quality of standards compared with uncoordinated bilateral and multilateral
interactions; and (4) the benefits to Al governance and public safety by establishing a Task Force
outweigh the costs.

This paper draws primarily on literature and existing Al policy. Our paper faces the
limitations endemic to the nascent field of GPAI evaluations and Al policy more broadly: sparse
evidence, rapid advancements, and, accordingly, a lack of conclusive research from which to
draw. Future research might employ qualitative methods, such as interviews, to yield insights
and recommendations from the multistakeholder GPAI evaluation community and quantitative
methods, such as surveys, impact evaluations, and forecasting, to more rigorously estimate the
effects of a Task Force on the state of risk assessment, risk mitigation, and Al governance in the
EU and beyond.
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Appendix A. Task Force Integration into the Panel

Article 68.3 of European Parliament and Council of the European Union (2024, pp. 304—
305), which we reproduce in this appendix, outlines the tasks of the Panel. We demarcate any
tasks directly relevant to GPAI evaluation standards with “T” for Task Force, indicating potential
partial or full delegation to the Task Force (i.e., the duties outlined previously would fulfill these
tasks). We demarcate tasks that have complementarities to GPAI evaluations with “TP” for Task
Force—Panel, indicating potential partial delegation to the Task Force (i.e., the duties outlined
previously would only partially fulfill these tasks, and the Task Force would maintain a close
dialogue with the Panel on these tasks, particularly on task 68.3.a.i., given its role in robustness
and construct validity in GPAI evaluations). We demarcate tasks irrelevant to GPAI evaluation
standards with “P” for Panel, indicating full delegation to the Panel (i.e., the duties outlined in
previously would not fulfill these tasks).

(a) supporting the implementation and enforcement of this Regulation as regards
general-purpose Al models and systems, in particular by:

(i) alerting the Al Office of possible systemic risks at Union level of GPAI
models, in accordance with Article 90; [TP]

(i1) contributing to the development of tools and methodologies for
evaluating capabilities of GPAI models and systems, including through
benchmarks; [T]

(ii1) providing advice on the classification of GPAI models with systemic
risk; [P]

(iv) providing advice on the classification of various GPAI models and
systems; [P]

(v) contributing to the development of tools and templates; [TP]
(b) supporting the work of market surveillance authorities, at their request; [P]

(c) supporting cross-border market surveillance activities as referred to in Article
74(11), without prejudice to the powers of market surveillance authorities;

[P]

(d) supporting the Al Office in carrying out its duties in the context of the Union
safeguard procedure pursuant to Article 81 [P].
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Appendix B. Task Force Alternatives

In this appendix, we score the suitability of the Task Force’s placements and their

alternatives across five criteria (see Table B.1). We also provide definitions of the criteria and

the scoring framework.

Table B.1. Scoring for Task Force Placements and Alternatives Across Five Criteria

International

Institutional Multistakeholder Regulatory Standards
Criteria Readiness Inclusivity Integration Independence Alignment
Task Force inthe High: Leverages Medium: High: Direct input High: Legal Medium: Broad
Panel EU Al Act's Convenes into EU Al Office  safeguards institutional ties to
infrastructure and experts and decisions with requiring CEN, CENELEC,
network of ensures gender  legally defined members to act  and ISO,
evaluators and geographical authority independently although no
representation with conflict formal or codified
but requires disclosure pathways
“‘independence
from any provider
of Al systems or
general-purpose
Al models”
Task Force in the High: Leverages High: Legal High: Direct input Medium: High: Structured
Forum EU Al Act’'s mandate for into EU Al Office Facilitates connections to
infrastructure and diverse decisions with independence via CEN, CENELEC,
network of representation legally defined “balanced and ISO through
evaluators with formal authority selection of Vienna
stakeholder stakeholders” Agreement
requirements
Third-party Al Low: Requires Medium: Can Medium: May Medium: Varies Low: Limited
evaluators building new engage hold role without by funding formal pathways
coalitions and stakeholders but  formal structure and to international
governance lacks formal decisionmaking  governance standards bodies
structures from convening authority arrangements
scratch authority
GPAI providers Medium: Strong Medium: Can Medium: Low: Inherent Medium:
internal resources engage Participate in conflict in Participation in
but limited to stakeholders but  consultation but  evaluating own standards
organizational lacks formal with potential products organizations but
boundaries convening conflicts of focused on
authority interest company
priorities
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International

Institutional Multistakeholder Regulatory Standards
Criteria Readiness Inclusivity Integration Independence Alignment
International Medium: Medium: Low: Significant Medium: Industry High: Direct
standards bodies Established but  Structured time lag between influence through participation
not specialized processes but standard creation committee
for Al evaluation  high barriers to and regulatory composition
participation adoption

SOURCES: Features information from European Commission, 2025a; European Parliament and Council of the
European Union 2024, Article 68, p. 303; European Parliament and Council of the European Union 2024, Article 67,
p. 303; Werle and Iverson, 2005; Simcoe, 2012

NOTE: CENELEC = European Committee for Electrotechnical Standardization.

Criteria Definitions

The criteria used in Table B.1 draw from principles outlined in European Commission

(2015),

which provides recommendations for results-driven regulation in the EU, and the

Organisation for Economic Co-operation and Development (2021), which proposes guidelines

for effective design, enforcement, and revision of regulations. Our definitions for these criteria

are as follows.

Institutional readiness: the extent to which an entity can leverage existing
infrastructure, resources, and expertise to rapidly operationalize GPAI evaluation
standards work without significant setup delays

Multistakeholder inclusivity: the capacity to effectively bring together and incorporate
perspectives from diverse stakeholders, including industry, academia, civil society, and
government, in the standards development process

Regulatory integration: the formal relationship between the standards development
work and regulatory implementation, including the ability to directly inform and
influence official decisionmaking processes

Independence: the degree to which the entity is structurally protected from undue
influence by industry, political, or other interests that could compromise the objectivity
and integrity of evaluation standards

International standards alignment: the established pathways and mechanisms for
ensuring that standards development work connects with and influences global standards
frameworks and international harmonization efforts.

Scoring Framework

Our definitions for the three scores in Table B.1 are as follows.

High: The entity has demonstrated capabilities or structural features that enable
exceptional performance in this area, supported by legal mandates, established practices,
or formal mechanisms that ensure consistent effectiveness.

Medium: The entity possesses some capabilities in this area but faces structural
limitations, inconsistent implementation, or dependence on external factors that might
constrain its effectiveness.
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e Low: The entity faces significant structural barriers, inherent conflicts, or lacks the
necessary authority or mechanisms to perform effectively in this area.
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Appendix C. General-Purpose Atrtificial Intelligence Provider
Actions of Support

Documentation

A comprehensive understanding of evaluation results relies on intimate knowledge of the
evaluation process (Ganguli et al., 2023)."* Access to detailed documentation is crucial to
account for nuances and potential pitfalls, interpret evaluations, and develop standards
accordingly. To support the work of our proposed Task Force, GPAI providers might consider
providing the Task Force with access to sufficient documentation on evaluation results and any
additional information needed to rigorously audit these results. Sufficient documentation
includes

e description of the models and methods, as outlined in Annex XI.1 of the EU AI Act
(European Parliament and Council of the European Union, 2024), including training data,
training compute used, and number of parameters'*

e documentation outlined in Annex XI.2.2.1 of the EU AI Act (European Parliament and
Council of the European Union, 2024), including specifically

— scores on individual benchmarks and other developers’ evaluations
— description of evaluations and benchmarks

— model responses on benchmarks

— descriptions and examples of the data included in the benchmarks.

e documentation outlined in Annex XI.2.2 of the EU AI Act (European Parliament and
Council of the European Union, 2024), including specifically

— description of capability elicitation procedures used in the benchmarks
— calendar time and employee hours spent conducting the evaluation
— the procedure used to fine-tune the model.

e documentation outlined in Annex XI.2.3 of the EU Al Act (European Parliament and
Council of the European Union, 2024), including specifically

— the scaffolding and tools available to the model during inference
— details about the model’s system architecture.

13 Consider, for example, specialized such evaluations as Bias Benchmark for QA, which measure social biases and
require nuanced interpretation. Human evaluations, although valuable for assessing real-world performance, are
subject to variability according to evaluator characteristics and the inherent subjectivity of human judgment. Model-
generated evaluations, although efficient, might inherit biases or inaccuracies from the models that created them.

14 This information often includes valuable trade secrets, and providing such information risks leaking it to
outsiders. However, knowing these details can be crucial for verifying safety cases and evaluation results. The risk
associated with sharing this information should be weighed against the improved oversight that it enables.
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GPALI providers might additionally consider providing the Task Force with updated
documentation, including safety cases, scaling risk management policies, capability forecast
reports, and incident reporting documentation, as outlined in Article 55.1.c and Recital 115 of the
EU AI Act (European Parliament and Council of the European Union, 2024).

Model and Data Access

Comprehensively implementing, drawing insights from, and setting standards for GPAI
evaluations require model access. To support the work of the Task Force, GPAI model providers
might consider extending sufficient model access to the Task Force. Sufficient access includes

o the ability to use the GPAI system in the way that it will be made available to customers
(e.g., prompting it for text or image responses)

e white-box model access (Casper et al., 2024)

e access to versions of the GPAI system that lack technical safety mitigations because these
versions can prevent evaluators from fully exploring an Al system’s capabilities (DIST,
2023)

e the ability to fine-tune a GPAI system through an application programming interface
(API) (Bucknall and Trager, 2023; Shevlane, 2022; Trask et al., 2020)

e access to other models in the model family (Bucknall and Trager, 2023)

e access to individual components of the GPAI system, including the core model (via APT)
and other software components, such as moderation filters, system prompts, and available
plug-ins that allow additional capabilities (e.g., web browsing, code execution) (Bucknall
and Trager, 2023)

e the data used to train the GPAI model or metadata, descriptions, and examples of the
training data.

Some forms of enhanced access might present information security concerns. To minimize
relevant concerns, providers might consider techniques, such as structured API access or de facto
white-box access capabilities to third parties without giving direct access to model parameters
(Shevlane, 2022); physical solutions involving secure research environments on a GPAI
provider’s campus, allowing unrestricted white-box access while minimizing risks of leaks; and
legal mechanisms that draw on practices from other industries that use audits.
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Abbreviations

Al

API
CEN
DSIT
EU
GPAI
ISO
METR
NIST
UK

UK AISI
US AISI

artificial intelligence

application programming interface

European Committee for Standardization

UK Department for Science, Innovation & Technology
European Union

general-purpose artificial intelligence
International Standards Organization

Model Evaluation and Threat Research
National Institute of Standards and Technology
United Kingdom

UK AI Security Institute

U.S. Artificial Intelligence Safety Institute
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Glossary

Al Act: EU legislation establishing harmonized rules on Al, including mandatory evaluations for
GPAI models presenting systemic risk.

Al Office: A body established by the EU Al Act that has the powers to request safety measures,
additional information, or model removal from the market.

Al safety or security institutes: Government-established organizations focused on Al safety
research and evaluation.

Benchmark: A standardized test or set of tests measuring performance or capabilities of Al
systems.

Brussels effect: A phenomenon in which EU regulations become de facto global standards
because companies and governments adopt them to access the EU market and ensure compliance
with high benchmark requirements.

Capability: How a GPAI model could behave in real-world deployment, reflecting its potential
abilities.

Chain-of-thought prompting: A technique in which models show their reasoning process step
by step before giving a final answer.

Code of Practice: The guidelines for GPAI providers established under the EU AI Act.

Construct validity: How well the experimental setting is designed in relation to the research
claim.

Elicitation: Methods to extract or reveal Al model capabilities (e.g., fine-tuning, scaffolding,
prompt engineering).

External validity: The extent to which evaluation results can be used as a proxy for model
behavior outside the evaluation environment.

Fine-tuning: Further training a pretrained model on a more specific dataset for particular tasks
or behaviors.

General-purpose Al: Al systems designed to perform a wide variety of functions in various
contexts.

GPALI evaluations: Empirical assessments of components, capabilities, behavior, and effects of
GPALI systems.

GPAI Evaluation Standards Task Force: Our proposed EU body of independent researchers to
maintain and update GPAI evaluation standards.
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Human uplift studies: A research methodology that assesses how Al systems enhance human
performance on specific tasks, measuring the degree to which humans perform better using Al
assistance compared with working independently.

Internal validity: The extent to which evaluation results represent truth in the evaluation setting,
not methodological artifacts.

Misalignment: When an Al system’s behavior deviates from intended goals and values.
Misuse: The intentional use of Al systems for harmful purposes.

Portability: The ability to consistently implement and assess GPAI evaluations across different
institutions and environments.

Red teaming: A process in which individuals attempt to find flaws, vulnerabilities, or harmful
behaviors in Al systems.

Reproducibility: The ability to obtain consistent evaluation results using the same inputs,
methods, code, and conditions.

Risk Taxonomy: The comprehensive classification and enumeration of systemic risks posed by
GPALI systems.

Systemic risk: Risks affecting entire systems, sectors, or societies (e.g., cyberattacks,
disinformation, loss of control); for example, powerful models could cause serious accidents or
be misused for far-reaching cyberattacks, and many individuals could be affected if a model
propagates harmful biases across many applications.

Train-test contamination: When information from test data leaks into training data,
compromising evaluation validity.

White-box access: Full access to an Al model’s internal components, parameters, and
architecture.
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