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About This Paper

In this paper, the authors assess the convergence of trends in robotics and frontier artificial
intelligence (AI) systems, particularly the exacerbated national security risk that results from the
potential for the proliferation of robotic embodiments of artificial general intelligence (AGI).
Although the benefits of advanced robotic capabilities are likely to outweigh their associated risks in
many contexts, the authors explore how the combination of AGI with robots that feature high
mobility and dexterous manipulation could introduce significant systemic vulnerabilities.
Policymakers face challenges in balancing the need for safety and security with economic
competitiveness because there are no straightforward regulatory options that effectively limit risky
combinations of capabilities without hindering innovation. To conclude, the authors stress the urgent
need to proactively address this issue now rather than waiting until the technologies are fully deployed
to ensure responsible governance and risk management in the evolving landscape of robotics and AL

This paper is intended for policymakers and general audiences to inform them about potential
risks at the convergence of advanced robotics and artificial intelligence.
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Summary

The convergence of trends in robotics and frontier artificial intelligence (AI) systems threatens to
exacerbate the risks to national security that result from the potential proliferation of robotic
embodiments of artificial general intelligence (AGI). Although the benefits of advanced robotic
capabilities likely outweigh their associated risks, the combination of AGI with robots that feature
high mobility and dexterous manipulation could introduce significant systemic vulnerabilities.
Policymakers must balance the need for safety and security with economic competitiveness, which is
particularly difficult when there are no straightforward regulatory options that effectively limit risky
combinations of capabilities without hindering innovation. However, proactively addressing this issue
now rather than waiting until the technologies are fully deployed is necessary to ensure responsible
governance and risk management in the evolving landscape of robotics and Al

Key Takeaways

e DPolicymakers should prepare for converging trends in robotics and frontier AI technology and
markets: There is the possibility that millions of proliferated robots are a software update
away from embodying Al-enabled adversaries.

e In most contexts, robotic capabilities will likely provide benefits that outweigh risks, and
existing best practices for cyber-physical systems—if properly applied—could mitigate these
risks.

e The combination of AGI and robots with high levels of mobility, dexterous manipulation, and
onboard compute could create a systemic vulnerability. Proactive effort is needed to address
this vulnerability and mitigate the potential risks arising from the proliferation of advanced Al
and generally capable robots.

e Although policymakers might consider banning some combinations of capabilities for civilian
use, there are few—if any—comprehensive “no regrets” options that restrict combinations of
robotic capabilities without jeopardizing economic competitiveness.

e The most effective way to address risk is to design robots for safety from the beginning, bias
robotic design toward specialization, mandate specified levels of security, and ban
combinations of capabilities that pose excessive risks.

e The United States might also consider options to defend the U.S. robotics industrial base and
counter Chinese efforts to dominate the robotics ecosystem. Chinese dominance of this critical
emerging technology would amplify national security risks.

e Institutional structures will be needed to manage risk. Any regulation of robotic platforms will
involve managing the trade-off between risks from proliferated robotic capabilities and the
economic benefits of those capabilities.



e The time to begin designing and building these institutional governance frameworks is now;
after the technology arrives, it is likely too late.
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Averting a Robot Catastrophe:
Preparing for Converging Trends in
Robotics and Frontier Al

Millions of robots are in use around the world today, including autonomous automobiles, drones,
and household and business robots. These robots can be thought of as the arms and legs of a cyber-
physical body, and their numbers are projected to increase significantly in the 2020s. The brains of
that body could eventually be the artificial intelligence (AI) tools that give robots their instructions.
More than 300 million people used AI tools every month in 2024, and their numbers are expected to
double by 2028 (Statista, 2024).

In this paper, we assess the systemic risks that integrating robots with artificial general intelligence
(AGI) could create. Both the global number of Al tool users and the robots of all types that might
embody Al agents dwarf the size of the U.S. federal civilian and military workforce (Figure 1). The
consequences of this imbalance could be severe: The officials charged with overseeing, regulating, and
protecting us from potential harms will be vastly outnumbered by the robotic platforms operating in
the United States. If an adversary were able to employ Al to assert control over these platforms at
scale, it would create the potential for a catastrophic attack on the United States.

Soon, human users might have even more-capable Al tools available to them. Sam Altman, the
CEO of OpenAl, has projected that AGI—a form of AI that is capable of performing any intellectual
task that a human can do—could be achieved before 2030 (Okemwa, 2024); however, surveys of Al
researchers indicate that AGI might be more distant, and there is no expert consensus on the timelines
for AGI (Association for the Advancement of Artificial Intelligence, 2025). A lack of consensus on
timelines notwithstanding, AGI tools might one day be used to create myriad powerful Al agents to
assist them. Figure 1 depicts the total number of potential robotic embodiments for AI agents that
might exist this decade.



Figure 1. Global Projections of Robots and Al Users
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SOURCES: Features data from Wilson, 2023; Munves, 2024a; Munves, 2024b; Goldman Sachs, 2024; Statista,
undated; Statista, 2024; ABI Research, undated; ABI Research, 2024.

NOTE: We calculated the values shown by combining data from the listed sources. We aggregated data on the
autonomous mobile robot market, autonomous vehicle sales, and the volume of drone sales to describe the total
number of robots. The U.S. federal civilian and military workforce description was calculated by combining data from
reports on federal civilian employment and the U.S. active-duty military and reserve components.

The advancement of frontier Al capabilities involves increasing the size of neural networks, using
larger datasets, and leveraging more-powerful computational resources, which collectively contribute
to improved learning and generalization. As models grow in complexity and size, they exhibit a greater
ability to understand and generate humanlike text, recognize patterns, and perform a wide variety of
tasks across domains. These increased abilities have been particularly evident in recent iterations of
large language and multimodal machine learning models, which have reshaped the landscape of AI
applications (Brown et al., 2020).

Researchers have also created robotics foundation models— Al models that combine multiple types
of data, including text and images, to pretrain robots (Peel et al., 2024). The successes seen from
scaling up Al models for computer vision and natural language processing could extend to large
robotics foundation models (Kumar, 2024). Many problems remain to be solved in making robotics
foundation models practical, but it is plausible that a generally capable, AGI-enabled robot could be
created in the near future. At the same time, there is a dynamic and growing market for humanoid
robots, and they are often described as a critical way to manage forecasted workforce shortages in the
United States and elsewhere. The Special Competitive Studies Program suggests that “widespread
deployment of humanoids within the next decade appears increasingly feasible” and that thereis a
nascent international race toward the mass manufacturing of general-purpose, humanoid robots
(Special Competitive Studies Program, 2024). Moreover, we are likely to see a continuing



proliferation of robots that are more narrowly tailored to specific applications (both in terms of the
physical hardware and the onboard AI).

If AGI is created in the future, how many robotic bodies might be available for Al agents to
interact physically with the world? What would the consequences be if Al agents and the humans who
used them had the capacity to generally interact with the physical world through robotic embodiments
of many kinds?

One does not need to invoke science fiction tropes to deduce that the combination of these two
trends could pose a systemic vulnerability to the United States’ national security, if not humanity.
Robots are cyber-physical systems. Their digital components and operating systems are potentially
vulnerable to adversarial hacking and control, and an adversary might then have the capacity to carry
out a wide variety of consequential actions in the physical world. The more extensive the capabilities of
the robots, the more consequential adversarial actions could be. The possibility that AGI could
enhance adversarial capabilities to hack digital systems and control many physical systems in a scalable
way compounds the risk. If existing trends continue, the combination of proliferated robotic platforms
and highly capable, agentic Al tools could create a new, highly consequential attack surface for the
United States.

Threat Description

Robotic systems work in homes and public places, guide automobiles and delivery vehicles, and fly
drones—such as those that spray crops or deliver packages. How might their abilities amplify the
consequences of malicious behaviors? It may be possible to send malicious instructions—beyond
merely downloading malicious software code—to future robots to compromise their Al control
systems and then exploit them for criminal or violent purposes.

This situation would create the equivalent of a robotics insider threat in a variety of situations.'
For example, humanoid robots might threaten or attack individuals in their homes or public places.
Autonomous automobiles could be disabled to create traffic jams or be instructed to cause collisions.
Larger vehicles might be hijacked and loaded with explosives to attack concentrations of people or
vulnerable infrastructure, such as petroleum refineries or natural gas storage facilities. Large drones
may be able to cause damage simply by crashing into crowds or vulnerable sites, and their lethality
could be increased by loading them with explosives.

Who might employ such threats? Individual bad actors might exploit compromised robots to
commit crimes at lower personal risk of injury or identification (Table 1). Existing anonymous digital
threats could become physical if AGI “robot hijacker for hire” agents are invented. Home or office
robots might be commanded to intimidate or assault a targeted person. Automobiles might be
hijacked with a targeted individual or their family members inside. Drones could stalk individuals
when they leave their homes or places of work or anytime they are in public. Such robotic “tails” might
be intimidating; the addition of a weapon could make them lethal.

! The threat landscape we consider focuses on the potential for these insider threats from robotics. The potential for an adversary
nation to produce indigenously and deploy Al-driven robotic platforms in warfare is a threat that is outside the scope of this

paper.



Table 1. Potential Effects of Human—AGI Robotics Threats

Considerable
Threat Intimidation Violence Damage Catastrophic Damage

Adversary states Stalk or threaten key Continuing campaign Human-Al-robot Human-Al-robot general

leaders, personnel,  of violence insurgency warfare
and their family campaign
members
Organized groups Stalk or threaten Series of assaults Human-Al-robot Multiple mass-casualty
of bad actors opposing groups terror campaign events
Individual bad Stalk individuals and Lone or sporadic Mass-casualty —
actors family members, assaults event

extort money

Organized groups of bad actors might seek to commit such crimes at scale to intimidate groups of
people, extort money, or commit acts of terror. A steady stream of physical assaults could cause
considerable damage if hijacked robots enable anonymous terror campaigns among opposing social,
political, or ethnic groups.

The most-catastrophic scenarios involve state or state-like actors employing AGI-driven robots to
carry out attacks at scale. Activating a kind of robotics insurgency, highly capable adversaries or
misaligned AGI could coordinate large-scale attacks to destroy critical infrastructure, impede the
deployment of military forces, and inflict physical and psychological harm on the United States. For
example, an attack against the ports of Long Beach and Los Angeles might begin with robots,
autonomous ground vehicles, and drones delivering explosives onto the hundreds of oil and gas storage
tanks that are concentrated in the area. Autonomous vehicles could block highways and the arrival of
emergency services, and autonomous locomotives could block railway access to the ports.

Such a coordinated attack could have several effects. First, the 1 million people working or living
in the area would be at direct risk of exposure to the blast, fire, or hazardous chemical effects of the
attacks. Second, a significant portion of the nation’s petroleum refining and distribution capacity
would be damaged, and one-third of the nation’s container shipping capacity would be disrupted
(Curtis, 2024). Third, the trust established with AGI and robotic systems would be shattered. A
massive effort would be required to identify the security and safety failures that enabled the attacks
and to restore trust in robots. In the meantime, the trained humans needed to repair and restore
infrastructure services might be in short supply if many of these tasks have been taken up by robots.

In many ways, AGI-driven robots can share characteristics of the “loss of control” risks inherent to
virtual, agentic AI (Bengio, 2023). OpenAl describes the “agenticness” of an AI model as an “impact
multiplier” (Shavit et al., 2023). Al models can increasingly take input and interact with the world in a
generalized way—although often with unexpected or harmful consequences (Zittrain, 2024). The
consequences of loss of control would be further amplified if an AI agent were embodied and able to
influence the physical world with its generalized capabilities. The agent could constitute a robotics
insider threat in any location where it was used, potentially allowing an attacker to be one software
update or hack away from remotely executing a wide variety of actions in the physical world. A
sophisticated adversary—e.g., a nation-state or even a rogue AGI agent—could conceivably exploit a



vulnerability common to many robots to issue malicious instructions that would be carried out with
intelligent autonomy, which could allow an attacker to use proliferated robotic platforms to execute a
wide-ranging attack on the United States—both to disrupt and to destroy infrastructure and terrorize
citizens.

Finally, we consider the threat arising specifically from China. Risks may be amplified if Chinese
firms become the major suppliers of critical robotic platforms to the United States. Although the
market for humanoid robotics is still nascent, many of the existing market leaders in humanoid robots
are based in China (Koetsier, 2025). China “identifies humanoid robots as a key area for technological
competition and calls for China to establish a world-class innovative ecosystem for humanoid robots
by 2025”; China also deploys government resources to promote Chinese development of this critical
emerging technology (U.S.-China Economic and Security Review Commission, 2024, p. 3). China’s
dominance of the robotics ecosystem would create a risk to U.S. competitiveness in robotics, which
could lead to dependence on Chinese robotics firms for this critical dual-use technology (Britt and
Helberg, 2024). In addition to the economic risks, China’s dominance would create a host of national
security risks tied to the threat vectors that we have described. China might have robot insider threats,
at scale, that enable covert surveillance and espionage, sabotage and physical threats, and new vectors
for cyberattacks.

Robotics Risk Management Framework

As one option to avoid mass harm from hijacked robots, we outline a high-level framework for
understanding and managing such risks (see Figure 2). We conceptualize the security of robotic
systems as a pyramid in which each succeeding level describes a category of risk mitigation measures.
Developing secure robot systems will require interventions at the three main layers of the pyramid.

Figure 2. Risk-Management Pyramid for Robotic Systems

As a first step, robotic systems should be designed for safety from the beginning.> This approach
includes ensuring that the physical designs of robots, autonomous vehicles, and aerial drones enable

2 This principle applies primarily to responsible actors in the robotics ecosystem. As we will discuss, in the context of capability
restrictions and regulations, additional measures would be needed to ensure protections against irresponsible or malicious actors.



them to operate safely in a variety of traffic and environmental conditions in the presence of humans
and other robots. Software systems should be reliable, robust against physical damage and
programming glitches, and able to degrade gracefully in case of a major malfunction. Careful design of
the overarching systems architecture will also be important. If the robot is no longer able to function,
the software should guide the robot to a place where it can safely remain until retrieved—e.g., in a
designated corner of a room, at the side of a roadway, or at a landing area. Moreover, human-
monitoring should be integrated at crucial points in each hazardous operation to ensure that it is
proceeding safely.

Once the robots, and the systems they operate within, have been designed for safety, they will need
to meet important security regulations. Physical security should, to the extent that is possible, prevent
tampering by malicious actors who seek to sabotage safety features, add dangerous equipment, or gain
physical access to control systems so as to override their programming. Cybersecurity should seek to
prevent the many forms of hacking that are, as of this writing, prevalent, as well as the new forms that
AGI will likely enable. A substantial body of helpful procedures for cyber- and cyber-physical security
risk management have been developed by communities of researchers and practitioners (see, e.g.,
Humayed et al., 2017; National Institute of Standards and Technology, 2017; Stouffer et al., 2023;
Yaacoub et al., 2020).

The pinnacle of the pyramid concerns the tools that are available to incentivize good designs and
user behaviors, disincentivize misuse, and prevent national security threats through law and
regulation. These tools include liability regimes for manufacturers and vendors, voluntary and
mandatory safety and security standards for robotic platforms, statutes governing the use of robotic
platforms, and even explicit bans on the highest-risk operations or combinations of robotic features.
All manufacturers—especially foreign companies—might also be required to adhere to certain
standards and statutes before their platforms are allowed to be sold and operate in the United States.
Other tools might include some of the exemplar risk management tools described in the following box,
such as mandates on certain safety functions and bans on other functions.

An example of the pinnacle of the pyramid is that completely autonomous end-to-end operations
that manufacture, assemble, and deliver hazardous materials could be banned if economic or social
benefits cannot justify the extreme risks. Similarly, civilian or commercial robots could be banned
from carrying weapons. Additionally, narrower bans might be necessary—such as large, autonomous
drones that are capable of causing great damage by crashing into buildings, crowds, or hazardous
storage sites. Robot keep-out zones may also need to be established around especially vulnerable sites
and human populations. Finally, the worst-case scenarios for national security might involve robots
with mobility, dexterous manipulation functions, and onboard computing that is able to accommodate
AGI models. The proliferation of robots with this combination of capabilities would be economically
valuable but could potentially pose a catastrophic risk to national security. Such robots might be one
software update or hack away from creating a kind of robot insurgency in which adversaries with AGI
capabilities are able to interact generally with the world through robotic embodiments and cause a
wide variety of potential harms. Such robots might need to be banned in some sensitive contexts or
regulated carefully to mitigate broad national security risk.



Exemplar Risk Management Policies

This box describes exemplar policies or restrictions for context-dependent risk mitigation for mobile robots.
Actual implementation would require careful consideration of real-world challenges and trade-offs.

e Ban AGI in robot controllers. AGI could be prohibited in the operating systems that control mobile
robots, autonomous vehicles, and aerial drones to prevent noncompliant and impermissible behaviors.
Instead, these operating systems would use artificial narrow intelligence (ANI) specialized for navigation
and task accomplishment. The onboard ANI could be generated by an AGI large behavior model or
other deep learning network model and be designed to find solutions to unexpected situations, such as
rerouting to avoid obstacles or hazards.

e Ban AGI from creating or downloading robot controllers. AGI could also be prohibited from either
building or downloading robot controllers without direct human authorization and supervision. This
would help prevent AGI from indoctrinating or reprogramming robots in an impermissible manner.

e Ban wireless reception except from authorized control sources. Wireless connections could be
prohibited with mobile robots, autonomous vehicles, and aerial drones to prevent them from being
hijacked during their operations. One safety exception would be an encrypted communications channel
dedicated to an authorized human controller or overwatch authority. A convenience exception could be
made for humans riding in an autonomous automobile and unconnected to vehicle systems.

e Limit robotic speed, range of motion, and torque. For some applications, the speed, range of motion,
and torque of robots could be limited to avoid hurting humans or destroying objects. For example,
gardening and housekeeping robot speed could be limited to mitigate the hazards of running into
humans. Elder-care robots might have limited range of motion and grip strength to prevent them from
pinching humans during lifting tasks.

e Mandate software updates at authorized wired charging stations. Robots could be limited to receiving
software updates only when at rest and physically wired to authorized charging stations, which would
have several beneficial effects: First, this limitation would ensure that regular updates were performed,
as well as urgent updates needed to patch zero-day exploits. Second, it would ensure that no updates
were performed during a robot’s operations—mitigating potential harms from any glitches resulting from
the update. Third, it would limit the risk of unauthorized agents hijacking the robot or injecting malware
during an update.

e Mandate secure wireless access for authorized human control. Robots could be required to have a
secure, encrypted wireless connection that is accessible only by authorized human controllers. This
would allow humans to safely direct robots away from hazards in a similar manner to how air traffic
control directs airline pilots. Human intervention could be part of a robot’s normal control functions or
part of an overwatch that is established to safely control robots that are malfunctioning, wandering close
to hazards, or hijacked.

e Mandate wireless receivers for keep-away and geofence transmissions. Mobile robots could be
required to have wireless receivers attached that respond to specialized radio emitters. These emitters
would broadcast a signal that warns the robots to maintain some separation to avoid a collision or other
contact. For example, drones might be ordered to avoid flying near other aircraft or close to vulnerable
fixed facilities, such as oil refineries or oil and gas storage sites.

e Mandate wireless safe-shutdown modes and receivers. Although malfunctioning robots wandering into
a crowded pedestrian plaza could simply stop in place and wait until a path is clear, drones might need
a place to safely land. If no such place exists, drones need a place they can crash that will not risk loss of
life or destruction of critical infrastructure. This suggests a need for a hierarchy of safe shutdown modes
for robots while malfunctioning: Most important, avoid humans. Second, avoid critical infrastructure.
Third, move to a safe-shutdown area to await repair. The keep-away receiver mentioned above might
also function to tell robots where they can safely go to shut down.

e Mandate a status update beacon. Robots could be required to announce their location and status to
humans, other robots, and authorized overwatch systems in their proximity. The purpose would be to
confirm that approaching robots are harmless. Robots in warehouses might use lights and auditory
signals. Autonomous vehicles or drones might also broadcast a beacon that could be received by
authorized controllers.



Context-Dependent Restrictions on Capability

Risk can often be effectively mitigated by limiting the capabilities of robots. Some imagine that
robots of the future will be general—rather than specialized—systems, as seen in the recent attention
and investment into humanoid robots, which are the epitome of a general system (Demaitre, 2024;
Special Competitive Studies Program, 2024). However, the ability to execute general actions in the
world means that, if hacked, the potential scope of malicious actions becomes much larger. Therefore,
general-purpose robots present greater risks than specialized systems.

One of the challenges with implementing the legal tools at the top of the pyramid is that thereis a
significant trade-off between risk mitigation and economic utility that must be managed when banning
or otherwise restricting robotic capabilities. Much like the agenticness of Al systems, robotic
capabilities are impact multipliers. As the capability of a robotic platform increases, both its utility
(e.g., to the economy and society) and potential to inflict harm increase as well. The same capabilities
that are useful to an intended user can also be exploited by potential attackers. Robots with high
mobility, dexterous manipulation capabilities, and onboard AGI make them capable of completely
autonomous operations that could be highly beneficial while also posing a significant threat. Such
robots could be key enablers of the worst-case scenarios described in this paper if hijacked en masse
and redirected for a nefarious purpose before human authorities could regain control. Therefore,
restrictions on capability should usually be context-dependent.

The layers of the risk mitigation pyramid can help inform capability- and context-dependent
restrictions, as shown in Figure 3. Robots at the low end of the capability spectrum—those specialized
for a task—should be permissible with only a few exceptions and the minimum number of regulations.

Figure 3. Capability- and Context-Dependent Risk Management
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For example, robots specialized for vacuuming floors or providing other routine services should
usually be allowed in homes and offices. Additional regulations might be needed if these robots were



employed to work closely with vulnerable humans or in sensitive facilities, such as a military base.
However, they should be banned from exceptionally critical sites, such as military command and
control centers and the Oval Office. At such sites, the possibilities of robotic espionage and sabotage
far outweigh the limited labor efficiencies that might be achieved.

In all but the most sensitive combinations of capabilities and contexts, however, broad bans on
robots are not likely to be desirable or feasible. Even when bans and regulations are viewed as
desirable, they are often fraught with practical challenges. Challenges associated with bans have been
discussed previously in the context of lethal autonomous weapon systems, and many of the same
lessons might apply here (Crootof, 2015). We will highlight two related potential limitations on
successful restrictions on robotic capabilities. First, for bans to be successful, there must be agreement
on whether the restrictions are necessary. Risks to human safety and national security must be
balanced against the economic benefits of highly capable robots performing a broad array of tasks. In
most cases, the expected utility of robots might outweigh the risks, and an agreement between
stakeholders must be reached on the desirability of a ban. Second, and related to the first limitation,
enforcing and verifying compliance with a ban would be difficult. Rogue or malicious actors might
purposefully build systems that are noncompliant with the ban’s intent. Depending on the scale of the
violation and the number of systems produced, such noncompliance might present significant
challenges for auditing and inspection to ensure compliance. Even legitimate actors that comply with
the ban might design systems in such a way that they meet the strict definition of a ban while
sidestepping the ban’s intent. Given the high number of robotic systems that are likely to be deployed,
audit and inspection regimes might be difficult to scale.

An important design principle could be to include only the hardware and software features that
are necessary to accomplish the envisioned use case. We draw this general idea from the principle of
least functionality in cybersecurity: that the risk of a malfunctioning or hijacked system can be reduced
if its functionality does not enable it to cause significant harm in the first place (National Institute of
Standards and Technology, 2020). When introducing a robot to a new context or use case, the
expectation is that robotic capability should be minimized, and any additional capability should be
justified. As capabilities are expanded, regulators should then require justification for why a capability
must be added, which would likely require the creation of standards and best practices for responsible
actors and testing and evaluation capabilities, especially for systems produced by foreign entities.

Implementation of this principle could look like choosing hardware components based on task
requirements (e.g., do not add extra sensors if they are not necessary for functionality, or choose speed
and torque requirements based on the specific tasks that the robotic system will execute). Physical
design includes choices about the morphology of the robot, such as limiting degrees of freedom or not
designing a robot with manipulators if it does not need to do any manipulation tasks. Physical design
also includes such choices as computational power—including to provide the system with only the
processing power necessary to execute desired functions. Limitations enabled by physical design shrink
potential attack surfaces and reduce the ability to cause harm: A hacked Roomba is much less capable
of causing harm than a hacked humanoid robot. A robot without the onboard compute hardware
needed to run a large AGI model is likely less useful to an AGI-enabled adversary.

As robotic capabilities increase, outright all-context bans on certain combinations of robotic
capabilities might be necessary to avoid the worst harms. For example, the production and sale of



weaponized, generally capable, AGI-enabled robots should be banned in all civilian contexts, even if
they are allowed for military use cases. The proliferation of such robots would amplify the potential
consequences of an attacker assuming control of the robotic platform.

The Time to Act Is Now

We assert that, unlike many other cyber-physical systems in which connectivity has often been
layered onto legacy communications channels and control systems (Humayed et al., 2017; National
Institute of Standards and Technology, 2017), the robotics ecosystem—especially the co-evolution of
robotics and Al control—is still nascent and can be effectively shaped to ensure the United States’
safety, security, and competitiveness. It is imperative that this work begin now, however, to proactively
shape the ecosystem while it is still relatively easy and inexpensive to change designs, standards, and
system architectures. As robots proliferate, these systems and the practices and expectations of their
users may become more embedded and harder to change. Moreover, Al systems are likely to continue
to become more capable and agentic over time, and the proliferation of robotic bodies, which will
allow these systems and their human users to affect the physical world, will greatly amplify the risks
associated with AL. We should not wait for a catastrophe or a near miss to address this risk.

As robotics and Al technologies advance and proliferate, creating governance frameworks to
implement the risk management approaches described in this paper becomes imperative. Effectively
using these frameworks requires the establishment of dedicated institutional structures and authorities
that can oversee deployment and implementation. These frameworks will not only facilitate the use of
risk-management tools but also ensure accountability and transparency in the decisionmaking
processes surrounding robotic technologies.

Historical precedents highlight the importance of establishing such institutional frameworks. For
example, the Federal Aviation Administration, the National Transportation Safety Board, and the
Transportation Security Administration were crucial mechanisms for managing risks in the aviation
sector and ensuring trust, safety, and security in air travel. Similarly, financial regulation has evolved to
address systemic risks within the financial industry, demonstrating that proactive measures are
necessary to protect public interests against potential systemic threats to critical societal functions.
These examples are imperfect, but they illustrate how dedicated authorities can effectively manage
complex systems and enhance safety through structured oversight.

In light of these lessons, it is imperative for policymakers to prioritize the planning and creation of
institutional mechanisms that can address the unique challenges posed by the integration of robotics
and Al By proactively managing risks and establishing clear regulatory frameworks, policymakers can
shape the nascent robotics ecosystem in a way that minimizes national security threats while fostering
innovation and economic competitiveness. This strategic approach will not only enhance public safety
but also contribute to the development of a resilient technological landscape that can adapt to the
evolving capabilities of robotics and AL

We suggest that the United States might explore the following courses of action to mitigate the
national security risks from robotics.

Evaluate the trade-off between economic growth and security that is inherent to the context-
dependent restrictions on robotic capabilities. Certain robotic capabilities might be legally restricted
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in sensitive contexts in the interest of national security, but such restrictions will carry significant
economic trade-offs that must be considered. Policymakers might consider how institutional
frameworks can be designed to evaluate this trade-off and promote both national security and
economic competitiveness for U.S. robotics manufacturers in future policymaking decisions.
Consider options to defend the U.S. robotics industrial base and counter Chinese efforts to
dominate the robotics ecosystem. National security risks from robots are amplified in a world in
which China dominates the international robotics ecosystem, crowding out U.S. robotics
manufacturers and controlling robotics standards and supply chains. The United States might
consider measures to secure supply chains, boost U.S. involvement in robotics standards, build
domestic capacity and innovation in robotics, prevent export of sensitive technology, track progress
toward integrating robotics with advanced Al and monitor Chinese investment in U.S. robotics firms.

Conclusion

Converging trends in robotics and Al present a new and potentially profound challenge to the
safety of individuals and—in the worst cases—the security of the United States and possibly
humanity. Although the most-effective strategy to mitigate these risks is to restrict the proliferation of
certain robotic capabilities—particularly those associated with highly capable, mobile robotic
platforms—this approach is fraught with economic trade-offs. There are likely few—if any—options
for mitigating risk from robotics by restricting or eliminating combinations of robotic capabilities in all
potential contexts that would not have a meaningful trade-off. Policymakers must grapple with the
reality that the most-advanced robotic systems often provide substantial economic benefits, which
makes the decision to impose restrictions a complex balancing act between national security and
economic utility.

However, if security risks increase with the growing capability of Al and the proliferation of
robots, then policymakers will likely not regret addressing them sooner rather than later. Taking
proactive steps to regulate robots to manage national security risk while fostering an innovative U.S.
robotics ecosystem will be beneficial, whatever the future technological development of robots and Al
looks like.

Given the inevitability of the production and deployment of highly capable robots across various
contexts, it is crucial to establish robust institutions and frameworks that can effectively manage the
associated risks. As the robotics ecosystem continues to evolve, there is a unique opportunity to shape
its development in ways that prioritize both national security and economic opportunity. By
proactively addressing these challenges and fostering a regulatory environment that encourages
responsible innovation, policymakers can help ensure that the benefits of robotics and Al are realized
while minimizing potential threats to national security. Ultimately, the path forward will require
careful consideration, collaboration, and strategic foresight to navigate the intricate landscape of
emerging technologies.
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