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Finding Common Ground
N AGI Strategy Debates

A Diagnosis and Prescription

ebate about the trajectory and consequences of powerful artificial

intelligence (AI) includes competing perspectives from those who see

AT as an existential threat, those skeptical of transformative timelines,

and those who view rapid Al advancement as an imperative.! But these
debates often obscure a more fundamental question: What ultimately is at stake
and what must we do?

In this paper, we offer a diagnosis and prescription for strategies for a world
with powerful AT or artificial general intelligence (AGI) that provide a foundation
for a shared conversation. Rather than attempting to define AGI or resolve
technological or philosophical disputes, we seek to articulate the concepts needed to
enable development and evaluation of coherent geopolitical strategies.

Our central claim is straightforward: Humanity must preserve its survival,
capacity for meaningful agency, and strategic optionality. And to do so, it
must build two interdependent components: an ecosystem enabling human-AI
coexistence where humans retain meaningful agency, and a global security '
architecture that maintains enough stability among competing actors to make
building that ecosystem possible.?


https://www.rand.org/pubs/perspectives/PEA4448-1.html
https://www.rand.org/

Humanity must preserve its survival, capacity for
meaningful agency, and strategic optionality.

Diagnosis: What AGI Means for
Humanity

AGI as an Inflection Point

We start from the premise that the possible emergence

of AGI is an inflection point, or a technology capable of
reshaping the trajectory of civilization. As with the agri-
cultural revolution, the industrial revolution, and nuclear
weapons, transformative AI could reorder economies, poli-
ties, and the global balance of power.?

Previous inflection points increased material wealth
and human capabilities, but they posed new risks. As
hunter-gatherers became farmers during the agricultural
revolution, overall productivity rose, yet individual health
and well-being often declined.* Industrialization shifted
political and economic influence from landowners to
industrial capitalists, and nuclear weapons forced human-
ity to confront its own capacity for self-destruction.

Similarly, AGI could transform societies by automating
labor, concentrating power among those who control the
most-capable systems, shifting geopolitical dynamics, and
introducing threats that can jeopardize our physical sur-
vival and our ability to retain agency over our future.

What Do We Mean by Survival and
Agency?

Survival is more than biological persistence; it implies
maintaining a viable population, genetic diversity, and
technological capacity across millennia.® But survival with-
out freedom of choice and purpose would not constitute
human well-being or flourishing. Agency—the capacity to
choose and pursue what one values—is what gives meaning
to survival.

Agency operates at multiple levels:

o At the individual level, it is the ability to set goals,
act intentionally, and make meaning and purpose.

o At the societal level, it is the capacity to maintain
collective control over shared institutions and
resources and preserve optionality in the face of
irreversible technological or political lock-in.”

At a minimum, preserving agency requires maintain-
ing certain irreducible capacities: the ability to understand
one’s situation, the ability to deliberate and form inten-
tions, the ability to act on those intentions, and the ability
to revise course when circumstances change.®

Despite fundamental disagreements about ethics,
politics, and what constitutes the good life—and despite
the fact that individuals and societies may reasonably
differ about how much agency they are willing to trade




for other goods—human agency functions as common
ground across otherwise incompatible worldviews. We

do not claim that all must value agency identically, but
that some meaningful capacity for self-determination is

a precondition for pursuing any conception of the good
life. In Rawls’s terms, agency operates as an “overlapping
consensus’—a principle that adherents of diverse compre-
hensive doctrines, in both Western and Eastern traditions,
can endorse from within their own value systems.’

In strategy development, human agency operates as an
often implicit yet minimal condition under uncertainty,
allowing us to adapt our strategy as circumstances change
or initial assumptions no longer hold. It requires maintain-
ing the capacity to develop or implement policy options
across an uncertain future.!

More concretely, individual-level agency means that
humans possess both the capacity for self-reflection and
a social environment that empowers them to reflectively
endorse their own preferences.!! This allows us to make
choices an AT might not recommend, such as devoting
years to mastering a craft that Als could perform more
efficiently. At the societal level, it means it is up to humans
and not Als how to shape the physical environment, such
as whether to bulldoze Central Park to turn it into a data
center or turn playgrounds into sensor arrays.!2

What Are the Threats to Survival and
Agency?

Powerful Als introduce multiple threats that are both rap-
idly emerging and gradually accumulating.!?

Survival risks include rogue Als pursuing misaligned
objectives,'* Al-enabled bioweapons, artificial or synthetic
life that disrupts planetary ecology,'® and conflicts among
Al-powered nations spiraling out of control.!®

Agency risks include totalitarianism enhanced by
Al surveillance,” the incremental disempowerment of
humans as Als assume decisionmaking roles in the econ-
omy and society,'® and the atrophy of critical reasoning and
social connection as cognition is outsourced to Als."”

These dangers need not appear suddenly; they may
accumulate until humanity finds itself alive but no longer
self-determining, perhaps living comfortably but unable to
alter its situation.

The development of powerful Als creates a dilemma:
Slowing AI development could delay immense benefits,?
but racing ahead could provoke these or other catastrophes
or dystopias. Our diagnosis reframes this tension: Rather
than debating the rate of AI progress and deployment, any
strategy (whether it favors acceleration or caution) must
demonstrate that it preserves a sufficient level of human
agency and choice to, at minimum, allow course cor-
rection. Neglecting foundational threats to survival and
agency ensures that the benefits of AI will either be unreal-
ized or will trap us in a reality we cannot change.




Prescription: How Humans Survive
and Maintain Agency

Humanity can survive with agency if, and only if, it builds
two interdependent structures:

A. an ecosystem where humans and Als coexist while
preserving human agency

B. aglobal security architecture that maintains sta-
bility among the actors developing that ecosystem.

A. Building the Ecosystem

The ecosystem encompasses not just Al systems but also
the digital, institutional, and physical environments
within which they operate. The ecosystem’s purpose is to
create conditions for coexistence such that Als might help
humans flourish according to their own values without
replacing the sources of choice and meaning.

Building this ecosystem requires a broad set of institu-
tions pursuing a portfolio approach. Technical approaches,
including research in alignment, safety, interpretability,
control, and evaluation, are crucial but insufficient.?! Per-
fect alignment cannot be guaranteed, and technical fixes
alone cannot preserve agency within flawed institutions or
adversarial political systems.

Technical approaches will need to be complemented
with institutional and social adaptation. Political systems
must preserve legitimacy and the social contract as AI
disrupts economies and political discourse.?? Humans
must maintain the cognitive capacities that support
self-determination, such as critical reflection, moral rea-
soning, social engagement, and creativity.?*

The ecosystem might also require coercive measures
on advanced Als, such as containment and shut-down
mechanisms,?* as well as more-cooperative measures, such
as shaping the motivations and incentives of Als so that
they take fundamental steps to support the preservation of
human agency.?®

Crafting and implementing the right strategic portfolio
might be an undertaking of civilizational scale, requiring
the reshaping of infrastructure, laws, markets, and norms
as technology advances. More-coercive interventions that
are effective for early AGIs may not work for artificial
superintelligences, and as Als develop we may be more
reliant on promoting benign motivations or otherwise
ensuring Als have a stake in human well-being. In this way,
preserving human agency depends on the specifics of the
ecosystem humans confront. This reinforces why agency is
not merely one value among many but a precondition for
navigating an uncertain future.

B. Establishing the Global Security
Architecture

We believe that, fundamentally, the global security archi-
tecture must achieve four interrelated objectives:

o Create temporal space. The ecosystem requires
time to develop, because the technical alignment
research, societal adaptation, and institutions
required to develop the ecosystem reform cannot
be rushed. The security architecture must empower
humans and moderate racing dynamics enough to
prevent premature deployment of Al systems with
unresolved risks while creating and maintaining
strategic optionality.2®




o Prevent catastrophic conflict. The possibility of
“decisive strategic advantage” through AT break-
throughs creates pressures for preemptive action.?”
War among Al-developing powers could degrade
or even destroy the physical and institutional infra-
structure needed for ecosystem development, and
more likely impose opportunity costs and foreclose
opportunities to develop the ecosystem. The archi-
tecture must manage these risks.

o Establish minimum viable governance. At a
minimum, international governance might require
shared understanding of the range of risks, as well
as risk-reduction mechanisms that allow verification
and build trust without requiring complete open-
ness or implausible infringements on sovereignty.

o Manage incidents. Al failures, whether from mis-
alignment, misuse, or loss of control, are likely to
occur before governance matures. The architecture
must include protocols for incident response, emer-
gency communication, and coordinated contain-
ment to allow the international community to learn
from each incident and strengthen the ecosystem.?®

Just as the nuclear architecture (arms control agree-
ments, confidence-building measures, crisis communi-
cation hotlines, and shared norms) stabilized Cold War
competition, a comparable structure for AGI must create
baseline cooperation even amid rivalry. Unlike nuclear
weapons, however, Al development is distributed across
private actors and many countries.? So the architecture
cannot rely on bilateral superpower agreements alone but
must engage the broader ecosystem of developers, deploy-
ers, and affected societies. The United States remains an
indispensable actor in AI development, but U.S. strategies

Just as the nuclear
architecture stapilized
Cold War competition, a
comparable structure for
AGI must create baseline
cooperation even amid
rivalry.

must consider the right mix of cooperation and competi-
tion, perhaps accepting that shared exposure to Al risks
creates mutual incentives for cooperation.

Constraints on Strategy

Any viable strategy must accommodate realities rather
than idealized visions. We identify five categories of
constraint:

o Technical realities. Alignment and control may
never be fully solved. Evaluation methods may miss
dangerous capabilities before deployment. This
means that development trajectories will be unpre-
dictable, with breakthroughs possible from multiple
architectural approaches.3’

o Institutional limits. No global authority can
impose Al governance; instead, cooperation must




emerge from mutual interest in the context of a
broader competitive environment. Frontier Al
development is led by private firms responsive to
market pressures, and bureaucratic institutions
struggle to match the pace of AI development.
 Geopolitical constraints. The international system
in which transformative Al is emerging is competi-
tive, contested, and combustible, and these condi-
tions constrain rather than enable the cooperation
this strategy requires. Major power competition—
especially the U.S.-China rivalry—is a significant
force shaping AI development and diffusion.’! Some
states treat Al capability as a zero-sum competi-
tion in which one nation’s gains necessarily come
at another’s expense, with direct national security
implications. Political systems differ on such funda-
mental questions as the acceptable pace of deploy-
ment, the role of private versus state actors, and the
balance between innovation and safety.

 Social and cultural constraints. Limited public
literacy and eroding institutional trust complicate
legitimacy. Fundamental disagreements exist about
what constitutes good human-AI coexistence.
Economic disruption from AI may create political
instability.

o Resource and capability constraints. Compute
and energy infrastructure form both choke points
and vulnerabilities. Technical AI safety expertise
remains scarce relative to need. Political attention
competes with other urgent crises.

These constraints explain why the two-pillar approach
is necessary. Technical constraints mean that we cannot
rely solely on alignment; the ecosystem must include insti-

tutional and social adaptations. Geopolitical constraints
mean that the ecosystem cannot develop without a security
architecture to manage racing dynamics, nonstate actor
risks, and threats that are agnostic to which actor triggered
them. And resource constraints, combined with timeline
uncertainty, mean that both pillars must be built simulta-
neously rather than sequentially; neither can wait for the
other, because each is a precondition for the other’s success.

Strategic Implications

AGTI strategy is a new form of statecraft. Technical align-
ment work, security policy, ethical and social theory, and
institutional design are not separate projects but interde-
pendent instruments of human survival and agency.

Developing the Concepts of Agency and
Optionality

The framework presented here rests on agency as a foun-
dational concept, but it requires further development

to become operational. Agency, as articulated above, is
important at the individual, societal, and civilizational
levels. But what specific capacities must be preserved for
agency to remain meaningful rather than nominal? And
what options must remain open for humanity to retain
genuine strategic choice?

Each of these capacities faces distinct threats from
advanced Al systems, including information environ-
ments saturated with Al-generated content, economic
structures that marginalize human participation, and
political regimes that can dominate with Al-enabled forms
of power. Optionality, similarly, is not merely the absence




of constraints but the preservation of specific strategic
choices. In follow-on work, we will describe in more detail
the types of options that genuine human agency requires.

Agency as a Basis for Geopolitical
Cooperation

The emphasis on agency and optionality is not merely a
Western liberal commitment but a framework capable of
bridging otherwise incompatible worldviews—including
the strategic perspectives of the United States and China.
As described above, preserving agency requires maintain-
ing certain irreducible capacities. Each of these faces dis-
tinct threats from advanced Al systems.

Both the United States and China, despite profound
differences in political systems and values, share an
interest in avoiding futures where their capacity for self-
determination is foreclosed. Neither benefits from AI-
induced catastrophe, uncontrollable AT systems, or a world
order imposed by a rival’s technological dominance. Both
have reason to preserve the option to shape their own Al
trajectories rather than having those trajectories dictated
by racing dynamics or by the other’s unilateral choices.

This may create space for limited cooperation even
amid strategic competition. The security architecture
described above does not require shared values or mutual
trust; it requires only mutual recognition that certain
outcomes—such as civilizational catastrophe or complete
loss of strategic autonomy—would be mutually fatal and
therefore grounds for cooperative efforts to reduce risks
even among sustained and vigorous competition.

The concept of agency provides a normative vocabu-
lary for such arrangements. Both China and the United

Both the United States
and China share an
interest in avoiding futures
where thelr capacity

for self-determination Is
foreclosed.

States have traditions that support preserving national
agency in the face of technological transformation.

China’s emphasis on national rejuvenation and resis-
tance to external domination, and the United States’
emphasis on liberty and self-determination, are not iden-
tical commitments, but they may overlap sufficiently to
enable pragmatic coordination even where broader agree-
ment remains elusive (just as the Soviet Union and the
United States found practical ways to manage nuclear
risks while engaged in a fierce geopolitical and ideological
struggle).

Accommodating Multiple Strategic
Perspectives
This framework is designed to inform strategy from two

distinct vantage points: the view from “nowhere” and the
view from Washington.3?




From a universal perspective, what might be called
humanity’s view, the framework identifies conditions
under which any human future remains viable. It does not
privilege any nation, ideology, or conception of the good
life. It asks only: What must be preserved for humans col-
lectively to retain the capacity to shape their trajectory?

From the perspective of U.S. national strategy, the
same framework identifies U.S. interests and opportunities.
The United States benefits from a world where AI develop-
ment proceeds without catastrophe, where no rival achieves
permanent dominance, and where democratic societies
retain the capacity for self-governance. U.S. leadership in
building the security architecture serves U.S. interests: It
shapes the rules of AI competition, positions the United
States as an indispensable coordinator, and reduces risks
that threaten U.S. security regardless of their origin.

These perspectives are not identical, but they are com-
patible. A U.S. strategy grounded in this framework can
pursue U.S. advantage while contributing to outcomes that
benefit humanity broadly. This reflects the reality that in
Al futures, certain catastrophic outcomes harm all parties,
and preventing such outcomes serves both particular and
universal interests.

Conclusion

Humanity’s theory of victory is not a fixed end state but
the preservation of optionality—the capacity to keep
choosing, adapting, and revising course as technology
evolves and understanding deepens. The two pillars of this
framework—ecosystem and security architecture—are
means to that end, not ends in themselves.

The core contribution here is not a specific policy
prescription but the articulation of shared foundations for
AGI strategy that transcend debates on technological des-
tiny and risk. Survival and agency are not merely values to
be weighed against others; they are preconditions for any
values to be pursued at all. Without survival, there is no
future to shape. Without agency, humans become objects of
history rather than its authors.

This framework obviously does not guarantee suc-
cess. There are severe constraints, deep uncertainties,
and the need for coordination amid competition. But this
framework offers a coherent starting point: a diagnosis that
names what is at stake, a prescription that identifies what
must be built, and a strategic logic that accommodates
both universal human interests and the interests of nations
navigating a transformed world. From this foundation, the
harder work of strategy development can begin.




Notes

' Existential risk perspectives are represented by Yudkowsky and Soares, If Anyone Builds It, Everyone Dies. Accelera-
tionist perspectives are represented by Andreessen, “The Techno-Optimist Manifesto.” Skeptics of the current trajectory
might include Bender and Hanna, The AI Con.

2 This paper is a much shorter version of a longer essay. Further details on the key claims will be published separately.

3 On transformative technologies as inflection points, see, e.g., Drexler, Engines of Creation; and Perez, Technologi-
cal Revolutions and Financial Capital. For Al as a potentially transformative technology, see Pavel et al., How Artificial
General Intelligence Could Affect the Rise and Fall of Nations.

4 See, e.g., Diamond, “The Worst Mistake in the History of the Human Race.” For discussion in the context of Al, see
Wiblin, “Dean Ball on How AI Is a Huge Deal—but We Shouldn’t Regulate It Yet.”

5 Compare this diagnosis with the widely endorsed statement circulated by the Center for AT Safety: “Mitigating the risk
of extinction from Al should be a global priority alongside other societal-scale risks such as pandemics and nuclear war”
(Center for AI Safety, “Statement on AI Risk.”) We also note the important debate about Al as normal technology (see
Narayanan and Kapoor, “AI as Normal Technology”), but we are agnostic on the value of the term normal. In our per-
spective, the term inflection point is more explanatorily useful, because it underscores the possible transformations that
advanced Al portends. As we discuss in the text, there are other historical technologies that have also been inflection
points and have threatened human survival; at least in this way, transformational Al may be viewed as normal. How-
ever, advanced AI might also enable new threats to human survival and agency, and so in this way it may be considered
abnormal.

© For discussion, see, e.g., MacAskill, What We Owe the Future; Ord, The Precipice; and Torres, Human Extinction.
7 Further analysis of agency is the subject of ongoing work with Matt Chessen.

8 'We can look to philosophers and spiritual leaders from across traditions to further interpret these concepts.

9 Rawls, Political Liberalism.

10" Compare Nassim Nicholas Taleb, who defines optionality as the ability to benefit from uncertainty or “volatility”
by having the right to switch paths, ensuring that one has more to gain than to lose when circumstances change (Taleb,
Antifragile).

I Compare Frankfurt, “Freedom of the Will and the Concept of a Person.”

12 Thanks to Dean Ball for the Central Park example.

—

3 Kasirzadeh, “Two Types of Al Existential Risk.”

14 Gee, e.g., Yudkowsky and Soares, If Anyone Builds It, Everyone Dies; Bostrom, Superintelligence; Kokotajlo et al., “AI

20277 and Bengio, “How Rogue Als May Arise.” Also see Yampolskiy, “Taxonomy of Pathways to Dangerous AL.” For
discussion, see Vermeer, Lathrop, and Moon, On the Extinction Risk from Artificial Intelligence.

15 Brent, McKelvey, and Matheny, “The New Bioweapons.” See also Anthropic CEO Dario Amodei, written testimony
to the U.S. Senate Judiciary Committee, Subcommittee on Privacy, Technology, and the Law, July 25, 2023; and Drexler,
Engines of Creation, in which self-replicating nanomachines consume the earth.




16 On stability, see Mueller, Heeding the Risks of Geopolitical Instability in a Race to Artificial General Intelligence; also
see Hendrycks, Schmidt, and Wang, “Superintelligence Strategy”; Burdette and Demelash, Evaluating the Risks of Pre-
ventive Attack in the Race for Advanced AT and Burdette et al., “Six Ways AT Could Cause the Next Big War, and Why It
Probably Won’t.”

17" Elkus, “Are AT and Democracy Compatible?”; Shead, “Palantir’s Peter Thiel Thinks People Should Be Concerned
About Surveillance A1”

18 Kulveit et al., “Gradual Disempowerment.” Also see Drago and Laine, “The Intelligence Curse.”

19 Thinkers as diverse as Peter Thiel (Douthat, “Peter Thiel and the Antichrist”) and William MacKaskill (What We
Owe the Future) have raised the concern about humanity locking itself into a bad future.

20 As one author puts it, “the p-doom without Al is actually quite a bit greater than the p-doom with AI” that is,
humanity is more highly threatened without AI than with it (Torenberg, “The State of American AI Policy”).

21 For more on the complexities of alignment, see Leibo et al., “Societal and Technological Progress as Sewing an Ever-
Growing, Ever-Changing, Patchy, and Polychrome Quilt.”

22 Boudreaux and Cibralic, Artificial Intelligence and the Social Contract. See also AGI Social Contract, homepage.

23 See Turkle, Alone Together; Vallor, Technology and the Virtues; Gerlich, “AI Tools in Society”; and Fukuyama “Del-
egation and Destruction.”

24 Boudreaux et al., The Case for AI Loss of Control Response Planning and an Outline to Get Started. See also Carlsmith,
“Controlling the Options Als Can Pursue.”

25 Boudreaux, “Mutual Dependence and Vulnerability in Human and AT Futures.” See also Carlsmith, “Giving Als Safe
Motivations”; and Salib and Goldstein, “AI Rights for Human Safety.”

26 Compare, e.g., Hendrycks, Schmidt, and Wang, “Superintelligence Strategy.”
27 Again, see Hendrycks, Schmidt, and Wang, “Superintelligence Strategy.”

28 See Boudreaux et al., The Case for AI Loss of Control Response Planning and an Outline to Get Started, as well as
Somani et al., Strengthening Emergency Preparedness and Response for AI Loss of Control Incidents; and Stix et al., “The
Loss of Control Playbook.”

29 Boudreaux et al., Insights from Nuclear History for AI Governance.
30 On the variety of architectures, see Marcellino et al., Charting Multiple Courses to Artificial General Intelligence.
31 Abraham, Kavner, and Moon, A Prisoner’s Dilemma in the Race to Artificial General Intelligence.

32 On the “view from nowhere,” see Nagel, The View from Nowhere, 1986.
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