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Winning the Al Pentathlon
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The Case for Resilience and Risk Management as Core
Elements of Competitive National Al Strategy

When we add complexity and coupling to catastrophe, we have something that is
fairly new in the world.
—Charles Perrow, 1999

here is great enthusiasm about the potential efficiency, capability, and other
benefits of integrating artificial intelligence (AI) into the economy, govern-
ment agencies, and society more broadly. Al is expected to deliver a range of
new capabilities, including the computational and problem-solving capacity
of existing and potentially much more advanced artificial general intelligence (AGI)
or artificial super intelligence (ASI) systems (which I will refer to collectively as
advanced AI) and embodied Al in robots or other systems. The possibilities for Al
agents—implementations in which AT tools are empowered to take action on their
own and therefore might independently augment or even replace human actors— '
have spurred particular enthusiasm. The global total benefits from Al as a technol-
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Key Takeaways

As advanced Al systems and increasingly autonomous agents are integrated into complex economic, technical, and social sys-
tems, disruptive and damaging Al incidents may become a persistent feature of the environment. In such a world, the value of Al
will depend not simply on the scale of the benefits it can generate but on how much of those benefits remain after accounting
for the costs of accidents, misuse, contagion effects, and broader societal disruption.

National competition in the Al era has been framed as a pentathlon of five related but distinct races: the technology advance-
ment race to develop AGI, a race to benefit from Al in national military power, the race to adopt Al at scale in the economy, the
international race to dominate the global Al ecosystem, and the race to manage potential large-scale Al risk. As these races
unfold in a world in which Al risk is becoming more common and potentially more serious, national capacity to deftly manage
those risks may become increasingly critical for success.

Although resilience and Al risk management are often viewed solely from a safety perspective, in a world in which damaging or
disruptive Al incidents are more common, they may be sources of a firm’s or even nation’s strategic advantage—and a contribu-
tor to success in all five of the Al races. A strategy that uses resilience and risk management to maximize net benefits hedges
against several key uncertainties in the Al pentathlon:

e Resilience to Al risk could allow actors that do not win the initial advanced Al development sprint to outperform
those that did by letting them accumulate greater Al net benefits over time. If early movers bear substantial costs
from Al-related disruption, actors that adopt Al later but manage risks more effectively could achieve superior long-run out-
comes. Under plausible intermediate scenarios, even modest advantages in resilience and risk management could enable
firms or nations that lose the sprint to advanced Al to pull ahead in the longer-term competition that follows.

e The strategic importance of resilience increases as Al risk becomes more severe, more systemic, and more trans-
missible. In relatively favorable futures, resilience may primarily protect margins and preserve competitive positions. In
more-adverse futures—in which Al incidents spread through infrastructures, supply chains, information systems, or labor
markets—the ability to withstand and recover from Al-caused disruption may become a central determinant of competitive-
ness, state capacity, and even organizational or national survival.

¢ Building advantage through resilience can involve action at multiple levels, not only in national-level Al policy. A
durable strategy for competing in a world shaped by Al risk is less about how models are developed and more about how
they are deployed and the societal and technical contexts around their deployment. Meaningful contributions to building
national advantage and resilience can be made at the individual, firm, infrastructure, local, state, and national levels, draw-
ing on analogies to previous resilience approaches in civil defense and post-September 11, 2001, terrorist attacks (9/11)
terrorism-preparedness strategies.




ogy (including both monetary and nonmonetary returns)
are expected to be large, combining significant increases
in economic productivity, military capability, and national
power; faster scientific and technical advancement; and
advances in other spheres in which greater computational
intelligence and systems either augmenting or replacing
human labor could be applied.

In a 2026 survey of companies worldwide that are
already using AI, Deloitte found that firms are broadening
worker access to Al tools and moving Al implementations
from pilot phases to the enterprise level, and almost one-
quarter of responding firms said that they were “us[ing]
agentic AT at least moderately” (Deloitte, 2026, p. 17). Sim-
ilarly, governments—including that of the United States—
are rapidly integrating Al into governmental systems
ranging from administrative to national defense applica-
tions (White House, 2025). However, as we watch the early
deployment of advanced Al tools and capabilities, particu-
larly autonomous agents, it appears that we are entering
a new world in which, even if AT can produce significant
benefits, its unpredictable behavior will mean that the risk
from AI misbehaving (from making minor mistakes to
much more consequential incidents in which AT systems
cause physical damage or disruption) will become a new
baseline feature of the business, national, and even global
risk environment.

When we read the news, it seems that we are already
there: Individuals’ and firms’ initial forays into AI deploy-
ment are sometimes producing unanticipated—disruptive
and even damaging—effects. News stories at the time of
this writing have described people following directions
provided to them by AT tools that resulted in information
security breaches (Down, 2026), AI agents hacking other

Abbreviations

9/11 September 11, 2001, terrorist attacks
AGI artificial general intelligence

Al artificial intelligence

ASI artificial super intelligence

COVID-19  coronavirus disease 2019

EC European Commission

ISAC Information Sharing and Analysis Center
OECD Organisation for Economic Co-operation

and Development
SeeSay See Something, Say Something
SeeSay4Al See Something, Say Something for Artifi-
cial Intelligence

AT agents within firms (Price, 2026), agents leaking sensi-
tive information directly (Organisation for Economic Co-
operation and Development [OECD], 2026b), AI tools dis-
rupting commercial platforms and the delivery of services
(OECD, 20264a), agents wiping company codebases (Lee,
2025; Tyson, 2026), Al systems making false accusations
against people (OECD, 2024), and chatbots giving harmful
advice or direction to users (OECD, 2026c¢). That things
are going wrong perhaps should not be surprising: In the
survey done by Deloitte, which focused on companies that
are already implementing and are accelerating their imple-
mentation of Al, only one in five firms said that it had

a “mature model for governance of autonomous agents”
(Deloitte, 2026, p. 6).

These examples do not even cover the full range of
potential risks associated with the adoption of AI. Other
categories—representing different mechanisms for AI
deployment to cause disruption and damage that either




have been observed or are being explored in the AI risk
literature—include

o people’s use of Al to intentionally cause harm (e.g.,
using deepfake photos or videos for extortion or
theft, using Al to create and spread misinformation,
using AT to assist traditional hacking)

 second-order harms that follow from AI’s promised
beneficial outcomes (notably workforce displace-
ment and economic upheaval, which, if consequen-
tial enough, could escalate into a violent backlash
similar to what occurred during some historical
technological revolutions)!

o scenarios in which AT systems themselves cause
harm intentionally (e.g., systems disrupting infra-
structure functioning to secure more power for
themselves or, in extreme scenarios, advanced or
even superintelligent Als seeing humans as threats
and seeking to eliminate them).

Considering that Al is a new, potentially revolutionary
technology being implemented in legacy human, techni-
cal, and information systems, the fact that some things are
going wrong should not be surprising. Experimentation is
a critical part of the learning that goes into new technology
adoption, and experiments do fail—and they cause prob-
lems when they do. From that point of view, the fact that
we are seeing damaging Al incidents at the lower end of the
cost scale could be interpreted as positive, showing that the
learning process needed to eventually gain greater benefits
is happening. That said, the more damaging incidents that
happen and the more serious they are, the more their costs
will eat into the benefits that Al is intended to produce.
Adopters of AI may learn from their missteps and the inci-

dents that result, but how costly that learning will prove to
be is an important variable. And, at some point—for a firm
deploying AI or even a country trying to integrate it into its
economy—those costs could become too much to bear.

Furthermore, the results of previous efforts to under-
stand how and when accidents occur in the complex tech-
nology systems that serve as the foundation of modern
society would suggest that AI causing damaging and dis-
ruptive incidents may be inevitable, even if steps are taken
to try to prevent them. Charles Perrow, in his influential
book Normal Accidents: Living with High-Risk Technologies,
argues that the complexity of infrastructure and advanced
technological systems makes it difficult or even impossible
to foresee how “failures can interact”—because of “the way
the system is tied together . .. [and therefore] no matter
how effective conventional safety devices are, there is a
form of accident that is inevitable” (Perrow, 1999, pp. 3-4).
In systems with what he called “interactive complexity,”
when there is a tight coupling of parts of the system and
little slack in time or capacity to detect and respond to
errors, then it might be difficult to even understand errors
much less respond to them. Much of the promise of AT and
autonomous Al agents comes from injecting them into
already complex technological systems, some of which are
the systems that Perrow argues we should expect “normal
accidents” to occur in already.? The potential for unpredict-
able Al behavior at the speed at which agents are capable of
acting, coupled with the even greater interconnection that
exists today (more than 25 years after Perrow’s study), sug-
gests that we should assume a future of inevitable normal
Al accidents.

There is a robust discussion of the risks of AT and
strategic-level thinking about how both its benefits and




risks could affect society. However, as experts try to keep
up with the breakneck development of the technology, a lot
of that thinking has focused on extreme future scenarios,
including the following:

o futures in which Al could pose an existential risk
to humanity because of the scale and scope of the
damage and disruption it could cause (see, e.g., Yud-
kowsky and Soares, 2025)

o futures of Al-enabled abundance because of the
capabilities that the technology will bring to problem-
solving, economic activity, and research (which
might sound like a completely positive outcome
unless the potential for costs from societal disrup-
tion or worker displacement—either of which could
lead to unrest or even violence—is accounted for on
the cost-benefit balance sheet) (see, e.g., Amodei,
2024).3

Although the extremes are compelling, the possibil-
ity of a future of frequent normal Al accidents means

FIGURE 1

that there are many possible futures in between those two
extremes: paths where damaging Al incidents of various
scales reduce the benefits that the deployment of AT in the
economy is supposed to deliver, making the net outcome
less than it might have been (Figure 1). Using analogies to
various cyber incidents, accidents, and natural disasters
that have occurred, Jackson and Frelinger (2025) laid out
plausible damaging Al scenarios with costs ranging from
millions of dollars up to and exceeding billions of dollars
or more.

Although the largest of those incidents would be sig-
nificant, even at the national level, all of them would fall
well below the threshold of a national or global catastro-
phe.* However, if there are enough of them, the total cost of
Al-caused disruption or destruction could add up to a very
large number in both monetary and nonmonetary costs. In
that case, even if one assumes that the benefits of advanced
Al and Al agents are going to be considerable, those costs
would eat away at the benefits in a consequential way—

Spectrum of Possible Net Benefits or Costs from Adoption of Advanced Al

~

/

Many intermediate scenarios

Sum of costs and benefits produces
intermediate levels of net benefit

Extreme benefit
scenarios

(e.g., radical abundance
from Al capability
and labor replacement)

Extreme cost
scenarios

(e.g., risk of human
extinction)




and, if the costs were large enough, it could even move the
net benefit of Al adoption from positive to negative.
Assuming that such middle scenarios are possible and
normal AT accidents become a new feature of the environ-
ment, potentially reducing or even eliminating the net
benefits of AT adoption, the following questions arise:

» How should companies or nations think about
competition and strategic advantage in their efforts
to benefit from advanced Al including the even
greater expected benefits of AGI and ASI?

« How should they think about their broader
competition—not just in AI but all the other ways
in which they compete—in a world where all their
actions are being taken in an environment shaped
by AT risk?

What Does Competition Look Like
in a Future of Normal Al Accidents?

A common metaphor for the current competition

in advanced AI development, including the push to
develop AGI or ASI, is a race. Although the technology-
development race is often the primary focus in policy
debates, efforts to more fully understand the sources of
advantage in the global competition around AT have taken
a broader view. Focusing on the national level, Kahl and
Mitre (2025) and Predd (2025) defined five related but
distinct races. That Al pentathlon consists of

1. the technology race to develop AGI
2. the race to adopt Al at scale in the national econ-
omy to improve economic performance

3. the international race to establish and dominate the
global AI ecosystem for broader economic advantage

4. the military and intelligence adoption and applica-
tion race for gaining national power using Al

5. the avoidance of a race to the bottom in Al safety
leading to large-scale Al-caused disaster.

Some policy and technical debates have begun to
reconsider whether there will be a well-defined (and know-
able) finish line for any of these races—for example, a rec-
ognizable point in the technology race when it is clear that
AGI has been developed (e.g., Leffer, 2024; Predd, 2025;
Wallington, 2025). However, most discussions of competi-
tion in the AT era have assumed that there will be points
where—for the first company or country to reach some
threshold of Al capability or extent of AT adoption and
diffusion—there will be substantial economic and other
benefits.

Even if we accept that there is some threshold of
advanced Al capability or a point in the race to adopt or
dominate the global AI stack at which there will be very
large potential benefits, receiving those benefits—in the
market or in national power—almost certainly will not be
instantaneous. The first company or country to the finish
line will likely not get their prize like a sprinter receiving
a gold medal on the victory stand at the end of the track.
Instead, winning will mark the start of a (potentially signifi-
cant) benefit stream that will accumulate over time.

Furthermore, given recent examples of Al-caused dis-
ruptions and unsuccessful experiments adopting existing Al
capabilities, that new benefit stream will almost certainly
be accompanied by a cost stream that will, at least partially,
erode the benefits. Put another way;, if the true future that
we experience ends up being one of the many intermediate




options between the extremes in Figure 1, thinking about
any of the Al races solely as a sprint to a benefit payoff will
lead to bad strategic decisions. To fix that problem, we need
to think about two different types of races.

Ding (2025) used a two-race framing device to critique
AT strategies that were focused only on sprinting to the
finish line of AGI or ASI.> He argued for thinking about
both of the following:

o asprint to get to some finish line defined by the
creation of a sufficiently advanced AT such that
there is a step change in the value of the technology

« amarathon that begins at that finish line of adop-
tion and diffusion of the advanced AI and—over
time—accrual of the benefit stream from the use of
the technology.

To build on Ding’s marathon analogy, the consequences of
that adoption and diffusion will mean that the marathon
will be run through a world affected by different types
of Al risks. Although the benefits from advanced AI will
accelerate the nations or commercial firms (the “run-
ners”) that possess it, those runners will also be slowed
by any associated costs that the deployment of AT causes,
like buckets of stones they are forced to carry or a risk that
they will hurt themselves (or be hurt by others’ irrespon-
sible behavior) during training or after the race starts. The
bigger the load a runner has to carry (i.e., the larger a firm’s
or nation’s cost stream from AI damage or disruption), the
more any advantage they gained from AI will be offset in
part or even in total.

Winning that stage of the race is not about the abso-
lute benefit of AI but the size of the net benefit—what is
left after accounting for the costs of disruptive or damag-

ing Al incidents—and how those net benefits add up over
time. From a certain point of view, the examples cited in
the introduction show that there are marathons that are
already underway as companies and nations are applying
today’s gradually improving Al technologies. As a result,
in these intermediate futures,® winning the Al race in total
is not about just winning the sprint to transformational

AT benefits—it is about who can accumulate the most net
benefits over time.

If that premise is accepted, a nation’s or firm’s Al strat-
egy should not just be about getting to the benefits first
(e.g., pouring resources into technology development and
data centers in an effort to develop increasingly advanced
ATI) or pushing to apply Al to start earning those benefits
across the economy (e.g., policies or investments to pro-
mote Al adoption and diffusion), it should also be designed
to get those benefits while minimizing exposure to the costs

Winning the Al race

N total Is not about

just winning the sprint

to transformational Al
benefits—it Is about who
can accumulate the most
net benefits over time.




of Al risk both from its own use and from Al use by others.
Put more simply, a good Al strategy should optimize not
for the size of the benefit but the size of the net benefit.

Although addressing Al risk is the overriding focus
of the Al safety literature, it is generally not framed as a
potential contributor to competitiveness in the Al race.”
This is a missed opportunity. To return to the marathon
analogy, runners train not just for speed (promoting dif-
fusion and adoption of Al to increase benefits) but also
endurance (policies and measures that reduce the costs
associated with AI risk), and runners who can reduce the
Al-risk drag on them may outrun even those who had a
head start because they got to or deployed advanced Al
first. From this perspective, resilience to Al risk and
efforts to strengthen the ability to manage it should be
viewed as a core lever for achieving organizational com-
petitive advantage in a world of more-pervasive Al risk
or even as a lever for strategic advantage at the national
level, comparable to levers for promoting the adoption
and diffusion of AIL®

Four Intermediate Scenarios
Between Radical Abundance and
Cataclysm

To provide a more tangible structure for this discussion, I
will use four hypothetical futures in which the combina-
tion of different kinds of AI risks and their costs eat away
at the benefits that the use of AI produces to different
extents. These scenarios are based on benefits and costs
overall—at the global level—not for individual nations,
areas, or firms, which could accrue very different net ben-

efits depending on their Al use, exposure to Al risk, or (as

I will expand on in the remainder of the paper) steps they
have taken to reduce that risk exposure. To simplify, the
four futures each assume that the adoption of advanced Al
produces significant benefit. Although there are legitimate
arguments in the policy and technical literature around

the likely scale and scope of AI benefits, these scenarios
assume a sizable benefit and vary only the type and scale of
the Al risks (and the costs as those risks are realized).

The four scenarios represent different hypothetical
points on the spectrum introduced in Figure 1, as shown in
Figure 2. Narratives for each scenario, with plausible ways
that different kinds of risks and their costs could result
in the overall or global-level net-benefit outcome that it
describes, are included in Table 1.

It is important to note that, among the other simpli-
fications involved in crafting these types of parametric
scenarios, other than how benefits or costs might fall on
different nations or firms (i.e., distributional effects inher-
ent to this type of argument about relative competitive or
strategic advantage), I ignore distributional effects that are
central in many debates about Al policy (e.g., whether AI
benefits or costs accrue disproportionately to the wealthy
versus affecting everyone more uniformly, or sequencing in
time such that one generation gets more benefit than cost
while another experiences the opposite). As a result, in one
of the “good” scenarios in Figure 2 (e.g., Scenario 1, the
extreme benefit case), the benefits (green circle) may fall on
part of a nation’s population while the costs (black circle)
are experienced by others.

In describing how the different scenarios might
come to pass, I use an analogy of Al risk as fire. Fire has
been used as an analogy for Al before, and the metaphor




FIGURE 2

Four Scenarios with Different Levels of Realized Al-Risk Cost
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is useful for thinking about both the scales of Al inci-
dents and how their impacts might spread.” Like literal
fires, damaging AT incidents could start small and spread
quickly, with irresponsible actions taken by individuals

or firms (like leaving a campfire untended in a dry forest)
spawning large-scale events causing broader havoc or
destruction. Or they could start big, like an industrial facil-
ity going up in flames because of some failure in process

Many intermediate scenarios
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or equipment, involving wide areas almost immediately.!
As aresult, as the damage in our scenarios escalates, the
description goes from small fires up through a massive
firestorm to reflect the circumstances that could produce
the net-benefit outcomes shown in Figure 2.

For thinking about the role of resilience and risk-
management measures specifically aimed at addressing Al
costs, these four scenarios provide bookends and interme-




TABLE 1

Four Future Scenario Narratives with Different Overall Net Benefits or Costs

Scenario

Description

1. Significant net
benefit

2. Small net
benefit

3. Small net cost

4. Significant net
cost

A world of occasional small Al fires in which the costs are more than offset by Al’s benefits
¢ In this future, there are small costs from disruptive or damaging Al incidents as firms and nations adopt Al. For total costs to
remain modest, most incidents will likely be local (e.g., incidents affecting a single firm, narrower workforce disruption) and
low cost. If there are large incidents, they are rare. Compounding from the spread of risk among firms or across borders is
small, if it occurs at all.

A world of significant—more frequent or larger—Al fires but in which Al’s benefits still (mnodestly) offset their costs
¢ |n this future, there are much higher costs from Al incidents, and their total cost becomes more comparable to the benefits
associated with Al. Incidents may cause sustained disruption or significant physical damage, and broader workforce
displacement could involve more substantial unrest. Actions of independent agents, taken together, may put enough stress
on information systems or other infrastructures to cause disruption or cascading failures. Effects have the potential to
compound beyond initially adopting firms or nations, given the scale of damaging incidents.

An Al wildfire world in which the significant benefits of the technology are more than offset by the frequent and large-scale
damage and disruption it causes
¢ In this future, costs caused by deployed Al systems exceed even the substantial benefits they produce. There are relatively
frequent events causing major societal disruption or asset destruction. Labor unrest may be widespread in this scenario,
and the actions of agents or Al-enabled criminals cause large-scale societal disruption. Damage compounds by contagion
at the sectoral, national, or possibly multinational scale, meaning that actors would frequently not just experience their own
Al-caused incidents but also suffer the effects of incidents caused by others.

The Al firestorm, a world in which the damage caused by Al—even if below the threshold of human extinction or global
destruction—greatly exceeds the associated benefits
¢ In this future, the costs from Al-caused damage and disruption are near catastrophic, although they do not reach whatever
threshold is required for global destruction or human extinction. The costs more than overwhelm the benefits that Al use
is producing. Destructive and costly incidents are likely frequent, labor disruption and attendant violence are widespread,
and Al is being used nefariously at a global scale. Compounding of Al risk through contagion is now a feature of the global
environment, with actors being hit again and again by Al incidents caused by others.

diate cases for exploring how much competitive leverage become not just worse but increasingly more complex to
such measures could have over time. Given the experience address. The self-inflicted costs get larger, the spread of

to date with AT adoption (and its associated incidents), the consequences causes broader disruption and the misuse
first scenario is likely the best case. The costs of the inci- of AT tools or capabilities built and released by others, and
dents that have been observed to date are relatively modest second-order compounding of the Al-caused damage or
and have largely affected only the people or organiza- disruption likely will come back to the implementers in the
tions that caused them. Moving down the table, situations form of liability (i.e., for a company) or—at the national

scale—diplomatic or economic fallout.
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Net-Benefit Advantage over a
Longer-Term Al Race

In both business and national security contexts, resilience
and the ability to manage risk (and to do so better than
potential competitors) have always been treated as potential
levers for competitiveness and strategic advantage. There
are lines of argument both in national-level economic (e.g.,
from the era of globalization to much more recently!!) and
national security (e.g., Cold War civil defense, post-9/11
resilience to terrorist risk!2) debates and in the business-
competitiveness literature that resilience and effective
risk management—in a world in which there is significant
risk of disruption or destruction—can affect the balance
between firms in the market or nations in the global geo-
political system.!?

However, looking at prominent examples of national
Al strategies—while risks are always cited and most
include lines of effort focused on reducing them—national
capabilities to manage Al risk are not treated as a potential
lever for national advantage.!*

o The U.S. Al Action Plan (White House, 2025)
frames national advantage as coming from winning
the Al race and doing so by the speed of develop-
ment and rapid deployment. Although the plan
includes ingredients that are relevant to building a
strategic advantage in risk management,'> the main
component of the plan in which that line of effort is
framed as a potential source of national advantage
is in “ensur[ing] that the U.S. government is at the
forefront of evaluating national security risks in
frontier models” (White House, 2025, p. 22).

o Two recent national-level documents shape China’s
Al strategy: its 15th Five-Year Plan (National Devel-
opment and Reform Commission of the People’s
Republic of China, 2026) and its AI+ policy initia-
tive (State Council, 2025). Although the five-year
plan does discuss establishing an AT life-cycle risk-
management system, that system is not framed as
a source of national strategic advantage. The AI+
policy, which sets goals for very broad integration
of Al into China’s economy, similarly advocates
implementing AI risk-monitoring, early-warning,
and emergency response capabilities; however, those
elements are also not treated as sources of national
competitive advantage.

o The European Commission’s (EC’s) strategic
approach to Al (embodied in the AT Act) has a
major focus on safety and risk management (see
EC, 2025; see also the discussion in Marcinek et al.,
2024). However, consistent with the multinational
nature of the EC, the approach is not focused on
relative national advantage (or even EC collective
advantage in the global system).

In other individual nations’ statements on AI strategy,
core concerns are frequently about digital sovereignty (e.g.,
the discussion in Lang et al., 2026) and how nations that
were not part of the sprint to advanced AI will fare geo-
politically and economically if it is developed. However,
there is comparatively scant discussion on how the Al-risk
environment that will likely be created during and after the
sprint might affect nonsprinting or second-mover nations
or how deftly navigating that world could be a source of
competitive advantage for them.
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The absence is likely partly due to the dominance of
the sprint to advanced Al in policy and technical debate.
If the Al race is only a sprint to a finish line, relative
advantage only comes from getting ahead and eventually
winning. In such a framing, taking steps to manage risk
(or developing policies or building capabilities to manage
uncertain future risks) almost definitionally cannot be
a source of advantage. In Al safety debates, where there
has been intense focus on potentially catastrophic sce-
narios, thinking of risk management as a source of relative
advantage—if the true stakes are humanity’s survival—also
might seem misplaced.

In the policy literature, even strategic treatments that
do account for the marathon stage of the Al race of adop-

Not considering resilience
and risk management

as a source of potential
national or firm advantage
IS a missed opportunity,
particularly given the
substantial uncertainty
apout what kind of Al future
will actually come to pass.

tion and use either do not address this facet of the environ-
ment (e.g., Ding’s [2025] framing of a national strategy for
AT diffusion focuses on requirements for diffusion, not
strategy for competing in the risk environment that suc-
cessful diffusion would create) or consider resilience to Al
risk implicitly as part of larger strategies responding to the
potentially revolutionary changes in societies and competi-
tive dynamics among nations from an Al emergency (e.g.,
Mazarr, 2026). Even Ramzanali and Sitaraman’s aptly titled
Toward a Grand Strategy for AI Resilience (2026), while
addressing the need for and some approaches to building
resilience to Al risk (with a focus on economic resilience
and the effects of AT on national security), does not con-
sider resilience to Al risk and its role in national advantage
in the way I am framing it here.

Not considering resilience and risk management as a
source of potential national or firm advantage is a missed
opportunity, particularly given the substantial uncertainty
about what kind of AI future will actually come to pass. To
make this statement more tangible: The four future scenar-
ios suggest very different marathons to accumulate benefits
from AI and very different levels of importance that the
runners in those races find ways to lighten the Al-risk cost
loads they carry.

In the net-negative scenarios—Scenarios 3 and 4—AI
risk has become a feature of the environment that firms
and nations live in and endure, affecting not just their
application of AI but everything they do. As with extreme
weather, major supply chain disruptions, financial crises,
or other causes of national or global instability, manage-
ment of that risk is essential:

o Scenario 4—the significant-net-cost scenario—is
one in which doing so is likely a matter of firm or
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national survival. The net effect of Al in that world
is that it is a massive source of risk and net cost, and
any actor without the ability to shield themselves
from those costs might not survive. That future
would be even more unforgiving for actors that are
not benefiting significantly from AI (either from
their own adoption or from any diffused benefits
from others” adoption) because it would mean that
they are only being buffeted by the costs of others’
AT use with no benefits of their own to even par-
tially offset the costs.

o Scenario 3 is less demanding but one in which Al risk
and the ability to respond effectively to it could be
what define which firms or nations win and which
ones lose. Actors that are prepared to handle the
risk better than their competition, even if it only
“tweaks” the effect of AI risk on the net benefits
they receive from the small net loss to a small net
benefit, could gain an advantage that adds up over
time. Firms or nations that are not prepared will
have to drag along a weight of Al-risk costs indefi-
nitely, and the accumulating costs mean that they
will fall further and further behind.

In Scenarios 1 and 2, in which AI overall has a net
benefit and the scale of the costs involved is smaller, firms’
and nations’ search for advantage will be more about
being able to run just a bit faster than everyone else as the
marathon continues. Risk management is still a poten-
tial lever for advantage, but it is less critical than in the
cost-dominated scenarios. The more demanding the risk
environment—e.g., when all firms and nations are exposed
to the Al experiments and resulting damage or disruption

from both their own and others’ activities—the more likely
a resilience strategy is to pay off.

This walk-through of the scenarios largely does
not differentiate among actors that are causing their Al
damage and disruption from actors that are being affected
by incidents caused by others or actors that are racing
toward advanced AI from those that are not. If one takes
the scenarios in Table 1 and adds differentiation among
actors, the implications for actors at the frontier (which I
label sprinting because of their focus on winning the devel-
opment sprint to advanced AI) diverge somewhat from
those for other nations (which I label following to designate
their likely later start in the marathon that comes after the
race to advanced Al).

Sprinting Nations and Firms

For the firms and nations seeking to get to advanced Al
first, the potential value of resilience and risk management
as a strategic lever varies across scenarios—and its absolute
importance depends on whether they end up winning the
sprint stage of the Al race.

You Won the Sprint, Now What?

For a sprinting firm or nation that wins the race to
advanced Al being prepared to handle damaging or dis-
ruptive AI incidents may not seem particularly important
in Scenarios 1 or 2. They are starting the accumulation
marathon portion with a head start (for however long they
can monopolize the technology) and—even if Al risk is
causing costs—they are getting a net-benefit stream from
using it. That benefit stream is important because sprinting
is expensive (e.g., just U.S. investments in the development




of advanced AT have already reached hundreds of billions
of dollars per year and could eventually reach more than a
trillion dollars; see Ramzanali, 2026) and the winner will
have debts to pay to their investors and creditors.

But how long will the winner be able to monopolize
the benefits of AI? Whether from diffusion or other com-
petitive dynamics, there will be incentives for others to
seek access to the benefits of the technology that could
undermine any exclusivity premium that the sprint winner
received.!® And even if competitors start the marathon
stage of the race later, many will start it without the debt of
the development investment that a sprinter will still need
to pay off.

The potential for an Al monopoly breaking down casts
risk-management and resilience investment by the sprint
winner in a somewhat different light for these scenarios.
Given that a winner’s period of exclusivity may be limited,
getting the most net benefit as quickly as possible may be
critical to pay off the cost of victory before others start to
share in the benefits and erode any monopoly advantage.

If a sprinting actor gets to the finish line and finds
themselves in Scenario 3 or 4, the outcome is basically
disaster without resilience and the capability to contain
the damage and disruption. Even if the winning actor is a
firm, these scenarios could be catastrophes at the national
scale because costs of that magnitude are likely to reach
beyond the firm (or potentially even the country) that won
the sprint. In these scenarios, there is a real possibility
the sprinter never receives enough net benefit to recoup
their development costs because the marathon stage of the
race is being run (particularly in Scenario 4) in a world
defined by impending AT disaster that all must struggle to
avoid. Without strategic investment in resilience and risk

management, these scenarios could create circumstances
in which, for the sprinting firm or nation, winning would
effectively be losing—and they might take everyone else
down with them (see Ramzanali, 2026).

You Did Not Win the Sprint, Now What?

For firms or nations that were trying to win the sprint to
advanced Al but did not, risk and resilience measures para-
doxically could become the lever to turn that loss into an
eventual victory in the accumulation marathon stage of the
race. First, depending on how serious the costs are that hit
the winner—particularly for such outcomes as Scenario 3
or 4—the winning nation or firm might not even be able
to compete for long in that stage of the race. For example,
if what resulted from the winner’s implementation of
advanced Al was so much disruption and cost that they
could not cover their costs of development, the end result
could effectively be corporate bankruptcy or national eco-
nomic catastrophe. In circumstances in which nonwinning
sprinters were not hit as hard (either because the costs were
local to the winning actor or because the nonwinners’ resil-
ience and risk-management investments protected them),
the winner’s disaster could quickly become the runner(s)-
up’s advantage.

Even if the Al-risk costs did not bring the winner to
their knees, resilience and risk management could still
give nonwinning nations a subsequent strategic advantage.
In that case, stronger risk management than the leader—
potentially coupled with learning from the winner’s
missteps—might mean that nonwinning nations could actu-
ally get a net-benefit edge. If they could get similar Al ben-
efits as the winner but contain the cost side of the ledger
better, the runner(s)-up might benefit more from the tech-
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nology than the winner, which would let them pull ahead
in the accumulation marathon, even if they started it late.
Figure 3 provides a notional illustration of the two
middle scenarios—Scenarios 2 and 3—showing how, where
the costs from Al risk are either just a little higher or a
little smaller than the benefit stream, resilience and risk-
management capability can turn a runner-up in the sprint
stage of the Al race into the winner of the accumulation
marathon. In both cases, the winner has a head start: The
runner-up starts getting any benefits (and experiencing
any costs!’) only after the marked point in the graphs. In
this illustrative example, the runner-up has a 5-percent cost
advantage on the winner: Their resilience or other measures
do not eliminate Al risk affecting them when they finally get
the technology; they just reduce the costs by a small amount.
Under these conditions (and, for simplicity, assum-
ing neither actor’s costs change over time), that seemingly
small advantage turns the runner-up in the sprint into the
winner of the marathon in both situations:

o In Scenario 2, after enough time passes, the runner-
up’s net-benefit advantage lets them pull ahead of
the winner.

o In Scenario 3, the small cost advantage means
that—unlike the winner, who is dealing with a
stream of costs that are driving them further and
further into the red—the runner-up has a tiny net-
benefit stream that accumulates slowly over time.

Depending on the specific scenario that the real Al-risk
future looks like, resilience and risk management could
provide the loser in the development sprint a real and tangi-
ble advantage and, in some circumstances, the possibility to
turn a sprint loss into an accumulation marathon victory.

Following Nations and Firms

If there is the possibility of second-mover advantages

for a sprinting nation that did not win the race to get to
advanced Al there could also be similar opportunities for
firms or nations that did not compete in the sprint at all.
For them, resilience and risk-management investments
could be even more important components of Al strategy.
Investing in such measures could also be comparatively
affordable because those nations would not be paying off
the substantial sprint costs of other actors.

In the more dire scenarios, including Scenarios 3
and 4, there will almost certainly be Al risk spreading
across firm and national boundaries, and so the costs that
the sprint winners and runner(s)-up are wrestling with
will likely be hitting following firms and nations as well.
Depending on the exact modes of damage and disrup-
tion in play, even Scenario 2 might have costs that spread,
meaning that, even if there is a small net benefit in that
scenario for the sprint winner, everyone else may be paying
a price. Resilience and risk-management investments by
following nations and firms are, therefore, insurance that
they do not get run over by the sprinters, and—like the
runners-up in the sprint—that shielding could position
them to be later adopters of advanced AT at a more favor-
able net benefit.

When the dust clears from the sprint phase and the
marathon is going in earnest, following nations or firms
could also gain the types of benefits that late adopters of
other types of technology have received, such as

o observational learning about how to use the tech-
nology effectively, at the early adopters’ expense
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FIGURE 3

Cumulative Net-Benefit Streams for the Al-Sprint Winner and a Slightly More Resilient Runner-Up
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NOTE: The figure shows notional scenarios produced in which the sprint winner has either a small net benefit from Al adoption from time = 0 (Scenario 2) or small net
cost from Al adoption from time = 0 (Scenario 3). The runner-up gains Al (with the associated benefits and slightly lower costs) at the indicated point on the graph.
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(including how to optimize resilience and risk-
management strategies to reduce costs)

 advancements from technological maturation as the
sprinters learn through experience and improve the
technology (or learn lessons about reducing its dis-
ruptive or damaging effects).

While these types of advantages may not be enough
to turn an actor that was not a competitor during the
sprint phase of the race into the sole winner of the longer-
term marathon, this actor could still be able to navigate
to advantageous market or national positioning over time
because they will not have to pay off the sunk investments
spent during the sprint.

Turning Risk (Management) into
Strategic Advantage

If resilience and AT risk management can be a strategic
lever in the world of AI risk that seems likely to exist—
whatever the finish of the sprint to advanced Al or the
points of victory in the other races of the AI pentathlon
look like—what are the options to get that advantage? If we
reach back to the metaphor of Al risk incidents as fires—
which might be stopped when they are small if they are
caught early but could spread far and cause major damage
if they are not—what policies or capabilities could act as
firebreaks (limiting incident spread) or as capabilities to
enable firefighting when damaging Al incidents occur?!8
Preparing for this world is not just a national-level
policy concern: There are actions that can be taken at mul-

tiple levels—by lower levels of government,'® by infrastruc-
ture operators, by other private-sector companies, and, to
some extent, even by individuals. And just as was the case
in previous eras when resilience and risk management
were explicit components of U.S. national security strategy,
the goal is that the sum of all those actions taken together
would both reduce Al risk and provide national resilience
to likely inevitable disruptive and damaging AI incidents
at different scales. There are also different combinations

of these actions (and different ways to drive or incentiv-
ize actors to implement them) that could be more relevant
in some nations or economic systems than in others. For
example, increases in resilience and risk-management
capacity could be driven by regulatory versus more market-
driven approaches depending on the context in which they
were being built.

The following sections sketch options at each level,
drawing on analogies to approaches from previous
national-resilience efforts from the Cold War through the
post-9/11 response to terrorism, concepts and proposals
from AT technology and policy work across RAND, and the
broader AI policy literature. Rather than attempting to be
exhaustive—the Al safety, technical, and policy literature
writ large includes a broader set of regulatory, cyber, and
other approaches that could contribute to risk reduction
at some of the levels—the examples are intended to define
the contours of a resilience and risk-management strategy
designed for national advantage in language similar to
the historical examples.?® I start from the lowest level—
individuals—and work upward to national components of
a resilience strategy for national advantage.
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Individuals

Both as part of civil defense and the response to terror-

ism risks after 9/11—including the potential for uncon-
ventional attacks with chemical, biological, radiological,

or even nuclear weapons—actions taken by individuals
were viewed as a way to increase national resilience to
those risks.?! Beyond seeking to reduce the potential for
individuals to inadvertently make the Al-risk environ-
ment worse or to deter the use of Al for criminal activity
or other intentional misbehavior, there are steps that could
increase individual-level resilience and contribute to reduc-
ing AI risk more broadly. Potential components include the
following:

o Cultivate skepticism and a “trust but verify” mindset
for AT outputs and, by doing so, reduce the chance
for such cases as the incident described in Down
(2026), in which individuals following the instruc-

Given realistic skepticism
apout Al reliapility and
obehavior, iIndividuals
should take care what
access they grant Al
agents to personally
critical assets.

tions given to them by an Al without question led
to harm. The higher the stakes of the decision that a
person is using Al to inform (e.g., large-scale finan-
cial, medical, legal, or other similar situations), the
more that independent verification could reduce
risk. Part of the capability to trust but verify could
be built into social capital—cultivating trusted
relationships with other people (including but not
limited to professionals with specialized knowledge
or expertise) or trusted institutions (e.g., schools,
religious organizations) as part of building reliance
capacity to give a reality check to critical Al outputs.
Given realistic skepticism about Al reliability and
behavior, individuals should take care what access
they grant AI agents to personally critical assets, such
as financial accounts or datasets that include deeply
personal information that could be used for identity
theft or other purposes. Doing so would protect
them at the individual level but could also help
limit the potential for cascading events in which
agent behavior results in broader losses to them or
others. For cases in which agents need access to do
what users want done, users setting limits—making
that access time limited, as narrow as possible, and
not turning off intermediate approval steps—could
reduce risk.

Maintain non-Al-exposed fallback options for key
functions and prepare for Al failures in case Al does
something unexpected that causes serious issues.
For example, if someone voluntarily gives an Al
agent access to their finances to help them manage
their money, having a separate account with funds
that the agent cannot access would mean that, if the
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agent empties the account or its behavior locks the
account somehow, the person could still pay their
bills while trying to figure out how to fix the agent’s
mistakes (even if actually fixing the problem may fall
on the firm or institution that made or marketed the
misbehaving AT agent). Individual preparedness—
the same way that citizens were encouraged to be
ready to fend for themselves for a few days after a
major terrorist attack—would provide resilience if
Al-caused incidents disrupt infrastructures or cause
large-scale disasters (see, for example, the discussion
in Girven, Cibralic, and Smith, 2026).

Strengthen public capability to recognize Al outputs
or—as capabilities advance to the point where,

for example, distinguishing AI-generated images
from photos becomes nearly impossible for many
individuals—skepticism about immediately taking
evidence presented as genuine at face value. Such
skepticism could act as a circuit breaker for much
Al-enabled interpersonal crime, which often relies
on quick acceptance of Al-created misinformation
as truth. Technical means, such as AT watermark-
ing, could help but may be fragile, given the pro-
liferation of open-source and more-advanced AI
technologies.??

View the public as an asset for detecting AI misbe-
havior. One way the public was called on to assist in
making the nation more resilient and less vulner-
able to terrorism was being vigilant to activities
and behaviors that might be associated with attack
planning or initiation. Although there were limits
to the accuracy and value of the information sub-
mitted by the public through such channels as the

Department of Homeland Security’s See Something,
Say Something (SeeSay) initiative, it provided a way
to collect information that was otherwise unavail-
able. Learning from the experience of SeeSay (and
potentially aided by the now much more available
data-analysis capabilities of AT itself), a “SeeSay4AI”
mechanism for crowdsourcing information on AI
misbehavior or misuse could provide more value
than people just sharing anecdotes about their expe-
riences with AT online.

If individuals approach giving Al agents access to and
control over data with the same skepticism they would to
giving similar access to an unknown person of question-
able reliability, their actions can contribute to broader firm
or national resilience to AI risk. These kinds of firebreak
behaviors will also strengthen defenses to such risks as AI-
enabled cybercrime (e.g., human criminals using deepfakes
as part of financial fraud).

Firms

Firm-level AT safety, risk-management, and risk discus-
sions often focus on Al-developing firms and the set of
options that they have to reduce the potential for damaging
or disruptive Al incidents. Many of those options focus

on prevention, but others include those firms applying
their capabilities to building limits into the systems that
could constrain incident spread and investing in research
to develop new ways to manage or mitigate risk (see
Romanosky, Treyger and Alhajjar, 2026, for a taxonomy).
Although such firm-level actors could be major drivers of
how AT risk affects the users of firms’ technologies (and
the areas or nations where their technologies are deployed),
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risk and resilience as an effective strategic lever involve not
just AI firms but all firms, including AlI-adopting firms and
others that find themselves having to navigate a world of
normal AT accidents caused by others.

Alrisk in a company’s environment could come from
intentional behavior, including actors using Al to try to
get access to firm information or financial systems. How-
ever, well-intentioned but misguided uses of Al by other
firms or entities could be significant sources of risk. Such
behavior would create the Al version of what researchers
in the post-9/11 environment dubbed a security externality,
or when the actions of one firm create a vulnerability that
creates risk of harm elsewhere in the economy (Auerswald
et al., 2006b, p. 9). Previous non-Al cyber events, such as

Risk and resilience as an
effective strategic lever
involve not just Al firms

out all firms, including
Al-adopting firms and
others that find themselves
having to navigate a world
of normal Al accidents
caused by others.

the CrowdStrike incident,?* showed how errors by one firm
could be transmitted through the web of its customers or
other linkages to cause widespread damage and disruption.
A firm might deploy agentic AI for its own purposes but

do so in a way that creates an Al-risk externality, exposing
anyone connected to the firm (or to infrastructure systems
connected to the firm) to the disruption or destruction that
the misbehavior of the Al might create.

Just as hardening supply chains became good business
when it was clear that the world was risky enough that just-
in-time inventory management could hurt rather than help
profitability (Sheffi and Rice, 2005), business leaders posi-
tioning their firms to operate in a world of normal AT acci-
dents is just prudent management practice. How business
insurers respond to events in which misbehaving AT imple-
mented in firms they insure may also provide an individual
firm-level incentive for risk management. Separate from
the value of improved resilience for firm-level profitability
and survivability, there could be a collective benefit as well:
If enough firms in a national economy reduce their vulner-
ability to AI risk or build resilience to it, their actions could
effectively create firebreaks for the spread of risk from firm
to firm that would provide resilience to the nation overall.

Actions could include the following:

o Put in place effective cybersecurity practices to pro-
tect against everyday cyberthreats, Al-enhanced
cyberthreats, and the potential for misbehaving
agents coming from external sources. Just as good
cybersecurity can protect from pre-Al threats and
the general risk of system compromise, it becomes
more important for firms to maintain a perim-
eter separating them from externally originating
Al risks. In the event that major Al-risk incidents




occur, firms may want options to isolate themselves
to prevent damage until the incident is resolved.?*
Deploy AI carefully with attention to the scope of
access and permissions it is given and how it not
behaving as expected might affect firm operations or
cause broader Al incidents. Similar to the admoni-
tion from Smokey the Bear that “Only You Can
Prevent Forest Fires,” the implementers of Al and
AT agents have significant leverage to prevent Al
incidents that could both affect them and poten-
tially spread more broadly based on how they design
their AI deployments. Guidelines exist for safe and
responsible Al implementation,?® and when indi-
vidual firms implement their own AI tools in ways
that limit the potential for AI-caused disruptions to
their businesses, they also reduce the risk that their
AT systems might cause disruption and damage to
others (limiting the potential for both contagion of
Al risk and liability for Al-caused incidents coming
back to their bottom lines).

Example measures include implementing rate
limiters that prevent agents from taking actions
so fast that the net effect is disruption, limiting
their permissions or access to systems to constrain
the potential effect of misbehavior, tracking agent
identity with the actions it takes (similarly to the
way a human user’s access and behavior in a system
might be logged), developing more sophisticated
agent-behavioral monitoring to detect when agents’
actions deviate from what would be expected for
their roles, and even incorporating intentional
kill switches to halt particular agents’ activities if
necessary.

Consider the access and level of autonomy allowed
to others’ agentic Al systems and what checks are
put on their activities. Although agentic AI systems
that help manage commercial supply chains or
other corporate functions could improve efficiency
(and, potentially, increase resilience if they perform
well?9), if they behave unexpectedly (e.g., they mis-
takenly enter thousands of orders for a part rather
than only one order), their net outcome could be
chaos and cost. When a firm opens its networks
and systems to Al systems implemented by others,
it is trusting those agents not to misbehave—which
might or might not be a reasonable judgment to
make. The same sorts of firebreaks that are rel-
evant to a firm’s own agents can manage risk cre-
ated by others. For example, implementing rate
limiters (e.g., a maximum number of orders that
can be entered per hour, for example) or limiting
permissions can reduce the chances of this kind of
disruption.

Consider and include Al disruptive and destructive
events in business continuity planning. If normal

AT accidents are occurring because of many actors’
efforts to use and profit from advanced and par-
ticularly agentic Al businesses will need to plan to
operate in that world. Just as good businesses plan
for operations risks, such as extreme weather caus-
ing power outages or disruptions of key systems, Al
incidents (caused by the business’s own implementa-
tions or others’) become one more operational risk
that needs to be planned around. And the more that
businesses do that and the better they do so, the
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more resilient the economy overall will become to
Al risk.

For firms involved in the development of AI capa-
bilities, consider how private approaches to self-
regulation, assurance, and established financial risk-
management approaches (e.g., insurance, liability,
contract law) could help manage Al risk. Assuming
that there will be Al-risk incidents associated with
deployment of these capabilities, being proactive
in how the resulting costs are managed would have
benefits at the firm level and beyond. Without
firms developing new approaches, harms from Al
incidents may end up being litigated and resolved
through tort mechanisms (Smith et al., 2024), and
standard insurance and reinsurance approaches for
risk management may struggle to assess and price
risks. After 9/11, there was considerable concern
that private insurance companies would drop ter-
rorism risks from portfolios because of the uncer-
tainty about the types and scale of potential future
incidents (see the discussions in Auerswald et al.,
2006a; Dixon and Reville, 2006; and Nutter, 2006).
Similar uncertainties apply to AI risks.?”

Given the nature of AI technologies broadly and
of autonomous Al agents in particular, alternative
ways to assess and backstop risk may be needed. In
the absence of regulatory requirements to provide
a structure for doing so, private technology assess-
ment approaches or assessments by trusted govern-
ment or safety agencies that provide some types of
assurances for performance could be an alternative
(see Romanosky, Treyger, and Alhajjar, 2026). In
addition to supporting the adoption of Al within

the originating nation’s economy, successful devel-
opment of such approaches could promote adoption
of that nation’s AI products more broadly.

In the era of critical infrastructure protection after
9/11, scholars of firm behavior flagged the concern that,
in a world of interconnected systems, businesses might be
hesitant to invest in protection for fear that others would
not, and the transmission of the risk from those less pro-
tected nodes in the economic network would mean that
they would not actually benefit from their own protective
investments (Auerswald et al., 2006a, p. 496). Given the
potential for AI risk to be transmitted—through infor-
mation technology networks, interconnected business
systems, and effects on infrastructure systems—a similar
weakest-link problem seems likely for managing AI risk.
After 9/11, the suggested answer was businesses collaborat-
ing to fix the collective-action problem,?® although lead-
ership at the regional or national level (discussed below)
could be a strategy as well.

Infrastructure Operators

Infrastructures are, returning to some of the terms used by
Perrow (1999) in his discussion of technological risk, the
ties that couple the moving parts of society together—and
therefore could be the links through which AI risk spreads
and is magnified. For some infrastructures, the ties are lit-
eral: Virtually every part of societies and economies is now
connected by power lines and the fiber-optic or wireless
networks of telecommunications and information technol-
ogy systems. Although not literal connections in the same
way, the interconnection of firms and national economies
by global transport and logistics systems is no less critical.
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This interconnection (and the recognition of its impor-
tance) is not new and was the driver for the protection of
critical infrastructure as a national policy goal, as well as
the intense focus on building infrastructure resilience and
managing risk after such major events as 9/11, the North-
east blackout, and Hurricane Katrina (see the discussion in
Auerswald et al., 2006b). Expanding beyond the definition
of critical infrastructure of the early 2000s—and its expan-
sion after 9/11—AlI-critical infrastructure does not include
just the power and water systems needed to run data cen-
ters but the data centers themselves where the advanced Al
tools live and where applications of Al tools by many dif-
ferent firms may be running simultaneously (sometimes in
a single data center).

For many infrastructures—in which managing for
reliability in the face of complex risks and fluctuations in
demand is an everyday requirement—all that is needed is
adding the consideration that AI misbehavior or unpredict-
ability is a new source of risk and one that is potentially not
correlated with previous risk sources. It is also one in which
there is the possibility for learning as more individuals,
firms, and governments (and infrastructure operators them-
selves?®) deploy Al and autonomous agents to define—to
again borrow a framing from post-9/11 critical infrastruc-
ture protection scholarship—the bandwidth of Al behavior
that the system can tolerate and then adjust that over time
as we learn more.?® This approach assumes that there will be
errors and accidents and that systems will need to be resil-
ient to them.3! Actions could include the following:

o Deploy Al in infrastructure systems with great care,
given the potential cascading effects of AI misbe-
havior. For building resilience to Al risk into infra-
structure systems, many of the same approaches rel-

Expanding beyond

the definition of critical
infrastructure of the

early 2000s, Al-critical
iNnfrastructure does Not
iNnclude just the power and
water systems needed to
run data centers pbut the
data centers themselves.

evant to other firms still apply. These include being
careful in the implementation of agents for system
management (including limiting their permissions
and having ways to monitor their behavior), being
able to distinguish between agent traffic and other
traffic (and potentially being able to selectively
block agent traffic if it becomes a threat to function-
ing), and incorporating behavioral monitoring at
an aggregate level to detect anomalies caused by
AT activities before they threaten infrastructure
functioning.

o Invest robustly in strengthening cybersecurity
defenses for key infrastructure systems. Cyber vul-
nerability of critical infrastructure systems has been
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a long-recognized problem and a potential way in
which nations could be consequentially attacked.
Given that AT has the potential to significantly
enhance offensive cyber capability, the value of
correcting that problem becomes much more sig-
nificant. Beyond intentional cyber efforts, because
infrastructure operations have a much greater
potential than individual commercial firms to be
affected by agents implemented by others, cyber-
security and response measures to protect infra-
structure functioning from agents’ anomalous or
malevolent behavior become more important.

Put capabilities in place to rapidly determine what
happened when likely Al incidents occur and affect
infrastructure systems. Rapid forensic attribution
when incidents occur—to figure out what hap-
pened and how to prevent it in the future—is criti-
cal because incidents that affect infrastructures
almost definitionally affect wider areas and have
higher costs and consequences. Being able to diag-
nose an incident is critical not just for practical
reasons—i.e., responding quickly and effectively—
but for reestablishing the confidence of customers
and the public afterward.

Preserve fallbacks in which infrastructures can be
reconstituted without Al if such systems become
untrustworthy. One of the reasons for implementing
AT everywhere, including infrastructure systems, is
its assumed benefits in efficiency, cost savings, and
capability. But if systems have been redesigned such
that they depend on AI working for the system to
function at all, failures will be extremely difficult to
address. Having fallbacks (alternative communica-

tions or the capability to revert to legacy or manual
modes of operation) provides options to bounce
back after an incident occurs, even if such fallback
options are less efficient (i.e., more costly to oper-
ate) or have real costs to maintain alongside AI
automation.®

For Al-critical infrastructure, such as data centers,
invest in capabilities that make it possible to act
selectively. If an Al system within a data center is
operating in a way that is causing disruption or
harm, either inside or beyond the boundaries of
the data center, mitigating that risk will be more
effective and less costly if the operator has options
beyond turning off the entire data center or sever-
ing its connections to information technology net-
works.? However, the design of such centers makes
the activity of one tenant’s misbehaving AT difficult
to identify against the background of all the other
tenants’ systems. Building capabilities to map and
respond selectively would increase resilience by
reducing the potential for collateral damage (i.e.,
cutting of other critical systems while trying to con-
tain an incident being caused by a different system
in the same center). Information-sharing among
tenants in a data center could also become a detec-
tion mechanism for Al-risk incidents (similar to the
SeeSay4 Al concept discussed earlier) because mis-
behavior by one Al system in a data center might
affect other activities that are dependent on that
same pool of computing resources.

Because critical infrastructure systems—notably infor-
mation technology systems and the electrical grid—are the
key connective tissue through which AlI fire could spread




and go from an individual (likely a firm) problem to a soci-
etal one, those systems are also key spots where resilience
to Al risk could be built. To the extent that actions taken
by infrastructure operators either limit the speed that AI
incidents can spread or provide options to contain them,
they could become effective national-level firebreaks that
provide strong advantage in a world of AT risk.

State and Local Governments

Although there is debate in the United States about the
role of subnational governments in seeking to regulate AI
and its potential risks,* the reality is that—if the world
becomes one of normal AT accidents—state and local gov-
ernments will have a significant role in dealing with them
and, if they do that well, could give the country overall an
edge in that world.

Depending on the nature of an Al incident and its
tangible effects, state and local emergency managers (and
other responders) may find themselves in the position of
responding to incidents that could differ in important ways
from emergency incidents to date. For example, although
the effects of a broad Al-caused power outage might look
similar to one caused by a large regional thunderstorm,
fixing it will not involve coordinating with the power com-
pany and other resources to clean up debris, remove trees
from wires, and repair the distribution network. Instead,
the response may require shutting down whatever Al capa-
bility or system is causing the overload or grid instabil-
ity, and subsequent recovery may be more about clearing
“information debris” from the power company’s manage-
ment systems than fixing physical, real-world operations.

How resilient a state or locality is to Al-risk incidents
will be driven by how prepared it is to handle such inci-
dents and their consequences, and its resilience will con-
tribute to overall national resilience and competitiveness
in a world with AT risk. Steps that governments can take
include the following:

o Assess how standard emergency response and
management functions may be exposed to Al risk,
and prepare to fall back to other options if they are
disrupted. Communications is the lifeblood of
emergency response operations, and disruption of
communications is often cited as a root cause for
why the effort to respond—particularly to major
incidents—was not as effective as it could have been.

Depending on the nature
of an Al incident and its
effects, state and local
emergency managers may
find themselves responding
to Incidents that could
differ in important ways
from emergency incidents
to date.
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If Al risk—e.g., resulting from misbehavior of an
agent intended to make communications systems
more efficient—takes down those systems in an
incident, fallbacks need to be ready. Areas that have
prepared for that scenario will fare better than ones
that have not—and much better than ones that have
become fully dependent on Al for their incident
communications and coordination.

Understand how Al is being deployed, and build
warning processes to widen the window for emer-
gency management as much as possible. Emergency
managers benefit from knowing where facilities are
in their area that may pose hazards (e.g., industrial
sites or even smaller locations where significant
amounts of hazardous materials are used) because
that knowledge can help them respond effectively
and safely if something goes wrong. Although not
all implementations of AI will necessarily be haz-
ardous in the same way, managers’ awareness of
what is going on with AI deployments in their areas
of responsibility could be a useful input to their
learning how to integrate Al-risk management into
their roles. Similarly, building relationships with
firms that are using Al—particularly AT systems
that have the potential to affect systems or entities
outside the firms’ boundaries by design—will mean
that there will be a better chance of their notifying
the emergency management structure if something
starts to go wrong in a way that could cause broader
damage or disruption.

Broaden preparedness efforts—including plans and
exercises—to include new characteristics of Al-risk
incidents. For Al risks whose effects are similar

to other sources of risk (e.g., power outages, fires,
physical damage), much of the capability built
to manage existing risks will still be relevant to
building resilience to this new challenge. But other
effects of Al risks, whether on the workforce (to the
extent the result is civil unrest or protest) or in the
information space, among others, represent new
challenges for public safety and emergency manage-
ment. If an area is going to be prepared to address
the full variety of possible Al-risk outcomes, plans
and exercises need to reflect them—and their imple-
mentation needs to involve the stakeholders that
emergency managers may need to interact with if an
incident occurs.
Understand whether existing authorities—and the
capabilities to act on them—are sufficient to respond
to an Al-risk incident. While there may be clear
authority for emergency responders to cut power
to a facility that is on fire to protect the responders
to the incident, cutting power (or severing con-
nections to information infrastructure) to a facil-
ity thought to be the source of an AI agent that
is disrupting local infrastructure will likely be a
much more complex situation. Understanding how
existing authorities for dealing with emergency
Al-risk incidents at the state and local levels might
play out is critical before such incidents happen so
that managers are not faced with complex multi-
stakeholder negotiations as the damage from the
incident spreads.

Even if there are existing authorities to respond,
capabilities need to be in place to make it possible to
act. In an Al incident, determining what infrastruc-
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ture might need to be shut down to halt the damage
may be exponentially more difficult than determin-
ing how to shut off power to an area where ener-
gized lines are causing a hazard. In some cases—
given the complexity of data center operations and
other technical concerns—unless responders and
local AI firms have prepared for such a circum-
stance, determining what to shut down could be
impossible on any disaster-relevant timeline.*®

States and localities often rely on their emergency
management structure to address incidents across a range
of scales, causes, and consequences. It is likely that it will
be no different if Al-risk events, originating from facili-
ties either within their jurisdictions or outside them, cause
their potentially unique mix of disruption and destruction.
Areas that are well prepared for these kinds of events will
be more resilient to them and support the resilience of the
people and firms in their jurisdictions—and the Al-risk
resilience of the nation overall.

National Level

As discussed earlier, national-level Al strategy documents
include the reality of AI risk—and many include lines of
effort focused on Al trustworthiness, assurance, stan-
dards, and other approaches for reducing risk. In thinking
about risk and resilience as a potential source of national-
level strategic advantage, however, there are other lines

of effort that could be added to standard safety-focused
approaches:3¢

o Asin past efforts at civil defense or civil security for
terrorism, develop initiatives and align incentives
to build resilience to Al risk at all levels. Countries’

To the extent that efforts
armor countries against
Al mishaps that occur
N competing nations,
real advantage might

oe gained—whether the
well-armored country 1S
a sprinting or following
nation.

overall resilience—and, therefore, potential advan-
tage for competing in a world of AT risk—is made
up of the sum of the actions taken at all levels. As
a result, in the same way that civil defense made
up a slice (if a narrow slice [Dory, 2003]) of U.S.
Cold War strategy, a similar effort could be part
of national AT strategies. To the extent that such
efforts armor countries against AI mishaps that
occur in competing nations, real advantage might
be gained—whether the well-armored country is a
sprinting or following nation. Different strategies
apply at different levels, including public educa-
tion for individuals, technical assistance to firms
and other organizations, and development of clear
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liability and insurance structures that incentivize
the resilience of firms, infrastructures, and others
while managing the potential risk of very large AI
incidents in which damage and disruption might
overwhelm private-sector risk pooling capability.’”
It is also worth noting that the resources
that are available to implement these kinds of
approaches will differ considerably across the four
notional future scenarios used earlier. In the first
scenario in particular, there would be enough net
benefit that there should be money available for
more-traditional insurance and compensation
approaches. In the third and fourth scenarios, the
strategy for managing the much larger net costs
from AI risk would likely have to be very different.
o Approach national-level capability to strengthen
resilience and respond to damaging or disruptive Al
incidents as a contributor to maintaining individual
and organizational trust in government.3® After the
response to Hurricane Katrina and other perceived
response failures to significant incidents, public

Arguably, national thinking
about critical infrastructure
needs another reboot
looking through the lens
of Al

trust in government and perceptions of government
effectiveness were significantly damaged. Respond-
ing well does not just mean responding to the
damaging effects of the incident immediately after;
it also means having credible investigative efforts
to determine what happened and taking steps to
reduce the chances that it will happen again. Fur-
thermore, governments need to consider how Al
capabilities might be used by adversaries to try to
undermine trust in government (e.g., individuals
impersonating government personnel to commit
fraud after disasters), and they need to approach
public education to address that risk with urgency.
Given the combination of strong government
promotion of advanced AI in some nations and
public skepticism about the effects of the technol-
ogy, a perceived failure to deal with an AI incident
appropriately could make it more difficult for a
nation to bounce back afterward, and any resulting
backlash could set back national Al efforts.
Consider programs focused on addressing worker
displacement and other societal effects of AI not
just from a social services perspective but as compo-
nents of building national advantage for the Al era.
Because displacement or replacement of workers
is one of the key mechanisms through which Al
is designed to produce economic benefits, if that
shift is not addressed, the conditions for poten-
tially more-costly outcomes—e.g., societal unrest
or violence—are a near certain outcome of broad
adoption. Small-scale incidents of violence in
response to Al have already occurred (Guffey and
Nguyen, 2026; Hernandez, 2026). Whether much
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more costly outcomes occur is not a certainty,
however, and nations that can navigate diffusion of
AT without such incidents will be advantaged over
ones that cannot do so (see policies discussed in
Ramzanali and Sitaraman, 2026). Even the strongest
proponents of Al are arguing for putting programs
and efforts in place to address the effects of Al on
the population (e.g., OpenAl, 2026).

Recognize that for some Al-risk concerns (e.g., Al-
facilitated disease outbreaks), national resilience may
be a powerful strategic advantage if incidents occur
(see, for example, Dev et al., 2025; and Paskov et al.,
2026). The experience of the coronavirus disease
2019 (COVID-19) pandemic showed that respond-
ing to a significant disease outbreak was a whole-
of-nation effort, and the limits of preventive inter-
ventions meant that resilience was critical. If the
most serious scenarios for Al-enabled bioterrorism
occur, resilience components of biosecurity efforts
will almost certainly be critical to allow nations to
weather the early phases of the resulting pandemic
before other response options are available. The
COVID-19 pandemic also taught that building resil-
ience capability at all levels is difficult and may be
even more difficult going forward.

Acknowledge that just as critical infrastructure
protection was a part of efforts to seek national
advantage in the world dominated by concern about
terrorism risk, it should be part of efforts if the world
becomes dominated by Al-risk concerns. Public-
private partnerships for managing physical risks

to infrastructure were part of post-9/11 homeland
security policy, including sharing of warnings and

other information through such federal cross-
industry structures as the Information Sharing

and Analysis Centers (often better known by their
acronym, ISACs). In a reflection on the first federal
effort to strengthen critical infrastructure resilience
(in 1997), the then-chair of the Presidential Com-
mission involved said,

In many respects, our most important
finding is the need to think differently
about infrastructure protection. Today’s
approach was designed to deal with the
Industrial Revolution, then was adjusted
to address the stabilization of America
after the Civil War, the Depression,
World War II, and finally the nuclear
stand-off of the Cold War. None of those
approaches is particularly applicable to
the world as it looks through the lens of
information technology in the third mil-
lennium. (Branscomb, 2006, p. 20)

Arguably, national thinking about critical infra-
structure needs another reboot looking through
the lens of Al—both in that Al makes different
infrastructures critical in different ways and that
infrastructure itself may become the vector through
which Al risk spreads through the economy. While
strengthening cybersecurity for an era in which
human-initiated threats empowered by AI may be
augmented by AT’s creation of cyberthreats of its
own is part of the picture,* developing a national
approach to hardening critical infrastructure in an
era in which autonomous agents may create unpre-
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dictable loads and demands on systems is poten-
tially an even more difficult challenge.

Just as firms making risk-management decisions
to prepare to function in a world in which AI risk may
become a key characteristic of the environment is good
business, nations making their societies and economies
resilient to AI risk is good statecraft. If Al risk represents
less of a drag on firm or government activities, the resilient
nation could have an advantage in such a world that goes
beyond just getting greater net benefits from AI than its
competitors.

Conclusions

My argument in this paper started by setting aside the
most extreme of Al risk scenarios to focus on intermediate
AT futures and, having done so, set aside safety approaches
aimed solely at preventing disruptive and damaging AI
incidents to focus on what would be needed to navigate a
world in which normal AT accidents are going to happen,
might happen regularly, and could cause consequential
damage—even if that damage does not rise to the level of
catastrophe. That choice should not be read as an argument
against prevention. It is an argument that prevention alone
is not enough and that, given that reality, building capabili-
ties to navigate a world of Al risk—and doing it more effec-
tively than competing firms or nations—could be a lever of
competitive advantage in the future.

Exploring that provides the following key insights
that appear valuable given the dominance of the sprint to

Al-benefit framing that dominates much of the AI policy
discussion:

o In that world, the ultimate goal of AI development
and deployment is accumulating net benefit when
the sprint to develop advanced Al is completed
(or, assuming many sprints to many finish lines of
increasingly advanced Al capability, while sprints
toward other technological advances are still
underway).

 Ina postsprint marathon to rack up the benefits of
AT capability, Al-risk costs will matter and, depend-
ing on their scale, could turn a nation that lost
the sprint to advanced Al into the winner in the
longer term—particularly if it has built resilience
advantages that let it manage those costs better and,
therefore, derive more net benefit from their own Al
adoption or by free riding on any positive externali-
ties from the winner’s AT deployment.

Taking on intermediate scenarios as a focus in explor-
ing policy also appears to have two advantages. First, given
that we have observed smaller-scale and less serious disrup-
tive and damaging Al incidents, it supports a very realist
approach to Al risk but still maintains focus on trying to
gain benefit from the massive investments that have been
made in Al Second, policy approaches that are relevant in
such intermediate scenarios also break from the zero-sum
assumption that investments in safety or resilience will
slow technology acceleration. Many of the approaches for
increasing resilience or building response capability to act
if Al incidents occur are less about how Al is designed and
built and more about how it is put into practice.
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In pursuit of national-level advantage from
advanced Al it is worth emphasizing that these kinds of
capabilities—at whatever level of society they are put in
place—can translate into advantages across the five distinct
races of the Al pentathlon:

1. Ashedges against the risk concerns regarding the
development and deployment of AGI, they sup-
port national racing to increasingly advanced Al
capability.

2. By preparing society more broadly for the potential
missteps or failed experiments that will come from
adoption, they support the race to adopt Al at scale
in the economy.

3. By increasing trust in a firm’s or nation’s approach
to AT and commitment to responsible deployment,
they could contribute to supporting the interna-
tional race to establish and dominate the global
Al ecosystem.

4. Asbackstops for potentially more-concerning appli-
cations of Al in military uses, risk-management and
resilience capabilities would support the race for
national power advantage from AI.

5. By layering different types of resilience measures for
Al risk throughout the country and economy, inte-
grating these capabilities into national advantage
directly pushes back against any possible race to
the bottom in Al safety.

Furthermore, resilience and risk-management options
may enable national action during these different races in
ways that many other policy levers do not. In most cases,
these policies do not require accurately attributing the
source of a damaging or disruptive Al incident, which can

limit or delay the use of other tools that the government
may want to bring to bear on an Al crisis.*? Because these
options are generally things nations and firms do to and
for ourselves, they are a path to strengthen competitiveness
in futures in which uncertainty—about whether incidents
are caused by humans, adversary nations or groups, actors
empowered by Al, or AT agents acting on their own—could
otherwise create significant vulnerability.

Whatever AI future a nation or the world ends up in,
there are multiple paths for resilience and risk-management
measures to pay off. Many are dual-use protections:
Regardless of whether Al-specific biological risks ever
materialize, efforts to strengthen biosecurity will contrib-
ute to addressing broadly recognized existing shortfalls for
dealing with natural disease threats. Just as many of the
steps taken after 9/11 were useful for threats and risks that
had nothing to do with terrorism, many efforts to build
resilience for Al risk could pay dividends in other ways.

Even if all the promises of Al-enabled capability and
economic growth come to pass, the lessons from past work
examining the integration of new—and unpredictable—
technologies into complex economic, infrastructure, and
other systems suggest that there are going to be problems.
Experiments will fail. Agents will behave unexpectedly.
Incidents that cause disruption or destruction will occur.
Although one would hope that those risks will decrease over
time as the technology improves and firms and nations get
better at deploying it effectively and safely, the future will
likely be a world of normal AT accidents. Firms and nations
that are robust to the risks involved and prepared to function
effectively in that world—not just for their efforts to benefit
from deployment of advanced Al but in everything they
do—will have an advantage over those that are not.
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Notes

1 At the time of this writing in 2026, there have been two recent inci-
dents consistent with the development of this risk: shots fired at a city
councilman’s home in Indianapolis by someone apparently opposed to
data center construction in the area and two acts of violence targeting or
happening near (and unclear whether targeting) the home of OpenATI’s
chief executive officer, Sam Altman (Guffey and Nguyen, 2026; Hernan-
dez, 2026).

2 Perrow’s description for why accidents in such systems are likely to be
normal occurrences parallels many characteristics of Al particularly
agentic Al, as it becomes linked to and given the ability to alter other
systems:

The argument is basically very simple. We start with a plant,
airplane, ship, biology laboratory, or other setting with a lot of
components (parts, procedures, operators). Then we need two

or more failures among components that interact in some unex-
pected way. No one dreamed that when X failed, Y would also be
out of order and the two failures would interact so as to both start
a fire and silence the fire alarm. Furthermore, no one can figure
out the interaction at the time and thus know what to do. The
problem is just something that never occurred to the designers.
Next time they will put in an extra alarm system and a fire sup-
pressor, but who knows, that might just allow three more unex-
pected interactions among inevitable failures. This interacting
tendency is a characteristic of a system, not of a part or an opera-
tor; we will call it the “interactive complexity” of the system.

For some systems that have this kind of complexity, such as
universities or research and development labs, the accident will
not spread and be serious because there is a lot of slack available,
and time to spare, and other ways to get things done. But suppose
the system is also “tightly coupled,” that is, processes happen very
fast and cannot be turned off, the failed parts cannot be isolated
from other parts, or there is no other way to keep the production
going safely. Then recovery from the initial disturbance is not
possible; it will spread quickly and irretrievably for at least some
time. Indeed, operator action or the safety systems may make it
worse, since for a time it is not known what the problem really is.
(Perrow, 1999, pp. 4-5)

For Al it may be less that the two failures occurring together was
unexpected but that AI—acting on what were thought to be clear
instructions, or a well-defined utility function, in an understood set of
systems—produces unexpected results that lead to failures elsewhere.

3 That even technological proponents see the substantial risks associ-
ated with essentially a “maximalist benefit scenario” for Al is reflected

in such proposals as OpenAT’s 2026 policy document arguing for action
to address the mass dislocation that such a scenario would involve
(OpenAl 2026).

4 My decision to focus on intermediate scenarios in this paper should
not be interpreted as an argument to ignore the extremes. Given real
uncertainty, it is possible that extreme scenarios for advanced AT’s risk
or benefit will come to pass. However, that same uncertainty means that
we could end up somewhere in between, and there are a lot of options
for intermediate outcomes. Consideration of intermediate scenarios

is also potentially useful because they could represent steps toward
more-extreme futures and perhaps early chances to put measures and
capabilities in place that would have value even at the extremes of the
risk spectrum.

5 Although Ding’s analysis was focused on only the first and second of
the AT pentathlon races described above, the short-term versus long-
term and speed versus endurance perspectives are relevant to the others
as well.

6 These scenarios are in contrast to extreme benefit or radical abun-
dance scenarios in which the first mover is assumed to receive a mas-
sive and durable advantage (and the potential for associated costs that
threaten that advantage is not considered). See, for example, work
applying game theory to the race for AGI (Abraham, Kavner, and Moon,
2025).

7 See, for example, the analysis of resilience as part of the larger safety
discussion in the International AI Safety Report 2026 (Bengio et al.,
2026).

8 This strategy can be viewed as a companion and complement to
RAND’s proposed Rideout strategy for the sprint portion of the race to
AGI (see Frelinger and Mueller, 2026). Rideout hedged against some of
the same factors that underlie this strategic framing of resilience (e.g.,
that AGI benefits might “manifest slowly or unevenly” [p. 3]) and their
effect on the potential value of winning the sprint. A resilience strat-
egy hedges against the uncertainty that dominates the marathon that
follows.

9 Using fire as a metaphor for A risk echoes statements by AT developers
that the technology will revolutionize the world at the same scale (e.g., a
statement by Google Chief Executive Officer Sundar Pichai as quoted in
Mind Matters, 2023) and reflects the nature of the risk and some of the
ways of managing that risk.
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1011 these scenarios, T am generally framing the benefits of advanced
AT as more localized to the actor that is adopting it and the risk-caused
costs—which is consistent with the fire metaphor—as potentially more
broadly spread (particularly for the net-cost scenarios). The arguments
for resilience and risk management as strategic levers apply if the reverse
is true, although their relative importance at the adopting-actor level
(e.g., firm) will become more important than at the broader (e.g., region,
nation) level.

11 See, for example, discussion in van Opstal (2007) as an example of
the post-9/11 national-level focus on the concept. Roberts (2023) is a
much more recent treatment that has framed resilience as a strategy

for national competitiveness in a globally interconnected economy

and as an approach that allows nations to gain the economic benefits

of interconnection without being subject to all of its risks. Seemingly
echoing the analogous logjam in the Al-safety debate, she framesitasa
way to break away from the assumption that there is a “zero-sum trade-
off between the risks and rewards of interconnection” (Roberts, 2023,
p. 124).

12 See both a historical and post-9/11-focused review in Dory (2023).
Resilience and risk management are also framed as key levers in
national strategic documents ranging from policy efforts focused on
specific economic and life-safety systems (e.g., the National Infrastruc-
ture Protection Plan [U.S. Department of Homeland Security, 2013])

to broader national strategic concepts (e.g., centrally in the National
Strategy for Homeland Security [Homeland Security Council, 2007] as
the nation’s “foundation to ensure our long-term success,” and as an
element of the National Security Strategy in both 2010 and 2017). An
example of a post-9/11 national security—focused framing with resilience
as a core strategic element is Miller and Lachow (2008). Fjader (2014)
reviews a variety of national governments’ strategies linking resilience
to national security, spurred by a consideration of globalization and its
effects.

13 See Sheffi (2007) for a discussion of the evolution of this concept after
9/11 or Singh and Hong (2020) for an example of an analysis exploring
the relationship between resiliency and a firm’s financial performance.
As an approximate illustration of the scope of attention to resilience

as a lever for private-sector strategic advantage, a search in the Google
Scholar search engine for papers including the terms firm, resilience, and
competitive advantage returned more than 200,000 hits. There is also

a relatively large literature correlating just supply chain disruptions in
firms with reductions in stock price or other metrics of competitiveness

(Choudhury, Kim, and Ramkumar, 2022; Yousefi, Yung, and Najand,
2023; and Theile et al., 2026, for recent examples).

14 A5 one reviewer of this paper noted, nations can use Al safety and risk
concerns (and advocacy for how such concerns should be addressed) as
part of their efforts to shape the global technology ecosystem in ways
they assume will make their own firms’ AT systems and technologies
more competitive. This is not the sense of risk management as a strategic
lever being considered here. This paper’s focus is the implementation of
risk management and resilience measures locally in ways that actually
reduce the potential costs from damaging and disruptive Al incidents
(and therefore increase the potential net benefits from AI) as a lever of
strategic or competitive advantage.

15 Components include lines of effort focused on ensuring “Al interpret-
ability, control and robustness” so that “the United States will be better
able to use Al systems to their fullest potential in high-stakes national
security domains,” combating the effect of synthetic media or deepfakes
in the legal system, bolstering cybersecurity of infrastructure, develop-
ing “secure-by-design AI technologies,” investing in improved bios-
ecurity, and maturing the “federal capacity for Al incident response”
(White House, 2025, pp. 9, 12-13, 18-19, 23).

16 Or, assuming a scenario like my first one, another possibility is that
other actors will attempt to act as spoilers—i.e., where they will not
tolerate a monopoly and the resulting asymmetry in how AI shifts firm
or national power and will seek to deny the winner the benefits of the
technology if the monopoly cannot be broken. For simplicity, I set aside
that possibility in this discussion.

171f the runner-up is hit by the winner’s costs during the period in
which they are receiving no benefit, this creates a debt (on top of any
sprinting costs or Al development investment debt that the runner-up
had spent in their effort to be the winner) that the runner-up’s eventual
net-benefit advantage will have to pay off before their overall benefit
from adopting the AT becomes positive. In Scenario 3, in which the very
slim resilience edge I have used in the example means that the net bene-
fit is small, it will take a very long time for the runner-up to reach a posi-
tive net benefit total —but they will still be doing better than the winner,
whose cumulative total will be driven further negative as time passes.

18 Returning to the lessons of Perrow’s (1999) analysis of accidents in
pre-AI complex technological systems, part of the strategy for building
Al firebreaks and windows to allow Al firefighting could be to (1) reduce
how tightly systems are coupled (or to not use unpredictable technolo-
gies, such as AL in cases where there has to be tight coupling) and

33



(2) build enough slack into systems to make it possible to recognize AI
misbehavior that could cause damage or disruption before it can spread
or cascade. Because some of the potentially most valuable applications of
AT are the opposite of these conditions (tight coupling and fast response
are to the advantage of Al systems operating at agent-speed to manage
processes or decrease decision-to-action times), having a portfolio of
resilience and response measures will likely be necessary for Al risk.

191n the following discussion, I take the perspective of the United States
(and frame options consistent with its governmental and other struc-
tures), although the approaches themselves are relevant to other nations
and systems more generally.

20 Such a strategy at the commercial-firm level would include similar
multilevel elements but would stop at that point (other than the firm
potentially coordinating and collaborating with the infrastructure
operators and government at the local, state, or federal level that it
depended on).

2l gee Dory (2003) for a discussion. Davis et al. (2003) provides a direct
example of individually focused guidance regarding unconventional
terrorist-attack preparedness and resilience.

22 For example, see the proposal included in Janjeva et al. (2023).

231n 2024, an update pushed by the cybersecurity firm CrowdStrike
caused Microsoft Windows-based systems that were using the software
to crash in a way such that they could not be restarted. Affected comput-
ers had to be fixed manually to correct the failure, leading to disrup-
tions in private companies, infrastructure, air transportation, and other
critical systems. The total cost of the incident was estimated at more
than $5 billion for U.S. firms and approximately $13 billion worldwide
(Goodall, 2024; Jackson and Frelinger, 2025; Sharma, 2024).

24 Gee, for example, the discussion in Vermeer and Jackson (2026) that
approached this problem from the other direction: assessing the option
for a firm in which Al risk was originating to isolate itself to prevent the
incident from spreading and to limit liability exposure.

25 For example, RAND researchers developed a toolkit for safer imple-
mentation (Hodgson et al., 2026).

26 There is a growing literature on Al being applied in commercial
supply chains to increase resilience. For example, see Beta, Nagaraj, and
Weerasinghe (2025) or Smyth et al. (2024) for reviews.

27 Romanosky et al. (2025) discusses the insurance issues for cata-
strophic cyber incidents, which could be analogous to a portion of the

Al-risk space (and could also draw parallels with the post-9/11 terrorism
insurance challenges and responses).

28 Auerswald et al. (2006a, p. 496) states,

The existence of interdependencies that are not well understood
may lead organizations to decide not to invest in their own
protection because they know that the failure of others to take
similar actions can harm them, even if they do make such invest-
ments. One valuable way to reduce risks due to interdependencies
is to evolve interdependence into mutual support. . .. An appeal-
ing way to address the problem is via the establishment of busi-
ness coalitions. Members of the coalition collaborate to support
their decisions aimed at reducing interdependent risks based on
the analyses of the whole group.

29 Janjeva et al. (2023, p. 5) suggests that there may be “red lines” that
should be defined for infrastructure systems in which no autonomous
AT agent deployment is permissible, given the risk of doing so.

30 As described in Schulman and Row (2006, p- 123),

Successful reliability management focuses less on safeguard-

ing single-factor performance than on maintaining a set of key
organizational processes within acceptable “bandwidths.” The
boundaries of these bandwidths can be adjusted but only in pro-
portion to improvements in the knowledge base (both formal and
experiential) of the organization.

31 Schulman and Row (2006, p. 124) states,

[Designers’ and managers’] approach to error exemplifies the
differences between the two groups of professionals. Designers
frequently underestimate the prospects of human error or are
committed to its elimination through anticipation and proscrip-
tion. As one engineer once remarked, “I try to design systems that
are not only fool proof but damned-fool proof!” But managers
approach error complex systems as inevitable. In fact, good man-
agement is in many respects the management of error.

32 This was one shortfall raised in RAND’s Infinite Potential series of Al
tabletop crisis exercises (Girven, Cibralic, and Smith, 2026).

33 See the discussion in Vermeer and Jackson (2026).

34 See, for example, a discussion of the tensions in the specific area of AT
use in medical care (Shachar et al., 2026).

3> This has been a shortfall flagged in tabletop exercises run as part of
RAND?s Infinite Potential series of exercises to explore different pos-
sible future scenarios (Smith et al., 2026).
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36 Menus of options for federal policy developed for addressing the
threat of terrorism after 9/11 provide a starting point, although many
are options for approaching not just resilience as a source of national
advantage but safety more broadly:

The challenge to public policy is to structure an incentive system
that provides for adequate robust internal operations, functional
decentralization, system redundancy, and public-private and
private—private coordination, even at the cost of higher prices,
while leaving a level playing field for competing firms. Among
the policy options available to government are

(1) extension of current safety regulations to cover
security exposures (often requiring new legislation);

(2) research and development subsidies and partner-
ships with government’s technical resources;

(3) tax or financial benefits to reduce the economic
impact of required capital investments;

(4) facilitation of secured information sharing between
private firms and government agencies and depart-
ments that respects privacy issues;

(5) public provision of information on private vulner-
abilities for which firms may consequently be held
financially accountable by courts;

(6) provision of publicly funded terrorism (re)insur-
ance and incentives to insurance and reinsurance
firms to offer rates scaled to risk reduction;

(7) encouragement of voluntary collective actions
through trade associations; and

(8) antitrust protection for such collective action.

Some combination of these tools must be deployed in a way that is
both politically and economically sustainable. (Branscomb, 2006,
pp. 24-25)

37 Analogies to how the financial risks of terrorism were managed
post-9/11 through a combination of insurance, reinsurance, and federal
backstopping for truly catastrophic risk could be relevant for developing
the right policy approaches (Auerswald et al., 2006a; Dixon and Reville,
2006; Nutter, 2006). See Romanosky et al. (2025) for a discussion of
cyber risk (which is relevant to a portion of the Al-risk space) that draws
on the post-9/11 experience with the insurance market for terrorism
risk.

38 See Somani et al. (2025) for a discussion of emergency preparedness
and response for Al incidents from the national-level perspective.

39 See the discussion in Ramzanali and Sitaraman (2026).

40 Attribution as a barrier to acting has been a frequent finding from
RAND?s Infinite Potential series of AGI futures tabletop exercises (see
Smith et al., 2025; Smith et al., 2026).
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its perceived benefits, there is substantial concern about its risks and
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national race to dominate the global Al ecosystem for economic advan-
tage, and the race to manage potential large-scale Al risk—planning to
operate effectively in the new world of Al risk is a national imperative. In
this paper, drawing on thinking about how the complexity of technical
systems can result in frequent, potentially large-scale “normal accidents,”
| demonstrate how firms and nations that are well prepared to navigate

a new world of Al risk could have strategic advantages over those that
are not. | present an example set of policy actions that could be taken at
different levels to prepare to win a longer-term Al race—the marathon to
benefit from the technology run through a world of Al risk—separate from
the sprint to develop AGI or even artificial super intelligence.
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