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Countering Model Distillation

Limits and Alternatives

rtificial intelligence (AI) model distillation, or the process of training a

new model on the outputs of a more capable one, presents a real challenge

to U.S. advantages in AI because this process allows firms to reproduce

much of the value of frontier systems without bearing the full cost of
developing them. Recent communications from the White House Office of Science
and Technology Policy and leading U.S. AI labs document how Chinese AI firms
have been using this method to extract capabilities from U.S. AI models.! Theoreti-
cally, technical counter-distillation measures could help protect frontier advantage
by raising the cost of distillation (for example, by forcing firms to spend more effort
on circumventing distillation countermeasures) or degrading the quality of the
resulting models. In practice, however, the strategic question is not whether distil-
lation can be made somewhat harder but whether it can be made sufficiently unat-
tractive that a would-be distiller would rationally choose to build a model indig-
enously instead.

We argue that the answer is often that technical countermeasures are insuf-
ficient to meaningfully alter incentives toward distillation, especially in the geo- '
political context of 2026. For actors that do not require absolute frontier perfor-
mance, distillation can remain the most attractive option because it offers a large
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The fundamental problem
with distillation and
counter-distillation efforts
s that technical distillation
countermeasures might
Nnot IMpose costs on
would-be model distillers
that are significant enough
to deter them from
distilling.

share of frontier capability at much lower cost. Export
controls reinforce this incentive by increasing the cost of
indigenous development relative to copying or approximat-
ing existing frontier systems. As a result, even meaningful
technical countermeasures might shift the economics of
distillation only modestly, leaving distillation the preferred
strategy across a variety of plausible circumstances.

Our examination proceeds in three steps. First, we
use stylized models of AT acquisition, built on assump-
tions deliberately favorable to counter-distillation
efforts, to show why distillation is likely to dominate
indigenous development under those assumptions for

any actor driven by economic rationality and willing

to accept a model below the true frontier. Second, we
assess whether technical countermeasures could alter
that result either by imposing enough additional cost or
by reducing performance enough to worsen the distilled
model’s price-to-performance ratio; we conclude that
doing so would likely require changes far larger than are
realistically achievable, even if the means to do so were
available. Third, we consider what kinds of nontechnical
interventions could matter more—particularly measures
that impose meaningful external costs on distillation or
reduce the market value of distilled models. Our central
conclusion is that technical counter-distillation measures
might be useful at the margin, but they are unlikely to
deter distillation on their own. If policymakers seek real
deterrence, they will likely need broader policy, legal,
economic, and strategic measures.

The Economics of Distillation

The fundamental problem with distillation and counter-
distillation efforts is that technical distillation counter-
measures might not impose costs on would-be model
distillers that are significant enough to deter them from
distilling.? Under those circumstances, as long as Chinese
actors are satisfied with acquiring a model that is not at the
true frontier of model capability, it is rational to distill the
model rather than build it indigenously. Put another way,

it is always rational to steal as long as there are no conse-
quences for theft. This is especially true under the imposi-
tion of export controls on China that make it even harder
to build a model indigenously. We illustrate this idea with a
series of diagrams.




In Figure 1, we show three curves depicting courses of
action that China could take to acquire a new AI model—
one for distilling a model, one for building indigenously,
and one for building indigenously in the presence of U.S.
export controls. The horizontal axis is the relative cost for
China to acquire a model compared with the cost for the
United States to acquire a frontier model. Put another way,
this could be thought of as China’s willingness to pay. The
vertical axis is the perceived value of the acquired model
compared with a U.S. frontier model, which might alter-
nately be understood as the perceived quality of the model
that China desires to acquire.?

FIGURE 1

The distillation curve is modeled as a hyperbolic
X
. x + k, . .
constant representing the relative cost required to reach

where k is a half-saturation

saturation function, y =

50 percent of frontier capability—effectively, a measure of
how difficult the frontier model is to distill. We choose this
functional form because it captures three qualitative fea-
tures we would expect of distillation. First, it rises steeply at
low values of x, consistent with the observation that modest
distillation budgets recover a large fraction of parent model
performance. Second, it asymptotically approaches y = 1,
reflecting the reality that distillation can approach but
never exceed the capability of the parent model. Third, it
exhibits diminishing returns that are proportional to the
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remaining capability gap between the distilled model and
its parent, reflecting the reality that the capability of the
parent model gets increasingly difficult to extract with each
additional distillation increment. In Figure 1, we chose an
illustrative value of k = 0.025 for this function, depicting a
scenario in which 50 percent of frontier model value could
be achieved using distillation by investing 2.5 percent of
U.S. frontier model development cost. As we will discuss,
this value likely significantly overestimates how much it
costs to acquire a very valuable model with the aid of distil-
lation.* We chose a value of k that is intentionally highly
unfavorable to acquisition via distillation.

The curve for building a model indigenously is mod-
eled by the base equation y = x°, a power law chosen to
capture diminishing returns to compute and normalized
so that frontier-equivalent cost yields frontier-equivalent

U.S. export controls are in
place, and our assumption
S that it is simply much
more costly in these
circumstances for China
to build a model with
equivalent capabllity to a
U.S. frontier model.

value (thatis y = 1 at x = 1). Here, ¢ represents the degree

to which additional investment translates into additional
model capability. A value of ¢ = 1 would imply that capabil-
ity scales linearly with spending, while 0 < ¢ < 1 captures the
diminishing returns to compute documented in the scaling
law literature—each successive gain in model performance
requires disproportionately more compute, data, and cost.>
We adopt a value of ¢ = 0.5 as an illustrative example, imply-
ing that a doubling of model value would require a fourfold
increase in investment. This choice likely favors indigenous
development because steeper diminishing returns (lower
values of ¢) would only widen distillation’s advantage.

In reality, U.S. export controls are in place, and our
assumption is that it is simply much more costly in these
circumstances for China to build a model with equivalent
capability to a U.S. frontier model. The curve for building a
model indigenously under export controls therefore adopts
the same base power-law equation multiplied by a constant
less than 1 to model this reality.

The key implication of this figure is that, even under
assumptions that are highly unfavorable to acquisition
via distillation, distillation is still the optimal choice (it
achieves the highest value at the lowest cost) for any desired
model value less than approximately 0.9 times the frontier.
It is optimal because it maximizes the value of the acquired
model for a purchaser that is willing to pay any price less
than the cost of a U.S. frontier model. Basically, if an actor
can accept not having true frontier capability, distillation is
likely to be the preferred strategy across a variety of plau-
sible assumptions, especially if willingness to pay is low.

We adopted the hyperbolic saturation function as
a stylized representation for distillation (rather than an
empirically fitted model) principally driven by the value




of the parameter k in the function y = ;7. Figure 2 exam-
ines how the break-even point for distillation—the point at
which it is just as preferable to build a model indigenously
as it is to distill one—could shift with larger values of k.
Technical counter-distillation measures could increase k,
causing downward and rightward shifts to the distillation
curve, shown as lighter green curves. This would change
the break-even point in the figure, causing it to occur at
lower willingness to pay. The figure shows, however, that
even significant shifts in the distillation curve might not
cause a stark shift in the break-even points, and distillation
remains the optimal choice for any low willingness to pay.
We also note that the first break-even curves in the figure

FIGURE 2

are for the intersection of the distillation curves and the
curve for building indigenously without export controls.
In reality, export controls are in place, and the break-even
points with this curve occur far to the right, at willingness
to pay far above the price line. The presence of export con-
trols dramatically increases the incentive for model distil-
lation, and distillation would remain the optimal strategy
at any plausible willingness to pay.

Cost of Distillation

One key question that arises from these figures is whether
technical counter-distillation efforts could meaningfully
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One possible approach
would be cost imposition:
making distillation so
expensive that it either
deters the practice or

at least forces Chinese
firms to pay more than a
tiny fraction of the cost of
training a frontier model.

change the shape of the distillation curves and shift the
break-even points to lower willingness to pay to a degree
that building a model becomes preferable to distilling one.
That is, could counter-distillation measures shift the shape
of the distillation curve to more closely resemble the lighter
green curves in Figure 2 and move the break-even point to
the left (to lower willingness to pay)?

One possible approach would be cost imposition:
making distillation so expensive that it either deters the
practice or at least forces Chinese firms to pay more than
a tiny fraction of the cost of training a frontier model. The
relevant issue is not whether distillation has a nontrivial
cost—we will show that it plainly does—but whether

increasing that cost could meaningfully alter the incentives
for distillation.

Table 1 shows the estimated costs of compute and
distillation for the three Chinese AT companies that were
named in Anthropic’s February 2026 report on distillation
attacks.® DeepSeek is an exception, but the costs for the
other two Chinese companies that engaged in aggressive
distillation show that distillation costs can be a significant
portion of training costs: Distillation costs are on the same
order of magnitude as compute costs for the final training
run, and analysis shows that distillation costs one-fifth to
one-half of the total costs for training compute. At first
blush, this might imply that increasing the cost of distil-
lation could have a meaningful impact on the total cost to
train these models, and thus have an effect on company
decisionmaking on whether to engage in distillation.

The more-relevant analysis, however, might be to
compare distillation costs with overall training research
and development (R&D) costs for each of these models, or
total cost of ownership. Unfortunately, there are not good
public estimates of total R&D costs for each of these models.
That said, we might provide other estimates as points of
comparison. For example, it was estimated in January 2025
that the total capital expenditure for DeepSeek servers was
$1.6 billion and that an additional $944 million was needed
to operate them.” Against that scale of total expenditure, it
is unlikely that the cost of distillation could be increased
enough to make it prohibitive to do it. Costs of distillation
could increase by an order of magnitude over what Minimax
apparently spent on it, and it would still be less than 10 per-
cent of the total server operational expenditure of DeepSeek
and approximately 3 percent of the estimated total cost of
ownership. That is a non-negligible amount, but it is likely




TABLE 1

Estimated Cost of Compute and Distillation Efforts for Chinese Models

Minimax V2 Moonshot Al—Kimi K2 DeepSeek V3

Compute cost to train $18,000,0002 $4,600,000° $5,600,000°
Cost of distillation?

Low $3,250,000 $850,000 $37,500

High $8,125,000 $2,125,000 $93,750
Distillation cost as a percentage of compute cost®

Low 18.1% 19% 0.7%

High 45.1% 46% 1.7%
Cost per million tokens

Input $0.60 $0.95 $0.27

Output $2.40 $4.00 $1.10

NOTE: We do not know whether the distillation attempts contribute to the training of the specific models referenced in the table. They might be used

instead to train models still in development.

@Denain and Wu, “Final Training Runs Account for a Minority of R&D Compute Spending.”
DAl Base, “Moonshot Al Kimi K2 Thinking Training Cost Exposed at Only $4.6 Million, Performance Tops Human Ultimate Exam.”
CKim, “$5.6M vs $100M: How DeepSeek V3.2 Achieves 95% Cost Reduction in Al Training.”

d Distillation costs calculated by multiplying Claude API pricing by token estimates from Lambert, “How Much Does Distillation Really Matter for Chinese
LLMs?” These estimates are uncertain and could be biased—for example, from undercounting attributed distillation exchanges or over- or underestimating

the number of tokens per exchange.

€ Final training runs might be just 10 percent of the total R&D compute budget for model training, which would mean that these values are significant over-
estimates of the fraction of total costs from distillation (Denain and Wu, “Final Training Runs Account for a Minority of R&D Compute Spending”).

not prohibitively expensive, especially if the alternative is the
inability to train the model at all or training that results in a
model with significantly lower performance.

From these data alone, there is not a clear trend line
that connects the cost of training compute or the cost of
distillation to the cost of serving the models to custom-
ers. Moonshot AI's Kimi K2 model is served at nearly four
times the cost of DeepSeek V3, despite having similar
training costs (inclusive of both training compute and

distillation). This suggests that the price at which a model
is served to customers is not strictly tied to direct costs
to train a model and likely instead depends on a complex
set of other factors, especially the size (that is, number of
parameters) of the distilled model.8 This, in turn, suggests
that increasing costs of distillation might have a negligible
impact on overall costs to serve the model to customers.
We hypothesize that total R&D costs, including total
cost of ownership of compute hardware, might be directly




correlated with the price at which a model is served to cus-
tomers.® Under this hypothesis, cost of distillation has a
meaningful impact on incentives to distill only if it begins
to rival total cost of ownership.

As of January 2025, OpenAl and Anthropic’s models
were served at three to ten times the prices of DeepSeek.!
For simplicity, we shall assume that Chinese models have
90 percent of the performance of other frontier models
while being offered at approximately 20 percent of the cost.
Chinese models have a price-to-performance ratio that is
22 percent of other frontier models.!! Under our hypothesis,
therefore, total cost of ownership of a Chinese model might
need to increase more than fourfold to no longer be com-
petitive with Western frontier models. It is unrealistic that
costs of distillation could increase enough to effect such an
increase in total cost of ownership. Even if DeepSeek spent
as much on distillation as Minimax, distillation costs would
still be less than 1 percent of total cost of ownership. Those
distillation costs would need to be increased by a factor of
more than 300 to quadruple the price of the models.

Impact of Model Performance

Performance degradation is the other obvious lever. If
counter-distillation measures cannot materially raise cost,
they might still matter if they can substantially reduce the
quality of the resulting Chinese models. Here, however, the
relevant standard is also demanding. Counter-distillation
would have strategic value only if it degraded distilled
models enough to materially worsen their price-to-
performance ratio or pushed them below capability thresh-
olds that matter for adoption in key use cases.

A key question to consider, then, is how much would
counter-distillation techniques need to degrade distilled
model performance to achieve the goals of frontier model
developers?!2 Two elements are relevant here: capability
thresholds (the distilled model still has to be good enough
to accomplish its use case) and price-to-performance
ratios. Counter-distillation techniques could succeed if
they could successfully lower the capability of the result-
ing Chinese models below a key capability threshold (or,
at least, convince model developers that they might do so
through some kind of sabotage of model outputs used for
distillation).!* However, this threshold will likely differ
from one customer to another, and there is likely a capabil-
ity floor that arises from the ability to distill capable open-
weight models.

Such Chinese models as DeepSeek V3 can be served at
one-third the price of same-generation Western models for
input tokens and one-ninth the price for output tokens.!
Again, for simplicity, we will combine these ratios and
assume that Chinese models are served at one-fifth the
price of same-generation Western models overall. Litera-
ture suggests that the performance of distilled models can
exceed 90 percent of the performance of models they were
distilled from.!> At these values, the price-to-performance
ratio of Chinese models, compared with Western frontier
models, is 0.2 to 0.9, or 22.2 percent (for which a lower
price-to-performance ratio would be more desirable to
potential customers). At this value, counter-distillation
techniques would need to somehow increase the price of
the distilled models by four and a half times or degrade
the performance by the same ratio to achieve an equivalent
price-to-performance ratio to frontier models. We showed
earlier that it was unlikely that counter-distillation efforts




f counter-distillation measures cannot materially raise
cost, they mignht still matter it they can substantially
reduce the quality of the resulting Chinese models.

could be sufficient to meaningfully raise the price at which
a model is served to customers, so we are left to consider
performance degradation. Performance would need to
degrade to 20 percent of that of a frontier model to bring
the price-to-performance ratio close to parity with frontier
models. However, even if such a degradation were possible
using counter-distillation techniques (and that is a dubi-
ous assertion), Chinese Al companies have alternatives.
They could simply distill or post-train other existing open-
weight models, in the Chinese or Western AI ecosystems,
and reach a performance benchmark that would still put
them at an advantageous price-to-performance ratio. That
said, forcing Chinese companies to pursue that course of
action might be considered a win from the perspective of
frontier model developers—they would have prevented
distillation of their premier models and protected a perfor-
mance advantage.

Ultimately, this means that there is a performance
floor (resulting from capable open-weight models) that
Chinese models will never fall beneath, no matter how
effective counter-distillation efforts are at degrading
distilled model performance. Thus, even if technical
counter-distillation techniques employed by frontier
model developers succeeded at deterring Chinese compa-
nies from distilling frontier models, it would not actually

solve a key problem caused by distillation: Chinese com-
panies could still serve “good enough” models (derived
from open-weight models) for much lower prices than
frontier U.S. models. Ultimately, this might mean that
both technical countermeasures and strategic deterrence
efforts aimed at stopping distillation would be ineffective
at solving the problem if price and performance are the
only factors that matter.

Counter-Distillation Policy
Alternatives

Our analysis leads us to conclude that it is unlikely that
technical counter-distillation efforts could lead to an out-
come that meaningfully changed the incentives for model
distillation. The question then becomes what other options
might exist to change those incentives. If one wishes to
deter model distillation, we assert that it will be necessary
either to lower the value of a distilled model to Chinese
actors or to impose serious costs on them by other means.
In Figure 3, we illustrate two notional alternatives that
could meaningfully change the incentives and the rational-
ity of model distillation in ways that technical distillation
countermeasures likely could not. This figure is meant




FIGURE 3

Visualization of Counter-Distillation Policy Alternatives
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to illustrate the shape of the curves that effective policy
interventions might need to produce. Although we pro-
pose potential policy approaches that might achieve these
effects, we acknowledge that these approaches are some-
what speculative.

In the first instance, we portray a curve that dra-
matically reduces the overall value to Chinese actors of a
distilled model. That is, it plateaus at a significantly lower
value than before. Doing so would dramatically shift the
break-even points with the indigenous build curves to the
left. Although it might still be optimal to distill at very low
willingness to pay, there is a much smaller parameter space
in which this is true.

Although this curve likely could not be achieved by
technical measures aimed at degrading the actual per-
formance of distilled models, we propose that it could be
achieved by other means that alter the attractiveness of
distilled models in the eyes of potential customers. One
such method might focus on access restrictions on distilled
models, such as government procurement bans, deployment
restrictions, and certification regimes that would shrink the
addressable market. Such access restrictions might mean-
ingfully shrink the available market for a model, reducing
its perceived value. Knowledge that a developer is distilling
from other firms might, for example, hurt some customers’
trust in that developer’s products—that is, knowledge of the
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firm behaving unethically toward its competitors could leads
to concerns about how the firm treats its customers. (“If you
steal from them, how do I know you are not stealing from
me?”) The amount of any such concerns, however, will likely
vary from market to market and customer to customer, and
prior biases about the relative trustworthiness of U.S. firms
or Chinese firms might swamp any effect of the Chinese
firms’ use of distillation. The second scenario, depicted by
the purple curve, shows the choice to distill a U.S. model
under circumstances in which the United States has a policy
in place that dramatically increases the cost of doing any
model distillation. This might be the case if, for example,

the United States had a declaratory policy against distilla-
tion in place. In this scenario, although the monetary cost of
distillation might remain low, the intangible cost of even a
minimal distillation effort is high, so the curve intersects the
horizontal axis far to the right. The curve still asymptotically
approaches 1, but it will never break even with the blue curve
for building an indigenous model, indicating that building

a model indigenously will always be the optimal strategy

at any willingness to pay or desired model value. This still
might not be the case under export controls, where a break-
even point could exist (depending on the shape and position
of the hypothetical purple curve). But even under export
controls, building indigenously would be optimal when
there is a low willingness to pay for the model.

Conclusion

The central takeaway of this paper is straightforward:
Technical counter-distillation measures are unlikely, by
themselves, to change the basic incentives that make model
distillation attractive to actors motivated primarily by

Technical counter-
distillation measures are
unlikely, by themselves,

to change the basic
incentives that make
model distillation attractive
to actors motivated
orimarily by short-term
economic rationality.

short-term economic rationality. Distillation appears to
offer a large fraction of frontier value at a relatively low
marginal cost, and export controls can further strengthen
that incentive by making indigenous development more
expensive. Under those conditions, a would-be distiller
need not match the frontier to benefit substantially; it is
enough to obtain a model that is good enough for commer-
cially or strategically important uses at a superior price-to-
performance ratio. That is why modest technical friction is
unlikely to be decisive.

Our analysis suggests that neither of the two possible
technical levers—raising distillation costs or degrading
distilled-model performance—is likely to be sufficient in
most cases. Distillation costs might be nontrivial, but they

1



generally appear too small relative to total R&D costs,
infrastructure costs, or total cost of ownership to elimi-
nate the underlying incentive. Similarly, even substantial
performance degradation might fail to solve the problem
if distilled models remain above key capability thresholds
or if firms can fall back on capable open-weight models
and still produce offerings that are competitive on price. In
that sense, technical countermeasures might protect some
frontier advantage at the margin, but they do not appear
capable of reliably restoring deterrence.

If deterrence is the objective, the policy implication
is that the United States and its partners will likely need
to look beyond purely technical defenses. The more-
promising approaches are those that either impose mean-
ingful external costs on distillation—legal, economic,

diplomatic, or other penalties—or reduce the market
value of distilled models by affecting trust, legitimacy,
access, or adoption. Recent commentary has proposed
several such approaches, including extending export-
control authorities to distilled models, restricting down-
stream deployment, and pairing defensive measures with
support for U.S. and allied open-weight alternatives.!
Exactly which tools are most workable will depend on
the relevant market, the identity of the actors involved,
and the broader strategic environment. But the broad
lesson is clear: The counter-distillation problem is not
primarily a technical problem. It is an incentives prob-
lem, and solving it will require policy instruments capa-
ble of changing the incentives in ways technical measures
probably cannot.
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Notes

1 Kratsios, “NSTM-4: Adversarial Distillation of American AT Models”;
Anthropic, “Detecting and Preventing Distillation Attacks.”

2 ‘We do not examine the application of specific distillation counter-
measures in detail, but they include such techniques as detection sys-
tems, output perturbation, watermarking, fingerprinting approaches,
and geographic application programming interface (API) restrictions.
For more information, see T. and Sharma, Industrial-Scale API-Based
Model Distillation Attacks on Frontier AI Systems.

3 We use perceived relative value here rather than a direct technical
measure (such as loss) because the decision modeled is an acquisition
decision, and what an actor is willing to pay for is the usefulness of the
resulting model rather than its loss metric. We assume that value is
primarily correlated with relative capability, but it could include other
qualitative factors, such as fitness for deployment at acceptable inference
cost, sufficiency for specific use cases, and prestige from demonstrated
capability.

4 Asa point of comparison, assume that using distillation could realis-
tically allow a model developer to achieve 90 percent of frontier model
performance at 1 percent of the training cost. This outcome would be
modeled by a value of k = 0.0011, more than an order of magnitude less
than the value we used in Figure 1.

5 Kaplan et al., “Scaling Laws for Neural Language Models”; Hoffmann
etal.,, “Training Compute-Optimal Large Language Models.”

6 Anthropic, “Detecting and Preventing Distillation Attacks.”
7 Patel et al., “DeepSeek Debates.”

8 For additional analysis on this subject, especially the relationship
between cost of inference and cost of training, see Lohn, Scaling AL

° There are many reasons why this might not be the case. Perhaps fore-
most among them is the direct subsidization of Chinese models by the

Chinese government. See Pelliccione, “AI Update #30: The Distillation
Economy.”

10 patel et al., “DeepSeek Debates.”

1 1f anything, this scenario is again deliberately unfavorable to distil-
lation. It has been reported that the performance of distilled models can
often exceed 90 percent of the performance of the parent model (Yang
etal., “Survey on Knowledge Distillation for Large Language Models”).
Similarly, as of January 2025, DeepSeek models were offered at approxi-
mately 10 percent of the prices of OpenAT’s and Anthropic’s models (or
lower).

12' The effects on model performance might not be as simple as a
unidirectional “distillation leads to real and substantial performance
improvement.” Depending on the type of distillation (for example, just
using question-and-answer outputs from the advanced model versus
capturing chain of reasoning type insight), arguments have been made
that distillation might not improve true performance but might instead
improve only apparent performance (that is, by making a follower model
“sound more like” an advanced model). There have also been sugges-
tions in the literature that training a model with distilled outputs from
another model might make the trained model less generally applicable
as a result (and therefore actually hurt performance in some respects).
For example, see Wang, “Knowledge Distillation Must Account for
What It Loses.”

13 This might look like, for example, injecting fake tool calls into model
outputs to pollute training data in suspected distillation campaigns.
Anthropic reportedly employed this technique as an anti-distillation
measure. See Kim, “The Claude Code Source Leak.”

14 Ppatel et al., “DeepSeek Debates.”

15 Yang et al., “Survey on Knowledge Distillation for Large Language
Models.”

16 Dunnmon, Narayan, and Saad-Falcon, “China’s AT Heist.”
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