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PREFACE

This report describes Version 6 of the Dyna-METRIC capability assessment model developed
by RAND to support logistics planning. Using information about the planned usage of air-
craft, the characteristics of the aircraft components, and their demand for logistics resources,
Dyna-METRIC assesses the effects of wartime dynamics, produces operational performance
measures, and identifies potential problems.

This report is intended for users of Dyna-METRIC Version 6. It provides a comprehensive
description of the model’s motivation, capabilities, methodology, and use. Although develop-
ment of the model in its earliest form was undertaken in two earlier projects, the bulk of the
work and the preparation of this report were carried out in a project entitled, “Improving the
Logistics Requirements Estimation Process,” part of the Resource Management and System
Acquisition Program of Project AIR FORCE. The other reports produced by this project are
listed here:

¢ John B. Abell et al., Estimating Requirements for Aircraft Recoverable Spares and Depot
Repair, RAND, R-4210-AF, 1993.

¢ John L. Adams, John B. Abell, and Karen E. Isaacson, Modeling and Forecasting the
Demand for Aircraft Recoverable Spare Parts, RAND, R-4211-AF/OSD, 1993.

¢ John B. Abell and Frederick W. Finnegan, Data and Data Processing Issues in the
Estimation of Requirements for Aircraft Recoverable Spares and Depot Repair, RAND,
MR-264-AF, forthcoming.

* Donald P. Gaver, Karen E. Isaacson, and John B. Abell, Estimating Aircraft Recoverable
Spares Requirements with Cannibalization of Designated Items, RAND, R-4213-AF, 1993.

* John B. Abell, Estimating Requirements for Aircraft Recoverable Spares and Depot Repair:
Executive Summary, RAND, R-4215-AF, 1993.

The first of these reports describes the entire body of work in substantial detail, and includes
an elementary exposition of the current system. The second describes improved methods for
forecasting the demand for aircraft recoverable spares and specifying the variance of the
probability distribution describing the number of assets of a given type in resupply. The
third report discusses data and data processing issues related to the estimation of aircraft re-
coverable spares and repair requirements. The fourth presents a computational algorithm
for estimating requirements for aircraft recoverable spares based on the assumption that
items can be designated as cannibalizable or not. The fifth summarizes the entire body of
work for executive-level audiences.

This work had the joint sponsorship of Headquarters, United States Air Force (AF/LEX), and
Headquarters, Air Force Materiel Command (AFMC/XP and AFMC/XR). It was carried out
in the Resource Management and System Acquisition Program of Project AIR FORCE,
RAND’s federally funded research and development center (FFRDC) supported by the U. S.
Air Force. It should be of particular interest to those concerned with spares and repair
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requirements estimation, logistics system design and modeling, and logistics policy analysis.
It should also interest logisticians throughout the Air Force and the other military services
and in the Office of the Secretary of Defense (OSD).




SUMMARY

Dyna-METRIC Version 6 is a capability assessment model that relates logistics resources
and pipelines to wartime readiness and sustainability. Developed for logisticians to improve
wartime logistics support, the various versions of Dyna-METRIC assess the effects of
wartime dynamics and repair constraints and provide operational performance measures.

Version 6 improves upon earlier model versions by incorporating a more fully developed rep-
resentation of the repair process and its constraints. It also considers the effects of addi-
tional sources of uncertainty and some strategies that might mitigate that uncertainty.
Coping with uncertainty calls for more flexibility than simply relying on logistics mass, espe-
cially in a time when dollars to acquire such mass are becoming scarce. Version 6 is ex-
pressly suited to analyzing the effects of supply, maintenance, and transportation on aircraft
availability, as well as to evaluating management adaptations.

Version 6 represents three echelons of activity and two levels of component indenture.
Output reports project the availability of aircraft at each base on selected days under various
cannibalization assumptions (from full to none) and indicate which component shortages
cause the most aircraft to be unavailable.

Structurally, Version 6 is similar to earlier versions, but Monte Carlo sampling has replaced
the analytic computations of probabilities based on extensions of Palm’s theorem (Hillestad
and Carrillo, 1980; Crawford, 1981). The model’s architecture resulted from the desire to
maintain consistency with the world views of previous versions and the need for efficiency in
execution. However, the switch to Monte Carlo sampling precludes the ability to compute

spares levels to achieve specified performance goals (as earlier Dyna-METRIC models could
do).

A sample analysis based on 30 avionics components of the F-16C/D aircraft illustrates the
use of Version 6. Appendices provide details on using the model. Of particular note are the
input specifications and the model compilation parameters.
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GLOSSARY

AWM (Awaiting Maintenance): a repair status indicating that a component is queued for
repair.

AWP (Awaiting Parts): a repair status indicating that a component’s repair cannot con-
tinue until one or more serviceable subcomponents become available.

Cannibalization: the practice of transferring a serviceable component from one aircraft to
fill a hole in another. The donor aircraft must already be unserviceable because of an-
other component failure, and the needed serviceable component must be currently un-
available from local supplies.

CIRF (Centralized Intermediate Repair Facility): an echelon between bases and depots
that provides logistics support (repair and supply) to one or more bases.

FCFS (First Come, First Served): the policy of selecting next for repair or satisfaction the
component or requisition that has been waiting the longest (as opposed to selecting that
for which there is the greatest need). Under certain circumstances, FCFS is probabilis-
tically similar to random.

FMC (Fully Mission Capable): a status indicating that all of an aircraft’s components are
serviceable.

Lateral Supply: a policy of sharing a base’s serviceable stock with other bases (in the same
theater) that need the spares to fill holes in aircraft.

LRU (Line Replaceable Unit): a component that can be removed from the aircraft and
replaced on the flightline.

NRTS (Not Repairable This Station): a status indicating that a component cannot be re-
paired at a specified echelon.

SRU (Shop Replaceable Unit): a subcomponent of an LRU, it can be removed from the
LRU in the shop.

VTMR (Variance-to-Mean Ratio): a standard measure in logistics models that expresses
the uncertainty of the estimated demand rate or pipeline.
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1. INTRODUCTION

Dyna-METRIC is a capability assessment model designed to explore ways to improve
wartime logistics support to aircraft. Using information about the planned usage of aircraft,
the characteristics of the aircraft components, and their demand for logistics resources,
Dyna-METRIC assesses the effects of wartime dynamics, projects operational performance
measures (such as aircraft availability and expected sorties), and identifies potential prob-
lems.!

HISTORY OF DYNA-METRIC

Under Air Force sponsorship, RAND developed the Dyna-METRIC series of capability as-
sessment models to support logistics policy analysis. Over the years, the model has evolved
from one focused on theater tactical air forces to one with a global perspective. The current
analytic model—Version 4—provides worldwide assessments of how the logistics functions
and echelons interact to enhance or constrain wartime capability.2

Dyna-METRIC has been adopted as a standard assessment tool within the Air Force.
Version 4 has been integrated into the Air Force Materiel Command’s (AFMC’s) Weapon
System Management Information System (WSMIS) to produce assessments of both planned
and actual stock support in standard, single-theater operations (DRC, 1991).

THE NEED FOR A SIMULATION VERSION OF DYNA-METRIC

The effects of uncertainty and the strategies that logistics managers might use to mitigate
that uncertainty are important aspects of the aircraft logistics process. Unfortunately, they
were of necessity not fully modeled in the analytic versions of Dyna-METRIC. The need to
more fully understand their implications led us first to develop Version 5, a simulation model
without many of Version 4’s features (Isaacson et al., 1988). Using what we learned from
Version 5, we built Version 6, the subject of this report. Many of the features unavailable in
Version 5 have been restored. Moreover, Version 6 incorporates new features to help the
planner evaluate how different strategies might provide some protection against uncertainty.

Representing Uncertainty

Uncertainty exists about nearly everything in the military environment: the reliability of
aircraft and their components, the consumption and attrition of resources, the flow and dis-
ruption of communications, the operations themselves, etc. Consider the uncertainty of the
demand process for aircraft components. The mean removal rate and the variation about

IFlightline support (e.g., refueling, munition loading, and aircraft launching), personnel support (food, medicine,
etc.), and ground-equipment support are generally not included in the model.
20ther reports describe the underlying mathematics of the analytic versions (Hillestad and Carrillo, 1980); the

shaping of those mathematics into a formal model (Hillestad, 1982); the first documented Dyna-METRIC model,
Version 3 (Pyles, 1984); and the superseding Version 4 model (Isaacson, 1988).



that mean both change over time and are difficult to predict (Crawford, 1988; Stevens, 1973).
Without doubt, there will be more removals than expected for some components and fewer for
others. Spending more money on more spares is not necessarily a satisfactory protection
against this uncertainty because it is impossible to predict which components will require the
extra spares. Also, spares for modern weapon systems are becoming increasingly expensive.
A better strategy might be to consider a management adaptation that uses more flexible re-
sources, such as repair and/or lateral supply.

Version 6 models uncertainty in both logistics and operations. In logistics, the model consid-
ers component demand variation, repair capacity constraints, and information lags
(representing a communications delay). In operations, it considers aircraft attrition; battle
damage to stock, repair resources, and repair queues; and the deployment of available air-
craft and/or stock from existing bases to new bases.3

Management Adaptations

To cope with uncertainty, different management adaptations might be considered. The
strategies available in Version 6 include lateral supply (shift serviceable assets to bases with
holes in aircraft); lateral repair (shift repairable carcasses to bases with surplus repair capac-
ity); priority repair (fix the components most urgently needed first); queue overflow (send
low-priority components to the next higher echelon for repair, thereby freeing up capacity at
the repair facility evacuating the components so that it can concentrate on higher-priority
repairs); and exception reporting (provide information about the current status of problem
components).

MODEL STRUCTURE

Version 6 is a simulation that uses Monte Carlo sampling in lieu of analytic computations of
probabilities (based on extensions of Palm’s theorem?) found in the analytic Version 4 model.
Its architecture resulted from a desire to maintain consistency with the world view of Version
4 and the need for efficiency in execution. Unsurprisingly, each version has features not
found in the other versions. Table 1 compares the features available in Versions 4,5, and 6.

A single run of the model consists of multiple trials or replications. For each trial, the num-
ber of components in process throughout the logistics system is determined as a function of
time. Components move through the system according to decision rules and random events.
Each trial yields a single result (instead of the expected values and probability distributions
in Version 4). One hundred trials lead to 100 different predictions of available aircraft. A
histogram built from those values acts as a surrogate for the probability distribution of avail-
able aircraft and is used to project performance.

The change to Monte Carlo sampling was made for two reasons. First, the modeling of man-
agement adaptations in repair and distribution could not be addressed analytically. Second,

3The uncertainty derives from the inability to predict the number of available aircraft and the amount of ser-
viceable stock on hand from which the deploying base is to draw.

4See Hillestad and Carrillo (1980) and Crawford (1981) for a discussion of Palm’s theorem.




Table 1
Comparison of Dyna-METRIC Versions

Version 4 Version 5

Version 6

General
Type of model

Analytic Simulation

Simulation

Requirements determination

Designated cannibalization

Pipeline delays: exponential
fixed

»d pd R 4

Options
LRU-dependent flying programs
Restart
Achievable sorties
Lateral supply
Information lags and exception reporting

P4

Locations
Efficient processing of identical bases X
Base queue damage
Base and CIRF overflow Approx
CIRF and depot allocation of spares to cutoff bases Always
CIRF and depot distribution: FCFS/random X
priority

X
X X
X

P44 e e

=
5
~«
w
b4 4 b4 4 D4

Scenario
Aircraft attrition
Base damage to stock and repair
Base deployment

Components
Number of indentures
Demands per: flying hour
sortie
Condemnation
Quantity per aircraft by base
Mission essentiality
NRTS percentage to contractor
Constrained repair for SRUs
Maintenance procedure: after test
before test

Constrained repair scheduling
Priority
Random
Future availability
Contract system at depot

Reports
Performance report
Pipeline status
Problem parts list
Depot workload report
Daily demands report

P o Ll

LR a R Rl

P4
s iale

Approx
Approx

aRaRalal
P4

X X X
X X X
LRUs & SRUs Approx LRUs LRUs
X
X

NOTES: CIRF = centralized intermediate repair facility; FCFS = first come, first served; LRU = line replaceable
unit; NRTS = not repairable this station; SRU = shop replaceable unit; X = feature is available.

some of the assumptions made to solve the mathematics underlying the analytic version limit
the accuracy of the model’s results. One such assumption is that of ample repair capacity: if
a component needs a repair resource, such as a set of test equipment, the resource is



assumed to be immediately available. Another assumption is that the contents of the
components’ pipelines are independent.’ In a situation with priority repair, such an
assumption is not true. Monte Carlo sampling enables us to relax both the ample-server and
independence assumptions. The effect of limited repair resources on both the mean and
variance of the components’ queues and pipelines is more accurately represented. The
interaction between the components’ pipelines is also more correctly portrayed, resulting in
more reliable performance predictions.

CAPABILITIES

Given a description of the aircraft, the flying program, and the logistics system, Version 6
provides various measures of performance for specified days of analysis under three sets of
cannibalization assumptions: full, designated (user specified), and none. The combat-ori-
ented capability measures include daily aircraft availability and sortie generation capability.
The more traditional, component-oriented measures include the status of components in dif-
ferent pipeline segments, such as backorders, number in transit, and number in work. A
problem parts diagnosis helps the logistician understand the causes of performance shortfalls
(poor component reliability, slow or inadequate repair capabilities, ineffective transportation,
limited supply of spares, etc.) by indicating where the flow of components is constrained.

LIMITATIONS

Though clearly superior to the analytic versions of the model in its representation of the re-
pair process and management adaptations, Version 6 has its limitations. The most signifi-
cant is that it does not compute spares requirements. The ability to compute a package of
spares that can cost-efficiently achieve specified performance goals depends on equations
that underlie the analytic model. Those equations are unavailable in the simulation.

Also, the simulation runs more slowly than the analytic model. Run time is a linear function
of the number of bases, components, trials, and time horizon. Thus, for example, Version 6
run time for ten bases, 20 components, and ten trials for a 100-day horizon is five minutes on
a Sun 4 and 50 minutes on a 286 personal computer (PC).

ORGANIZATION OF THIS REPORT

This report describes Version 6 for the potential user or analyst. Section 2 gives a brief
overview of the logistics system modeled by Version 6. Section 3 uses a sample analysis to
describe the inputs and outputs of Version 6 and demonstrate its use. Section 4 explains how
the model works. Section 5 describes special features and modeling tricks.

Appendices describe input record formats, the sample input databases used in Section 3, the
pipeline flow process, compilation parameters and internal files, and the V6-INIT utility
program.

S5Pipelines are networks of logistics processes (supply, repair, and distribution) through which components flow
as they are removed from aircraft, repaired, and returned to serviceable condition.



2. REPRESENTATION OF THE LOGISTICS WORLD

Dyna-METRIC predicts the availability of aircraft at one or more bases located in one or
more theaters given a planned operating scenario. To assess the effect of the logistics sup-
port system on aircraft availability, it models the aircraft component structure with an ex-
pected flying program for a specified echelon support structure.

THE AIRCRAFT

Dyna-METRIC models aircraft availability as a direct function of the availability of the air-
craft’s components. Version 6 has a two-level indentured component structure:

* Line replaceable units (LRUs)—items that can be removed from the aircraft and replaced
on the flightline.

 Shop replaceable units (SRUs)—components of LRUs that can be removed from the LRU
and replaced only in repair shops.

A given type of component may appear on an aircraft more than once. The commonality of a
component to an aircraft type may differ by base. A hole (i.e., a shortage of an essential com-
ponent) renders the aircraft unavailable. At each base, the cannibalization policy determines
whether holes can be consolidated onto the fewest possible number of aircraft.

THE SCENARIO

As the Dyna-METRIC name implies, the operating scenario being analyzed can be dynamic.
The flying program to be executed can vary by base and over time. The number of aircraft
assigned to a base can increase or decrease over time. Aircraft can be deployed from existing
bases to new bases, and they can suffer attrition. The number and length of sorties can vary
each day, as can the turn rate, which limits the number of sorties that one operational air-
craft can fly in a single day. With such flexibility, the model can accommodate most conceiv-
able peacetime and wartime scenarios.

THE ECHELON SUPPORT STRUCTURE

Dyna-METRIC views the logistics support system as having three echelons. Supply and re-
pair can be represented at any of the three echelons: '

* Base—the most forward of the three levels, it is the location to which aircraft are assigned
and from which they operate.

* Centralized intermediate repair facility (CIRF)—an optional intermediate echelon that
can provide support to multiple bases.

* Depot—the most rearward echelon of the three levels, it represents an optional echelon
that supports individual components rather than entire bases and/or CIRFs. Despite its



name, the Dyna-METRIC “depot” can be used to represent organizations other than
wholesale sites.

A supplier beyond the depot can also be represented; it is considered a resupply time away.

Because only the base echelon is required, the model allows flexibility in representing multi-
ple-level support concepts. A base may be a “lone base” (unsupported by a CIRF) or one
served by a CIRF, or it may be connected directly to a depot without a CIRF. More than one
base can link to a higher-echelon location. CIRFs and depots may be connected directly to
any location at echelons other than their own (e.g., a CIRF can link to a base and a depot but
not to another CIRF).

One typical representation of the base is a combat organization and its intermediate-level
maintenance, e.g., a squadron of F-16C/D aircraft supported by the local base repair shop.
Bases may be permanent locations or deployable entities. Any definition of a base will do as
long as the base is assigned aircraft.

Besides the obvious use of the CIRF to represent an intermediate level of support, there are
two additional uses that enhance Version 6’s representation of the logistics system. One pro-
vides a way to represent multiple aircraft types within a base. The other emulates lateral
repair among bases. (More will be said about these uses of the CIRF in Section 5.)

LOGISTICS FUNCTIONS

Supply, maintenance, and transportation/distribution are the key logistics processes that
Dyna-METRIC represents. The following discussion puts these functions in the context of
Version 6’s capabilities.

Supply

Dyna-METRIC views supply in terms of each component’s stock level at each location. The
distinction between a stock level and an on-hand position is important. A stock level for a lo-
cation reflects the number of serviceables and unserviceables on hand and in transit to the
location, less the number due out (or committed) to a forward location; it is not simply the
number on the shelf. If all stock levels for a component were summed across all locations,
the resulting number would be the number of assets in the entire system less those installed
on aircraft.

Version 6 accommodates stock levels that change over time. It also has a feature that con-
siders battle damage to on-hand serviceable stock held at base and CIRF locations.

Lateral supply, or the transfer of assets among bases, is a management option that may be
considered for bases assigned to the same theater. It is available to LRUs as a group and
SRUs as a group. A lateral supply action in which LRUs or SRUs are sent from one or more
bases to a base with an unavailable aircraft or an LRU awaiting parts occurs if all of the fol-
lowing conditions are true: the action renders the aircraft available (or completes an LRU
that has been awaiting parts), the sending bases have spare assets on the shelf, and the re-
ceiving base will not obtain the assets from repair or from the CIRF or depot within the time




it takes to receive them from the other bases. Version 6 allows lateral supply to occur during
wartime, at all times, or not at all.

Though lateral supply tends to enhance performance over the long run, there may be an ini-
tial drop in the level of available aircraft for a short period when lateral supply begins. This
drop occurs because, during that period, the components tied up in lateral supply are not
available to any base. Had they been available to the original base, they occasionally would
have prevented an aircraft there from being unavailable.

Another management adaptation allows up-to-date information about in-theater asset status
for the most troublesome components, even though information for all other components may
be many days out of date.

Maintenance

Any location at any echelon might have a variety of repair resources, such as test sets,
equipment disassembly fixtures, and skilled personnel. Individual resources typically apply
to different sets of components. For example, an avionics shop has separate benches for
computer/inertial (CI) components and radio components. An individual test station, or
server, can test or repair at most one component at a time. Resources can have multiple,
collocated servers, the number of which may change over time to facilitate modeling the mo-
bilization of repair facilities for wartime operations. Repair capabilities may also change
over time to reflect the unreliability of the repair facility itself. Repair resources are as-
sumed to be unique to either LRUs or SRUs—they cannot be shared between them.

Maintenance Procedures. Each component follows one of two paths through the mainte-
nance process. Under the before-test procedure, a repair decision is made before the compo-
nent enters repair. Under the after-test procedure, the repair decision is delayed until after
the component has been tested or bench checked. The repair decision determines whether
the component is repairable at that location, not repairable this station (NRTS) and sent to a
higher echelon for repair, or condemned as irreparably damaged. For LRUs, the mainte-
nance procedure also determines when failed SRUs are discovered.

Scheduling Policies. The scheduling policy for repair is especially important when re-
sources are limited, because a decision to repair one component is also a decision to delay re-
pair of all others. Constraints on repair may cause an arriving component to join a queue of
other components awaiting maintenance, the time spent there being a function of the load on
the repair resource. When repair is constrained, Version 6 can represent two different
scheduling policies:

e Priority scheduling inducts the component causing the most unavailable aircraft. If all
aircraft are available, the component with the smallest amount of extra stock is repaired.

e Random scheduling picks at random a component awaiting repair. For the performance
measures used in Dyna-METRIC, random and first come, first served (FCFS) induction
are, under certain conditions, probabilistically equivalent.! Because this policy ignores

IThis equivalency exists when the expected mix of components arriving for repair is constant over time. If the
mix is not constant, random induction may be more likely to select a critical component (of which there probably will
be more queuned) than the component that has been waiting the longest.



stock levels, components repaired may not be those that would most increase the number
of available aircraft.

Queue Overflow. This management option controls the number of days of repair that may
be queued before the lowest-priority items are evacuated to a higher echelon for repair.
Queue overflow comes into effect only when the available repair hours have been exceeded at
the lower echelon.

Lateral Repair. The sharing of base repair facilities with other bases can also be repre-
sented in Version 6. It involves modeling the repair facility as a CIRF that other bases can
access. Components from all the bases, including the one collocated with the “CIRF,” then
compete for the repair resources on an equal basis. (More is said about lateral repair in
Section 5.)

Battle Damage. Repair resources and repair queues at bases and CIRFs can incur battle
damage. For constrained resources, the damage occurs to a percentage of servers. For un-
constrained resources, the base or CIRF loses the ability to repair a percentage of different
component types. Carcasses in repair queues that are damaged are no longer available for
repair.

Transportation and Distribution

Dyna-METRIC represents transportation as a series of delays between locations.
Transportation may begin on a particular day or be cut off during the scenario for a specified
duration. Components may also experience an administrative delay at each echelon before
they enter the repair process.

After a component is returned to serviceable condition, it is distributed to a location that
needs it and has asked for it (i.e., has requisitioned it), or it becomes part of local stock.
Version 6 incorporates two policies for distribution from CIRFs and depots: priority (based
on urgency of need) and random (a surrogate for FCFS).

COMPONENT FLOW PROCESS

To summarize, then, Dyna-METRIC models the logistics world of aircraft components, from
their removal to their replacement on aircraft, by focusing on their consumption of logistics
resources at three echelons. Figure 1 illustrates the flow: unserviceable components move
rearward as serviceable components move forward. Serviceable assets may be held at any lo-
cation, and components may be condemned at any level. As LRUs are processed at the vari-
ous facilities, failed SRUs may be discovered. The repair and resupply network for SRUs is
essentially the same as that for LRUs.

Failed LRUs are removed from the aircraft on the flightline and replaced with serviceable
assets from local supply. The unserviceable LRUs enter base repair; they are returned to
base supply after being fixed or they are declared NRTS. NRTS items are sent to the CIRF
while serviceable replacements (ordered by the base) are shipped forward from the CIRF.
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Figure 1—Aircraft Logistics Support Network

Similar to the situation at the base, components at the CIRF may enter CIRF repair or may
continue as NRTS items to the depot. If repaired locally, they are distributed to satisfy a
base’s unfilled requisition or are returned to CIRF stock so that they can be issued to satisfy

later demands. If sent to the depot, the CIRF orders serviceable replacements from there as
well.

The process at the depot is similar except that the depot does not declare items to be NRTS.
Instead, it condemns them and may order replacements from an outside supplier.



3. ILLUSTRATING THE USE OF VERSION 6

Understanding a model’s inputs provides a background for properly interpreting its outputs
and using the model correctly. Thus, we turn to a discussion of Dyna-METRIC Version 6 in-
put requirements and a description of the various output reports. This section concludes
with a sample study using Version 6 that demonstrates the process of building an analysis
from a base case.

INPUT REQUIREMENTS

Version 6 input databases are built around a rigid structure of different record types, many
of which are optional to particular analyses. A three- or four-character header record identi-
fies the record type to which the succeeding records belong. Record types fall into four cate-
gories: administrative data, location descriptions, scenario data, and component data. The
following overview describes the record types by header name in the order they should ap-
pear in an input database.!

Administrative Data

TOP. The first four records of an input database are TOP records. They specify general in-
formation about the run, such as a heading, number of trials, random number seeds, start of
war (when wartime parameters go into effect), and days of analysis. They also specify ad-
ministrative delay times at each echelon and the distribution policy at CIRFs and depots.
This is the only record type that does not use a header record to identify itself.

OPT. Following the TOP records are the model options, some of which generate Version 6’s
output reports. Of these options, the most used are option 8 (problem LRUs report), option
11 (performance report), and option 15 (pipeline report). Other options control lateral supply
among bases and information lags.

Location Descriptions

DEPT. Depot descriptions (if any) appear before other location records. They name the de-
pots and provide information about resupply parameters (if and when resupply is cut off, for
how long, etc.). They also control when repair starts for components not assigned to con-
strained repair, as well as whether SRUs can be cannibalized.

CIRF. CIRF descriptions (if any) appear before base descriptions. Their contents and struc-
ture are nearly identical to those of the DEPT records, except for a switch that indicates
whether the CIRF’s repair queues are lost on the first day of war.

BASE. Base descriptions are mandatory and appear after higher-echelon locations have
been named. Their structure parallels that of the CIRF records, but the BASE records con-
tain more information. They name the base’s CIRF (if any), the transportation times to and

1See Appendix A for precise descriptions of the record formats.
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from it, and cutoffs affecting that transportation link. They also specify the theater to which
the base belongs, which is used to determine the range of bases with which that base may
share assets through lateral supply. BASE records also indicate whether the base is
“special” vs. “regular,” which is a way of assigning a base a set of special component demand
rates (perhaps to reflect environmental differences).?

TRNS. Transportation records describe the transportation times between lower echelons
(bases and CIRFs) and depots, plus any cutoffs that disrupt those links.

DEPL. Base deployment records are used to allocate aircraft and stock to new bases de-
ployed from existing bases. DEPL records can also be used to shift a base from one CIRF to
another.

Scenario Data

ACFT. Aircraft records provide the number of aircraft at each base. Levels may change over
time.

SRTS and FLHR. The flying program at each base is specified in terms of the average
number of sorties per aircraft per day and their expected duration (flying hours). Rates may
change over time.

TURN. Turn rate records specify the maximum number of sorties an available aircraft can
fly per day at each base. Because available aircraft may turn at a higher rate to make up the
sorties lost by inoperable aircraft, turn rates affect the achievability of the overall flying pro-
gram.

ATTR. Aircraft attrition rates are specified for each base on ATTR records. If these records
are used, aircraft can be lost on each day (i.e., not simply on each day of analysis). If omitted,
aircraft are never lost.

DMIJ. Damage records indicate the percentage of stock, repair resources, and/or repair
queues at bases and CIRFs lost through battle damage. Losses can occur one time on a user-
specified day.

Cbmponent Data

LRU. The mandatory LRU records consist of a pair of records for each LRU with
information about its failure, repair, and resupply characteristics. General characteristics
include depot name, level of repair, quantity (and minimum quantity) per aircraft, demand
rate, maintenance procedure, resupply times, and cannibalizability. For each echelon of
repair, LRU records specify repair time, NRTS rate, and condemnation rate.

SRU. SRU records describe each SRU’s characteristics. They contain the same information
as the LRU records except that minimum quantity per aircraft is not specified and SRU can-
nibalizability is specified elsewhere (on the location records for SRUs as a group).

2The Version 4 document (Isaacson, 1988) refers to these as “off shore” and “on shore.”
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INDT. Indenture records indicate the family relationships between LRUs and SRUs. For
SRUs, they also give the quantity per LRU and the depot replacement fraction (i.e., their rate
of removal from LRUs in depot repair).

APPL. Application fractions specify the proportion of aircraft on which the LRU is installed
at each base. APPL records can also be used to distinguish components belonging to differ-
ent types of aircraft.

MISC. Miscellaneous data about LRUs and SRUs—such as the variance-to-mean ratio
(VIMR) of the LRU’s removal process,3 the component’s repairability on a repair resource
missing one or more modules, and the LRU’s wartime adjustment factors—appear on the
MISC records. These records are also known as VI'M records, as they are called in Version 4.

TEST, TBED, and TPRT. To describe constrained repair, Version 6 uses three record types
for each repair resource. The first type, the TEST record, names the repair resource and
provides its availability rate. Availability rates may differ according to the number of collo-
cated servers. The second type, the TBED (“test beddown”) records, specifies the number of
servers of the named repair resource at each location. Server levels may change over time.
TBED records also control the scheduling policy and overflow factor in use at each location.
The third type, the TPRT (“test part”) records, specifies the LRUs and SRUs that can be re-
paired or tested on the named repair resource.

STK. Stock levels (which may change over time) are specified by location on the STK
records. These records are the last records of a Version 6 input database.

DESCRIPTION OF OUTPUTS

Dyna-METRIC assesses the information given in the input database (which, for a particular
run, should be named—or moved to a file called—pdata.in) and then produces data.ech (a
simple echo, or recapitulation, of the input data) and other output files depending on the se-
lected options. Version 6 produces three specific reports that project performance, problem
LRUs, and pipeline status. These are written to output files called data.out, data.prb, and
data.pip, respectively.

Performance Report

The performance report is automatically generated but reflects any option 11 parameters. It
provides combat-oriented capability measures about the force, such as aircraft availability
rates. Performance is given by base and then summarized (if applicable) by theater and
across the entire force. The performance report is written to a file called data.out.

Figure 2 shows a sample performance report for day 30. The report first echoes information
about the run from the TOP records: heading (“Example for Report”), number of trials, when
war begins, and requested days of analysis (the days on which to report performance). It
notes the bases being analyzed, the theaters to which they belong, and other selected options.
It includes separate summaries of the LRU repair resources (“CI”) and SRU repair resources
(“I'SRU”) at each location, along with the scheduling policy in effect.

3VTMR is a standard measure in logistics models that expresses the uncertainty of the estimated demand rate.



Dyna-METRIC Version 6.4AF - October,
Example for Report
20 trials requested.

1992

First day of war: 1
Days of analysis: 30
Base BAS1 is in theatre 1

Base BAS2 is in theatre 1
Option 15 has been selected,
contents.

—————————— Resource CI

and will generate a file of expected pipeline

Loc. DEPO , resource CI - priority scheduling.
Loc. BASl1 , resource CI - priority scheduling.
Loc. BAS2 , resource CI -~ priority scheduling.
—————————— Resource TSRU~---------

Loc. DEPO , resource TSRU - priority scheduling.

DESTGNATED CANNIBALIZATION PERFORMANCE REPORT

Day 30  -—---- Alrcraft ----v--  —mmea o
Without At Prob
Attrit/ Day's FMC Achieve
Base Thtr Deploy Start End Goal Goal Sorts
BAS1 1 72. 68.7 67.8 54 0.10 1.00
BAS2 1 24. 24.0 24.0 19 0.10 1.00
Total all 96. 93. 92. 73 0.00 1.00

FULL CANNIBALIZATION PERFORMANCE REPORT

Day 30  ------ Aircraft ------- -———---—----
Without At Prob
Attrit/ Day's FMC Achieve
Base Thtr Deploy Start End Goal Goal Sorts
BAS1 1 72. 68.7 67.8 54 0.95 1.00
BAS2 1 24. 24.0 24.0 19 0.80 1.00
Total all 96. 93. 92. 73 0.90 1.00
~N
NC CANNIBALIZATION PERFORMANCE REPORT
Day 30  ------ Alrcraft ------- —-—--------
Without At Prob
Attrit/ Day's FMC Achieve
Base Thtr Deploy Start End Goal Goal Sorts
BAS1 1 72. 68.7 67.8 54 0.00 0.95
BAS2 1 24. 24.0 24.0 19 0.00 0.95
Total all 96. 93. 92. 73 0.00 0.90

————— Performance --------
Exp & FMC
Exp. FMC w/o w/
FMC Var. Attrition
41.7 45.7 57.9 61.5
14.4 7.6 60.0 60.0
56. 61. 58.4 61.1
————— Performance --------
Exp % FMC
ExXp. FMC w/o w/
FMC Var. Attrition
57.5 10.5 79.9 84.9
19.5 2.2 81.0 81.0
77. 14. 80.2 83.9
————— Performance --------
Exp & FMC
Exp. FMC w/o w/
FMC Var. Attrition
30.0 62.3 41.7 44.2
10.7 9.5 44.6 44.6
41. 81. 42.4 44.3

Exp.

Sorts
69.
24.
93.

Exp.

Sorts
69.
24.
93.

ExXp.

Sorts
68.
24.
92.

Figure 2—Performance Report
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Expected performance is reported for each day of analysis for each of three cannibalization
policies: designated (as specified on the LRU records), full, and none. We discuss the dif-
ferences as we proceed through the column contents.

The aircraft portion of the performance report summarizes the number of aircraft originally
assigned to the base, lost through attrition or deployment to other bases, and desired avail-
able. It is the same regardless of cannibalization policy.

Aircraft Without Attrition or Deployment. The first column shows the number of air-
craft assigned to the base on ACFT records.

Aircraft at Day’s Start. The number of aircraft at the start of that day of analysis accounts
for attrition through the day before and deployment through the current day.® The reported
number is the average over all trials (hence the listing of partial aircraft). In the example,
only the first base experiences attrition.

Aircraft at Day’s End. The number of aircraft at the end of the day equals the previous
column less the number of aircraft lost to attrition on that day, averaged over all trials.

FMC Goal. The minimum number of available aircraft desired is reported as the fully mis-
sion capable (FMC) goal. It is derived from the aircraft at day’s end and the option 11 setting
of the maximum percentage of aircraft allowed to be unavailable. In the example, the option
11 setting of 20 percent translates to an availability goal of 80 percent of the 67.8 aircraft
remaining at the end of day 30 at BAS1, or 54 aircraft.

The performance portion of the report differs substantially depending on cannibalization pol-
icy. It provides projections of capability.

Probability of Achieving Goal. This column reflects the fraction of trials in which the
number of available aircraft was at least as large as the FMC goal. In the example, Dyna-
METRIC projects no chance of achieving the goal if no or limited cannibalization is allowed,
and a 90 percent chance if all parts may be cannibalized.

Probability of Achieving Sorties. Three factors enter into this probability: sortie rate per
aircraft, S, (from SRTS records); maximum achievable sortie rate per aircraft, Sy (from
TURN records); and the number of aircraft at the base on this day in this trial after attrition
and deployment have been considered, A. The minimum number of available aircraft that
can achieve the requested sortie program is a,s the smallest integer such that S, 2 AS &
The fraction of trials in which the number of available aircraft was at least as large as a,, is
reported here. In the example, the maximum sortie rate per aircraft is sufficiently high that
the model projects the sortie program is achievable regardless of the cannibalization assump-
tion.

Expected FMC Aircraft. This column reports the average number of available aircraft
over the various trials for the day. Availability is a function of cannibalization policy: the
more aggressive the policy, the better the performance. (How the model computes expected
aircraft is described in Section 4.)

4Cannibalization allows serviceable LRUs to be transferred from one aircraft (already unserviceable because of
another component failure) to fill holes in another aircraft at the same base. The needed component must be cur-
rently unavailable from local supply.

5Deployment is assumed to occur at the start of the day and hence is included in this column, whereas attrition is
assumed to occur throughout the day and thus is not reflected here.
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FMC Variance. The variance in the observed number of available aircraft is approximated
by the average of the squared number of available aircraft for each trial less the square of
expected FMC aircraft.

Expected Percentage FMC Without Attrition. This column shows the ratio of expected
FMC aircraft to aircraft without attrition or deployment.

Expected Percentage FMC With Attrition. This counterpart of the previous column
shows the ratio of expected FMC aircraft to aircraft at day’s end.®

Expected Sorties. For trials in which the number of available aircraft is at least as large as
ay, the number of sorties flown is the number of aircraft after attrition and deployment, A,
multiplied by the requested sorties, Sp. For trials in which the number of available aircraft
is less than a,,, the number of sorties flown is the number of available aircraft multiplied by
the maximum sorties, S;. The number of expected sorties is the sum of the sorties flown over
the various trials divided by the number of trials. In the example, the numbers are similar
across cannibalization assumptions because the maximum sortie rates were sufficiently high.

Problem LRUs Report

To help understand the causes of performance shortfalls, option 8 can be requested. It writes
a report to data.prb that indicates the LRUs projected to cause aircraft to be unavailable.
Option parameters control the maximum number of LRUs to be reported for each base.
Figure 3 shows an example of part of such a report (we split the report solely for presentation
purposes).

The problem LRUs report consists of two similar subsections for each day of analysis. The
first subsection provides a base-by-base summary of the worst LRUs. LRUs are sorted by the
ratio of expected holes in aircraft to quantity per aircraft for those designated as cannibaliz-
able, and simply by expected holes in aircraft for those designated as not cannibalizable. Any
LRU that is projected to be a problem for some base is also included in the second, or global,
subsection of the report. Here, the LRUs are sorted by (a) the sum across bases of expected
holes in aircraft divided by quantity per aircraft for cannibalizable LRUs, and (b) the sum
across bases of expected holes in aircraft for noncannibalizable LRUs.

The columns in both subsections report the expected number of LRUs in particular pipeline
segments at the day of analysis for which the report was prepared. From Figure 3, for in-
stance, the average number of LRU 1270012352370WF “in work” at BAS1 on day 30 is 0.65.
Let us more carefully define each segment. ‘

6The reason behind this percentage with attrition being higher than the previous column’s percentage without
attrition (e.g., 61.5 vs. 57.9 in the example) is that the pool of available aircraft (the denominator) is smaller.
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Potential problem LRUs report (Option 8)

Day 30 location BAS1 Problem LRUs:

Day Rank Part name Loc. Deploy Retro Admin Queue In Work
30 1B 1270012352370WF BAS1 0.00 0.00 3.80 12.60 0.65
30 2B 6615010427834WF BAS1 0.00 0.00 0.60 9.25 0.00

AWP Forward BOed Total Var. BOs

0.85 0.85 0.70 19.45 13.15 9.45
0.00 0.00 0.00 9.85 20.53 7.85

Day 30 location BAS2 Problem LRUs:

Day Rank Part name Loc. Deploy Retro Admin Queue In Work
30 1B 1270012352370WF BAS2 0.00 0.00 1.05 1.60 0.20
30 2B 6615010427834WF BAS2 0.00 0.00 0.35 3.25 0.0%

AWP Forward BOed Total Var. BOs
0.50 0.15 0.20 2.70 2.91 3.70
0.00 0.00 0.00 3.65 6.53 3.65

Day 30 Overall Problem LRUs:

Day Rank Part name Loc. Deploy Retro Admin Queue In Work
30 1G 12700123%2370WF DEPO 0.00 1.55% 2.40 0.05 0.20
30 1G 1270012352370WF BAS1 0.00 0.00 3.80 12.60 0.65
30 1G 1270012352370WF BAS2 0.00 0.00 1.0% 1.60 0.20

AWP Forward BOed Total Var. BOs
1.30 0.00 0.00 £.50 8.25 0.90
0.85 0.85 0.70 19.45 13.15 9.45
0.50 0.15 0.20 2.70 2.91 3.70
30 2G 6615010427834WF DEPO 0.00 0.00 0.10 0.00 0.00
30 2G 6615010427834WF BAS1 0.00 0.00 0.60 9.25 0.00
30 2G 6615010427834WF BASZ 0.00 0.00 0.35 3.25 0.05%
0.00 0.00 0.00 0.10 0.09 0.00
0.00 0.00 0.00 9.85 20.53 7.85%
0.00 0.00 0.00 3.65 6.53 3.65

Figure 3—Problem LRUs Report

Deploy. The first column shows the contents of a specialized segment of the pipeline—base
and CIRF repair queues considered lost on the first day of war (i.e., inapplicable to depots).
The deploy segment is empty, as in Figure 3, unless queue damage is indicated on the BASE
and/or CIRF records. The queue damage indicator provides an easy way to analyze situa-
tions (without having to use DEPL records) where queues are lost when an entire base de-
ploys to theater and leaves behind its repairable assets.

Retrograde. The retrograde pipeline segment consists of in-transit unserviceable compo-
nents. For CIRFs, it contains LRUs in transit to the CIRF from its bases. For depots, it re-
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flects LRUs in transit from the CIRFs and any bases not assigned to CIRFs. For bases, ret-
rograde contents are always zero.

Administrative. The administrative pipeline segment consists of components being delayed
for an administrative time upon first arriving at the base, CIRF, or depot.

Queue. Components queued for constrained repair are reported here. (If repair is uncon-
strained, components proceed directly from the administrative pipeline segment to the in-
work pipeline segment, so the queue is always empty.) If the queue is large, the analyst
might consider assigning more servers on the appropriate TBED record.

In Work. This number represents the components in the repair pipeline segment.

Awaiting Parts (AWP). Reported here are the LRUs that are missing one or more SRUs.
As soon as the needed SRU(s) becomes available, the LRU exits this segment and is consid-
ered serviceable.

Forward. The forward pipeline segment consists of serviceable components that have been
shipped. For bases supported by a CIRF, it contains the number of serviceables in the
pipeline from the CIRF to the base. For CIRFs and for bases without a CIRF, it contains the
serviceables in transit from the depot.

Backordered (BOed). This segment counts LRUs that have been requisitioned from a
higher echelon but have not been shipped due to shortages of serviceables at that echelon.
This segment plus the forward segment constitutes the traditional order-and-ship pipeline.

Total. This column shows the total of all the pipeline segments just defined. If the repair
process is such that SRUs are removed before the parent LRU enters repair, so that the SRU
and LRU repair delays occur in parallel, then only the maximum of the in-work and AWP
segments is included in the total.

Variance. This column gives the variance of the total pipeline. It is not available for CIRFs.

Backorders (BOs). A backorder is the amount by which the total pipeline exceeds the stock
level. This column contains the average backorders over trials. For bases, backorders corre-
spond to holes in aircraft. For CIRFs and depots, backorders are requisitions for which
shipments have yet to be made by the CIRF or depot. In fact, backorders of a higher-echelon
location equal the sum of the LRUs backordered by the lower-echelon locations it directly
supports. In Figure 3, for example, the number of depot backorders for LRU
1270012352370WF is 0.90, which equals the base BOed values of 0.70 + 0.20. (This equality
does not hold for SRUs, because there may be unfilled demands for an SRU generated by
repairs at the location in question.)

Though it might seem natural to think of expected backorders as simply the expected total
pipeline less the stock level, this is not the case, because the number of backorders can never
be less than zero. Consider a case in which the stock level is 10 and the total pipeline con-
tents for three trials is 9, 10, and 11. With backorders of 0, 0, and 1 for the three trials, the
expected number of backorders across the trials is 0.33. The expected pipeline, however, is
(9+10+11)/3, or 10. Subtracting the stock level from the pipeline would leave 0, thus under-
estimating the true number of expected backorders. (More is said about how the model com-
putes backorders in Section 4.)
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Relating Backorders to Available Aircraft. It is not always apparent how the pipeline
numbers relate to performance. We caution the reader that the quantity obtained by divid-
ing backorders by quantity per aircraft only approximates the number of unavailable aircraft
(i.e., total aircraft less expected available aircraft). Consider an LRU with a quantity per air-
craft of 2. If it has 3 expected backorders across multiple trials, reflecting backorders of per-
haps 2 and 4 for two trials, one trial would show 1 broken aircraft and the other would show
2, with a mean of 1.5. Here the approximation accurately reflects unavailable aircraft. But
suppose the actual number of backorders for a particular trial is 3: the approximation would
show 1.5 broken aircraft even though 2 planes were actually unavailable (the performance
report would reflect the 2). (“Determining Available Aircraft” in Section 4 provides more
details.)

Pipeline Report

The pipeline report produced by option 15 provides such traditional component-oriented
measures as backorders, number in transit, and number in work. This detailed parts dispo-
sition shows the status of pipelines for each component at each location for each day of anal-
ysis. If a run includes 100 components, three locations, and five days of analysis, 1500 lines
are written to the output file called data.pip.

Figure 4 shows one LRU’s portion of the pipeline report (split for presentation). The key at
the beginning of the report defines the columns. The segment contents reflect the expected
number of assets in that pipeline at that time.

Detailed pipeline report (Option 15)

Key :
Deploy - Queues for repair may be lost upon deployment. The parts
essentially enter a pipeline from which there is no exit.
Retro - Parts in the retrograde pipeline to the location.
Admin - Parts in the administrative pipeline.
Queue - Parts queued for repair.
In Work - Parts in repair.
AWP - LRUs waiting for SRUs.
Forward ~ Parts in forward transportation to the location.
BOed - Parts requisitioned from the higher echelon that have yet to be
shipped.
Total - Total pipeline.
Variance ~ Variance of the total pipeline. (Not given for CIRFs at this time.)
Backorders - Expected backorders.
Day Part name Loc. Deploy Retro Admin Queue In Work
30 1270012352370WF DEPO 0.00 1.55 2.40 0.05 0.20
30 1270012352370WF BAS1 0.00 0.00 3.80 12.60 0.65
30 1270012352370WF BAS2 0.00 0.00 1.05 1.60 0.20
AWP Forward BOed Total Var. BOs

1.30 0.00 0.00 5.50 8.25 0.90
0.85 0.85 0.70 19.45 13.15 9.45
0.50 0.15 0.20 3.70 2.91 3.70

Figure 4—Pipeline Report
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The columns in this report are very similar to those in the problem LRUs report. In fact, the
pipeline segment contents for LRUs appearing in both reports will be identical. The pipeline
report, however, includes SRUs. The SRU AWP value is always zero, and the SRU BOs
value affects both the BOed column for any lower echelons and the AWP column of the par-
ent LRU. Shortages or backorders of SRUs lead to AWP LRUs in the same way shortages or
backorders of LRUs at base level lead to unavailable aircraft.

EXAMPLES AND USE

Perhaps the best way to illustrate the use of Version 6 is to present a series of examples.”
These examples analyze a subset of the avionics components on the F-16C/D aircraft com-
prising 11 LRUs and 20 SRUs. The LRUs are tested on the CI repair resource, and the SRUs
are tested on the ersatz “T'SRU” repair resource. The case we have built is clearly artificial,
as are many of the data used in it.

The basic scenario involves a single base with wartime spares that initially has all aircraft
available. Each of its 72 aircraft flies four hours per day for 30 days. The base is supported
by a depot five days away that is responsible only for that base.

Our sample analysis encompasses seven cases, each building on the previous case. Table 2
summarizes the differences between the cases. We present results only for the full cannibal-
ization assumption.

Case 1: Unconstrained Repair

The first case examines a situation in which repair is unconstrained and the base attempts to
repair all failed LRUs. After spending typically four to seven days in repair, the fixed LRUs
are returned to local supply while the LRUs that cannot be repaired (depending on the NRTS
rate) are shipped to the depot for repair, as are all failed SRUs discovered during base repair
of the LRUs. (The input dataset for this case is found in Appendix B.)

Figure 5 shows the performance report for case 1. The goal of 58 aircraft was met in all tri-
als, hence the 1.00 probability of achieving the goal. The expected number of available air-
craft on day 30 was 66.8, or nearly 93 percent.

Table 2

Sample Cases

Case Bases Characteristics
1 1 Unconstrained repair
1 Constrained repair, random scheduling
3 1 Priority scheduling
4 1 Overflow of excess base-level repairables to depot
5 1 Increased depot repair capacity for SRUs
6 2 Deployment of a new base
7 2 Priority distribution and lateral supply

7Some model parameters are discussed here, and all are described fully in Appendix A, which covers the input
specifications. Familiarity with Version 4, the analytic Dyna-METRIC model (Isaacson et al., 1988), is recom-
mended.
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FULL CANNIBALIZATION PERFORMANCE REPORT

Day 30  —------ Alrcraft ------- Performance —------------——
Without At Prob Exp & FMC
Attrit/ Day’s FMC Achieve Exp. FMC w/o w/ Exp.
Base Thtr Deploy Start End Goal Goal Sorts FMC Var. Attrition Sorts
BAS1 1 72. 72.0 72.0 58 1.00 1.00 66.8 8.3 92.8 92.8 72.

Figure 5—Results of Case 1 (Unconstrained Repair)

Case 2: Constrained Repair, Random Scheduling

One problem with the base case is that it assumes unconstrained repair, which means that
any component arriving for repair at the base or depot immediately enters the repair process.
But suppose these LRUs and SRUs were instead repaired using constrained repair resources.
Performance probably would not look as promising.

The second case, which reflects constrained repair at both echelons, requires several changes
to the inputs. When repair is unconstrained, as in case 1, the repair times on the LRU and
SRU description records consist of the average time it takes the component to pass through
the repair shop, including handling, queueing, and actual on-stand test time. When repair is
constrained, the repair times on the LRU and SRU description records instead represent only
on-stand test time. Thus, we replace the four- to seven-day repair times with artificial on-
stand test times of a fraction of a day. Queueing time will occur as a result of constrained
repair and will be a function of the “tightness” of the constraint. The model will compute the
queueing time. But handling and other nonqueueing maintenance time should be added to
the administrative delay times on the second TOP record (here, we added two days to each).

The final change is to add records describing the constrained repair resource, as shown in
Figure 6. (Appendix B lists the entire case 2 input dataset.) The TEST records specify two
types of repair resource, CI and TSRU, that are available one shift a day (specified as one-
third, 0.33, of a day). The TBED records show two CI stands each at the base and depot, plus
two TSRU stands at the depot (the base does not repair SRUs, so it has no need for a TSRU
resource). The “1” in the fifth column of the TBED records specifies that scheduling for re-
pair is random. The TPRT records name the components assigned to the repair resource be-
ing described. In this case, we assign all LRUs to CI and all SRUs to TSRU. In the model,
LRUs and SRUs cannot be assigned to the same resource.

The effect of constrained repair on performance is substantial, as the case 2 performance re-
port in Figure 7 shows. The expected aircraft availability on day 30 has gone from 93 percent
in case 1 to only 78 percent, and the FMC goal is achieved in only 40 percent of the trials.
Even though the requested sorties can still be flown, performance does not look nearly as
good as it did for case 1.

Case 3: Priority Scheduling

The only change from case 2 to case 3 is the use of priority scheduling, which involves noth-
ing more than changing the “1” to a “0” in the fifth column of the various TBED records.



21

Columns
1 2 3
123456789012345678901234567890

TEST

CI .33
TBED

DEPO1 2
BAS11 2
TPRT

1270012352370WF
1280011963702WF
5895012301075WF

TEST

TSRU .33
TBED

DEPO1 2
TPRT

1270011730451WF
5998011908333NT
5998011910068NT

Figure 6—TEST, TBED, and TPRT Records for Case 2

FULL CANNIBALIZATION PERFORMANCE REPORT

Day 30  ------ Aircraft ------- —-----ee——m—— Performance --------------
Without At Prob Exp % FMC
Attrit/ Day’s FMC Achieve Exp. FMC w/o w/ Exp.
Base Thtr Deploy Start End Goal Goal Sorts FMC Var. Attrition Sorts
BAS1 1 72. 72.0 72.0 58 0.40 1.00 56.3 60.1 78.2 78.2 72.

Figure 7—Results of Case 2 (Constrained Repair, Random Scheduling)

As expected, performance improves (see Figure 8). The expected aircraft available increase
to 88 percent (from the previous 78 percent), and the performance goal is reached in
95 percent of the trials. An excerpt from the problem LRUs report (included in Figure 8)
shows substantial queueing for the top two problem LRUs at the base but none at the depot,

which suggests that diverting queued LRUs to depot repair resources might improve overall
performance.
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FULL CANNIBALIZATION PERFORMANCE REPORT

Day 30  ------ Aircraft ----—-—- - Performance -------—-———-—--—-
Without At Prob Exp & FMC
Attrit/ Day’s FMC Achieve Exp. FMC w/o w/ Exp.
Base Thtr Deploy Start End Goal Goal Sorts FMC Var. Attrition Sorts
BAS1 1 72. 72.0 72.0 58 0.95 1.00 63.2 8.4 87.8 87.8 72.

Day 30 Overall Problem Parts:

Day Rank Part name Loc. Deploy Retro Admin Queue In Work
30 1G 1270012352370WF DEPO 0.00 1.25 2.10 0.00 0.15
30 1G 1270012352370WF BAS1 0.00 0.00 3.60 11.40 0.60
30 2G 6605012562380 DEPO 0.00 0.90 1.20 0.00 0.05

30 2G 6605012562380 BAS1 0.00 0.00 3.60 14.20 0.60

AWP Forward BOed Total Var. BOs
0.25 0.00 0.00 3.75 4.39 0.15
0.20 1.55 0.15 17.50 12.45 7.50
0.50 0.00 0.00 2.65 4.03 0.00
0.55 0.75 0.00 19.70 9.51 6.70

Figure 8—Results of Case 3 (Priority Scheduling)

Case 4: Overflow to Depot

Examination of the results of case 3 suggests that demands for base-level repair exceed ca-
pacity and that depot-level repair is underutilized. The next case, then, is to try the policy
option of evacuating the lowest-priority items from the base queue to the depot in the hope of
improving performance by making better use of repair resources at both echelons.

To enact this option, we use the overflow factor on the base’s TBED record. The reciprocal of
this factor is the number of days of repair that are to be left at the base after the lowest-pri-
ority LRUs have been evacuated. Here, the factor is 0.5, meaning a two-day repair queue
will be retained at the base.

The results of case 4 (shown in Figure 9) indicate that this policy yields a modest improve-
ment in performance while attaining the availability goal in all trials. Given that only 20
trials were requested, however, one really cannot say whether this policy would be worth
pursuing, especially given the tiny difference in projected performance. However, the prob-
lem LRUs list indicates that this policy has a noticeable effect on where the components are
to be found in the system. Many fewer are queued for repair at the base, whereas many
more are awaiting parts at the depot.

Case 5: Increased Depot Repair Capacity for SRUs

One thing that stands out in the case 4 results is the substantial fraction of LRUs awaiting
parts at the depot. This suggests that the underlying problem may be SRUs. In an attempt
to solve the SRU shortage, we increase the number of TSRU stands at the depot from two to
ten in case 5.
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FULL CANNIBALIZATION PERFORMANCE REPORT

Day 30 = ------ Ajrcraft ------- ~cmmemee—mee - Performance --------------
Without At Prob Exp % FMC
Attrit/ Day’s FMC Achieve Exp. FMC w/o w/ Exp.
Base Thtr Deploy Start End Goal Goal Sorts FMC Var. Attrition Sorts
BAS1 1 72. 72.0 72.0 58 1.00 1.00 63.6 8.1 88.3 88.3 72.

Day 30 Overall Problem Parts:

Day Rank Part name Loc. Deploy Retro Admin Queue In Work
30 1G 1270012352370WF DEPO 0.00 2.60 5.70 0.40 0.20
30 1G 1270012352370WF BAS1 0.00 0.00 3.95 0.95 0.85
30 2G 6615012203851WF DEPO 0.00 1.45 2.75 0.40 0.30
30 2G 6615012203851WF BAS1 0.00 0.00 2.10 0.50 0.35

AWP Forward BOed Total Var. BOs
6.30 0.00 0.00 15.20 8.26 9.20
1.50 0.90 9.20 17.35 17.43 7.55
3.55 0.00 0.00 8.45 4.45 6.45
0.05 0.05 6.45 9.50 4.05 4.50

Figure 9—Results of Case 4 (Overflow to Depot)

Figure 10 indicates that increasing the depot repair capacity for SRUs does indeed improve
performance. In fact, the percentage of available aircraft (92 percent) is almost as good as it
was for the base case (93 percent). Further, the problem LRUs report shows the AWP

pipeline to be substantially reduced.

FULL CANNIBALIZATION PERFORMANCE REPORT

Day 30  ------ Ajrcraft ------- —--ommmmem—— o Performance --------------
Without At Prob Exp % FMC
Attrit/ Day’s FMC Achieve EXp. FMC w/o w/ EXp.
Base Thtr Deploy Start End Goal Goal Sorts FMC Var. Attrition Sorts
BAS1 1 72. 72.0 72.0 58 1.00 1.00 66.5 7.1 92.3 92.3 72.

Day 30 Overall Problem Parts:

Day Rank Part name Loc. Deploy Retro Admin Queue In Work
30 1G 6615012203851WF DEPO 0.00 1.50 2.80 0.15 0.40
30 1G 6615012203851WF BAS1 0.00 0.00 2.05 0.60 0.15
30 2G 1270012352370WF DEPO 0.00 3.30 5.15 0.10 0.35
30 2G 1270012352370WF BAS1 0.00 0.00 3.55 0.95 0.55

AWP Forward BOed Total Var. BOs
2.10 0.00 0.00 6.95 5.45 4.95
0.00 0.40 4.95 8.15 7.63 3.35
1.80 0.00 0.00 10.70 8.31 4.70
0.50 2.25 4.70 12.50 15.85 3.15

Figure 10—Results of Case 5 (Increased Depot Repair Capacity for SRUs)
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Case 6: Deployment of a New Base

For case 6, our F-16 base deploys half its available aircraft and half its serviceable spares to
a new base on day 6 of the conflict. To enact this option, several changes are made to the
database.

Figure 11 shows the addition of a BASE record to identify the new base, which we call NBAS,
and a complementary TRNS record. A deployment (DEPL) record is introduced to provide
NBAS with aircraft and stock from BAS1. Its settings indicate that NBAS is to receive from
BAS1, on day 6, 50 percent of BAS1’s FMC aircraft and 50 percent of its serviceable stock.
(The fields coded “1” are switches controlling the pool of resources to be shared with the new
base.) Thus, ACFT and STK records are not necessary for NBAS. However, the other sce-
nario records (SRTS, FLHR, and TURN) are required; if omitted, the model assumes default
values for NBAS (no sorties, for example). The two final changes are made to the TBED
records: one of BAS1’s two CI stands is reassigned to NBAS on day 6, and queue overflow is
enabled.

Figure 12 shows the performance report for case 6, which contains several items of note.
Because there is more than one base, there is now a line for total results. The first aircraft

Columns
1 2 3
123456789012345678901234567890

BASE

BAS1

NBAS

TRNS

BAS1 DEPO 5. 5.
NBAS DEPO 5. 5.
DEPL

NBAS BAS1 6 1 501 501
ACFT

BAS1 72

SRTS

BAS1 1.0

NBAS 0.0 6 1.0
FLHR

BAS1 4.0

NBAS 0.0 6 4.0
TURN

BAS1 4.0

NBAS 0.0 6 4.0

TEST

CI .33

TBED

DEPOO 2

BAS10 2 6 1 0.5
NBASO 0 6 1 0.5

Figure 11—Deployment of a New Base (Case 6)
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FULL CANNIBALIZATION PERFORMANCE REPORT

Day 30  -——---- Aircraft ------- oo Performance --------——--—---
Without At Prob Exp % FMC
Attrit/ Day’s FMC Achieve Exp. FMC w/o w/ Exp.
Base Thtr Deploy Start End Goal Goal Sorts FMC Var. Attrition Sorts
BAS1 1 72. 36.6 36.6 29 1.00 1.00 32.7 3.8 45.4 89.3 37.
NBAS 1 0. 35.4 35.4 28 0.85 1.00 30.0 4.8 100.0 84.6 35.
Total all 72. 72. 72. 58 0.95 1.00 63. 10. 87.0 87.0 72.

Figure 12—Results from Case 6 (Deployment of a New Base)

column, which reflects the values from the ACFT records, shows that 72 aircraft were as-
signed in that manner to BAS1, none to NBAS. The next columns show where the aircraft
actually were on day 30. They still sum to 72 because no aircraft have been lost to attrition.
Because half of the available aircraft were deployed, it is possible (and happened in at least
some trials in this case) that fewer than half the total aircraft actually were deployed, which
is why NBAS has, on average, 35.4 aircraft instead of 36.

The expected percentage of FMC aircraft without attrition is based on the number of aircraft
from the ACFT records. Because NBAS has no aircraft assigned to it on ACFT records, this
value is 100 percent. The with-attrition value reflects the aircraft at day’s end at the base,
and we see that BAS1, with 89 percent, is in somewhat better shape than NBAS, with 85
percent. In fact, BAS1 is in almost as good a shape as it was in the nondeployment cases.

The reason NBAS is in slightly worse condition than BAS1 is that it received half of BAS1’s
on-hand serviceable assets when it deployed. These became the stock levels at NBAS.
Because the number of serviceables on hand is never greater than the stock level (and is
usually less), NBAS’s stock level (which varies by trial because it is based on BAS1’s on-hand
serviceables) is less than half that of BAS1, yet it flies nearly the same number of aircraft.

Case 7: Priority Distribution and Lateral Supply

In case 6, the depot fills requisitions randomly, which means that neither base is favored
over the other. To better balance the performance between the two bases, in case 7 we enable
priority distribution (so that the requisition having the greatest impact on availability
is the first one filled by the depot), and we allow the two bases to share serviceable assets via
lateral supply. The distribution policy is controlled by a switch on the second TOP record;
lateral supply is turned on with option 25. In this example, lateral supply actions require
two days to shift an asset from one base to the other.

Figure 13 shows the performance report for case 7. The difference in performance between
the two bases has been halved, the order has been reversed, and the overall performance for
this dispersed operation is not much worse than that for case 5, the final nondeployment
case.

SUMMARY ANALYSIS

The above sample analysis used unconstrained repair as a baseline for comparison with
other alternatives. The baseline results (case 1) indicated 93 percent of the aircraft were
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FULL CANNIBALIZATION PERFORMANCE REPORT

bay 30  ------ Aircraft —------ ——coeeeem Performance --------------
Without At Prob Exp % FMC
Attrit/ Day’s FMC Achieve Exp. FMC w/o w/ EXp.
Base Thtr Deploy Start End Goal Goal Sorts FMC Var. Attrition Sorts
BAS1 1 72. 36.5 36.5 29 0.90 1.00 31.8 4.3 44.2 87.3 36.
NBAS 1 0. 35.5 35.5 28 1.00 1.00 31.8 3.3 100.0 89.6 36.
Total all 72. 72. 72. 58 0.95 1.00 64. 8. 88.4 88.4 72.

Figure 13—Results of Case 7 (Priority Distribution and Lateral Supply)

projected to be available on day 30. Constraining the repair and inducting components into
repair on a random basis (case 2) reduced the expected aircraft available to 78 percent.

We then sought the benefits of using a prioritization scheme to induct components (case 3),
and, indeed, performance was projected to improve to 88 percent available. Because the
problem LRUs list suggested that depot repair resources were underutilized, in case 4 we
looked at evacuating the lowest-priority items from the base queue to the depot for repair.
Surprisingly, this change had no effect on projected performance (88 percent). It did, how-
ever, shift the assets from the base queue pipeline segments to the depot AWP segments.
This result suggested the need for more SRU test stands at the depot to get the SRUs
through the system more quickly. Case 5, then, increased the number of stands from two to
ten, which resulted in a projected availability of 92 percent of the aircraft, nearly the same as
the baseline result.

Because case 5 was projected to meet our 90 percent availability goal, we turned to “what-if”
analyses of the effect of deploying a new base from the original base on day 6. Our results for
day 30 (case 6) suggested an overall availability of 87 percent: 89 percent for the original
base and 85 percent for the new base. Adding priority distribution and lateral supply (case
7) yielded a projection of 88 percent available overall.




4. DESIGN OF THE MODEL

This section describes the logic underlying Dyna-METRIC Version 6. It includes a discussion
of pipeline segment processing, the computation of the number of aircraft and sorties, and
the modeling of different sources of uncertainty (such as battle damage, unreliability of re-
pair resources, and information lags) and compensating management strategies (such as lat-
eral supply, queue overflow, and exception reporting).

PIPELINE SEGMENT PROCESSING

To maintain a consistent world view, Version 6 has an architecture similar to that of Version
4. However, Monte Carlo sampling replaces the analytic probability computations based on
extensions of Palm’s theorem,! which means that expected values and probability distribu-
tions are no longer computed.2 Instead, for a single run, Version 6 executes multiple trials
for which the number of components in the various pipelines is determined as a function of
time. Components move between pipeline segments according to decision rules and random
events, as described below. Each trial yields a single result—a different prediction of avail-
able aircraft—from which a histogram is built and then used to project performance.

For each trial, the model processes pipeline segments in much the same order as Version 4
does; but it completes all processing for all segments for a given day (within a trial) before
moving to the next day, whereas Version 4 computes the contents of each segment for the en-
tire horizon before moving to the next segment. Table 3 summarizes the order of that pro-
cessing for the after-test maintenance procedure. First, the base administrative pipeline
segment is analyzed, using as input the demands derived from the simulated flightline re-
movals of LRUs. Next to be analyzed is the base maintenance segment (i.e., LRUs awaiting
maintenance [AWM] and in repair), with the input being LRUs that have completed adminis-
trative processing, and so on. SRUs are removed from LRUs at the beginning or end of the
maintenance pipeline segment depending on the maintenance procedure.

After doing the steps outlined in Table 3, the model computes for each LRU the total base
pipeline, which is the sum of its administrative, maintenance, AWP, and on-order pipeline
segments at the base.3 The number of backorders, or holes in aircraft, due to each LRU is
the amount by which the total base pipeline exceeds the base stock level. The number of
available aircraft is in turn derived from the LRU backorders.

Appendix C contains a detailed description of the pipeline segment contents. The following
discussion explains how daily LRU and SRU removals are computed and describes the five
types of processing mentioned in the table: unconstrained, constrained, distribution, on-
order, and AWP. The discussion omits the CIRF-related steps and considers the simpler
base-depot case for LRUs. Extensions to the CIRF case and to SRUs are logically consistent
and should be apparent.

1See Hillestad and Carrillo (1980) and Crawford (1981) for a discussion of Palm’s theorem.
2As a final step, however, expected values are approximated and reported, as discussed in Section 3.

3The on-order pipeline segment can in turn be split into a forward pipeline segment and a backordered pipeline
segment. For further explanation, see the discussion of the problem LRUs report in Section 3.
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Constrained Pipeline Segment Processing

For constrained pipeline segments, it is not computationally convenient to space the arrival
of components randomly throughout the day. Instead, each day is broken into several peri-
ods, the number of periods being dynamically computed by the model. Arrivals are randomly
distributed into those periods based on a uniform probability distribution and are then as-
sumed to occur at the beginning of the assigned period. The length of each period is approx-
imately equal to the average repair time of the components in the queue and of those that
arrive that day.

For each period, repair begins if there is a repairable component and a resource available for
its repair. The model determines the next component to be repaired based on the priority
discipline in effect (discussed below). Once a component has been selected, its repair time is
determined (by drawing from the exponential distribution) and it is assigned to a server. The
server is then unavailable until the component completes repair.

Random Scheduling. Random induction is a probabilistic surrogate for the more familiar
FCFS policy (induct the component that has been waiting the longest). Under certain condi-
tions, such as when the expected mix of components arriving for repair is constant over time,
the probability distribution of the queue contents is identical for these two policies. That is,
choosing a part at random or based on wait time has, on average, the same effect on readi-
ness, queueing, shop flow times, etc.

Priority Scheduling. For LRU repair resources, the priority policy inducts the LRU caus-
ing the most unavailable aircraft; for SRU repair resources, it inducts the SRU causing the
most LRUs to be AWP. To simplify the discussion, we confine ourselves to the LRU case.
The computation for SRUs proceeds in a parallel manner.

For scheduling at a base, the component chosen is that with the largest value of (base
pipeline — stock level) / quantity per aircraft.” If this value is negative for all components
(that is, all aircraft are available), then the model selects the LRU for which on-hand service-
ables will first be exhausted, assuming that failures will occur as expected.

Priority induction is more complex when scheduling at a CIRF or a depot. Should priority
resupply policies (i.e., priority distribution and lateral supply) be considered when the CIRF
or depot makes its decision? In the long run, both of these resupply policies have much the
same effect in terms of compensating for initial stock imbalances. After some experimenta-
tion within the model with different prioritization schemes, we found better results in terms
of available aircraft if, when a priority resupply rule was in effect, the depot or CIRF concen-
trated on fixing components that were universally rather than locally in short supply. Under
priority resupply, then, Version 6 selects the LRU that maximizes (pipeline — stock level) /
quantity per aircraft, where pipeline and stock level are summed for the CIRF and its bases
if scheduling is done at a CIRF, or summed across all locations if the scheduling is done at a
depot. Again, if this value is negative for all components, the model selects the LRU for
which on-hand spares will apparently be exhausted first.

7Again, the base pipeline is the sum of base administrative, base maintenance (AWM and repair), base AWP, and
base on-order (forward and backordered) pipeline segments. CIRF and depot pipelines are similar to the base
pipeline but include the retrograde segments from the locations they support (base-to-CIRF, base-to-depot, CIRF-to-
depot).
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What if priority resupply is not invoked? For a CIRF, the model computes the value of the
CIRF pipeline less the CIRF stock level, and adds to that value the number of aircraft un-
available at all its bases because of that LRU. It then chooses the LRU yielding the largest
value. For the depot, the model computes the value of the depot pipeline less the depot stock
level, plus the sum of the CIRF pipelines less the CIRF stock level, plus, for each theater, the
number of aircraft unavailable due to that LRU at the worst base in that theater.8

Distribution Processing

Distribution processing determines how depots and CIRFs with one or more open requisitions
for a component decide which base (or CIRF, if the depot is being analyzed) gets an available
serviceable asset. It applies to the depot-CIRF, depot-base, and CIRF-base links. The
switches that control the type of processing are on the second TOP record. This discussion
covers the depot-base case; the other cases are similar.

The depot pipeline is computed after completion of the LRU depot AWP pipeline segment.
Let A, be the depot pipeline on day n. Let B, be the day n depot backorders (i.e., the number
of requisitions the depot has received for which it has been unable to ship a serviceable
LRU). B, is given by A,, less the depot stock level, or zero if this quantity is negative. In
other words, the number of depot backorders equals the maximum of (depot pipeline — depot
stock level) and zero. If the number of requisitions received on day n is R,, then the number
of requisitions the depot satisfied on day n is S, =B, , + R, - B,. This is not the only way
this quantity could have been determined: keeping track of the depot stock level, successful
depot repairs, and receipts of replacements for condemned LRUs would have served as well.
The model uses one of two user-selected distribution policies to identify which S, requisitions
are to be satisfied.

Random Distribution. Under a policy of random distribution, when the depot has a com-
ponent available to ship and one or more open requisitions for that component, it chooses
which requisition to fill by picking at random. This policy is a surrogate for an FCFS-type
policy in which the oldest outstanding requisition is the next to be filled. Random and FCFS
are probabilistically equivalent when the mix of requisitions by location is constant over
time.

Priority Distribution. This type of processing fills requisitions according to the location
perceived to have the greatest need for the component. For each base k on day n, backorders
are approximated as the base pipeline less the base stock level (i.e., B,, = A,, — base stock
level). An available LRU is sent to the base that has an unfilled requisition and the highest
B,, per aircraft.® This step is repeated S, times for each day n. The depot does not consider
lateral supply activity that may be taking place in the theater when it decides where to ship

8An alternative approach is to sum the unavailable aircraft at all bases instead of at just the worst one in each
theater. This alternative works well if the number of unavailable aircraft for each LRU is evenly distributed across
bases, but it fails to handle cases of apparent maldistribution. For instance, suppose LRU A was causing one air-
craft to be unavailable at each of ten bases, while LRU B was causing ten unavailable aircraft at one base and none
at any other base. The algorithm implemented in the model would select LRU B, whereas the alternative approach
would end in a tie between LRUs A and B. The implemented approach in this case seemed the most sensible.

9By implication, if there are unavailable aircraft, the component is sent to the base with the greatest percentage
of aircraft unavailable because of the component.
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an LRU. If the LRU is sent to a base whose need has already been met through a lateral
supply action, that base sends the LRU to the next base that needs it most.

On-Order Processing

Determining the number of LRUs that have been ordered but not received is straightforward.
From the earlier steps, the model knows how many LRUs the depot shipped per day. For
each LRU in transit, the model checks day to day to see if it has arrived at its destination.
Subtracting the total arrivals from the total requisitions yields the number still on order.

AWP Processing

After the pipelines for all of an LRU’s SRUs have been computed, the number of backorders
at any location for each SRU is the maximum of the location’s pipeline less its stock level and
zero. At the depot and CIRF, these backorders are then allocated between LRUs awaiting
parts there and requisitions received from lower echelons (as described above, in
“Distribution Processing”). The rest of this AWP processing discussion uses only the back-
orders allocated to AWP LRUs.

Under a policy of full cannibalization of SRUs at the location, the number of AWP LRUs is
the maximum value of SRU backorders divided by quantity per LRU among the SRUs inden-
tured to that LRU (rounded up to the next integer). The no-cannibalization computation is
trickier, however, because the model does not retain information about which SRU was re-
moved from which LRU, information it would need to arrive at a precise value. Instead, for
each type of LRU, it sums the backorders of all its indentured SRUs. If at most one SRU was
removed per LRU (i.e., if joint removals of SRUs did not occur), this sum would be the num-
ber of AWP LRUs under a no-cannibalization policy. However, it would be an overestimate if
joint failures occurred. For depot-level repair and the combination of base- and CIRF-level
repair, the model keeps track of the average number of SRUs removed per LRU, given any
SRUs are removed (in other words, LRUs from which SRUs are not removed are omitted
from the average). It then divides the summed backorders by the average, rounds up, and
uses the result as the approximation of AWP LRUs under a no-cannibalization policy.

DETERMINING THE NUMBER OF AIRCRAFT

The number of aircraft is determined each day via three steps.

Baseline Aircraft

First, the model computes the baseline number of aircraft, which is the number of aircraft at
each base assuming no further attrition or deployment activity. For the first day of a run,
the baseline number is the initial aircraft level specified by the user. For later days, the
model takes the number of aircraft there the day before and adds or subtracts aircraft as
specified. Thus, for example, if ACFT records show the number of aircraft was increased by
two on day 5, then day 5’s aircraft number equals day 4’s number plus two.
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Effects of Deployment

In step 2, the model determines how the number of aircraft at each base is affected by the
DEPL records. It works through the bases for which the current day has been selected as
their deployment day in the order specified by the user. The deployed base’s aircraft level is
computed as its specified share of the number of available aircraft (as computed below) at the
parent base, subject to an optional cap. These aircraft are moved instantly from the parent
base to the deployed base. If another base deploys from the same parent, its share is against
the aircraft remaining at the parent base after the first base’s deployment. Thus, the order
in which bases are deployed can affect how many aircraft are deployed and where.10

Effects of Attrition

The final step in determining a base’s aircraft level is to simulate the effect of attrition over
the previous day. For each sortie that was flown, a random number is drawn. If that ran-
dom number exceeds the attrition probability specified by the user (on ATTR records), an air-
craft is considered lost. The number of remaining aircraft then becomes the aircraft level at
that base for that day and is used on the next day to determine the baseline level.

Determining Available Aircraft

After determining the number of aircraft at the base, the next problem is to figure out how
many of them are unavailable for each trial. An aircraft is considered to be unavailable if it
is missing any of its LRUs (i.e., if it has a hole for an LRU). At the conclusion of pipeline
segment processing, we have for each LRU the total number tied up in the base pipeline (i.e.,
in the base’s admininstrative, maintenance, AWP, and on-order segments). The number of
holes for a given LRU is simply the amount by which the base pipeline exceeds the base stock
level. If the base pipeline is less than the base stock level, there are no holes.

The holes are assigned to aircraft as follows. First, the holes of LRUs that cannot be canni-
balized are distributed randomly across the aircraft. If we are assigning H holes of an LRU
with a quantity per aircraft of ¢ at a base with A aircraft, then there are gA places where
those H holes might occur. If we numbered them, the first aircraft would have slots 1 to q,
the second aircraft would have slots ¢ + 1 to 2q, etc. For the first hole to be assigned, the
model essentially rolls a gA-sided die and says that the corresponding slot on an aircraft has
a hole. It then rerolls the die, not allowing it to land on the same side it did on the first roll,
and assigns the second hole to the corresponding slot, and so on, until all the holes for that
LRU have been assigned. This process is repeated for all the LRUs that cannot be cannibal-
ized.

Then the holes for the cannibalizable LRUs are assigned. From the previous step, we know
N aircraft are unavailable due to holes for noncannibalizable LRUs. If H < gN, the model
assigns all the holes for the given LRU to the aircraft that have already been determined to
be down. If H > g¢N, it assigns g N holes to those already unavailable aircraft and the
remaining holes to an additional (H - ¢N)/q aircraft (rounded up if a fraction). The model
computes a new number of unavailable aircraft, N’ = N + (H - ¢N)/q (again rounded up).

10gerviceable assets are deployed in a similar manner.
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The process described in this paragraph is then repeated for each of the LRUs that can be
cannibalized. :

There are some shortcomings in this representation of cannibalization and noncannibaliza-
tion. Cannibalization is assumed to be instantaneous and to never result in a broken LRU.
Also, because the model randomly redistributes the noncannibalizable holes on each day of
analysis, there is no continuity over time in terms of which aircraft are down for which
LRUs, a continuity that one would, of course, find on a real flightline.

The number of available aircraft is simply the total number of aircraft at the base less the
number of unavailable aircraft. The reported number in the performance report is the aver-
age of available aircraft over all the trials.

DETERMINING THE NUMBER OF SORTIES

Version 6 can be run in two modes. In the default mode, which is perhaps the least intuitive
of the two, the model “flies” the planned sorties even if they are unachievable. The other
mode includes option 20. If option 20 has been invoked, however, only “achievable” sorties
are flown. In either case:

Target sorties =
Number of available and unavailable aircraft (as computed above) x
Sorties per aircraft (from SRTS records).

Thus, if there were 100 aircraft before attrition, 90 after, and one sortie per day per aircraft
had been requested, the target sorties for that day would be 90.

Without Option 20

When option 20 has not been requested (i.e., when the model is being run in default mode),
parts removals are generated as if the target number of sorties were actually flown, even if
(according to internal model computations) there are insufficient aircraft available to achieve
those sorties.!! While this assmption may seem bizarre, it is useful if the model is being run
before mission requirements have been determined, because the reported pipeline values can
be used to estimate those requirements. If the purpose of the model run is a performance
evaluation, however, we strongly recommend that option 20 be invoked.

With Option 20

When option 20 has been requested, the model reduces the number of sorties flown to reflect
the number of aircraft available at each base each day. Because of the architecture of the
model, the reduced number of sorties actually occurs a day late. That is, on Monday the
model flies the target number of sorties. On Tuesday, it flies the target sorties less the num-

11The performance report displays how many sorties the model estimates can be flown if only available aircraft
are employed—i.e., it displays achievable sorties. In the absence of option 20, the “achievable sorties” measure is
misleading, because it is based on pipelines computed assuming the target sorties were actually flown. This
measure, however, is not used in any model computations—pipelines are always computed using the requested
sorties when option 20 is not selected.
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ber of sorties that could not be flown on Monday. On Wednesday, it flies the target sorties
less the sorties that could not be flown on Tuesday, etc. As a result, some component
removals are performed slightly early—a day at most.

How does the model determine how many sorties can be flown? In the input (TURN records),
the user specifies the maximum number of sorties that can be flown in a single day by a sin-
gle aircraft. This turn rate multiplied by the number of available aircraft is the cap on total
sorties that can be flown. If this cap is greater than the target number of sorties, then no
sorties are missed. Otherwise, the number of missed sorties is the difference between the
two values. The demand pattern required by operations across the flying day should be con-
sidered when selecting the turn rate. In the case of massed aircraft launches, a lower turn
rate would be appropriate because Dyna-METRIC does not model the constrained servicing
activities necessary between sorties.

MODELING ADDITIONAL UNCERTAINTY AND COMPENSATING
MANAGEMENT ADAPTATIONS

Base and CIRF Battle Damage

Battle damage to the logistics support system is a source of uncertainty for logistics
operations. Version 6 introduces DMIJ records to represent damage to serviceable spares,
unserviceable components queued for repair, and the repair capability of a base or CIRF.
The user specifies the locations at which and the day on which the damage is to occur, the

expected amount of damage to each of the above resources, and whether the damage is to be
random or fixed.

Random Damage. When random damage is selected, the computation is as follows. For
each on-hand serviceable spare, the model draws a random number between zero and one. If
the random number is less than the damage multiplier (specified by the user as the percent
damaged), the spare is lost. Damage to components queued for repair and to test stands is
determined in the same manner.

For each type of component not assigned to a constrained repair resource, the model draws a
random number between zero and one. If the random number is less than the damage mul-
tiplier for repair capability, the location being analyzed can no longer repair the component.
Components for which repair capability has been lost are automatically declared NRTS and
shipped to a higher echelon for repair.

Fixed Damage. When fixed damage is selected, the model determines the number of ser-
viceables expected to be damaged (simply the product of the number of serviceables on hand
and the damage multiplier) and rounds to the nearest integer. Damage to components
queued for repair and to test stands is determined similarly. Damage to repair capability for
components not assigned to constrained repair is determined in the same manner as in the
random case—fixed damage is not available in this instance.

Unreliability of Repair Resources

A faulty repair resource affects production in two different ways. First, it brings production
to a halt while it tries to diagnose what is wrong; during self-diagnosis, it cannot be used to
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repair any of its assigned components. Second, it may be able to repair only some compo-
nents until it is fixed and fully operational—i.e., the resource may be partially available and
able to repair some, but not all, of its assigned components. These two sources of unavailabil-
ity are captured in the model in different ways.

Problem Diagnosis. For elaborate types of repair resources, such as automatic test equip-
ment, problem diagnosis may be a very time-consuming process. The time required for
problem diagnosis is time during which the repair resource cannot be used to repair any of
its assigned components. A repair resource’s operating time is defined as the time it uses for
both self-diagnosis and component repair. The model uses the fraction of all operating time
spent in self-diagnosis, £, to imply the fraction spent in component repair, 1 — £.12 This latter
fraction is used as a constant in the following manner: if the repair time for a component on
a functional resource is r operating days, then repairing the component requires on average
r/(1-f) days. This representation works well enough if problem diagnosis occurs frequently
and is of short duration. Less frequent but longer occurrences might be better represented as
actual failures that affect all components.

Failed Repair Resources. The other source of repair unavailability is a less-than-fully op-
erational repair resource. Dyna-METRIC treats resource failures in a simplistic way.
Although one could view repair resources as somewhat akin to aircraft in that they are com-
posed of several modules that may fail and for which serviceable spares may exist, all that
Version 6 explicitly models are aggregate module backorders. A backorder occurs when a
module fails and no spare module is immediately available. Input to the model (on TBED
records) is b, the backorder rate per operating day. Backorders are assumed to occur ran-
domly according to a Poisson process with mean b. The backorder persists for a random
length of time whose mean is supplied in the model’s input and whose probability distribu-
tion is exponential (though if module resupply is cut off, the backorder will persist even
longer). We assume that two backorders of the same type never occur at the same time at
the same location (in avionics shops, at least, such an occurrence is rare), so that all back-
orders can be consolidated onto a single server of the repair resource.

Associated with each component is the probability that a backorder renders the repair re-
source incapable of repairing the component. When a backorder occurs, the model uses those
probabilities to randomly determine which components are affected.

This representation of the process is by no means perfect. During the development of
Version 5 and the Dyna-SCORE model, we experimented with the explicit representation of
repair resource modules.!?> We are satisfied that the method implemented in Version 6,
though not reflecting all the nuances, does comparatively well. That fact plus the current
model’s more efficient use of computer resources (it runs faster and requires fewer data) led
to our final choice.

12The availability rate input to the model on the TEST records should be (1 — /) multiplied by the fraction of the
day during which the repair resource is scheduled to be operational.

13Dyna-SCOR.E (T'sai, 1989) is a simulation of a single level of constrained repair that models repair resources in
great detail.
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Lateral Supply

Lateral supply takes place after all the scheduling and distribution decisions have been
made. Options 25 and 26 (OPT records) control lateral supply of LRUs and SRUs, respec-
tively. The discussion below applies specifically to LRUs, but SRUs are processed in a simi-
lar manner with the objective of reducing the number of AWP LRUs.

The model considers lateral supply actions for situations in which one base has an unavail-
able aircraft needing components that other bases have in stock. An action will not be taken
if the base needing the part will first receive one from local repair, the CIRF, or the depot, or
if the hole can be filled by cannibalization. If multiple lateral supply possibilities exist, the
preference is given to those that cause the aircraft having the fewest holes to become avail-
able and to those that aid bases with the greatest fraction of their fleet unavailable.

The algorithm works as follows. The model selects the base that has an unavailable aircraft
with the fewest number of holes. If multiple bases have an unavailable aircraft with the
fewest number of holes, it selects the base with the lowest availability.!4 Lateral supply is
considered for that base only if serviceable stock is available from other bases for all the
holes on the particular aircraft. Stock to fill holes of different LRUs need not come from the
same base. If there is a choice of bases with serviceable stock available, the model selects the
base with the largest value of (stock level — base pipeline) / aircraft (the base with the largest
spare-stock-to-aircraft ratio). The algorithm continues until all unavailable aircraft have
been examined.

Queue Overflow

At the end of each day, the model computes the expected amount of each repair resource type
that would be required to test the components currently queued for repair. (For components
assigned to a given constrained repair resource, this amount equals the number of each com-
ponent in the queue multiplied by the component’s specified test time.) It also computes the
amount of the repair resource that was available: the number of servers of that resource at
that location multiplied by the specified availability for the day, but disregarding
unanticipated failures of the equipment itself.

If the amount of repair required to clear the queue multiplied by the specified overflow factor
(on TBED records) exceeds the amount of repair resource available on that day, the model
takes low-priority components from the queue and sends them to the next higher echelon
until the amount of repair required to clear the remaining queue, again multiplied by the
overflow factor, is less than the amount of repair available on that day. The model
determines the priority of components in a manner similar to that discussed earlier for
priority repair.

The underlying idea here, being implemented in a seemingly backwards manner, is that if it
will take more than N days to clear the queue (where 1N is the overflow factor), then the

14For example, Base A has ten aircraft, one unavailable because of LRUs 1 and 2 and one unavailable because of
LRU 2; Base B has 20 aircraft, two unavailable because of LRU 2; and Base C has ten aircraft, three unavailable
because of LRUs 1 and 2. Both Base A and Base B have an aircraft unavailable because of only one LRU. Base A is
selected because it has 80 percent of its aircraft available, whereas Base B has 90 percent available. Base C is not
selected at this time because it needs two LRUs to make one of its planes available.
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base or CIRF would rather send the components to the depot for repair than get bogged down
with them itself,

Information Lags and Exception Reporting

Some of the policies modeled in Dyna-METRIC Version 6 involve decisions made at higher
echelons for the purpose of increasing the number of available aircraft at the bases. These
policies include lateral supply, priority repair at the CIRF and depot, and priority distribu-
tion from the CIRF and depot. All of these policies rely on information about the status of
the bases: how many serviceable components there are, how many holes there are in aircraft,
etc.

It is not always realistic to assume that the status information upon which the higher eche-
lons base these policies and decisions is perfectly up-to-date. As an approximation of the im-
precision and lack of timeliness encountered in real-world data, the model supports lagged
information as an option. When a decision is made about lateral supply, or which base is to
receive the next serviceable, or which component is to be inducted for depot-level repair, the
base-level information that is considered is N days old, where N is specified by the user. Ifa
spike in demands has occurred more recently than N days ago, the depot, not knowing about
it, will be unable to respond until the spike is at least N days old.

If infeasible recommendations are made on the basis of old information (for instance, one
base is directed to laterally supply a second base with a component the first base no longer
has), the model simply disregards them—the recommended action does not occur.

An optional management adaptation within the model is exception reporting. For the worst
J parts at each base (where J is specified with option 30), completely up-to-date and accurate
information is available to the decisionmaking algorithms. In this case, “worst” means the
LRU with the largest number of LRU backorders divided by the quantity per aircraft, or, if
there are no backorders, the fewest serviceables on hand divided by quantity per aircraft. In
the absence of LRU backorders, no attempt is made to predict the LRU whose spares will run
out next.



5. SPECIAL FEATURES AND MODELING TRICKS

This discussion points out important Version 6 idiosyncracies. It describes the model startup
conditions which can simulate peacetime, the procedure of compiling the model, a restart fea-
ture that saves results from one run for use in another, and the use of dataset partitioning to
analyze an arbitrarily large number of components. It concludes with advice about using the
CIRF as a workaround to emulate lateral repair or to analyze multiple types of aircraft, and
about how to represent different scopes of repair.

STARTUP CONDITIONS

A major difference between the analytic and simulation versions of Dyna-METRIC is their
approach to modeling peacetime or any steady-state environment. Computing steady-state
pipeline segment distributions in Version 4 is very simple because repair is unconstrained:
the model computes expected segment contents by multiplying the nonvarying arrival rate by
the mean service time, with the probability distributions of the pipelines of different LRUs
being independent. If arrivals occur according to a Poisson process, then the segment con-
tents have a Poisson distribution. But in Version 6, repair may be constrained, in which case
the LRU pipelines are no longer independent. Because that independence may be lost, the
specification of the joint probabilities describing system status is, as a practical matter, in-
tractable.

Thus, Version 6 explicitly simulates the run-in period using Monte Carlo sampling. This pe-
riod is defined in the input database as “peacetime” in the TOP records: it starts on day 1
and continues until the specified start of “war.”® A problem for the user or analyst is deter-
mining the duration of this period. An adequately long run-in for a particular analysis
should result in stability. Too short a run-in may result in unrealistic starting pipelines.

If the user intends to explore several alternative dynamic scenarios and/or support structures
that are to succeed the same steady-state scenario, the restart option (discussed below) can
be used to simulate the steady-state period just once.

COMPILING THE MODEL

Version 6 consists of one program (unlike Version 4, which has five programs). Each
subroutine must be compiled with sizing parameters, or model dimensions, that are set in a
source file called dimen.for. Compilation parameters limit the size of the problem that can be
analyzed. They should be set to reasonable values for your system—large enough to be
useful but small enough to run and save computer resources. To avoid unnecessary
recompilation for each run, parameters should be set to cover reasonable maximum values.
Appendix D contains definitions of the Version 6 parameters, as well as a summary of the
model’s internal files.

1Unlike Version 4, though, this peacetime period need not be steady state.
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The model is set up to be compiled using Lahey Fortran on a PC. The random number gen-
erator included (lfrand.obj) only works in that environment. To invoke another random
number generator, such as random.c (also included), the call to setRan in subroutine atop.for
should be commented out, and xrandu.for should be modified as appropriate (there are com-
ments in the subroutine to guide the user). The code is set up to use integer random number
seeds.

RESTARTING THE MODEL

Restarting is an efficiency feature designed to reduce trial time. It is simply the means by
which the model saves pipelines built from one run for use in another.2 This feature serves
three purposes: (1) to separately simulate the beginning days common to multiple runs (e.g.,
saving a standard run-in for use in a variety of runs in an analysis), (2) to allow analyses to
extend beyond compilation parameter DMTIME days in duration, and (3) to accept changes
to repair times, demand rates, transportation times, etc., in mid-scenario. Changes to the lo-
gistics structure that cannot be accommodated by cutoffs and deployment features in the
model should not be attempted by restarting.

As an example of the first purpose, consider five excursions in an analysis that look at the
same 100 days of peacetime followed by 30 days of war (during which support concepts vary).
The inefficient approach is to have the five runs simulate all 130 days. A more efficient
approach is to run the 100-day peacetime once and restart five 30-day runs with the saved
peacetime pipelines.

As an example of the second purpose, consider the following. The model is compiled with the
maximum day of analysis (i.e., the DMTIME parameter) set to 30, but the analyst wants to
look at day 100. Either the model must be recompiled with DMTIME set at least to 100, or
restart must be used. The following paragraphs use this case to show how to restart the
model.

In this example, one run accommodates a 30-day period of analysis, so four runs are required
to see the results of day 100. These runs require only a change to TOP and OPT records and
should be set up as if doing a run with a day of analysis of 100 (e.g., sorties and flying hours
should change on a “real” day, such as day 60, rather than a time-scaled day, such as the sec-
ond day 30).

Let’s assume the war starts on day 75. The first run requests several days of analysis (fourth
TOP record) and option 16 to save pipelines, say,

75 10 20 30
OPT
16

Option 16 produces three utility files: aircft.out, restart.out, and latdata.out. These files
should be moved to aircft.in, restart.in, and latdata.in (respectively) for input to the second
run. They are read by option 10.

2The model can also be initialized with user-supplied pipeline status prepared by the utility program V6-INIT.
Information about this program appears in Appendix E.




41

For the second run, covering days 31 through 60, the days-of-analysis record would still indi-
cate that day 75 is the start of the war but would have different report days. The OPT
records should specify option 16 again (to save the pipelines from this run) and option 10 as
well (to read in the previous pipelines saved from the first run). Option 10 includes parame-
ters that specify the last day of analysis in the previous run (30) and the run before that (0,
or no such run):

75 40 50 60
OPT
10 30 0

16

As before, the option 16 utility files from this run should be moved into aircft.in, restart.in,
and latdata.in for input to the third run. If not, the third run will be initiated with the
pipelines from the first run.

The setup for the third run, covering days 61 through 90, looks similar to that of the second.
Option 10’s parameters indicate the last day of analysis in the previous run (60) and the run
before that (30). Once again, aircft.out should be moved to aircft.in, etc., for input to the
fourth run. The setup for the third run is

75 70 80 90
OPT
10 60 30

16

The fourth and final run, covering days 91 through 100, reads in the previous run’s pipelines
with option 10 but does not require option 16:

75 91 93 95 97 100
OPT
10 90 60

DATASET PARTITIONING

Partitioning component data into subsets allows a large number of components to be pro-
cessed a handful at a time. For Version 6, we usually recommend against partitioning be-
cause its interactions with attrition, option 20 (achievable sorties), lateral supply, and excep-
tion reporting are not perfectly satisfactory. Still, it is a useful technique if the dataset is too
large to run on the available computer.

In a partitioned dataset, the administrative records, location descriptions, and scenario data
records appear as usual—just once—followed by partitions of component data. The records
for the first partition precede all the records for the secorid, which precede all the records for
the third, and so on. Within a partition, there should be only one set of LRU records and at
most one set of SRU, INDT, APPL, MISC, and STK records. A partition can, however, have
multiple sets of TEST, TBED, and TPRT records—one for each repair resource.
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There are two rules to follow if splitting a dataset into partitions:
1. All components sharing a repair resource must be in the same partition.

2. SRUs must be in the same partition as their parent LRU.

We also recommend that any known problem LRUs (i.e., drivers) be placed in the first parti-
tion (because of how partitioning interacts with attrition and option 20). If drivers are dis-
covered later in some other partition (perhaps through use of the problem LRUs report3),
they should be moved to the first partition and the run should be redone.

The compilation parameters apply to each partition separately. DMLRUS = 100 means at
most 100 LRUs per partition, with no limit on the number of LRUs in the dataset.

How Partitioning Works

The model processes each data partition separately, as if the components in a partition were
the only components of the aircraft. But the model maintains from earlier partitions arrays
with information about how many aircraft at each base on each trial were available under
designated cannibalization, full cannibalization, and no cannibalization. When it completes
the analysis of the current partition for a given trial, it updates the values in those arrays
corresponding to the same trial to reflect the holes for the LRUs found in the current parti-
tion.

Attrition

Attrition is computed based on the sorties flown (perhaps limited by option 20) in the first
partition. These attrition values are written to a temporary file and read back in when anal-
ysis of each new partition begins. Thus, the number of aircraft remaining in trial n is the
same regardless of which partition is being analyzed.

Achievable Sorties (Option 20)

For purposes of computing pipelines, sorties are only missed if option 20 has been selected
and some component within the partition being analyzed is degrading too many aircraft.
Thus, pipelines may be overstated for parts in partitions without real drivers. However, this
overestimate of pipeline contents should not have a serious impact on performance, because
performance will still be driven by the partition with the drivers—i.e., where option 20 is
having the most serious effect.

Lateral Supply

Because the algorithm only has visibility within the partition, it may make ineffective lateral
transfers of serviceable assets: some other LRU in another partition may also be causing the

3A separate problem LRUs report is produced for each partition. At this time, the reports are not integrated.
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aircraft to be unavailable. Our experiments showed that when there are only a few parti-
tions, partitioning does not cause the benefits of lateral supply to be seriously underesti-
mated.

Exception Reporting

The limit on exceptions to be reported applies per partition rather than overall.

EMULATING LATERAL REPAIR

Lateral repair allows the repair resources of one base to serve another. It can be emulated by
using the CIRF as a surrogate for the base’s repair facilities that are shared with other
bases. In essence, the CIRF has instantaneous transportation to its collocated base, and a
transportation delay equal to the real delay between the bases for the other bases it supports.
Components from all the bases, including the collocated base, then compete for the “CIRF’s”
repair resources on an equal basis. The components must be coded CIRF repairable.

MODELING MULTIPLE TYPES OF AIRCRAFT

Because Dyna-METRIC was designed to model one type of aircraft at a time, it misrepresents
multiple aircraft types at a base. Put simply, it cannibalizes components across all aircraft
types, regardless of whether they have such components. A fairly straightforward approach
for modeling multiple aircraft types involves “sacrificing” one support echelon so that BASE
records represent unique aircraft types at some real base, and a CIRF record represents that
base. Transportation delays between the two echelons should be zero (because the “bases”
and “CIRF” are one and the same), and all the stock and repair resources should be located at
the CIRF. Also, the LRUs should be coded CIRF repairable if they are repairable at the real
base.

Assigning the proper set of components to a particular aircraft type is then controlled by
LRU application fractions. The LRU’s application fraction at that base is 1.0 if the compo-
nent belongs to the aircraft type and 0.0 if it does not.

MODELING DIFFERENT SCOPES OF REPAIR

Though Version 6 was designed to study the standard repair process of avionics shops, it can
easily be used to analyze other situations. The standard representation consists of a shop
that may have several types of repair resources, each with one or more servers, or test
stands, that can be used to test and repair either LRUs or SRUs. For example, an avionics
shop might have multiple stands of the CI resource used to test and repair LRUs. The avail-
ability of a particular resource is considered to be uniform across the shop’s stands—i.e., it is
assumed that similar stands are operated for similar hours and spend similar amounts of
time in problem diagnosis. However, as more stands are collocated, availability typically in-
creases because self-diagnosis time lessens: swapping modules between stands of the same
type speeds the diagnosis of a failure to the repair resource itself and thus improves the
overall availability of the stands.
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Version 6 can also model different scopes of repair at different locations—i.e., a component
can be fixed on different types of repair resources at different locations. Perhaps the bases
have a consolidated resource that can be used to test a large number of LRU types, whereas
the depot has several types of specialized equipment for more elaborate repairs.

The ability to represent different scopes of repair is handy if the constraint type of interest
differs by location. For example, repair of a fire control computer may be limited at the base
by the available manpower (the mechanics who remove the LRU from the aircraft), whereas
it may be limited at the depot by the CI equipment in the avionics shop. This situation is
modeled using two sets of constrained repair input records. The first TEST record names the
“MECH” resource and specifies its availability. The TBED record indicates five servers, or
mechanics, at the base, and the TPRT records name the parts the mechanics work on. The
second TEST record specifies the “CI” resource and its availability. It is followed by a TBED
record indicating only one stand at the depot, and the TPRT records naming the parts as-
signed to the CI. The fire control computer would be listed on TPRT records under both re-
sources.

We caution the reader that under no circumstances may a given part be assigned to more
than one type of resource per location. The problem that arises is that the model temporarily
assigns the part to just one resource and loses the full scope or repair for the second resource.



Appendix A
INPUT SPECIFICATIONS

Three classes of data are used in Dyna-METRIC:

—-a alphanumeric character
-i integer
—XXx real number with an implied decimal point between the upper and lower case

Data field widths are designated explicitly on the card layout (e.g., aaaa, ii, XXx) and in
terms of conventional FORTRAN usage in the descriptions (e.g., a4, i2, £3.2). All fields must
be non-negative unless otherwise specified. In integer fields, a blank is the same as a zero
(0). Data in integer fields should be right justified.

RECORD TYPES

Four record types are mandatory: TOP, OPT, BASE, and LRU. For all practical purposes
ACFT, FLHR, SRTS, and TURN should be included as well. All other records are optional
and may be excluded from the input database. The specifications presented here describe the
defaults if record types are omitted. Each record type may appear at most once in an input
database except for the repair resource data types, which appear once per repair resouce.

REFERENCE TO COMPILATION PARAMETERS

Throughout the input specifications, reference is made to compilation parameters that limit
the size of the problem that can be analyzed. These parameters control such things as the
number of locations, parts, and days of analysis. Parameter names begin with “DM” and
appear in capital letters, such as “DMAIRCFT” and “DMLRUS.” A full description of the
parameters appears in Appendix D.

ORDER OF RECORD TYPES
Record types are described in alphabetical order in this appendix. Their order in an input

database, however, should be as listed below. (The order is such that locations and
components are identified before they are described further on other record types.)
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Record Type
Administrative Data:
Four records that specify the run’s heading, administrative
delays, random number seeds, and days of analysis TOP
Option selections OPT
Location Descriptions:
Depot descriptions DEPT
CIRF descriptions CIRF
Base descriptions BASE
Depot transportation TRNS
Base deployment DEPL
Scenario Data:
Aircraft levels ACFT
Sortie rates SRTS
Flying hours per sortie FLHR
Maximum sortie rates TURN
Attrition rates ATTR
Base/CIRF damage DMIJ
Component Data:
LRU descriptions LRU
SRU descriptions SRU
Indenture relationships (if LRUs have SRUs) INDT
Application fractions (LRUs only) APPL
Miscellaneous data MISC
Repair resource data (one set per repair resource):
Repair resource availability TEST
Server levels TBED
Part repair assignments TPRT

Stock levels STK
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AIRCRAFT LEVELS

Header record: ACFT

Specifies the number of aircraft assigned to each base. A base with no ACFT record is
assigned no aircraft.

Columns
1 2 3
12345678901234567890123456789012...

aaaaXXXXiiiiXXXXiii1iXXXXiiiiXXXX...
| | | | | | [ |

| | I | | | } Fourth aircraft level
| | | | | | Day fourth level starts

| ! | | | Third aircraft level

| | ] | Day third level starts

| | | Second aircraft level

| | Day second level starts

| First aircraft level

Base name

Description:
Col. Format

14 ad Base name.
Enter at most one record per base.

5-8 4.0 First aircraft level.
Number of aircraft at the base. Levels may change as many as DMCHANGE
times during the scenario. Not all levels must be used; the last level specified
carries throughout the rest of the scenario. The total number of aircraft
across all locations may not exceed DMAIRCFT.

9-12 i4 Day second level starts.
The day a level starts must be greater than the day the previous level
started.

13-16 f4.0  Second aircraft level.

17-20 i4 Day third level starts.

21-24 f4.0  Third aircraft level.

25-28 14 Day fourth level starts.

29-32 4.0 Fourth aircraft level.

ACFT
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APPLICATION FRACTIONS

Header record;: APPL

Specifies the proportion of each base’s aircraft on which the LRU is installed. An LRU is

considered to be installed on all aircraft at bases for which application fractions are not
specified.

Columns

1 2 3 4
12345678901234567890123456789012345678901234567

aaaaaaaaaaaaaaaa aaaaXXXxx aaaaXXXxx aaaaXXXxx
[ | | ! I I |

I | I [ | ! Third application fraction
! | I | [ Third base name

[ | | | Second application fraction

| | I Second base name

| | First application fraction

LRU name First base name

5 6 7
890123456789012345678901234567

aaaaXXXxx aaaaXXXxx aaaaXXXxx
| ! | | ! |

I I I I I Sixth application fraction
| | | | Sixth base name

I | | Fifth application fraction

I | Fifth base name

| Fourth application fraction

Fourth base name

Description:
Col. Format

1-16 alé6 LRU name.

Enter as many records as needed per LRU. Fractions for up to six bases may
be entered on a single record.

18-21 a4 First base name.
Name of the base to which first application fraction applies.

22-26 15.2  First application fraction.

Proportion of the first base’s aircraft on which the LRU is installed. Should
be a number between zero (no aircraft) and one (all aircraft).

28-31 a4 Second base name.
32-36 5.2 Second application fraction.

38-41 a4 Third base name.

APPL



4246
48-51
52-56
58-61
62-66
68-71
72-76

5.2
a4
5.2
a4
5.2
a4
5.2

Third application fraction.

Fourth base name.

Fourth application fraction.

Fifth base name.
Fifth application fraction.
Sixth base name.

Sixth application fraction.

APPL

49
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ATTRITION RATES

Header record: ATTR

Specifies the proportion of aircraft that are attrited per sortie at each base. Bases with no
ATTR record do not lose aircraft. Attrited aircraft are not available for cannibalization.

Columns

1 2 3

12345678901234567890123456789012. ..

aaaaXXXX1iiiXXXXi1iiiXXXXiiiiXXXX...

I
|
I
|
|
|

|

|

I

|

|

]

|

|

i First attrition rate
B

} | | | | |

| ] | | | Fourth attrition rate
| | | | Day fourth rate starts

I { | Third attrition rate

| | Day third rate starts

[ Second attrition rate

Day second rate starts

ase name

Description:
Col. Format
14 a4 Base name.
Enter at most one record per base.
5-8 f4.0  First attrition rate.

9-12

13-16
17-20
21-24
25-28
29-32

The rate per sortie at which the base loses aircraft (e.g., 0.02 for two aircraft
per hundred sorties). Rates may change as many as DMCHANGE times
during the scenario. Not all rates must be used; the last rate specified carries
throughout the rest of the scenario.

i4 Day second rate starts.
The day a rate starts must be greater than the day the previous rate started.

f4.0  Second attrition rate.
4 Day third rate starts.
f4.0  Third attrition rate.

i4 Day fourth rate starts.

4.0 Fourth attrition rate.

ATTR
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BASE DESCRIPTIONS

Header record: BASE

Provides characteristics about each base, including its link to a CIRF (f any), resupply
availability, and when unconstrained repair of LRUs and SRUs starts. A record is required
for each base. The number of bases may not exceed DMBASES.

Columns
1 2 3 4
1234567890123456789012345678901234567890

aaaaaaaaXXXxXXXXxxXXXxx XXXXXXXXXXxXXXxXx

I | | | I | I
| | | ! Resupply start

|
| | ]
| | I | | | CIRF cutoff duration
I | | ! | CIRF cutoff
| I I I CIRF start
] | [ Forward time from CIRF
| I Retrograde time to CIRF
| CIRF name
Base name
4 5 6 7 8

1234567890123456789012345678901234567890

XXX XKXXXXXX XXX XX XXXxX1XXXxX iiiii
| | | | |

I || Special/regular switch

| | Theater

| Queue damage indicator

| Sustained demand start

SRU cannibalization switch

| Repair start for unconstrained SRUs

I |
| I | |
| | I |
I | [ I
! [ I
| ! |
|

| Repair start for unconstrained LRUs

|

|

|

|

|

|

|

|

I Resupply cutoff duration
Resupply cutoff

Description:

CIRF resupply and cutoff parameters also apply to the retrograde (base-to-CIRF) pipeline if
the cutoff direction switch (TOP record) is set.

Col. Format
14 ad Base name.

The name of the base. May not be a header (such as “BASE”) or the name of
another location.

BASE
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9-13

14-18

19-23

25-29

30-34

35-39

41-45

46-50

51-55

61-65

66

67-71

76

a4

5.2

5.2

5.2

5.2

5.2

5.2

5.2

5.2

5.2

5.2

i1

15.2

il

CIRF name.
The name of the CIRF (identified on a CIRF record) that serves the base.
Leave blank if the base is not supported by a CIRF.

Retrograde time to CIRF.
Number of days to ship unserviceable assets from the base to the CIRF.

Forward time from CIRF.
Number of days to ship serviceable assets from the CIRF to the base.

CIRF start.
Day that resupply from the CIRF first becomes available. Blank or 0 implies
day 1.

CIRF cutoff.
Day resupply from the CIRF is first cut off. Blank or 0 implies never if cutoff
duration is also blank or 0.

CIRF cutoff duration.
Number of days resupply from the CIRF is cut off.

Resupply start.
Day resupply of parts ordered from a supplier other than the CIRF or depot
first becomes available. Blank or 0 implies day 1.

Resupply cutoff.
Day resupply of parts ordered from a supplier other than the CIRF or depot is
cut off. Blank or 0 implies never if cutoff duration is also blank or 0.

Resupply cutoff duration.
Number of days that resupply of parts ordered from a supplier other than the
CIRF or depot is cut off.

Repair start for unconstrained LRUs.
Day the base starts repairing LRUs that are not assigned to a repair resource
in the TPRT records.

Repair start for unconstrained SRUs.
Day the base starts repairing SRUs that are not assigned to a repair resource
in the TPRT records.

SRU cannibalization switch.
1= base cannibalizes SRUs between identical LRUs that are AWP
0 = base does not cannibalize SRUs

Sustained demand start time.

Day that LRUs begin to fail according to their sustained demand rates
(entered on MISC records) as opposed to their original demand rates. If
blank or 0, the original demand rates remain in effect throughout.

Queue damage indicator.
1= contents of the base’s repair queue are lost on the first day of war
(specified on the fourth TOP record)
0 = repair queue is not lost

BASE



77-79

80

i3

il
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Theater.
The theater to which the base belongs. Blank, 0, or 1 means theater #1.
Lateral supply (specified in the OPT records) is only permitted among bases

assigned to the same theater. The number of theaters is limited by
DMTHEATR.

Special/regular switch.

Specifies whether the special or regular component demand rates apply to the
base.

1= special base
0 = regular base

BASE
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CIRF DESCRIPTIONS

Header record: CIRF

Provides characteristics about each CIRF, including its resupply availability and when un-
constrained repair of LRUs and SRUs starts. The number of CIRFs may not exceed
DMCIRFS.

Columns
3 4 5 6 7
1234...01234567890123456789012345678901234567890123456
aaaa XXX 1 XX XXX X XXX XKXKXKXRK XXXxxi i
I J I | | | | |
! | F | ! | | Queue damage indicator
[ | I i | | SRU cannibalization switch
| I I | I Repair start for unconstrained SRUs
| | I ! Repair start for unconstrained LRUs
| J I Resupply cutoff duration
| J | Resupply cutoff
| | Allocation switch
| Resupply start
CIRF name
Description:

Col. Format

14 a4 CIRF name.
The name of the CIRF. May not be a header (such as “CIRF”) or the name of
another location.

35-39 15.2 Resupply start.
Day resupply of parts ordered from a supplier other than a depot first
becomes available. Blank or 0 implies day 1.

40 il Allocation switch.
1 = do not allocate spares for presently cutoff bases
0 = allocate spares among all bases assigned to the CIRF, including any
that are cut off

41-45 5.2 Resupply cutoff.
Day resupply of parts ordered from a supplier other than a depot is cut off.
Blank or 0 implies never if cutoff duration is also blank or 0.

46-50 f5.2  Resupply cutoff duration.

Number of days that resupply of parts ordered from a supplier other than a
depot is cut off.

CIRF
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51-55 f5.2  Repair start for unconstrained LRUs.
Day the CIRF starts repairing LRUs not assigned to a repair resource in the
TPRT records. ‘

61-65 f5.2  Repair start for unconstrained SRUs.
Day the CIRF starts repairing SRUs not assigned to a repair resource in the
TPRT records.

66 il SRU cannibalization switch.
1= CIRF cannibalizes SRUs between identical LRUs that are AWP
0 = CIRF does not cannibalize SRUs

76 il Queue damage indicator.
1= contents of the CIRF’s repair queue are lost on the first day of war
(specified on the fourth TOP record)
0 = repair queue is not lost

CIRF
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BASE DEPLOYMENTS

Header record: DEPL

Allocates aircraft and stock to bases deployed from existing bases. DEPL records can also be
used to shift a base from one CIRF to another.

Columns
1 2
12345678901234567890123456789

aaaa aaaa iiii ii iii i iii i

| ! [ I |

[ | Stock switch
[ | Stock share

(I Aircraft switch

| Aircraft share

| Deployment priority

| Deployment start

Parent base

New base

Description:

DEPL records appear between the BASE and ACFT record groups. There must be BASE
records for the parent base (the one deployed from) and the new base (the one deployed to).
ACFT and STK records for the new base are not required but can have meaning (see below).
If a new base has an ACFT record, make sure its aircraft are unavailable until the
deployment time so they do not fly. Alternatively, do not request sorties or flying hours until
then. Other records where base names are used (SRTS, FLHR, TBED, APPL, TRNS) should
be included as appropriate.

An example where two bases are evenly deployed: Both bases deploy on day 15, with NEW1
deploying first and receiving 50% of OLD1’s available aircraft and on-hand serviceable stock,
plus its own aircraft (none). NEW2 gets 100% of what is left.

BASE
OLD1
NEW1
NEW2
DEPL
NEW1l OLD1 15 1 501 501
NEW2 OLD1 15 2 100 1 100 1

ACFT

OLD1 72
NEW1 0
NEW2 0

DEPL



Col.
1-4

6-9

11-14

16-17

19-21

23

25-27

29

57

Format

a4 New base.
Base to which aircraft and/or stock are being deployed. Enter at most one
record per new base.

ad Parent base.
Base from which aircraft and/or stock are being deployed. This base may
appear on more than one DEPL record.

i4 Deployment start.
Day of deployment. Multiple deployments from a single base need not start
at the same time.

i2 Deployment priority.

0 = reassign the base’s CIRF (new base and parent base must be unique
and have different CIRFs assigned on their BASE records; all aircraft
and stock are transferred)

1 = normal case, including multiple deployments on different days, or to
specify the first new base to deploy from the same parent base on the
same day

2 = 2nd base to deploy from the same parent base on the same day, etc.

i3 Aircraft share.
Percentage of available aircraft at the parent base (left after new bases with
higher priority have taken their share) that are deployed to the new base.
The number of aircraft deployed depends on both this field and the next.

il Aircraft switch.
1 = new base receives its share of aircraft from the parent base plus the
aircraft assigned to it on an ACFT record
0 = new base receives the lesser of: its share from the parent base, or the
aircraft assigned to it on an ACFT record

i3 Stock share.
Percentage of on-hand serviceable stock at the parent base (left after new
bases with higher priority have taken their share) that is sent to the new
base. How much stock is sent depends on both this field and the next.

il Stock switch.
1= new base receives its share of stock from parent base plus the
stock assigned to it on STK records
0 = new base receives the lesser of: its share from the parent base, or the
stock assigned on STK records

DEPL
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DEPOT DESCRIPTIONS

Header record: DEPT

Provides characteristics about each depot, including its resupply availability and when
unconstrained repair of LRUs and SRUs starts. The number of depots may not exceed
DMDEPOTS. ‘

Columns
3 4 5 6 7
1234...01234567890123456789012345678901234567890

aaaa D 0.0.0.64D.0.:0:4'6°9:0:0:60'9:0:0:6'0'¢ XXZXxxi
I | I | I | I

I ! I | | ! SRU cannibalization switch

] ! Il | | Repair start for unconstrained SRUs
| [ Il | Repair start for unconstrained LRUs

| I I Resupply cutoff duration

I | | Resupply cutoff

| I Allocation switch

| Resupply start
Depot name

Description:

Col. Format

14 a4 Depot name.
The name of the depot. May not be a header (such as “DEPT”) or the name of
another location.

35-39 5.2  Resupply start.

Day resupply of parts ordered from an outside supplier becomes available.
Blank or 0 implies day 1.

40 il Allocation switch.
1= do not allocate spares for presently cutoff bases and CIRFs
0 = allocate spares among all bases and CIRFs, including any cut off from
the depot

41-45 5.2 Resupply cutoff.
Day resupply of parts ordered from an outside supplier is cut off. Blank or 0
implies never if cutoff duration is also blank or 0.

46-50 f5.2  Resupply cutoff duration.
Number of days resupply of parts ordered from an outside supplier is cut off.

DEPT
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51-55 5.2 Repair start for unconstrained LRUs. ]
Day the depot starts repairing LRUs not assigned to a repair resource in the
TPRT records.

61-65 f5.2  Repair start for unconstrained SRUs. ) .
Day the depot starts repairing SRUs not assigned to a repair resource in the
TPRT records.

66 il SRU cannibalization switch.

1= depot cannibalizes SRUs between identical LRUs that are AWP
0= depot does not cannibalize SRUs

DEPT
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BATTLE DAMAGE

Header record: DMIJ

Accounts for battle damage to stock, repair resources, and repair queues at bases and CIRFs.

Columns
1 2 3 4
1234567890123456789012345678901234567890

aaaa iiii iii i iiii iii i iiii iii i
| | [ | I | I
| I I ! Random/fixed switch (queue)
I | [ Percentage of repair queue damaged
I | | Day repair queue is damaged
| I Random/fixed switch (repair resources)

I
|
[
|
| Percentage of repair resources damaged

I I
I I
| [
I I
I I
| | | Day repair resources are damaged
I

!

|

|

|

|

|

|

| | Random/fixed switch (stock)
| | Percentage of stock lost
| Day stock is lost
Base or CIRF name

Description:
Col.  Format

14 ad Base or CIRF name.
The name of the base or CIRF suffering battle damage. Enter at most one
record per base or CIRF.

6-9 i4 Day stock is lost.
Blank or 0 means never.

11-13 i3 Percentage of stock lost.
Proportion of the day’s on-hand serviceable stock that is lost on average.

15 il Random/fixed switch (stock).
1= random (a binomial distribution determines how much stock is lost)
0 = fixed (the model rounds the stock lost to the nearest integer)

17-20 i4 Day repair resources (e.g., test stations) are damaged.
Blank or 0 means never.

22-24 i3 Percentage of repair resources damaged.
For constrained repair resources, the percentage of servers that are lost on
average. For unconstrained repair, the expected proportion of LRU types for
which repair capability is lost (damage is random regardless of the setting of
the next switch).

DMIJ



26 il Random/fixed switch (constrained repair resources).
1= random
0= fixed

28-31 i4 Day repair queue is damaged.
Blank or 0 means never.

33-35 i3 Percentage of repair queue damaged.
Proportion of components queued for repair that are damaged on average.

37 il Random/fixed switch (repair queue).

1= random
0= fixed

DMIJ
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FLYING HOURS PER SORTIE

Header record: FLHR

Specifies the number of flying hours per sortie at each base. Aircraft at bases with no FLHR
record fly sorties of one hour each.

Columns
1 2 3
12345678901234567890123456789012. ..

aaaaXXXXiiiiXXXXijiiiXXXXiiiiXXXX...

| | | | ] | | I
I I I | I I Fourth flying hours level
| | [ I | Day fourth level starts
| I I | Third flying hours level
| | | Day third level starts
I I Second flying hours level
I [ Day second level starts
| First flying hours level
Base name

Description:
Col. Format
1-4 a4 Base name.

Enter at most one record per base.

5-8 f4.0  First flying hours level.
The number of flying hours per sortie per day. Flying hour levels may change
as many as DMCHANGE times during the scenario. Not all levels must be
used; the last level specified carries throughout the rest of the scenario.

9-12 i4 Day second level starts.
The day a level starts must be greater than the day the previous level started.

13-16 f4.0  Second flying hours level.
17-20 i4 Day third level starts.
21-24 f4.0  Third flying hours level.
25-28 i4 Day fourth level starts.

29-32 f4.0  Fourth flying hours level.
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INDENTURE RELATIONSHIPS

Header record: INDT

Specifies the relationships between LRUs and SRUs. Do not enter LRUs that have no SRUs.
All SRUs must be indentured to at least one LRU. The number of SRUs per LRU may not
exceed DMSRULRU. The number of LRUs to which a single SRU may be indentured may
not exceed DMLRUSRU.

Columns
1 2 3
123456789012345678901234567890

aaaaaaaaaaaaaaaaiaiii XXxxx

| P |

| ([ Depot replacement fraction
| | Quantity per higher assembly
Part name LRU/SRU indicator

Description:

Records appear in families consisting of parents and children. The first record in a family
names the parent LRU. The records following the parent name the children or indentured
parts (SRUs).

For example, the records below indicate that LRU ENGINE has two SRUs, each w1th a
quantity per ENGINE of 1. The augmentor is replaced twice per thousand engines arriving
at the depot for repair, and the gearbox is replaced 23 times per thousand.

INDT
ENGINE 1L
AUGMENTOR s 1 .002
GEARBOX s 1 .023
Col. Format
1-16 alé Part name.
Name of LRU or SRU.

17-18 ilal LRU/SRU indicator.

1L = LRU

S = SRU

19-21 i3 Quantity per higher assembly.

For SRUs only: the quantity per parent LRU. Must be greater than zero.
23-27 5.3  Depot replacement fraction.

For SRUs only: the fraction of parent LRUs arriving at the depot on which
the SRU is removed and replaced.

INDT
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LRU DESCRIPTIONS

Header record: LRU

Describes the failure, repair, and resupply characteristics of each LRU. A pair of these records
is required per LRU. The number of LRUs may not exceed DMLRUS.

Columns (first record)

1 2 3 4
1234567890123456789012345678901234567890
aaaaaaaaaaaaaaaa aaaa i iiiiiiiiiXXxxxxx

| [ I N A N

Il | [|ISpecial demand rate

{1 | [|Maintenance procedure
{1 | Sorties/flying hours indicator
Il  Minimum quantity
| Quantity per aircraft
| CIRF repairability switch
Level of repair

[

[ |
I |
[ I
! |
[ I
I

[
LRU name Depot name

4 5 6 7
1234567890123456789012345678901234567

KXXKXXXKEXKXKXRK XXxXX XXXXXXXxX XXxx XXXX
| J | f | I |

| | | ! | | CIRF-served base condemnation rate
| | [ ] | CIRF-served base NRTS rate

I ! I [ CIRF-served base repair time

| ! | Lone base condemnation rate

| i Lone base NRTS rate

| Lone base repair time

Regular demand rate

(second record)
1 2 3 4 5 6 7
123456789012345678901234567890123456789012345678901234567890...012345

aaaaaaaaaaaaaaaa XXxXX XXxx XXxXXXXxXx XEXxXXXXRXXXKx i

I [ ! | ! ! I I
| | | ! | No cann
f | | [ Wartime resupply time

! I I Peacetime resupply time

] | Depot condemnation rate

| Depot repair time

I CIRF condemnation rate

CIRF NRTS rate

RU name CIRF repair time

|
|
!
!
!
|
!
|
L

LRU
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Description:

If constrained repair is being modeled, repair time reflects the time the repair resource is
exclusively dedicated to the LRU (excluding time spent in the queue). If constrained repair is
not being modeled, then repair time should include time awaiting maintenance, in work, and
(if SRUs are not explicitly being considered) awaiting parts.

Condemnation rates are given as a percentage of all LRUs rather than just non-NRTS LRUs.

Thus the sum of the condemnation and NRTS rates for a particular echelon cannot exceed
one (100%).

First record:
Col. Format

1-16 alé LRU name.
Unique LRU identifier, such as NSN. May not be the name of another part
and may not begin with a header word (such as “LRU”).

18-21 a4 Depot name.
The name of the depot that repairs the LRU. Leave blank if the LRU is not
repaired by a depot.

23 il Level of repair.
1= LRU can be repaired at a base, CIRF, or depot
2 = LRU can be repaired only at a CIRF or depot
3 = LRU can be repaired only at a depot

25 il CIRF repairability switch.
Allows the CIRF to be a special facility that repairs only a subset of LRUs in
analyses where both base and depot have repair capabilities.
1= CIRF can repair the LRU (if level of repair not 3)
0 = CIRF cannot repair the LRU

26-28 i3 - Quantity per aircraft (QPA).
Number installed per aircraft.

29-31 i3 Minimum quantity.
Minimum quantity of the LRU required for the aircraft to be mission capable
(i.e., the QPA less the number that may be broken without impairing the
aircraft’s capability).

32 il Sorties/flying hours indicator.

1= demand rates are per sortie
0 = demand rates are per flying hour

LRU
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33

34-40

41-47

48-52

54-57

59-62

63-67

69-72

74-717

Second record;

Col.
1-16

18-21

23-26

il

7.5

1.5

5.2

4.2

f4.2

5.2

4.2

f4.2

Format

alé

f4.2

f4.2

Maintenance procedure.
Determines when decision is made to NRTS or condemn the LRU and when
its failed SRUs are detected.
1= before attempt repair, make decision
0 = wait until after attempt repair to make decision (in effect, delay the
decision one repair time + time awaiting maintenance)

Demand rate at special bases (peacetime).

The expected demands per sortie or flying hour in peacetime at special bases
(set on the BASE records). The wartime demand rate can be set to a different
number by using the adjustment factor for special bases on the LRU's MISC
record. The day wartime starts is set on the fourth TOP record.

Demand rate at regular bases (peacetime).

The expected demands per sortie or flying hour in peacetime at regular bases
(set on the BASE records). The wartime demand rate can be set to a different
number by using the adjustment factor for regular bases on the LRU's MISC
record. The day wartime starts is set on the fourth TOP record.

Lone base repair time.
Number of days to repair the LRU at bases not served by a CIRF.

Lone base NRTS rate.
Proportion of LRUs arriving for repair at bases not served by a CIRF that are
sent to a higher echelon for repair.

Lone base condemnation rate.
Proportion of LRUs that are condemned at bases not served by a CIRF.

CIRF-served base repair time.
Number of days to repair the LRU at bases served by a CIRF.

CIRF-served base NRTS rate.
Proportion of LRUs arriving for repair at bases served by a CIRF that are
sent to a higher echelon for repair.

CIRF-served base condemnation rate.
Proportion of LRUs that are condemned at bases served by a CIRF.

LRU name.
Must match LRU name given on first record of pair.

CIRF repair time.
Number of days to repair the LRU at CIRFs.

CIRF NRTS rate.

Proportion of LRUs arriving for repair at CIRFs that are sent to a higher
echelon for repair.

LRU



28-31

32-36

43-46

47-51

52-56

75

f4.2

5.2

f4.2

5.1

i5
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CIRF condemnation rate.
Proportion of LRUs that are condemned at CIRF's.

Depot repair time.
Number of days to repair the LRU at the depot.

Depot condemnation rate.
Proportion of LRUs that are condemned at the depot.

Peacetime resupply time.

The expected number of days for the highest echelon repairing the LRU to
procure a replacement during peacetime (prior to the first day of war
specified on the fourth TOP record).

Wartime resupply time.
The expected number of days for the highest echelon repairing the LRU to
procure a replacement during wartime (which starts on the day specified on
the fourth TOP record).

No cannibalization.
1 = LRU cannot be cannibalized
0 = LRU is cannibalizable

LRU
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MISCELLANEOUS DATA

Header record: MISC or VTM

For LRUs, specifies wartime adjustment factors, the variance-to-mean ratio of the removal
process, and the probability of repair on a repair resource with a backordered module. For
SRUs, specifies only the probability of repair on a repair resource with a backordered
module. Parts for which these records are not given are assumed:

* to have a Poisson removal process (LRU)

* to have wartime demand rates equal to peacetime rates (LRU)

* tobe repairable on a repair resource with a backordered module if assigned to
constrained repair (LRU or SRU)

* to have sustained demand rates of zero (LRU).

Columns
1 2 3 4 5
1234567890123456789012345678901234567890123456789012345678

aaaaaaaaaaaaaaaa XXxx XXxx XXxx XXKX XXXXXX XXXXXX

I I I I | | I

| f | | | I Regular sustained
| I I [ | I demand rate

| | I | I Special sustained demand rate
! I I | Partial repairability

| | ! Variance-to-mean ratio

I I Wartime adjustment factor for regular bases

Part name Wartime adjustment factor for special bases
Description:

Col. Format

1-16 alé Part name.
Enter at most one record per LRU or SRU.

20-23 f4.2  Wartime adjustment factor for special bases (LRUs only).
For LRUs at special bases, a multiplier of the peacetime demand rate (LRU
records) to yield the wartime rate. If MISC records are omitted, default value
is 1 (war rate = peace rate). If MISC records are included, default value is 0
(no wartime demands). By extension, the multiplier applies to the LRU’s
indentured SRUs.

25-28 f4.2  Wartime adjustment factor at regular bases (LRUs only).
For LRUs at regular bases, a multiplier of the peacetime demand rate (LRU
records) to yield the wartime rate. If MISC records are omitted, default value
is 1 (war rate = peace rate). If MISC records are included, default value is 0

(no wartime demands). By extension, the multiplier applies to the LRU’s
indentured SRUs.

MIsC



30-33 f4.2

35-38 f4.2

46-51 6.4

53-58 f6.4

69

Variance-to-mean ratio (of LRU removal process).
<1 = binomial distribution
1 = Poisson distribution
>1 = negative binomial distribution

Partial repairability.

Probability that a repair resource with a backordered module is able to repair
the part. It must be a number between 0 and 1. Applies only to components
assigned to constrained repair; leave blank if unconstrained.

Special sustained demand rate.
At special bases, the demand rate beginning at the sustained demand start
time (specified on BASE records).

Regular sustained demand rate.

At regular bases, the demand rate beginning at the sustained demand start
time (specified on BASE records).

MISC
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OPTION SELECTION

Header record: OPT

Defines the options that generate Dyna-METRIC’s reports and control lateral supply.

Columns
1
123456789012345678

[ |

I T Third parameter
| | Second parameter

| First parameter

Option number

Description:
Col. Format

5-7 i3 Option number (defined below).

8-10 i3 First parameter.
Parameters are not used unless otherwise specified.

11-15 5.2  Second parameter.

16-18 i3 Third parameter.

Option

8 Problem LRUs list.
Report the LRUs that are backordered and causing aircraft to be unavailable. List is
written to a file called data.prb.

1st parameter: maximum number of LRUs per base to be reported

10 Read in saved pipelines.
Initialize the pipelines using data saved from an earlier run with option 16 or user
supplied by V6-INIT (a program described in Appendix E). Parameters are not used
if restarting with V6-INIT.

1st parameter: last day of analysis in previous run with option 16

2nd parameter: not used

3rd parameter: last day of analysis of the run before the previous run (both with
option 16)

OPT



Option

11

15

16

20

25

26

71

Performance report.

Produce an output file called data.out showing each base’s performance for each day
of analysis. Performance measures include expected available aircraft (before and
after attrition) and sorties, and the probability of achieving them under three
assumptions: dedicated cannibalization, full cannibalization, and no cannibalization.
This report is produced even if option 11 is not selected, but with 0% unavailable as
the 1st parameter goal.

1st parameter: maximum percentage of aircraft allowed to be unavailable
(essentially 100 minus the availability goal)

Pipeline report.
Write a file called data.pip containing expected pipeline segment contents for each
component by location and day of analysis. ‘

1st parameter: 1 = report LRUs only
0 = report both LRUs and SRUs

Save data for restart.
Save the pipeline status at the last day of analysis for use with option 10 in later
runs. See description of restarting in Section 5 for details.

Fly achievable sorties.

Reduce the number of sorties flown to reflect the number of aircraft available at each

base. If not used, component removals are generated as if the requested number of

sorties were actually flown, regardless of whether aircraft were available to achieve

:;lhat ;'ate. See description of “Determining the Number of Sorties” in Section 4 for
etails.

1st parameter: 1 = yesterday’s sorties may be made up if there are enough aircraft
0 = missed sorties cannot be made up

Lateral supply of LRUs.
Move LRUs among bases in the same theater (specified on BASE records) to fill holes
in aircraft. These pipelines are cut off only as directed by option 27.

1st parameter: number of days (transportation time) to move LRUs among bases.
The sum of this number and the information lag in option 28 or 29
should not exceed DMDAYS.

2nd parameter: day on which lateral supply is first available

3rd parameter: 1 = do not take LRUs from bases with no aircraft

Lateral supply of SRUs.
Move SRUs among bases in the same theater (specified on BASE records) to fill holes
in LRUs awaiting parts. These pipelines are cut off only as directed by option 27.

1st parameter: number of days (transportation time) to move SRUs among bases.
The sum of this number and the information lag in option 28 or 29
should not exceed DMDAYS.

- 2nd parameter: day on which lateral supply is first available

3rd parameter: 1 = do not take SRUs from bases with no aircraft

OPT
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Option
27

28

29

30

Lateral supply cutoff day.

1st parameter: not used
2nd parameter: last day lateral supply (LRU or SRU) is available

Information lag, lateral supply.
Make decisions about which LRUs and SRUs to laterally supply based on lagged or
out-of-date information.

1st parameter: number of days information is lagged. The sum of this number and
the lateral supply time in option 25 or 26 should not exceed
DMDAYS.

Information lag, higher-echelon repair and distribution.
Delay information about pipeline status and availability of assets at lower echelons,
which the higher echelons use in making repair and distribution decisions.

1st parameter: number of days information is lagged. The sum of this number and
the lateral supply time in option 25 or 26 should not exceed
DMDAYS.
2nd parameter: not used
3rd parameter: 1 = lag is instead the retrograde transportation time if retrograde is
shorter than the specified lag

LRU exception reporting.

Exempt a specified number of worst LRUs from lagged information (used in
conjunction with option 28 and/or 29). Up-to-date information is available for the
exempt LRUs.

1st parameter: number of exempt LRUs per base

OPT



SORTIE RATES

Header record: SRTS

73

Specifies the average daily number of sorties per aircraft at each base. Aircraft at bases with

no associated SRTS record do not fly.

Columns
1 2 3
12345678901234567890123456789012...

aaaaXXXXiiiiXXXXii1iiXXXX1iiiXXXX...

I | I | | | I

| | I I | Fourth sortie rate
| | | | Day fourth rate starts

I | I Third sortie rate

[ I Day third rate starts

I Second sortie rate

i Day second rate starts

First sortie rate

Base name

Description:
Col. Format

14 ad Base name.
Enter at most one record per base.

5-8 4.0 First sortie rate.

The number of daily sorties per aircraft, which may not exceed the turn rate
on the base’s TURN record. Rates may change DMCHANGE times during
the scenario. Not all rates must be used; the last rate specified carries

throughout the rest of the scenario.

9-12 i4 Day second rate starts.

The day a rate starts must be greater than the day the previous rate started.

13-16 f4.0  Second sortie rate.
17-20 i4 Day third rate starts.
21-24 f4.0  Third sortie rate.
25-28 i4 Day fourth rate starts.
29-32 4.0  Fourth sortie rate.

SRTS
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SRU DESCRIPTIONS

Header record: SRU

Describes the failure, repair, and resupply characteristics of each SRU. A pair of these records
is required per SRU. The number of SRUs may not exceed DMSRUS.

Columns (first record)
1 2 3 4
1234567890123456789012345678901234567890

aaaaaaaaaaaaaaaa aaaa i iiii 1 XXXXXXX

] Pl I

Pl | Special demand rate
ol Maintenance procedure
I

I

I I

I |

| !

| |

| |
SRU name Depot name

| Quantity per aircraft
| CIRF repairability switch
Level of repair
4 5 6 7

1234567890123456789012345678901234567

XXXXXXXXXXXX XXxx XXxxXXXxx XXxx XXxx

I [ | | f | |
[ I | | | [ CIRF-served base condemnation rate
] | | | ] CIRF-served base NRTS rate
I | | | CIRF-served base repair time
I | | Lone base condemnation rate
I [ Lone base NRTS rate
| Lone base repair time
Regular demand rate

(second record)
1 2 3 4 5
12345678901234567890123456789012345678901234567890123456

aaaaaaaaaaaaaaaa XXxx XXxx XXxxXXXxx XXXXXXXXXXXXXX

] | | | | | |

| [ I | Wartime resupply time
I I | Peacetime resupply time

| [ Depot condemnation rate

| Depot repair time

| CIRF condemnation rate

CIRF NRTS rate

RU name CIRF repair time

I
I | !
I | I
| | !
| | |
I !
I |
S

SRU



75

Description:

If constrained repair is being modeled, repair time reflects the time the repair resource is
exclusively dedicated to the SRU (excluding time spent in the queue). If constrained repair is
not being modeled, then repair time should include time awaiting maintenance, in work, and
awaiting parts.

Condemnation rates are given as a percentage of all SRUs rather than just non-NRTS SRUs.
Thus the sum of the condemnation and NRTS rates for a particular echelon cannot exceed
one (100%).

First record:
Col. Format

1-16 alé6 SRU name.
Unique SRU identifier, such as NSN. May not be the name of another part
and may not begin with a header word (such as “SRU”).

18-21 a4 Depot name.

The name of the depot that repairs the SRU. Leave blank if the SRU is not
repaired by a depot.

23 il Level of repair.
1= SRU can be repaired at a base, CIRF, or depot
2 = SRU can be repaired only at a CIRF or depot
3 = SRU can be repaired only at a depot

25 il CIRF repairability switch.
Allows the CIRF to be a special facility that repairs only a subset of SRUs in
analyses where both base and depot have repair capabilities.
1= CIRF can repair the SRU (if level of repair not 3)
0 = CIRF cannot repair the SRU

26-28 i3 Quantity per aircraft.

Number installed per aircraft (as opposed to the quantity per parent LRU
specified on the INDT records).

33 il Maintenance procedure.
Determines when decision is made to NRTS or condemn the SRU.
1= before attempt repair, make decision
0= wait until after attempt repair to make decision (in effect, delay
decision one repair time + time awaiting maintenance)

34-40 7.5 Demand rate at special bases (peacetime).
The expected demands per sortie or flying hour (same basis as the parent
LRU) in peacetime at special bases. Should not exceed the demand rate of
the parent LRU. The wartime demand rate is effectively the product of the
peacetime rate and the adjustment factor on the MISC record for the parent

LRU. To specify removals at the depot, use the replacement fraction on the
INDT record.

SRU
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41-47

48-52

54-57

59-62

63-67

69-72

74-77

Second record:

Col.
1-16

18-21

23-26

28-31

32-36

43-46

f1.5

5.2

4.2

4.2

5.2

4.2

f4.2

Format

al6

f4.2

f4.2

f4.2

5.2

f4.2

Demand rate at regular bases (peacetime).

The expected demands per sortie or flying hour (same basis as the parent
LRU) in peacetime at regular bases. Should not exceed the demand rate of
the parent LRU. The wartime demand rate is effectively the product of the
peacetime rate and the adjustment factor on the MISC record for the parent
LRU. To specify removals at the depot, use the replacement fraction on the
INDT record.

Lone base repair time.
Number of days to repair the SRU at bases not served by a CIRF.

Lone base NRTS rate.
Proportion of SRUs arriving for repair at bases not served by a CIRF that are
sent to a higher echelon for repair.

Lone base condemnation rate.
Proportion of SRUs that are condemned at bases not served by a CIRF.

CIRF-served base repair time.
Number of days to repair the SRU at bases served by a CIRF.

CIRF-served base NRTS rate.
Proportion of SRUs arriving for repair at bases served by a CIRF that are
sent to a higher echelon for repair.

CIRF-served base condemnation rate.
Proportion of SRUs that are condemned at bases served by a CIRF.

SRU name.
Must match SRU name given on first record of pair.

CIRF repair time.
Number of days to repair the SRU at CIRFs.

CIRF NRTS rate.
Proportion of SRUs arriving for repair at CIRFs that are sent to a higher
echelon for repair.

CIRF condemnation rate.
Proportion of SRUs that are condemned at CIRFs.

Depot repair time.
Number of days to repair the SRU at the depot.

Depot condemnation rate.
Proportion of SRUs that are condemned at the depot.

SRU



47-51 15.1

52-56 5.1
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Peacetime resupply time.

The expected number of days for the highest echelon repairing the SRU to
procure a replacement during peacetime (prior to the first day of war
specified on the fourth TOP record).

Wartime resupply time.
The expected number of days for the highest echelon repairing the SRU to
procure a replacement during wartime (which starts on the day specified on
the fourth TOP record).

SRU
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STOCK LEVELS

Header record: STK

Specifies each part’s stock level at each location.

Columns
1 2 3 4
1234567890123456789012345678901234567890123456

| | | | ] | |

| | | | | I Third stock level
| | | | | Third location

! | | | Second stock level

! ] I Second location

I | First stock level

Part name First location

4 5 6 7 8
7890123456789012345678901234567890
aaaailiii aaaaiiiii aaaaiiiiiiiii
I | [ | | [ [
J f | | | | Day levels start
] ] I | | Sixth stock level
| [ I | Sixth location
| | I Fifth stock level
| | Fifth location
| Fourth stock level
Fourth location

Description:

A stock level for a location reflects the number of serviceables and unserviceables on-hand
and in transit to the location, less the number due out (or committed) to a forward location; it
is not simply the number on the shelf. If all stock levels for a component were summed
across all locations, the resulting number would be the number of assets in the entire system

less those installed on aircraft.
Col. Format

1-16 alé Part name.

Enter as many records as needed per part. Stock levels for up to six locations

" may be entered on a single record.

18-21 a4 First location.

Name of base, CIRF, or depot to which first stock level applies.

22-26 15 First stock level.
Stock assigned to the first location.

STK



28-31
32-36
38-41
42-46
48-51
52-56
58-61
62-66
68-71
72-76
77-80

a4
i5
a4
i5
a4
i5
ad
i5
a4
i5
i4
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Second location.

Second stock level.

Third location.

Third stock level.

Fourth location.

Fourth stock level.

Fifth location.

Fifth stock level.

Sixth location.

Sixth stock level.

Day levels start. :

Day on which the stock levels at all locations on this record go into effect.
Blank, 0, or 1 = day 1. Stock levels at one location may change during the
scenario one less time than DMSTKLVL. The day a level starts must be
greater than or equal to the day on all prior stock records regardless of part

(i.e., all STK records must appear in ascending order of this field). The last
level specified carries throughout the rest of the scenario.

STK
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SERVER LEVELS

Header record: TBED

Specifies the number of available servers of the named repair resource (on a TEST record) at
each location. Servers may be test stands or some other repair resource whose quantity or
availability may limit the number of parts repaired in a given time period. Locations for
which TBED records are not entered are assigned no servers.

Columns
1 2 3 4 5
12345678901234567890123456789012345678901234567890123

I e I I I e A B R R
| 1 I | | Sixth serverlevel
| | | I Day sixth level starts
| | | Fifth server level
! | Day fifth level starts
| Fourth server level
| Day fourth level starts
{  Third server level
| Day third level starts
|  Second server level
|  Day second level starts
| First server level
| Resupply cutoff duration
I Resupply cutoff
Resupply time
| Backorder rate
Scheduling policy
ocation name

H !
I | I
I ! e
I I I e
Il | e
y I Lt
P I (I
H ! R N
b | b
H ! N
fl | I
Pl ! |
bl I

f

I

!
|
|
I
|
|
|
|
|
I
I
|
I
|
I
I
|
L

5 6 7 8
456789012345678901234567890
iiiidiiidiiiidiiiii XXXxxX
[ |

[ T Y Overflow factor
[t 1 | 't Ninth server level

|t | | Dayninth level starts

| I | Eighth sever level

| | Day eighth level starts

| Seventh server level

Day seventh level starts

TBED
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Description:
Col. Format
14 a4 Location name.
Enter at most one record per base, CIRF, or depot for which server levels are
specified.
5 il Scheduling policy.
0 = priority (repair the part with the highest backorder level)
1= random (similar to first come, first served)
4 = NRTS all parts assigned to this type of repair resource to a higher
echelon (for the depot, condemn the parts)
5= unconstrained repair
6-10 f54 Backorder rate.

11-14

15-17

18-20

21-23

24-26

27-29
30-32
33-35
36-38
39-41
42-44

Expected number of module failures per operating day that render a server
incapable of repairing some or all of its assigned components.

4.0 Resupply time.
Average number of days to obtain a replacement module for the named repair
resource due to a backorder.

3.0  Resupply cutoff.
Day that resupply of modules for the named repair resource at this location is
cut off. Blank or 0 implies never if the cutoff duration is also blank or 0.

3.0 Resupply cutoff duration.
Number of days resupply of modules for the named repair resource at this
location is cut off.

i3 First server level.
The number of servers at the location, limited by DMSTANDS. Not all nine
levels must be used; the last level specified carries throughout the rest of the
scenario. Special values:
—1 = no servers but the queue remains (unless overflow is invoked below)
0 = same as if no record for this location or scheduling policy = 4:
NRTS all parts to a higher echelon for repair

i3 Day second level starts.
Each day a new level starts must be greater than the day the previous level
started.

i3 Second server level.

13 Day third level starts.

i3 Third server level.

i3 Day fourth level starts.
i3 Fourth server level.

i3 Day fifth level starts.

TBED
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45-47 i3 _Fifth .;e\rver level.

48-50 i3 Day sixth level starts.

51-53 i3 Sixth server level.

54-56 i3 Day seventh level starts.

57-59 i3 Seventh server level.

60-62 i3 Day eighth level starts.

63-65 i3 Eighth server level.

66-68 i3 Day ninth level starts.

69-71 i3 Ninth server level.

75-80 6.3 Overflow factor (bases and CIRF's only).
Determine the threshold for sending low priority parts to the next higher
echelon for repair when the base or CIRF’s available repair hours have been
exceeded.
Set to the reciprocal of the number of days it takes to empty the repair queue
left at the end of the day after overflow is completed (e.g., for 4 days, set to

0.25). If all servers were unavailable that day, the entire queue overflows.
Leave blank if no overflow desired.

TBED
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REPAIR RESOURCE AVAILABILITY

Header record: TEST

Describes the availability of different types of repair resources, such as test equipment and
personnel. LRUs and SRUs cannot share resources. The number of resources is limited by

DMTEQTYP.

Columns
1 2 3 4
1234567890123456789012345678901234567890

aaaa D046609.6.5699665 98635906 0.h4

| | | | ‘

| | | Five server availability rate
f } Four server availability rate

| Three server availability rate

[ Two server availability rate

One server availability rate

| |
| !
! ]
I |
I

|

Repair resource name

Description:
Col. Format
14 ad Repair resource name.

The name of the repair resource. May not be a header (such as “TEST”) or the
name of another repair resource. A resource can fix either LRUs or SRUs.

16-20 5.3  One server availability rate.
Proportion of the time a server is available if only one server is stationed at a
location. The number of rates is limited to one less than DMCHANGE. Not
all rates must be used; the rate specified last applies to higher numbers of
servers.

21-25 5.3  Two server availability rate. o
Proportion of the time each server is available if two servers are collocated.
Use only if different from the one server rate.

26-30 f5.3  Three server availability rate.
Proportion of the time each server is available if three servers are collocated.

31-35 5.3 Four server availability rate.
Proportion of the time each server is available if four servers are collocated.

36-40 5.3  Five server availability rate. _ .
Proportion of the time each server is available if five servers are collocated.

TEST
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ADMINISTRATIVE DATA

Header record: none

Provides general information about the run, including a heading, number of trials, wartime
start, days of analysis, and seeds for the random number generator. Also provides the
administrative delay times for each echelon.

First record:

Columns

1 2 6 7 8
12345678901234567890..... 012345678901234567890
dadaaaaadaaaaaaaaadd. ... . aaaaaaaaaajaaaaaaaaaaa
!
Heading
Description:

Col. Format

1-80 a80 Heading.
The heading appearing at the top of the output reports.

Second record:

Columns
1 2 3 7 8
123456789012345678901234567890...... 78901234567890
1 XXXXXXXXxxXXXxx Version 6 iiii ii
[ [ | [ | (.
|| I [ [ | | Depot distribution policy
[ | | I I CIRF distribution policy
[ I [ I Number of trials
|| | | Dyna-METRIC version
|| | Depot administrative time
|| CIRF administrative time
| Base administrative time
Cutoff direction switch

TOP
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Description:
Col. Format

1 il Cutoff direction switch.
1= cutoff parameters on the BASE and TRNS records apply to forward
and retrograde transportation
0= cutoff parameters apply to forward transportation only

3-7 5.2  Base administrative time.
The delay (in days) that unserviceable LRUs removed from aircraft spend at
the base before entering base repair.

8-12 5.2  CIRF administrative time.
The delay (in days) that unserviceable LRUs and SRUs declared NRTS at
base level spend at the CIRF before entering CIRF repair.

13-17 5.2  Depot administrative time.
The delay (in days) that unserviceable LRUs and SRUs declared NRTS at
base or CIRF level spend at the depot before entering depot repair.

20-30 9a Data set version.
Must contain “Version 6” to correctly identify the input dataset.

67-70 i4 Number of trials.
The number of model iterations to run. More trials take more computer time
but yield more precise results. Limited by parameter DMTRIES.

71 il CIRF distribution policy.
1= CIRF fills requisitions on a priority basis (distribute to the base with
the greatest need for the component)
0= CIRF fills requisitions on a random basis (similar to first come, first
served)

79 il Depot distribution policy.
1= depot fills requisitions on a priority basis (distribute to the base or
CIRF with the greatest need for the component)
0= depot fills requisitions on a random basis (similar to first come, first
served)

TOP
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Third record:

Columns

1 7 8
123456789012345...7890

| | | |

| | | Twentieth random seed
| | |

| | Third random seed

| Second random seed

First random seed

Description:

Random number seeds are needed for the various random number streams that control the
generation of removals, repair times, transportation times, NRTS actions, etc. Specify 20
integer random number seeds of four columns each. Depending on the random number
generator, seeds may be read in as real or they may not all be used.

TOP
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Fourth record:

Columns

1 2

123456789012345678901234...

1111111112111111111111111..

| | | |

| | | Fifth day of analysis
I | Fourth day of analysis

| Third day of analysis

Second day of analysis

First day of analysis

|
|
!
|
|
|
First day of war

Description:

Col. Format

1-4 i4

5-8 4

9-12 i4
13-16 i4
17-20 i4
21-24 i4

First day of war. )
Independent of the first day of analysis and must be greater than 0. Wartime
resupply times and demand rate changes go into effect on this day.

First day of analysis. .
The first day for which output reports are requested. The number of analysis
days is limited by DMANALYS. No two days of analysis should be the same.
All times to the right of and including a 0 day of analysis are ignored. The
maximum day of analysis may not exceed DMTIME.

Second day of analysis.

Third day of analysis.

Fourth day of analysis.

Fifth day of analysis.

TOP
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REPAIR ASSIGNMENTS

Header record: TPRT

Specifies which parts are assigned to the repair resource named in the preceding TEST
record. The number of parts assigned to a single repair resource may not exceed
DMPRTTEQ.

N

Columns
1
1234567890123456

daaaaaaaaaaaaaaa

|
Part name

Description:

LRUs and SRUs cannot share repair resources—the parts assigned to a resource must be
only LRUs or only SRUs. However, a part can be assigned to more than one type of resource
as long as the resources are at different locations.

Col. Format

1-16 alé6 Part name.

Enter a record for each LRU/SRU repaired by the resource named on the pre-
vious TEST record.

TPRT
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DEPOT TRANSPORTATION

Header record: TRNS

Describes the transportation resources connecting bases and CIRFs with depots. If a record
is not entered for some location directly connected to a depot, transportation between the two
is assumed to be instantaneous and never cut off.

Columns
1 2 3 4
12345678901234567890123456789012345678901

aaaa aaaa XXxxx XXxXxxX XXXxx XXXxx XXXxx
| | I I I [ |

| | I I | | Transportation cutoff duration
| [ I | | Transportation cutoff

| ! [ | Transportation start

[ I ! Transportation time from depot

| | Transportation time to depot

[ Depot name

Base or CIRF name

Description:

Transportation and cutoff parameters also apply to the retrograde pipeline if the cutoff direc-
tion switch (TOP record) is set.

Col. Format
14 a4 Base or CIRF name.
6-9 a4 Depot name.

11-15 5.2 Transportation time to depot.
Number of days to ship unserviceables from the base or CIRF to the depot.

17-21 5.2  Transportation time from depot. ,
Number of days to ship serviceables from the depot to the base or CIRF.

25-29 5.2 Transportation start.
Day that transportation from the depot first becomes available. Blank or 0
implies day 1.

31-35 5.2 Transportation cutoff.
Day transportation from the depot is first cut off.

37-41 5.2  Transportation cutoff duration.
Number of days transportation from the depot is cut off.

TRNS
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MAXIMUM SORTIE RATES

Header record: TURN

Specifies the maximum number of sorties a mission capable aircraft can fly per day at each
base. Aircraft at bases with no TURN records do not fly.

Columns

1 2 3

12345678901234567890123456789012...

aaaaXXXXi1iiiXXXXiijixXXXXiiiiXXXX...

|
|
|
|
|
|
|
| First maximum sortie rate
B

| | | | | |

| | | I | Fourth maximum sortie rate
I I I | Day fourth rate starts

| | | Third maximum sortie rate

i I Day third rate starts

| Second maximum sortie rate

Day second rate starts

ase name

Description:
Col. Format
14 a4 Base name.
Enter at most one record per base.
5-8 f4.0  First maximum sortie rate.

9-12

13-16
17-20
21-24
25-28
29-32

The maximum number of daily sorties per mission capable aircraft. Should be
larger than the sortie rates on SRTS records. Rates may change as many as
DMCHANGE times during the scenario. Not all “burn rates” must be used;
the last rate specified remains throughout the scenario.

i4 Day second rate starts.
The day a rate starts must be greater than the day the previous rate started.

f4.0  Second maximum sortie rate.
i4 Day third rate starts.

f4.0  Third maximum sortie rate.
i4 Day fourth rate starts.

4.0 Fourth maximum sortie rate.



Appendix B
SAMPLE INPUT DATASETS

The two input databases presented here are used in Section 3 to illustrate the use of Dyna-
METRIC Version 6. They analyze a subset of avionics line replaceable units (LRUs) on the
F-16C/D aircraft that are tested on the computer/inertial (CI) test stand and their shop
replaceable units (SRUs) that are tested on the ersatz “IT'SRU” stand.

CASE 1: UNCONSTRAINED REPAIR

Case 1 is an example of a dataset that reflects unconstrained repair. That is, induction of
components into repair is assumed to occur without delay. The dataset therefore does not
utilize the input records describing constrained repair. Administrative data appear first in
the form of TOP and OPT records that provide such things as a heading, administrative
delay times (one day at bases, seven days at the depot), number of trials (20), distribution
policy at CIRFs and depots (0 means random, similar to first come, first served), random
number seeds, and options selected. Location descriptions identify the depot, the one base it
supports, and the distance between them (five days each direction on the TRNS records).
Scenario data indicate the base has 72 aircraft that each fly one four-hour sortie per day.
Component data describe the LRUs on two record types (LRU and MISC), the SRUs, the
indenture relationships between LRUs and SRUs, and stock levels at both locations.

Case 1 - Dyna-METRIC 6 example, unconstrained repair

1. 7. Version 6 20 00
47511583853191473527752331477531552795271473679368911471852722438891742732297723

1 5 10 20 25 30

OPT

8 2

11 20 .90

20
DEPT
DEPO
BASE
BAS1
TRNS
BAS1 DEPO 5. 5.
ACFT
BAS1 72
SRTS
BAS1 1.0
FLHR
BAS1 4.0
TURN
BAS1 4.0
LRU
1270012352370WF DEPO 1 0 1 1 .00484 .00484 6.0 0.21 6.0 0.
1270012352370WF x 6.0 0. 6.0 21.0 30.0

91
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1280011963702WF
1280011963702WF
5895012301075WF
5895012301075WF
6610010397817WF
6610010397817WF
66100114807 12WF
66100114807 12WF
6615010427834WF
6615010427834WF
6615011273160WF
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CASE 2: CONSTRAINED REPAIR

Case 2 is an example of a dataset that reflects constraints on repair. Components wait their
turn in a queue before being inducted into repair. In this example, the scheduling policy is
random (similar to first come, first served).

The dataset looks very similar to case 1, with the addition of input records describing
constrained repair. TEST records name the repair resource (CI and TSRU) and its
availability (one third of a day, or one shift). TBED records show the scheduling policy and
the number of test stands at each location, and TPRT records identify the parts that can be
fixed on that resource. However, repair times on the LRU and SRU records are also changed
to reflect only the on-stand portion of the repair cycle time used in case 1. For example, the
first LRU’s repair time reduced from 6.0 days in case 1 to 0.23 days on-stand time in case 2.
To make up for the “leftover” repair time, the administrative delays (second TOP record) are
increased by two days (to three and nine). '

Case 2 - Dyna-METRIC 6 example, constrained repair
3. 9. Version 6 20 00
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Appendix C
COMPONENT PIPELINE FLOW

In the logistics world modeled by Dyna-METRIC, serviceable and unserviceable components
move through a network of logistics pipelines and processes as they are removed from air-
craft, repaired, and returned to serviceable condition. In some pipeline segments, compo-
nents spend time; in other segments, they simply pass through instantaneously on their way
to the next segment.

The order of flow from pipeline segment to pipeline segment depends on whether the before-
test or after-test maintenance procedure is invoked for the component. The before-test proce-
dure represents repair processes in which visual inspection of the component prior to any
testing determines whether to repair the component there (and detect its failed subcompo-
nents), declare it not repairable this station (NRTS), or condemn it. The after-test procedure
represents repair processes that require the component to be tested before such determina-
tions are made, such as is done for avionics, so that when testing is complete, so is repair.
Though neither procedure is true to life for all components, many components tend to fall
near one extreme or the other.

This appendix describes in great detail the logic controlling the flow of components for the af-
ter-test procedure, as illustrated in Figure C.1. Differences for the before-test procedure are
noted at the end of each subsection. Subheadings correspond to box titles within the dia-
gram. The diagram and text use the following abbreviations: admin (administrative), AWM
(awaiting maintenance), AWP (awaiting parts), and retro (retrograde). This discussion fol-
lows the flow of the diagram in a clockwise motion, from the aircraft, through repair, and
then supply.

AIRCRAFT

Dyna-METRIC considers an aircraft to be available if all assigned line replaceable units
(LRUs) are installed and serviceable.! LRUs fail stochastically based on usage. Because
flightline maintenance is not modeled, there is no delay time associated with removing the
failed LRU from the aircraft, sending it to base admin, and ordering a replacement from base
supply. If a replacement is available, it is considered to be shipped and installed immedi-
ately on the aircraft. In effect, the aircraft was never down for this LRU.

The situation differs if base supply has no replacement on hand. Cannibalization, taking the
LRU from another aircraft already unavailable because of some other failed LRU, becomes a
possibility if the LRU is considered cannibalizable. When cannibalization occurs, the ser-
viceable LRU that is eventually received from base supply in response to the requisition is
installed on another aircraft missing that particular LRU (possibly the one from which the

1For LRUs with a minimum (e.g., mission essential) quantity per aircraft less than the quantity per aircraft, the
aircraft is available as long as at least the minimum quantity is installed and operational.
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original component was cannibalized). If cannibalization does not occur, the aircraft remains
unavailable until a replacement arrives and is installed. The aircraft becomes available
when all of its holes have been filled.

UNSERVICEABLE COMPONENTS AT THE BASE

The pipeline of unserviceable LRUs at each base consists of four segments, as Figure C.1
shows: base admin, base AWM, base repair, and base AWP. A similar pipeline for unser-
viceable Shop Replaceable Units (SRUs) consists of all but the admin and AWP segments be-
cause subcomponents of SRUs are not modeled.

Base Admin

Failed LRUs removed from aircraft immediately enter the base admin pipeline segment,
where they remain for, on average, the base administrative delay time (specified on TOP
records). The LRU’s level of repair determines the next segment. Base-repairable LRUs pro-
ceed to base AWM, whereas LRUs repairable only at CIRFs and depots enter CIRF retro (if
the base has a CIRF) or depot retro (if the base has no CIRF).2 For LRUs entering a retro-
grade segment, the base places a requisition on the CIRF or depot for a replacement.

Base AWM

Base-repairable LRUs (and SRUs discovered to be unserviceable later, at the end of LRU re-
pair) spend time in base AWM before entering base repair. If the component is not assigned
to a constrained repair resource, it enters base repair immediately. Otherwise, it experiences
a delay that depends on the scheduling policy for inducting the component into repair and
the availability of the repair resource. (See the discussion of Constrained Pipeline Segment
Processing in Section 4 for further details.)

Base Repair

Unserviceable components normally remain in base repair for, on average, the base repair
time (as specified on LRU and SRU records). They are delayed longer if repair has been cut
off or they are being tested on a constrained repair resource that has failed. Base repair time
should reflect the time the repair resource is dedicated to testing or fixing the component, ac-
counting for multiple passes (including the final pass) on the test stand.

Upon completing its test, a component is treated in one of three ways. If condemned, it is
discarded and the base orders a replacement from the CIRF or depot. If declared NRTS, it
enters a retrograde pipeline (CIRF retro if the base has a CIRF, depot retro otherwise) and a
replacement is requisitioned from the CIRF or depot.? If neither is the case, LRUs are fur-
ther checked for failure of their SRUs, whereas SRUs (and LRUs without SRUs) are consid-

2The figure does not show the latter connection.

3Unlike the analytic model, Version 6 always sends components to the base’s CIRF, even if the components can
be repaired only at the depot. Ifthe CIRF is not authorized to attempt repair, the components are immediately sent
on to the depot.
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ered serviceable and sent to base supply. The LRU moves to base AWP to await replacement
parts. Each removed SRU enters the base repair process and proceeds in the manner just
described.

Base AWP

LRUs remain in base AWP until all of their unserviceable SRUs have been replaced. A ser-
viceable SRU can come from base supply (in response to a requisition for one) or can be can-
nibalized from another LRU awaiting parts (if the base is designated as being able to canni-
balize SRUs). That other LRU then waits for a replacement SRU from base supply.

The time to replace SRUs is a function of their availability—once in hand, they are consid-
ered instantly installed in the LRU. Thus, an LRU with no assigned SRUs spends no time in
this pipeline segment. Upon leaving base AWP, the now serviceable LRU is transferred to
base supply.

Before-Test Differences

Under the before-test procedure, LRUs proceed through base admin in a manner analogous
to that described for the after-test procedure. Upon leaving base admin, LRUs that are con-
demned are discarded, and those declared NRTS enter CIRF retro (if the base has a CIRF) or
depot retro. In either case, the base orders replacements from the CIRF or depot. If neither
is the case, the LRUs will be repaired at the base, so they are checked for failed SRUs and
sent to base AWM. For each removed SRU, the base orders a replacement from base supply
while the SRU proceeds to the discard pile, a retrograde pipeline, or base AWM (in a manner
parallel to that for LRUs, as just described). Upon completing repair, LRUs move to base
AWP and SRUs move to base supply.

UNSERVICEABLE COMPONENTS AT THE CIRF

The pipeline of unserviceable components at the CIRF is similar to the base-unserviceable
pipeline with two exceptions: (1) there is a new pipeline segment for unserviceable carcasses
in retrograde, and (2) SRUs now join LRUs in experiencing a possible administrative delay.
The flow of components through the CIRF parallels the process at the base.

CIRF Retro

The time spent in CIRF retro by LRUs and SRUs that have been declared NRTS at the base
is, on average, the base-to-CIRF retrograde transportation time. They are delayed longer if
transportation has been cut off (as specified on BASE and TOP records). Components com-
pleting the CIRF retro segment enter CIRF admin.

CIRF Admin

LRUs and SRUs proceed from CIRF retro to CIRF admin, where they remain for, on average,
the CIRF administrative delay time (specified on TOP records). CIRF-repairable components
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then move to CIRF AWM. Components that are repairable only at the depot enter depot
retro while the CIRF requisitions the depot for a replacement.

CIRF AWM

Unserviceable components, including SRUs removed in LRU CIRF repair, remain in CIRF
AWM before entering repair. If a component is not assigned to a constrained repair resource,
it enters CIRF repair immediately. Otherwise, it experiences a delay that depends on the
scheduling policy for inducting the component into repair and the availability of the repair

resource. (See the discussion of Constrained Pipeline Segment Processing in Section 4 for
further details.)

CIRF Repair

Unserviceable components normally remain in CIRF repair for, on average, the CIRF repair
time (as specified on LRU and SRU records). They are delayed longer if repair has been cut
off or they are being tested on a constrained repair resource that has failed. CIRF repair
time should reflect the time the repair resource is dedicated to testing or fixing the compo-
nent, accounting for multiple passes (including the final pass) on the test stand.

Upon completing test, components that are condemned are discarded, and those declared
NRTS enter depot retro. In either case, the CIRF orders a replacement from the depot. If
neither is the case, LRUs are further checked for failure of their SRUs, whereas SRUs (and
LRUs without SRUs) are considered serviceable and sent to CIRF supply. The LRU moves to
CIRF AWP to await replacement parts. Each removed SRU enters the CIRF repair process
and proceeds in the manner just described.

CIRF AWP

LRUs remain in this pipeline segment until all of their unserviceable SRUs have been re-
placed. A serviceable SRU can come from CIRF supply (in response to a requisition for one)
or can be cannibalized from another LRU awaiting parts (if the CIRF is designated as being
able to cannibalize SRUs). That other LRU then waits for a replacement SRU from CIRF
supply.

The time to replace SRUs is a function of their availability—once in hand, they are consid-
ered instantly installed in the LRU. Thus, an LRU with no assigned SRUs spends no time in

this pipeline segment. Upon leaving CIRF AWP, the now serviceable LRU is transferred to
CIRF supply.

Before-Test Differences

Under the before-test procedure, components proceed through CIRF retro and CIRF admin in
a manner analogous to that described for the after-test procedure. Components that are con-
demned are discarded, and those declared NRTS enter depot retro. In either case, the CIRF
orders replacements from the depot. If neither is the case, the components will be repaired
at the CIRF. LRUs are checked for failed SRUs and sent to CIRF AWM. For each removed
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SRU, the CIRF orders a replacement from CIRF supply while the SRU proceeds to the dis-
card pile, depot retro, or CIRF AWM (in a manner parallel to that for LRUs, as just de-
scribed). Upon completing repair, LRUs move to CIRF AWP and SRUs move to CIRF supply.

UNSERVICEABLE COMPONENTS AT THE DEPOT

The pipeline of unserviceable components at the depot is similar to the CIRF-unserviceable
pipeline except that components cannot be declared NRTS—if they cannot be repaired, they
are simply condemned. Serviceable replacements are considered to be a resupply time away
at an “outside supplier.”

Depot Retro

LRUs and SRUs that have been declared NRTS at lower-echelon locations remain in depot
retro for, on average, the CIRF-to-depot or base-to-depot retrograde transportation time.
They are delayed longer if transportation has been cut off (as specified on TRNS and TOP
records). Components leaving the depot retro segment enter depot admin.

Depot Admin

LRUs and SRUs proceed from depot retro to depot admin, where they remain for, on average,
the depot administrative delay time (specified on TOP records). Components then proceed to
depot AWM.

Depot AWM

Unserviceable components, including SRUs removed in LRU depot repair, remain in depot
AWM before entering repair. If a component is not assigned to a constrained repair resource,
it enters depot repair immediately. Otherwise, it experiences a delay that depends on the
scheduling policy for inducting the component into repair and the availability of the repair
resource. (See the discussion of Constrained Pipeline Segment Processing in Section 4 for
further details.)

Depot Repair

Unserviceable components normally remain in depot repair for, on average, the depot repair
time (as specified on LRU and SRU records). They are delayed longer if repair has been cut
off or they are being tested on a constrained repair resource that has failed. Depot repair
time should reflect the time the repair resource is dedicated to testing or fixing the compo-
nent, accounting for multiple passes (including the final pass) on the test stand.

Once test is completed, a decision is made to either condemn or repair the component. If the
component is condemned, the depot discards it and orders a replacement from an outside
supplier. If not condemned, LRUs are further checked for failure of their SRUs, whereas
SRUs (and LRUs without SRUs) are considered serviceable and sent to depot supply. The
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LRU moves to CIRF AWP to await replacement parts. Each removed SRU results in a requi-
sition to depot supply while the SRU itself is sent to depot AWM.

Depot AWP

LRUs remain in the depot AWP pipeline segment until their unserviceable SRUs have been
replaced. A serviceable SRU can come from depot supply (in response to a requisition for
one) or can be cannibalized from another LRU awaiting parts (if the depot is designated as
being able to cannibalize SRUs). That other LRU then waits for a replacement SRU from
depot supply.

The time to replace SRUs is a function of their availability—once in hand, they are consid-
ered instantly installed in the LRU. Thus, an LRU with no assigned SRUs spends no time in
this pipeline segment. The now serviceable LRUs departing from depot AWP move to depot
supply.

Before-Test Differences

Under the before-test procedure, components proceed through depot retro and depot admin in
a manner analogous to that described for the after-test procedure. The component may be
condemned, in which case it is discarded and a replacement is ordered from an outside sup-
plier. Otherwise, the component will be repaired at the depot. LRUs are checked for failed
SRUs and sent to depot AWM. For each removed SRU, the depot orders a replacement from
depot supply while the SRU proceeds to either the discard pile or depot AWM. Upon com-
pleting repair, LRUs move to depot AWP and SRUs move to depot supply.

SERVICEABLE COMPONENTS AT THE DEPOT

At the depot, serviceable components are either in depot forward or depot supply. The
former corresponds to the depot on-order segment mentioned in Table 3, the pipeline
computation steps (see Section 4).

Depot Forward

For every component condemned at any echelon, a replacement is ordered from an outside
supplier. These replacements (which balance the parts thrown in the trash) enter depot for-
ward the moment they are ordered and remain there, on average, for the resupply time
(specified on LRU and SRU records). They are delayed longer if resupply has been cut off (on
DEPT records). Components leaving depot forward immediately enter depot supply.

Depot Supply

Serviceable components remain in depot supply until they are needed to fill a requisition. An
LRU that is on hand when a requisition is received is placed in either the CIRF forward or
base forward pipeline segment (with a destination of CIRF supply or base supply). An on-
hand SRU may also move forward, or it may be sent to depot AWP to fill an LRU hole.
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If the asset is not on hand when the requisition arrives, the part is considered to be back-
ordered. Depot supply holds the requisition open and awaits a serviceable component from
depot forward, depot AWP (for LRUs), or depot repair (for SRUs). When the serviceable as-
set becomes available, it is used to fill that requisition if it is the sole unsatisfied requisition
for that component. Otherwise, the model determines which of several requisitions to satisfy
according to the distribution policy at the depot (as specified on TOP records and discussed in
Section 4). The number of open requisitions from each CIRF or base forms the backorder
portion of the CIRF’s or base’s on-order segment, as mentioned in Table 3. Open requisitions
from depot AWP, as has been mentioned, cause LRUs to remain AWP.

SERVICEABLE COMPONENTS AT THE CIRF

Serviceable components at the CIRF are either in CIRF forward or CIRF supply. CIRF
forward and a backorder segment together make the CIRF on-order segment mentioned in
Table 3, the pipeline computation steps (see Section 4). The backorder segment, discussed
above as part of depot supply, is not shown in the diagram (Figure C.1) because it reflects the
absence of components rather than their presence in the pipelines.

CIRF Forward

Serviceable components moving from the depot to the CIRF enter the CIRF forward segment,
where they remain for, on average, the depot-to-CIRF transportation time. They are delayed
longer if transportation has been cut off (as specified on TRNS and TOP records).
Components leaving CIRF forward enter CIRF supply.

Note that the time to fill a requisition (i.e., order-and-ship time) may be longer than the
length of the CIRF forward segment because of backorders in depot supply. The clock does
not start running for CIRF forward until the serviceable component has been provided.

CIRF Supply

CIRF supply holds serviceable components until they are needed to fill a requisition. An
LRU that is on hand when a requisition is received is placed in the base forward pipeline
segment (with a destination of base supply). An on-hand SRU may also move forward, or it
may be sent to CIRF AWP to fill an LRU hole.

If the asset is not on hand when the requisition arrives, the part is considered to be back-
ordered. CIRF supply holds the requisition open and awaits a serviceable component from
CIRF forward, CIRF AWP (for LRUs), or CIRF repair (for SRUs). When the serviceable asset
becomes available, it is used to fill the requisition if it is the only unsatisfied requisition for
that component. Otherwise, the model determines which of several requisitions to satisfy ac-
cording to the distribution policy at the depot (as specified on TOP records and discussed in
Section 4).

In any case, if the requisition is from a base as the result of a base-level condemnation, the
CIRF in turn requisitions the depot for a replacement. The number of open requisitions from
each base forms the backorder portion of the base’s on-order segment. Open requisitions
from CIRF AWP cause LRUs to remain AWP.
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SERVICEABLE COMPONENTS AT THE BASE

Serviceable components at the base are either in base forward or base supply. Base forward
and a backorder segment together make the base on-order segment mentioned in Table 3, the
pipeline computation steps (see Section 4). The backorder segment, discussed in the context
of depot and CIRF supply, is not shown in the diagram (Figure C.1) because it reflects the
absence of components rather than their presence in the pipelines.

Base Forward

Serviceable components moving from the CIRF or depot to the base enter the base forward
segment, where they remain for, on average, the CIRF-to-base or depot-to-base transporta-
tion time. They are delayed longer if transportation has been cut off (as specified on TRNS
and BASE records). Components leaving base forward enter base supply.

Note that the time to fill a requisition (i.e., order-and-ship time) may be longer than the
length of the base forward segment because of backorders in depot supply or CIRF supply.

The clock does not start running for base forward until the serviceable asset has been pro-
vided.

Base Supply

LRUs and SRUs remain in base supply until they are needed to fill a requisition (LRUs to fill
holes in aircraft and SRUs to free LRUs from base AWP). When base supply receives a
requisition, it instantaneously sends a serviceable component to the aircraft or base AWP as
appropriate. If it does not have the serviceable component on hand, the part is considered to
be backordered. Base supply holds the requisition open until a serviceable part arrives from
base forward, base AWP (for LRUs), or base repair (for SRUs). Open requisitions correspond
to holes in aircraft or holes in LRUs that are AWP. '



Appendix D
COMPILATION PARAMETERS AND MODEL FILES

The model’'s dimensions are determined by sizing parameters that are set before compiling in
a source file called dimen.for. Parameters should be set to integer numbers of one (1) or
larger with the exception of DMEXPMAX, which should be set to a real number.

DMAIRCFT Maximum number of aircraft to be analyzed. On any day of
analysis, the total number of aircraft at all bases should be no
larger than DMAIRCFT.

DMANALYS Maximum number of days of analysis (i.e., report days). _

DMBASCRF Maximum number of bases and CIRFs (DMBASES + DMCIRFS).

DMBASES Maximum number of bases.

DMCHANGE Maximum number of occasions upon which such data as aircraft
levels, flying hours, and sortie rates may change during the
scenario.

DMCIRFS Maximum number of CIRFs.

DMDAYS Maximum lateral supply time + information lag time. If lateral
supply is not being used, set to 1. Otherwise, set this tightly
because it greatly affects the size of the model.

DMDEPOTS Maximum number of depots.

DMEXPMAX A number such that the computed value of exp(—- DMEXPMAX) > 0.

DMLOCS Maximum number of locations (DMBASES + DMCIRFS +
DMDEPOTS).

DMLRUS Maximum number of LRUs.

DMLRUSRU Maximum number of LRUs to which a single SRU may be
indentured. :

DMLSTMAX Must be set to one (1).

DMOPTION Maximum number of available program options (currently 30).

DMPARTS Maximum number of parts (DMLRUS + DMSRUS).

DMPRTTEQ Maximum number of parts assigned to a single repair resource, or
the maximum number of LRUs or SRUs not assigned to a repair
resource, whichever is larger. The larger of DMLRUS and
DMSRUS is a safe choice if memory size is not a problem.

DMSRULRU Maximum number of SRUs that may be indentured to a single
LRU.

DMSRUS Maximum number of SRUs + maximum number of times SRUs are

common to other LRUs. (Extra space is needed to store the status
information of common SRUs.)
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DMSTANDS Maximum number of servers per constrained repair resource that
may be assigned to a single location.

DMSTKLVL Maximum number of changes to stock levels (plus two) at any one
location. Minimum value is two (2).

DMTEQTYP Maximum number of constrained repair resources (TEST records).

DMTHEATR Maximum number of theaters. No more than ten (10).

DMTIME Maximum number of days in a single run. If not restarting the

model, set to the largest day of analysis. If restarting, set to the

maximum number of days beyond the restart day.

DMTRIES Maximum number of trials.

Table D.1 summarizes the names of the files used by Version 6 and provides their internal

file numbers.

Table D.1
Version 6 Model Files
File Input/
Number FileName Output Formatted Purpose
2 data.prb Out Yes Problem LRUs report, written by option 8
4 restart.in In Yes Restart pipelines, read by option 10
5 pdata.in In Yes Dyna-METRIC input dataset
6 data.out Out Yes Performance report
8 data.pip Out Yes Pipeline report, written by option 15
9 restart.out Out Yes Restart pipelines, written by option 16
10 aircft.out In/Out No Aircraft after attrition, for internal model use
11 aircft.in In No Aircraft after attrition, for use when restarting,
read by option 10
12 latdata.out Out No Lateral supply status to be used in subsequent
restart, written by option 16
13 latdata.in In No Lateral supply status to be used to restart, read by
option 10
14 seeds.dat In/Out No Random number seeds, written at end of each run,
written by option 16, read by option 10
18 data.ech Out Yes Echo of input data




Appendix E
INITIALIZING PIPELINES WITH V6-INIT

V6-INIT is a utility program that prepares user information about the pipeline status of
LRUs and SRUs for Dyna-METRIC Version 6. Records may appear in any order because the
program reads through the Dyna-METRIC input dataset, pdata.in, once for each partition
and matches the appropriate records from the V6-INIT input dataset, called user.pip.
Output is written to a file named restart.in for use in a Dyna-METRIC run with option 10.

The format of user.pip is as follows:

Columns
1 2 3 4 5
123456789012345678901234567890123456789012345678901

| | | ] I | | |
[ | | I | | i Backorders

| | | ! | | Backordered from higher echelon
| I | | J Retrograde pipeline

| ! | | Forward pipeline

| ! | In test/queue pipeline

[ | Administrative pipeline

| Location name

Part name

Description:
Col. Format

1-16 alé Part name.
Enter a record for each LRU or SRU and location combination.

18-21 a4 Location name.
Name of base, CIRF, or depot for which pipeline status is given.

22-26 15 Administrative pipeline.
Number in the administrative pipeline segment. Leave blank for SRUs at
bases.

27-31 i5 In test/queue pipeline.

Number in repair or queued for repair.

32-36 15 Forward pipeline.
Number of serviceables in transit to this location. Leave blank for depots.

37-41 i5 Retrograde pipeline.
Number of unserviceables in transit from this location to a higher echelon.
Leave blank for depots.

42-46 15 Backordered from a higher echelon
Number ordered from a higher echelon that are backordered and not in tran-
sit. For bases and CIRFs, this number plus the number in the forward
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pipeline segment equal the number on order; for depots, this number alone
equals the number on order.

47-51 i5 Backorders.
For SRUs at CIRFs and depots only: the number of holes in LRUs.
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