The initiative involved three school districts and four charter management organizations (CMOs).

The seven sites that participated in the Intensive Partnership initiative agreed to develop a robust measure of teaching effectiveness, including a structured way to observe and assess classroom teaching. They were then to use the information on effectiveness in conjunction with new or revised policies designed to do the following:

- Improve staffing by
  - recruiting and hiring teachers with high potential for effectiveness
  - placing the most-effective teachers in schools with the most LIM students
  - retaining effective teachers and removing ineffective ones.

- Identify teachers’ strengths and weaknesses and provide effectiveness-linked training and support.

- Use compensation and new career roles to encourage effective teachers to stay in teaching and provide support for other teachers.

Over the course of the initiative from 2009 through 2016, spending on the reforms across the seven sites totaled $575 million: $212 million in grants from the Gates Foundation and the remainder primarily from each site’s general fund, federal grants, and other local sources.

The Intensive Partnerships for Effective Teaching initiative, designed and funded by the Bill & Melinda Gates Foundation, was a multiyear effort aimed at increasing students’ access to effective teaching and, as a result, improving student outcomes. It focused particularly on high school graduation and college attendance among low-income minority (LIM) students.

The foundation asked a team of researchers from the RAND Corporation and the American Institutes for Research to evaluate whether the initiative improved teaching effectiveness and student outcomes.

The team found that, despite the sites’ efforts and considerable resources, the initiative failed to achieve its goals for improved student achievement and graduation, although the sites did implement improved measures of teaching effectiveness. With minor exceptions, student achievement, LIM students’ access to effective teaching, and graduation rates in the participating districts and CMOs were not dramatically better than at similar sites that did not participate in the initiative.

This brief, based on a longer final report, summarizes the findings of the team’s evaluation and offers some possible reasons the Intensive Partnership initiative did not achieve its goals for students.
Measures of Teaching Effectiveness

As determined by the site-developed measures, almost all teachers were considered to be effective.

Each participating site designed a teacher evaluation system that included at least two factors in a composite score: (1) rubric-based ratings based on classroom observations and (2) a measure of student achievement growth.

According to the measures the sites developed and the thresholds they set for teaching effectiveness, almost all teachers were deemed effective (see Figure 1). Over time, more and more teachers were rated in the top effectiveness categories, and fewer and fewer were rated as ineffective. By the end of the initiative, just 1 to 2 percent were classified as ineffective in most of the sites. This might reflect actual improvement in teaching effectiveness, but there is some evidence that it is due to other factors, such as increasingly generous ratings on subjective components (e.g., classroom observations).

The evaluation system raised some practical challenges that sites addressed in different ways. One was that the observations placed a burden on principals’ time, so some sites reduced the length or frequency of classroom observations or allowed other administrators to conduct them. Another was that many teachers did not receive individual scores for their contribution to student achievement because there were no standardized tests in their subjects or grade levels. Some sites handled this by assigning a school-level average score to those teachers; others adopted alternative ways to measure student growth.

Despite some concerns about fairness, surveys that the team administered found that the majority of teachers thought that the evaluation measures were a valid measure of their effectiveness as teachers, particularly the classroom-observation component. Furthermore, most teachers thought that the evaluation system had helped them improve their teaching.

FIGURE 1
Percentage of Teachers Rated in the Top Effectiveness Categories, over Time
Effectiveness-Based Staffing Policies

The initiative had little effect on the retention of effective teachers, but it did increase the rate of departure of ineffective teachers.

The sites made efforts to retain effective teachers, including offering additional compensation and career opportunities based on effectiveness. However, in the end, effective teachers were no more likely to be retained after the initiative than before it.

On the other hand, ineffective teachers were more likely than before to depart from the sites. Across the sites for which data were available, about 1 percent of teachers were dismissed for poor performance in the 2015–2016 school year. Sites dismissed few teachers at least partly because their evaluation systems identified very few poor performers; however, the likelihood that those identified as poor performers would leave the site—whether voluntarily or involuntarily—increased during the initiative.

The three districts set specific criteria based on their new evaluation systems to identify low-performing teachers who might be denied tenure, placed on improvement plans, or considered for dismissal or nonrenewal of their contracts. The CMOs (which do not offer tenure) did not establish specific criteria to identify low performers but did take teacher evaluation results into account when considering improvement plans or contract renewal.

The sites also had to deal with the potentially conflicting goals of using measures of teaching effectiveness for dismissing low-performing teachers and using them to help teachers improve. In general, they tended to favor trying to help teachers improve rather than dismissing them.

All the sites modified their recruitment and hiring policies somewhat during the initiative—for example, by facilitating hiring in hard-to-staff schools or developing partnerships with local colleges. However, the researchers found little evidence that the new policies led to the hiring of more-effective teachers. Although school leaders generally thought that hiring processes worked fairly well, the sites still had difficulty attracting effective teachers to high-need schools, and persistent teacher turnover was a particular problem for the CMOs.

At our school, I don’t know of anybody [who] has been transitioned out solely based on their evaluation. It has become evident to them as a person that they’re not where they should be, they shouldn’t be doing this teaching, and they’ve chosen to leave. I don’t think we’ve had to force . . . anyone [to] leave based on numbers.

—TEACHER
Effectiveness-Based Professional-Development and Support Policies

Evaluation-linked professional development (PD) and support were difficult to achieve.

All the sites offered multiple types of PD, including coaching, workshops, school-based teacher collaboration, and online and video resources. However, the sites struggled to figure out how to organize this training and support to address individual teachers’ identified needs.

One possibility is that scores and feedback from the measures of teaching effectiveness might not have been detailed enough to support specific suggestions for customized PD, and existing PD systems might not have been flexible enough to provide such customization. Also, there were few existing models of evaluation-linked PD that the sites could easily adopt, and sites lacked the capacity to develop and implement new models themselves.

Most school leaders said that they suggested PD and support based on teachers’ evaluation results, but the sites generally did not require teachers to participate, monitor their participation, or examine whether participants’ teaching effectiveness improved as a result. In addition, some also found it difficult to develop a coherent system of PD offerings.

Teachers in all the sites generally believed that the PD activities in which they participated were useful for improving student learning. Most teachers had access to some form of coaching, on which the sites often relied to individualize PD, and the percentage of teachers with access to coaching increased over time. Teachers with lower ratings were more likely than higher-rated teachers to report receiving individualized coaching or mentoring, but they were generally no more likely than higher-rated teachers to say that the support they received had helped them.

We have not been able to move in our district from [implementing] the evaluation component to, now, “How do we deliver the kind of professional development that that teacher needs, based on what we now know about their practice, so they can improve on their practice and become better instructors of students?”

—CENTRAL-OFFICE ADMINISTRATOR
Effectiveness-Based Compensation and Career-Ladder Policies

Some compensation and career-ladder policies were enacted to retain effective teachers, but they were not as extensive as envisioned, did not always follow best practices, and were not necessarily incentives about which teachers cared.

All seven participating sites implemented effectiveness-based compensation reforms, which varied in terms of timing, eligibility criteria, dollar amounts, and the proportion of teachers earning additional compensation. Teachers generally endorsed the idea of additional compensation for outstanding teaching, but (except in two of the CMOs) most reported that their sites’ compensation systems did not motivate them to improve their teaching. See Figure 2.

All seven sites also introduced specialized roles, with additional pay, open to effective teachers who accepted additional responsibility to provide instructional or curricular support to other teachers. However, none of the sites implemented career ladders, in which specialized roles come with sequential steps and growing responsibility, like the initiative sponsors had envisioned. The districts and CMOs took somewhat different approaches to creating specialized roles for teachers. The districts created a few positions that focused on coaching and mentoring new teachers in struggling schools, while the CMOs created more positions with a wider range of duties as needs shifted over time.

FIGURE 2
Percentage of Teachers Agreeing Strongly or Somewhat with Statements About Their Sites’ Compensation Systems

Most teachers agreed that teachers should receive additional compensation for demonstrating outstanding skills

However, fewer teachers said that their site’s compensation system motivated them to improve their teaching

[The bonus] is really great; who’s going to complain? But we’re not in the job because it’s a lucrative field. We do it because we love what we do. It’s nice to have that fiscal validation, but it’s not the deal-breaker for motivating whether I’m going to stay as a teacher or not.

—TEACHER
Teaching Effectiveness, Access to Effective Teachers, and Student Outcomes

The initiative did not achieve its goals of increasing teaching effectiveness overall, improving access to effective teaching for LIM students, or boosting student outcomes.

The analysis found little evidence that teaching effectiveness improved as a result of the initiative. This was true whether teaching effectiveness was measured by the sites’ own composite measures or by an independently calculated measure. The researchers also looked for an increase in the teaching effectiveness of newly hired teachers but did not find evidence of one. As mentioned, the departure rate for the least effective teachers increased at some sites, although this success was not sufficient to noticeably improve the average teaching effectiveness of those sites.

At the beginning of the initiative, LIM students had roughly the same access to effective teaching as all students, and their access had not improved by the end of the initiative. In addition, their achievement and graduation rates appeared no different from those of their peers in similar schools that did not participate in the initiative (see table). Similarly, the analyses of test results and graduation rates for students overall showed no evidence of the initiative having a widespread positive impact in most sites and grade ranges. However, the initiative did have a significant positive effect in high school English in the CMOs and PPS but a significant negative effect in grade 3–8 mathematics in the CMOs.

Two caveats should be considered in interpreting these results. First, teacher-evaluation mandates with consequences were enacted in three of the four states at the same time as the initiative, so the comparison sites and the sites participating in the initiative were exposed to some of the same types of new policies. The team’s impact estimates reveal the extent to which the initiative improved student outcomes over and above these statewide efforts. Second, it is possible that the reforms simply require more time to take effect, so the research team is monitoring student outcomes for two additional years.

<table>
<thead>
<tr>
<th>SITE</th>
<th>GRADES 3–8</th>
<th>HIGH SCHOOL</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Mathematics</td>
<td>Reading</td>
</tr>
<tr>
<td>HCPS</td>
<td>N/A</td>
<td>N/A</td>
</tr>
<tr>
<td>PPS</td>
<td>N/A</td>
<td>+</td>
</tr>
<tr>
<td>SCS</td>
<td>N/A</td>
<td>N/A</td>
</tr>
<tr>
<td>CMOs</td>
<td>–</td>
<td>+</td>
</tr>
</tbody>
</table>

NOTE: The researchers could not estimate the impact on high school mathematics because students did not take the same secondary mathematics tests. N/A = not applicable.

Statistical significance measured at p < 0.05.
Why Didn’t the Initiative Achieve Its Goals?

The initiative had greater success implementing measures of teaching effectiveness than improving student outcomes.

A favorite saying in the educational measurement community is that one does not fatten a hog by weighing it. In the end, the sites were better at implementing measures of teaching effectiveness than at using them to improve student outcomes. The RAND/American Institutes for Research evaluation of the Intensive Partnerships for Effective Teaching initiative does not explain why the desired student outcomes were not achieved, but, informed by observations of the sites over the past seven years, the team can speculate about potential explanations:

**Implementation was incomplete and lacked successful models.** It is possible that the new policies were not implemented with sufficient quality, intensity, or duration to achieve their potential full effect. None of the main policy levers—staffing, PD, or compensation and career ladders—was implemented fully or as initially envisioned. Incomplete implementation might have been due, in part, to a lack of successful models, which gave the sites little to go on, and the sites might have lacked the capacity to develop such models on their own.

**Using teacher-evaluation measures toward different goals might create a conflict.** The sites found it difficult to navigate the underlying tension between using teacher evaluation to help teachers improve and using it to make high-stakes decisions about compensation, tenure, and dismissal.

**State and local contexts changed.** Some local and state changes in context could have interfered with the sites’ abilities to fully implement the reforms. During the initiative, all four states changed their statewide tests, two squeezed education budgets, one school district merged with another, and some districts had turnover in top leadership. In addition, new teacher evaluation measures with consequences were enacted in three of the states, and these policy changes affected both the IP sites and the schools we used as a comparison. Thus, our impact estimates reveal how well the IP initiative improved student outcomes over and above these statewide efforts.

Despite the initiative’s failure to improve student outcomes, the sites still use many of the policies, either because they found them valuable or because state law or regulation now requires them. In particular, the sites continue to incorporate systematic teacher evaluation into regular practice and have kept many new recruitment and hiring policies.
KEY FINDINGS

The sites succeeded in implementing measures of effectiveness to evaluate teachers, but almost all teachers were rated effective or above.

By the end of the initiative, ineffective teachers were more likely than before to leave teaching, but effective teachers were no more likely to remain teaching.

Although the sites made use of the measures to some degree in human-resource decisions (for example, compensation and dismissal), the sites did not draw on the measures to the extent anticipated—for example, to inform and provide effectiveness-linked professional development to teachers.

With minor exceptions, student achievement, access to effective teaching, and dropout rates in the participating sites were not dramatically better than they were for similar sites that did not participate in the initiative.

The initiative did not generally increase low-income minority (LIM) students’ access to more-effective teaching.

Overall, the initiative did not achieve its goal of increased student achievement and graduation.