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PREFACE

This Memorandum is a continuation of the empirical research
reported in L. W. Miller, R. J. Kaplan, and W, Edwards, JUDGE: A

Value-Judgment-Based Tactical Command System, The RAND Corporation,

RM-5147-PR, March 1967, which described the theoretical foundations
of the JUDGE technique. Readers concerned with the mechanics of the
decision-making process being studied here are advised to consult that
document or the summary presented in Appendix A below.

This work should be of interest to those in the Air Force con-
cerned with developments in decision techniques that increased auto-
mation will make available to system designers in the future. The
discussion at the end of the Memorandum identifies some of the still-
missing links in the chain between thie JUDGE theory and its imple-
mentation in an operational system.

W. Edwards is a consultant to The RAND Corporation, Santa Monica,

California.






SUMMARY

This Memorandum describes an experiment performed in the Logistics
Systems Laboratory at RAND to evaluate the JUDGE technique (Judged
Utility Decision GEnerator) described in RM-5147-PR. Appendix A to
this Memorandum summarizes the mechanics of the technique for those
readers who may wish a reminder of the decision apparatus being
investigated., The JUDGE system is designed to dispatch aircraft on
non-preplanned close air support missions, the number dispatched
depending on judgments of target values made by experts at the times
when targets appear.

In contrast to the earlier field study employing Air Force officers
as subjects, the current experiment included an extensive training period,
longer scenarios, and repeated measurements. The subjects were fourteen
students from the junior and senior Army ROTC classes at UCLA; they
worked for two hours a day over the eight weeks of the experiment.

For comparison, JUDGE was pitted against a second technique called
DASC in the experiment, the name being taken from the Direct Air Support
Center. This mode of operation is our own hypothetical version of the
system the Air Force currently uses, and is not to be construed as a
standard Air Force procedure, The subjects performed in both modes
against all the situations in the simulated war.

In the JUDGE mode, the subjects assigned a value to each target

"standard" target, which had a

as it appeared by comparing it with a
constant value of 100 throughout the experiment. A computer program
was then used to translate cach subject's responses into dispatching
decisions, and to evaluate those decisions based on his value responses.

Operating in the DASC mode, the subject received target reports
identical to those in the JUDGE mode, but also containing a graph
showing how effective various numbers of aircraft would be against the
target. The subject himself assigned aircraft to the target, being
permitted to allocate any even number from :) to 16 of the aircraft
remaining to him,

The results clearly show the superiority of JUDGE over DASC when

measured by an expected utility criterion. JUDGE performed at the
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90-percent level when compared with the perfect possible performance.
DASC reached a level of only 40 percent. We conclude from this that
JUDGE is more effective in implementing a subject's value judgments
than the subject is himself.

The reliability of both systems was evaluated by measuring both
the intersubject and intrasubject correlations. These two measures
were substantially higher for the JUDGE system than for DASC, revealing
that an exceptional amount of agreement occurs within JUDGE. Examina-~
tion of the data processing task in isolation from the judgmental
process in the decision environment led to the conclusion that JUDGE
gains its advantage by turning over the necessary mechanical calcu-
lations to a computer,

The Memorandum ends with a discussion of remaining problematical
aspects of the decision process that must be solved before JUDGE can
be implemented as an operational system. Among the points considered
are human factors problems, the acquisition of adequate kill-probability
information, and the planning portion of the larger system within which

JUDGE would operate.
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I. INTRODUCTION

JUDGE is a decision-making technique designed to aid a commander
responsible for dispatching Close Air Support (CAS) missions in situa-
tions such that resource limitations do not allow all demands to be
fulfilled. (The technique and its underlying philosophy are described
in detail in a previous RAND Memorandum,J and the JUDGE dispatching
rule is summarized in Appendix A of this Memorandum.)

As each request for close air support is received, the JUDGE system
maikes a dispatching decision that maximizes the difference between a
return gained for sending aircraft against the target and a cost imputed
to expending sorties. An estimate of the return depends on the value of
destroying the target and the probability of successfully accomplishing
the mission with the weapons dispatched, The cost of sorties represents
logs of future capability and is derived, by a dynamic programming com=~
putation, from forecasts of the number, value, and appropriate kill
probability functions of later targets. Expert judges provide target
value estimates as inputs to JUDGE; the technique seeks to maximize
total expected value over all dispatching decisions made,

This Memorandum reports an experiment done to evaluate JUDGE. The
experiment, an extension of the field study described in RM-5147-PR, was
conducted in RAND's Logistics Systems Laboratory. This experiment was
carried out in order to give each subject more time for training and for
operation of the system, and thus familiarize him more thoroughly with
the response modes and the stimulus environment, Another aim was to
measure the test-retest reliability of JUDGE, which required presenting
large portions of the experimental material to the subjects twice.

Since Air Force subjects were not available for long enough periods of

time, ROTC cadets were used.

“L. W. Miller, R. J. Kaplan, and W. Edwards, JUDGE: A Value-
Judgment-Based Tactical Command System, The RAND Corporation, RM-5147-PR,
March 1967.




II. EXPERIMENTAL DESIGN

SUBJECTS

The fourteen subjects were recruited from the junior and senior
classes of the U.S. Army Reserve Officers Training Corps at the
University of California at Los Angeles. These ROTC students had
already received some training in map reading, military organization,
and the tactics employed by ground forces. The subjects were paid
for their time and worked two hours a day for the eight weeks of the

experiment.

EXPERIMENTAL TASKS

The two procedures studied in thé experiment are called JUDGE
and DASC: JUDGE is our computer-assisted decision technique, while
DASC is our version of the method currently in use. The name for
the latter was taken from the Direct Air Support Center, the Air Force
unit which is responsible for the decisions with which we are con-
cerned here.

A subject operating in the DASC mode received target reports
similar to that illustrated in Fig. 1. "DASC" here refers to our
experimental mode of operation, not any real Air Force doctrine or
procedure. The report included the time, the position and description
of the target, and a graph showing how effective various numbers of
aircraft will be against thé target. The subject's task was to assign
aircraft to the target; he could allocate any even number from O to
16 of the aircraft he had remaining.

In the JUDGE mode, the subject received for each target a report
identical to the DASC-mode report except that it contained neither
the mission-effectiveness graph nor the time. The JUDGE task was to
assign a value to the target. The subject did so by comparing the
target at hand to a standard target having an arbitrary value of 100,
which was carefully defined and kept constant throughout the experiment.

A narrative description provided the political and economic back-

ground for the simulated battle. For the scenario, we expanded and



TAC TARGET
CLOSE AIR SUPPORT

Torg;f—No . CoordlInates: Location:
A -0 T 1019 Sadao
Roporfedﬂby:” Time:
2nd and 3rd Bde. advanced elements 0900

Description:
Advanced elements under attack bv enemv tank

platoon. Artack consists of five tanks, tvpe

unknown, with 105mm guns and heavv m.g.'s mounted,

MISSION EFFECTIVENESS TABLE

100 96
B 83

97

80 —
14

70 p—

59

50 p—

% Mission success

30 p—

20 pb—

J | B l | | | J
n 3

8 10 12 14 18

Number of A/C on mission

Fi. L == Tarcer report for oy



-

modified a war game from an unclassified lesson plan used at the U.S.
Army Command and General Staff College. The simulated battle was
divided into four situations representing six-hour periods on four
successive days. Each situation was broken into three two-hour parts
or horizons, and known quantities of sorties became available at the
start of each horizon. Each situation was introduced by a short
narrative describing the action leading up to it. A map overlay for
each situation showed the position of friendly and enemy forces.

When he worked in the DASC mode, the subject was told how many addi-
tional aircraft he had available at the beginning of each horizon.

He knew that the expected arrival rate of requests was ten per hour,
s0 that he could expect an average of twenty target reports during
cach horizon. Table 1 shows the actual numbers of targets presented

and the aircraft available.

Table 1

ATRCRAFY AVATLABLE AND NUMBER OF TARCETS,
BY HORIZON AND SITUATION

No. of Aircraft No. of Targets
Available: Horizon: || Presented; Horizon:
Situation 1 2 3 1 2 3
1 60 50 40 15 28 16
2 50 40 30 30 19 19
3 an 36 30 19 17 16
4 40 30 24 24 21 18

Lach experimental situation was contained in a single loose-leaf
binder: each subject worked individually at his own pace. A form was
provided to the DASC operators to keep track of the number of undis-
patched aircraft, and this form had to be updated after each target
and after the beginning of each new horizon, when additional aircraftc
were made available. The JUDGE operators made their value estimates
on a separate form for each target by putting a mark on a scale. The

scale was about six inches long, open-ended at the top, with the numeral



0 at the bottom and the number 100 two inches from the bottom. The
word "Standard" appeared to the left of the 100 mark to remind subjects
constantly that each judgment was a comparison of the target under

congideration with the standard target.

TRAINING

The subjects received a series of lectures about Division-level

Organization and Deployment, Squad and Platoon Tactics, Reconnaissance,

ot
w

Joint Air/Ground Operations, and the Tactical Air Control System. A
discussion period followed each lecture,

Materials from the field study, identical in form to those to be
used in the experiment, were used to train subjects in both the JUDGE
and DASC procedures. Responses of the Air Force officers in the earlier
experiment were given to the subjects as guidance in making their judg-
ments, but they were told tha: differences of opinion were allowed and

even desirable. A total of ten hours was spent in trainine.

RUNNING ORDER

The fourteen subjects were randomly divided into two equal-sized
groups to counterbalance learning effects over time. One group per-
formed in the sequence JDDJ (JUDGE-DASC-DASC-JUDGE), and the other
group was given the DJJD sequence., The first two situations were
replicated for each group, and then the last two situations were
handled in the same way. The complete running order for the scenario

portion of the studv is given below,

*The authors wish to express their appreciation to
Brig Gen L. L. Wheeler, USA, Ret., Col J. H. Hayes, USA, Ret.,
Col G. C. Reinhardt, USA, Ret., Lt Col C. B. East, USAF, Ret., and
Lt Col J. T, Hanton, USAF, members of the RAND staff, for their
skilled assistance in this portion of the subjects' training.



Order I 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

Position

D-1 D-2 J-1 J-2 J-1 J-2 D-1 D-2 D-3 D-4 J-3 J-4 J-3 J-4 D-3 D~4

Group 1
J-1J-2 p-1 D-2 D-1 D-2 J-1 J-2 J-3 J-4 D-3 D=4 D-3 D-4 J-3 J-4

Group 2

The sixteen order positions are indicated in the top line, anua

the body of the diagram shows the system by the letter (D = DASC,
Each subject, it can be seen,

J = JUDGE) and the situation by number.

operated twice agalinst each situation using each system, making a

total of four exposures to the same material,



ITI, THE DATA PROCESSING

The numerical results reported in Sec. IV were obtained from a
series of four computer programs written in the SIMSCRIPT language.
Breaking the data processing down in this way resulted in a convenient
set of short programs, allowing us to expand and modify the scope of
the analysis as new ideas occurred. The functions of these four

programs are outlined below.

RULE

The program RULE produces tables used to transform the subjects'
value responses into dispatching decisions. Inputs to this program
are the following:

1) Beginning and end times for each part (horizon) of the

situation.

2) Number of targets presented in each part.

3) Number of aircraft to become available at the beginning
of each part.

o~
~

Time of presentation for each target.

5) Type index (indicating the applicable mission success
function) for each target.

6) Forecasted distribution of target types.

7) Parameters p and o for each of the six mission success
functions,

8) TForecasted rate at which requests ave expected to arrive.

9) Forecasted valuce distvibutions. (These were introduced as
modifications to subroutines that calculated the distri-
bution function and conditional means of the assumed
value distribution.)

The output is a table for each part, indexed by number of aircraft
remaining and the serial number of the target. An entry in the table
represents the expected future value of having a given number of sorties
remaining at a time corresponding to the time of presentation of the
target. These arve the wn(t) functions defined in Appendix A. The
tables are punched into cards so that they may be used as input to the
VALUE program, which performs the actual calculation of aircraft dis-
patchings. Reference to Appendix A will help in understanding the

computational scheme employed.



These calculations are similar to those performed for the evalua-
tion of the field study. The difference here lies in the treatment of
boundary values needed to connect the three parts of each situation.

This was done in accordance with the discussion in RM-5147-PR, and
summarized in Appendix A. As an example, consider the boundary conditions
for the middle horizon of situation L. The value equation was solved for
the last part with the time parameter running between zero and two hours,
and for even numbers of sorties up to 80, even though only 40 sorties
were to be made available at the beginning of that part. The additional
levels of n (number of sorties remaining) would be necessary in case
sorties are left over from the preceding part and are needed to obtain
the boundary values for the part immediately preceding.

Let Wn be the expected value of n sorties at the beginning of the
last part. Since 40 additional sorties were to be made available at that
time, the value of m sorties remaining at the end of the middle part would

be W form=0, 2, 4, ..., 40, 1t is also desirable to calculate

w0 " 400
curves for m up to 80 in the middle part, and the extra boundary values
were obtained by extrapolation based on constant third differences.

For each situation the forecasted value distribution was uniform.
In situation 1, the mean was set to 100. This guess was based on our
experience in the field study and the consideration that the standard
target in the present experiment was likely to appear less valuable to
subjects than that uscd previously. But the average of the JUDGE responses
in situation 1 turned out to be 123, so that a mean of 120 was used in the
computation of the dispatching rule for the remaining three situations.

A comparison betwcen the forecasted means and the actual means is given

below,

Situation

Item 1 2 3 4 ||Averaye
Forecast 100 t20 | 120} 120
Group 1 114 112| 112 | 140 120
Group 2 132 124 | 122] 163 135

Average, all
sub jects 1231 118 | 117 | 152 128




*
OQur prediction given to RULE was that all target types would appear
with equal frequency. The actual distribution, however, taken over all

situations, was as shown in the following tabulation:

Target Type 1 2 3 4 5 6
Relative Frequency ! .079 . 145 .240 244 .170 .124

In all four situations, the expected request rate was set equal to
ten requests per hour, yielding an expectation of 60 targets in each

situation. The actual numbers of targets presented were 59, 68, 52,

and 63.

VALUE

The program VALUE is used to translate each subject's responses
into dispatching decisions, and to evaluate the dispatching decisions
based on his value responses according to the expected value criterion.

The inputs to this program atre:

Table of expected values by number of remaining sorties
and target index (the output of RULE).

Number of targets presented in each part.

Number of aircraft to become available at the beginning
of each part.

Type index for each target.
Mission success functions for each target type.
For each subject, and for each replication of each situation, the
program is given the sequence of DASC responses and of JUDGE responses.
In addition to translating JUDGE responses into aircraft dispatches,
the program also produces a sequence of Jdispatches based on the FCFS
(first=come, first-served) rule and a sequence of perfect dispatches

A et e

*
The six target types were the same as those used in the field
study reported in RM-5147-PR, and were deféned by a mission effective-

ness formula of the form M(x) = 1 - (1-p)x . The target types ranged
from very '"hard" (Type 1), for which even a large number of aircraft
sent against it produced little effect, to very '"easy" (Type 6), for
which even a small number of aircraft produced nearly 100 -percent
mission effectiveness.
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with knowledge of all target types and JUDGE value responses made by
the subject. The FCFS method simply dispatches four sorties to each
target until the supply is exhausted. The perfect system is identical
to that used in the previous study: pairs of aircraft are assigned to
targets in order of decreasing expected marginal utility, regardless
of the ordering of targets. Aircraft becoming available at the be-
ginning of the second part are available for targets in the last two
parts, and finally the initial supply of aircraft may be used on any
targets in any of the three parts of the situation.

Summary statistics for the four systems are calculated and the

sequence of JUDGE dispatching decisions is punched for further analysis.

COR

The program COR accepts as data the set of responses made by a
group of subjects within one order-position and produces a table of
interpersonal correlation coefficients (Pearson product moment). The

mean and standard deviations of these are then calculated.

TERET

The program TERET (TEst-RETest) is used to assess the agreement
between replications of the experiment. For all subjects within a
group, the responses from the two replications of the same system and
situation are given as input. For each subject, the correlation co-
efficient between his two sequences of responses is calculated. 1In
addition, an analysis of variance is performed in which the sources
are Targets, Subjects, Target by Subject interaction, and error. The
interaction component may be interpreted as being caused by disagree-
ment among different subjects, while the error component measures the

degree of unreliability within individual subjects.
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IV. RESULTS

SYSTEM PERFORMANCE

Our first concern is with the relative performance of the two
systems being studied in their allocation of aircraft against the
targerts presented. The criterion of performance is the product of
two elements: (1) the expected utility of mission success against a
target, calculated for each subject using the value he himself assigned
to the target while operating in the JUDGE system, and (2) the proba-
bility of mission success associated with the number of aircraft dis-
patched either by the subject himself in the DASC mode of operation or
by the dispatching rule in the JUDGE system. In the same way, a single
subject's score for an individual decision point in the DASC system is
obtained by multiplying these two elements. The sum of these values
for all decision points in & situation is his score for that condition.

To get an upper and a lower bound on system performance against
which to compare our experimental systems, LwoO hypothetical decision
systems were created. The "Perfect" system enjoys perfect foreknowledge
of all the targets to appear in the horizon, and therefore wethodically
assigns aircraft two at a time to targets in order of decreasing mar-
ginal utility until it has spent all the aircraft. The score achieved
in this way represents the maximum obtainable for the particular set
of values under consideration over that target set.

As a lower limit from which to compare the performance of other
systems, zero is not a fair value since even a very bad dispatcher would
pick up at least a few points on the expected utility scale. Consequently,
the performance of a first-come, first-served system was chosen as the
lower 1imit. The FCFS system merely assigns four ajrcraft to the targets
in the order in which they appear until the supply of aircraft is ex-
hausted. DProperly speaking, this is not a true decision system, of
course, since it dispatches aircraft without consulting any of the
input information available. Any system, to be considered useful, would

have to surpass the performance of the FCFS system.
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Table 2 presents the average of system performance scores over all

subjects for each situation and replication.

show the total expected utility attained by

the four systems. The FCFS and the optimum

The first four columns

each subject for each of

columns represent the lower

and upper bounds, respectively, and the data for the two experimental

systems are presented under their appropriate labels,

The scores

differ, in some cases dramatically, because they are based on the

subjects' own value judgments and these judgments differ markedly.

Table 2

SYSTEM PERFORMANCE

n

H

i

|
’ Expected Utility —Ai Efficiency Effectlveness
Situs T T 7 I 1T o
ation | FCFS | DASC TJUDGE JOptimum | FCFSJD'ASC JUDGE | DASC | JUDGE
Repllcatlon 1
1 T1670 '2104 2524 2773 I ,610 l 770 ; .923 .406 .813
2 1311 - 1477 . 2001 2109 l .626 | .706 - .952 .198 865
3 I1224 |1408 l1697 1833 .673  .765 .967 262 .902
4 1l 9]} 1134%JN¥785 1932 321 i'9§§ L .940 .300414,885
Replication 2
T v . I
1 ]‘1614 12035 2408 2576 L.630 1 .792 | .943 433 ] . 855
2 | L1310 11498 ;2036 2123 621 | .714 .962 .226 .897
3 ‘!1217 flhOO ''1798 1843 ’ .662 ;.757 .975 . 254 ’ .927
4 968 1319 EL777 1924 i .521 1,683 i .934 . 305 [ 873

Since the raw scores are difficult to interpret meaningfully, they

have been translated into percentages of the perfect score,

is referred to as the "Efficiency"

This measure

of the system, and the values for the

three dispatching methods are shown in the next three columns of the

table. The last two columns further reduce the number of scores to

two, leaving only the experimental systems.

The values under the label

"Effectiveness' are the percentages of the distance from the FCFS

(taken to be 0) toward the Perfect (at 1.00) that each of the systems
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achieves. These figures are the means of the effectiveness numbers
for the individual subjects and therefore are not calculable from the
utility measures provided in the corresponding rows of this summary
table. Appendix B presents the eight tables of individual subjects’
data that are the basis for these calculations. It can be seen from
these two columns that the JUDGE system consistently performs at about
the 90-percent level, while DASC only rarely reaches the 40-percent mark.
It is obvious from inspection of this table that, using expected
utility as a criterion, the JUDGE system outperforms DASC in every case.
The JUDGE system dispatches aircraft far more effectively than does the
subject himself; or in other words, given the value system supplied by
the subject, JUDGE can implement this set of judgmehts under the con-

straints of the situation better than the subject himself can.

INTRASUBJECT AGREEMENT

One of the main reasons for conducting the second study in a
controlled laboratory environment was the opportunity for collecting
repeated observations on the same individual. Whether or not a parti-
cular judge of values agrees with other judges is of some concern,
especially to the degree that all the judges can be considered expert
in the area under consideration. If the value judgments are to be
regarded as competent measures of the individual's opinions, however,
his judgments must be reasonably stable over time as he deals with the
same item. For this reason the entire set of stimulus material was
presented to each subject twice.

Table 3 contains the test-retest correlations broken down by system
and group on one dimension of the table and by situation on the other.
The relative positions of the correlation magnitudes are the same here
as they are in the intersubject data, and the same explanations apply
to this set of numbers. The main point to stress here is that these
numbers, especially those associated with the value judgments, are
exceptionally high. A subject exhibits the greatest agreement with
his own previous opinions when he is making value judgments, and the

least when he is dispatching aircraft on missions.
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One set of the value judgments =-- that for group, 62 in the first
two situations -- is much lower than the rest of the correlations.
This phenomenon was also observed in the first JUDGE study, and was
explained by the fact that this group had the judgmental task to per-

form first, and the novelty of the response requirements made the

Table 3

TEST-RETEST CORRELATIONS

Situation

System |Replication 1 2 3 4
DASC 1 .519 | .510| .580 | .644
.639 | .545| .688 | .480

Values 1 .830 | .806 | .865 | .857
2 .687 | .673 .849 | 913

JUDGE 1 L767 | L718 | (714 | 752

L743 | 669 .762 | .765

performance much more variable. Despite the additional training, the
same thing seems to have occurred in the study reported here, Table &
shows the correlations arranged in the order in which the situations
were presented to the subjects for both DASC and the value judgments.
It is encouraging to note that the figures in the row for the values
are increasing, indicating that the responées are stabilizing over
time, or, in other words, learning is taking place. No such tendency

can be observed in the DASC data.

Table 4

TEST-RETEST CORRELATLONS IN THE ORDER OF
ADMINISTRATION OF SITUATIONS TO SUBJECTS

Order Position

System 1 2 3 4

DASC .59 .51 ] .61 .58
Values .68 | .82 | .86 | .88




INTERSUBJECT AGREEMENT

The concern for the reliability of any system often comes to focus
on the agreement that results when a group of individuals operate the
system independently. This reliability question is discussed in
RM-5147, which reports the first JUDGE experiment., The product-moment
correlations presented in Table 5 are the commonest measure used to
describe the reliability of a set of measures. It is to be remembered
that an upper bound is placed on these correlations by the intra-
subject agreement measures discussed in the preceding section,

As can be seen from the table, the correlations associated with
the DASC system are the lowest, averaging aBout .40. The intercorre-

lation of the value judgments among the subjects is considerably

Table 5

AVERAGE CORRELATION OF SUBJECTS
WITH ALL OTHER SUBJECTS

———

Situation

System 1 2 3 4 Mean

DASC .50 1 .32 .46 .35 41
Values .58 | .52 | .68 !.74 .61
JUDGE ].6/4 LG4l .56 .42 .50

higher, about .60. There is a tendency to agree more about value
judgments than about dispatching aircraft, Contrary to the finding

in the first study, however, the dispatchings from the JUDGE system
based on the values do not correlate as well as do those values them-
selves. This result is explained on the basis of the difference in

the coarseness of scale between the values and the dispatchings, which
had a chance to operate in the expanded environment of the second
experiment., The value judgmenté of two individuals, for example, might
have been 115 and 120 for a particular target. These, being fairly
close together, would tend to increase the correlation of judgments

between these two individuals. Should this difference in judgment
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encompass a threshold in the dispatching rule, however, there would
be a marked difference in the output of the JUDGE system, say from

2 to 4 aircraft being sent on the mission. At critical points in the
value scale, therefore, small differences in judgments will have
relatively large impacts on the resulting differences in decisions,
and when enough of these points are encountered in the course of
operation, the correlation of the outputs among subjects will suffer

accordingly,

SOURCES OF VARIABILITY IN VALUE RESPONSES

An analysis of variance provides another way of looking at the
questions of intersubject and intrasubject agreement, Assuming random-~
effects models for both targets and subjects, each value response can

be viewed as having the form

Vijk = Ti + Sj + Uij + eijk’
where the terms on the right-hand side refer respectively to mean
target value, subject bias, interaction between targets and subjects,
and a random deviation by a subject responding to a target on different
occasions. A more elaborate model including group and situation effects
could be proposed, but it is instructive to display these effects by
tabulating eight different analyses, as in Table 6.

With the assumptions implied in the random-effects model, it is
possible to obtain estimates of variances associated with each of the
four factors in the model. Table 6 shows the proportion of total
variance attributed to each source by group and situation.

Except for the early situations with group 2, the largest com-
ponent of variance is due to target difference, as one would hope.
Variability due to subject biases is small. The target-by-gubject
Interaction is a measure of the disagreement among subjects over the
importance of particular targets. The error term measures unreliability
within subjects and is low except for group 2 in the early portions of
the experiment. That this measure is low compared to the interaction
term indicates that the less-than-perfect correlations of Table 4 are

due more to differences of opinion than to random behavior.



Table 6

SOURCES OF VARIABILITY IN VALUE RESPONSES

Situation
Group Source 1 2 3 4
1 Targets 54| L34 .54 J46
Subjects .07 .04 .04, .08
Target by subject .22 .45 31| .34
|[Exrror L1760 L1710 .11} .09
2 Targets 420 .34 .57 .55
Subjects .03 J12¢ .10y .12
Target by subject J210 .197 ,17) .21
Error L4311 .35 L15] .12
S W .

THE DATA-PROCESSING TASK

One of the fundamental principles in the JUDGE technique is the
separation of the judgmental portion of the decision task from the
data processing portion. To get an idea of the relative contribution
of these separate portions to the difficulty of the entire task, we
constructed a situation in which the subject had to do only the data
processing portion of the task. The entire experimental situation
was run through for each subject, using as stimulus material not the
target reports previously given, but rather the values each subject
had himself given while operating in the JUDGE mode, His task in this
part of the study was to dispatch aircraft against these values with
the aim of maximizing expected utility. Additional training was given
to the subjects before this part of the experiment, explaining the
expected utility criterion and giving complete details on how the
effectiveness score would be calculated. The instructions were to
dispatch aircraft so as to make that score as high as possible.

Table 7 compares the effectiveness scores for each group of
subjects on the DAVO task (Dispatching Against Own Values) with the
corresponding effectiveness of the DASC and the JUDGE tasks. 1In

every case, the DAVO scores fell between the DASC and the JUDGE scores
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Table 7

EFFECTIVENESS OF DISPATCRINGS AGAINST OWN VALUES (DAVO)
COMPARED WITH DASC AND JUDGE DISPATCHINGS

DAVO - DASC

Situation |Replication | DASC | DAVO | JUDGE | JUDGE - DASC
1 1 41 .63 .81 .55
2 431 .56 .86 .30
2 1 .20 .54 | .87 .51
2 .23 .46 .90 .3
3 ' 1 .26 .46 .90 .31
2 .25 .43 .93 .26

1

4 1 30| .62 .88 .55
2 Jol w3 ley .40

accounting for about 25 to 50 percent of the difference between these
two, This result is interpreted to mean that somewhat less than half
of the improvement in decision-making brought about by the JUDGE
technique is attributable to the separation of the decision tasks,
which allowed the expected utility calculations to be made in isolation
from the other portions. The man in the system can perform the data
processing task to a rather limited extent, but the larger improvement
in performance comes when this mechanical operation is turned over to

a machine.
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V. ADDITIONAL STEPS TOWARD AN OPERATIONAL SYSTEM

Initial research on JUDGE was naturally aimed at its basic ideas:
that human judgments of target value were possible, and that a command
system could use them to make high-quality dispatching decisions. The
data presented in this Memorandum and its predecessor confirm the
viability of these two concepts. But a long distance separates vali-
dated solutions to these two key problems of JUDGE from a completely
designed system -- and a still longer distance separates a complete
system desipgn from its construction and use. This section discusses
most of the problems thal must be solved in order to produce a complete
system design, and a few of the further steps required to validate the

complete system after it is designed,

OLD PROBLEM UNSOLVED

The preceding Memorandum, RM-5147-PR, contained a fairly complete
discussion of the planning function of JUDGE. The purpose of the
planning portion is to set values for the number of sorties available
at the beginning of each horizon. These values are needed by the dis-
patching algorithm, and in addition would be used by maintenance managers,
operations people, and others. While RM-5147-PR sketched out a solution-
in-principle to the probiem of performing this planning function, that
solution has not actually bcen embodied in a computer program and tried.
However, the advantages of the JUDGE technique are still available when
carrent planning methods are used. Our experience with computing the
dispatching rule in the course of evaluating the experiment described
nerein indicates that the dispatching rule is reasonably insensitive
to the coupling of horizons through the setting of boundary conditions.
This implies that extremely accurate forecasting of future aircraft
availability, which is a product of the planning function, is not

required.

CHANGES TOWARD GREATER REALISM

In order to get JUDGE running and to make possible the experiments
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reported in the preceding Memorandum and in this one, we made a very
substantial number of simplifying assumptions and restrictions that
would have toc be removed before a rcal JUDGE could be built,

Most important, and perhaps most difficult to remove, are the
assumptions that the goal of a close-air-support mission is a well-
defined event known as destroying the target, and that the probability
of achieving this goal for a mission of given size can be supplied to
the system. Both assumptions present problems. First, the notion of
"destroying the target' is a gross oversimplification. Targets can
be damaged to various legrees, and these various degrees typically
have various military values. Moreover, the probability that a target
will be destroyed is very much a function of what the word 'destroyed"
means,

Two alternatives occur to us for attacking this problem of degree
of destruction, One is to assume some arbitrary monotonic decreasing
function relating the probability of a given amount of destruction to
the utility of that amount of destruction; in that case, only the
utility and probability of complete destruction need be supplied for
each new target. The other is to define several levels of destruction
(we have considered two, which we have named "stop' and "kill"), and
to estimate the utility and probability of each destruction level
separately.

After the problem of defining what is meant by a successful (or
partly successful) mission outcome has been dealt with in either of
these ways, or in some other way, we still face the problem of supply-
ing JUDGE with appropriate probabilities that the mission will be
successful as a function of the number of planes dispatched. A super-
ficial look at the literature on kill probabilities leaves us skeptical
that any purely computational procedure for obtaining such probabilities
can hope to succeed. For example, how can one objectively evaluate the
probability that the pilot will find the target? We speculate, therefore,
that the only way to supply JUDGE with the kill probabilities it needs

is to have experts estimate them on line, just as they estimate utilities.
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*
A substantial and rapidly growing literature on the technology of

obtaining such estimates exists; it justifies near-certainty that
such estimates can be obtained, and cautious optimism that they can
serve as satisfactory guides to action,

A variable not presently used as an input to JUDGE, but clearly
relevant, is the possibility that the target, if not attacked by TAC,
can nevertheless be effectively or partially dealt with by other
weapons, such as Army artillery. One natural way to deal with this
problem is to instruct utility judges to consider it in making their
judgments; another is to screen out such requests before they reach
JUDGE.

The present model for the arrival times and values of future
requests used by JUDGE is the simplest possible. It does not permit
taking into account such known demand-generating events as planned
attaéks, nor does it account well for the actual clustering of requests
for close air support., The data presented in RM-5147-PR suggest that
the JUDGE dispatching rule is rather insensitive to this kind of
deviation from realism. Still, a model that permits inclusion of human
judgments about the effects of planned future events on demand would
be easy and probably worthwhile to work out.

JUDGE presently makes no distinctions among kinds of airplanes
or of ordnance. A much more complex problem arises if only certain
kinds of ordnance are assumed appropriate for attacking certain kinds
of targets and if planes can be shifted, but at significant cost in
utility, time, or both, from one to another kind of ordnance. It is
not clear whether the actual problem justifies the amount of analytical
work that would be required to incorporate this sort of consideration
within the JUDGE dispatching rule. Moreover, the solution might well
exceed the capabilities of any computer JUDGE might possibly use. If
there are several different kinds of planes (one kind not transformable

into another), and each is suitable for attacking its own unique class

“See G. M. Becker, and C. McClintock, '"Value: Behavioral Decision
Theory,'" in Annual Review of Psychology, Vol. 18, 1967, Annual Reviews
Inc., Palo Alto, California.
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of targets, no problem is presented to JUDGE's dispatching rule,
but some problem arises for JUDGE's planning algorithm, since use
of resources to turn one kind of plane around will often increase
the turnaround time for other kinds of -planes.

A somewhat similar problem arises from considerations of geo-
graphy. Often the same dispatching organization will dispatch planes
from several bases; whether or not a mission should be dispatched
may well depend on the availability of planes at the base closest
to the target, not at other bases,

Still another, though presumably minor, influence of geography
is the sheer cost of flying as a contribution to utility, This cost,
which presumably depends on distance between base and target, can
simply be subtracted from JUDCE's current estimate of mission value.

A more important but similar problem concerns the probability
of attrition. In the casc of defended targets, it may be necessary
to dispatch aircraft to neutralize defenses and not attack the target
itself at all. Attrition cost and probability may have to be added
to kill value and probability as a determinant of dispatching decisions.
Attrition cost can presumably be specified ahead of time. But the same
arguments suggesting that kill probabilities must be estimated on line
also suggest that attrition probabilities may have to be estimated on
line. Alternatively, it may be appropriate to treat the defenses of
a target as a separate target,

Certain other increases in realism impose their main effects on
JUDGE outputs, rather than on processing. JUDGE might take into con-
sideration the possibilities of multiple targets, alternative targets,
mid-mission diversion from one target to another, and repeat missions
to undestroyed targets. Also, JUDGE might be allowed to defer decisions
for some targets. Finally, requesters might be allowed to repeat un-
satisfied requests.

All of these modifications in the direction of greater realism
must be dealt with in one way or another. It is very unlikely that
they should all be explicitly included within the computerized portion
of JUDGE, At present, men juggle all of these considerations in their

heads in order to make decisions. Probably they should continue to
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deal with some of them, while the algorithmic part of JUDGE deals with
others. An obvious and familiar rule is that men should perform those
aspects of the whole job for which we have no idea how to write a program.
Beyond that, many feasible mechanizations may not be worthwhile, either
because they are too complicated and demanding, or because men seem to
handle the problem well enough so that little is to be gained by fur-

ther mechanization.

HUMAN FACTORS PROBLEMS

The design of every system should include the design of the human
components of the syv.tem -~ that is, their selection and training. JUDGE
places heavy demands on human expertise; the selection and training of
the experts who work in it are therefore crucial to the effectiveness
of the svstem.

The first problem concerns the identity of the value judges. Should
thev be selected from Army or Air Force officers? A casual consideration
of the fact that thev must be able to make detailed comparative evalua-
tions of Armv tactical situations suggests that they should be Army
officers. Judgments of kill and attrition probabilities, on the other
hand, might be better made by Air Force officers. Questions of the
organizational affiliation of the judges, however, are at least as much
political as technical.

Whoever the value judges are, they must be trained to make their
judgments. Training procedures must be developed, evaluated, and stan-
dardized. Such procedures should include devices for proficiency
measurement .

Closely related to the task of training is the task of developing
more nearly objective criteria for value judgments. If fully objective
criteria could be developed, the value judges would be unnecessary.

But if the criteria are only partially objective, as they seem likely
to remain for the foreseeable future, they can be used most appropriately
in training value judges.

A less critical but important issue is the standardization of re-
quests for close air support. Since it can be anticipated that the
requesters will be more likely to overstate than to understate the

urgency and importance of their requests, it is important to ensure



~24 -

that the information on which the value judges must base their judg-
ments is as correct and complete as possible. For this, a standard
format for requests would be helpful; its design would depend on
military doctrine as to which properties of a target determine its

relative importance.

SIMULATIONS AND EXERCISES

Ag JUDGE grows more complex, simulations will be necessary to
check the appropriateness of design decisions. The simulations will
range from relatively simple computer exercises to elaborate labora-
tory and field experiments. When some solution has been found for
each of the questions discussed in this section, a full-scale laboratory
simulation of all elements of the system would be appropriate. From
that point on, progress toward an operating system would require further
simulation and field exercises, but would depend more on the determina-

tion to implement the idea than on the need for further technical work.
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VI, CONCLUSIONS

The purpose of the present experiment was to evaluate the JUDGE
technique in a laboratory, where more control could be exerted over
the subjects' responses than was possible in the field study reported
in RM-5147-PR. The results of this study confirm the vast superiority
of JUDGE over a conventional system in dispatching close air support
missions found in the previous investigation.

In terms of the performance measure used -- total expected utility
attained ~- JUDGE performed at the 90-percent level, whereas DASC, our
version of the current system, reached a level of only 40 percent when
compared with perfect performance. |

The reliability gquestion was attacked by collecting data on both
intrasubject and intersubject agreement. Test-retest correlations
showed that there was an exceptionally high degree of agreement within
individuals when operating in the JUDGE mode, but only modest agreement
when subjects were performing in the DASC portion of the experiment.
The agreement among subjects appears respectably high for the JUDGE
system when considered in the light of the upper bound placed on it
by the intrasubject agreement, while the DASC system shows only moderate
agreement. The correlations of both kinds increase over time for JUDGE,
but not for DASC, indicating that learning operates to advantage in the
former but not in the latter.

Data were collected on the subjects' performance on the data-
processing portion of the decision task in isolation from the judg-
mental part, and it was found that they were relatively poor at it,

The real advantage of the JUDGE technique comes when the assigned
values are turned over to a machine for calculation, so that the man

in the system need not perform the entire task.
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Appendix A

THE JUDGE DISPATCHING RULE

The JUDGE technique is designed to aid in deciding how many air-
craft should be dispatched in response to a request for immediate

close air support. The essential elements of the problem are:

Targets appear unpredictably over time;

Targets vary in military worgh;

The difficulty of destroying a target depends on its nature;

Only a limited number of aircraft are available for this use;

Aircraft assigned to early missions may be recovered and used

again at a later time.

To develop a decision technique to cope with these conditions,
the above elements must be formalized and a perforwmance criterion
must be selected.

In the JUDGE system, expert human judges estimate the importance
of destroying each target. Much of the research reported in this
Memorandum is aimed at investigating this aspect of the system,

Given a target value and a number of aircraft dispatched against the
target, the worth of the decision is assumed to be the product of the
value and the probabilityv of destroying the target with the number of
sorties assigned against it., The overall criterion is the sum of
such rewards taken over all targets reported in a day. In view of
the limited availability of aircraft, the technique must provide a
rational means for saving aircraft for use on future, but unknown,
missions.

While the kill probabilities are as important and as hard to
obtain as target values, kill probability estimation (or computation)
was not investigated in this study.

To account for reuse of individual aircraft over a day, JUDGE
considers the day to be divided into a pumber of shorter intervals
called horizons, and it is assumed that new aircraft become available
only at the beginning points of horizoans.

The JUDGE system has two parts. The first is the planning
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portion, which determines -- subject to constraints involving capa-
bilities for recovering aircraft -- how many aircraft will be made
available at the beginning of each horizon. The second portion of
JUDCE 1is tﬁe dispatching rule, which is used within each horizon.
RM-5147-PR describes a method for doing the planning and explains
the relationship between the planning and dispatching methods. Only
the dispatching portion is described here, since the planning phase

was not investigated in this experiment,

DERIVATION OF THE JUDGE DISPATCHING RULE

Basic assumptions underlying the derivation of the rule are as

follows:

Resources

The aircraft to be used over a horizon are all of the same type

and loading, and are completely interchangeable.

Admissible Decisions

The only admissible decisiong consist of assigning to a request
a number of sorties between zero and the number of remaining aircraft.
Collecting requests or delaying action on marginal requests is not

permitted,

The Request Process

The arrival of requests over time is assumed to be governed by
a Poisson process with a known rate of ) requests per hour. That is,
in a very small time interval of length h, the probability of one
request arriving is }h + o(h), the probability that no requests are
received is (1 - Mh) + o(h), and the probability of meore than one

request arriving is negligibly small,

Mission Value Functions

Associated with each request is a mission value function that
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specifies an immediate reward for each act that could be taken in
response Lo the request. If v is the judged value for destroying the
target and T(x) is the probability of successfully accomplishing the
mission in question if x aircraft are dispatched, the mission value
function is taken as the product v "(x).

In the experiments reported in this Memorandum the success proba-

bility functions were of the form

o4
X

(x) =1 -(1 -p) ,

where the parameters p and « are attributes of requests. The pair of
parameters associated with a target were selected by a single index,

' Therefore, it is useful

k, which was referred to as '"target type.
to express the mission value function as v T(x,k).
The value of destroying a target is a random variable with dis-

tribution
F(v) = Prob(V s v).

Likewise, the choice of target type, which determines the shape of the

mission value function, is also a random variable, and we may let
g(k) = Prob(Target Tvpe = k).

It is possible to formulate the dispatching rule under the assumption
that these two random variables are correlated, as would be true in
a real situation and as was probably true for the stimulus material
used in the experiment. However, the data processing was simplified

by ignoring any statistical dependence that may have existed.

Derivation of the Dispatching Rule

Within a horizon, the state of the system depends on the number
of remaining sorties, n, and the amount of time, t, left until the

horizon is over. The cost associated with dispatching sorties is



determined by associating a value, wn(t), to the state (n,t). This
value 1s a measure of the tofal expected utility to be gained from
the dispatching decisions that will be made over the remaining t
hours of the horizon with the n sorties available. Then the price
of x sorties when in the state (n,t) is Wn(t) - wn-x(t)'

If a request of type k and value v is received while the system
is in state (n,t), the best decision is to choose the value of x,
(x =0, 1, ..., n) that yields the maximum gain of reward over cost;

choose the value of x that maximizes
v k) + - .
v TG k) W (e) - W ()

Since the decision does not affect the last term in this ex-

pression, it may be dropped. The quantity

max Iv m(x,k) + W (t)}

Ny 5N nox
represents the sum of the immediate reward and the value ot the state
resulting from the best decision in the event that a request with
attributes v and k is received while the system is in state (n,t).
(This interpretation will be natural to readers familiar with dynamic
programming and might well have been used as the starting point.)

Weighting the above expression by the probability of a request

having attributes v and k and summing gives

I E: max {v (x,k) + W __(t)} g(k) dF(v)
v k O<sx<n nox

For h very small, given that a request arrives in the next h hours,

the above expression represents the value of the state (n,t+h). On

the other hand, if no requests are received in such an interval, the
total expected utility cannot change. Then, given that nothing happens
in an interval of length h, wn(t+h) = wn(t). Since the probabilities
of receiving no requests and of receiving one request in an h-interval

are, respectively, (1l - Xh) and *h, the expected value of n sorties
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remaining in a horizon of length t + h is

I

W (tth) = (1 - Ah) W (1)

+ 2h J ? max (v N(x,k) + W (£)} g(k) dF(v).
v Kk 0<x=n nox

The usual process of subtracting wn(t) from both sides, dividing by

h, and taking limits as h becomes small results in

b

dwn(t) \ T 1
— + Wn(t) = ) [ L OZiin‘v "(x,k) + wn_x(t) 1 og(k) dF(v).
" X<

This system of differential-difference equations is subject to a set
of boundary conditions as follows. Since no utility can be gained

with no sorties available,
wo(t) =0 for £t 2 0.

For t = 0, the boundary conditions associated with different values
of n depend on what can be accomplished with the leftover sorties
after the end of the horizon. 1If the horizon is the last of the day,

one would set
wn(o) =0 forn -1, 2,

If, however, the end of the horizon marks a time point at which
additional sorties are to become available, the boundary values should
reflect the additional expected utility vesulting from having even
more new sorties introduced. Suppose it has been decided to start

a horizon of length T by making m sorties available and that the values

w?‘(T) for j =1, 2, ..., m+n
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have been computed. The superscript { indicates '"later." The boundary

values for the end of the next earlier horizon, indicated by e for

"earlier," are

e
WE(0) = W, (T) - Wo(T)

This method of setting boundary conditions has the appealing property
that the price of a given number of sorties is continuous across
horizon boundaries.
The dispatching rule consists of the maximizing values of x that
correspond to values of v, k, n, and t. Once having obtained the
wn(t) functions, the proper decisions can be easily recovered. The
approximation scheme used by the program RULE is described in RM-5147-PR.
Additional details and some numerical examples may be found in the
earlier Memorandum. That document also presents additional evidence
showing that the performance of the rule is rather insensitive to large

errors in estimating ), F(v), and g(k).
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Appendix B

INDIVIDUAL SUBJECT DATA

Expected Utility Efficiency Effectiveness
Subject | FCFS DASC JUDGE Perfect || FCFS | DASC | JUDGE DASC | JUDGE
Situation 1, Replication 1
11 1343 1851 2317 2393 .561 | .773 | .968 484 ) .928
12 1146 1699 1950 1964 .584 | .865 | .993 .677 | .984
13 1511 1963 2270 2378 .635 | .825 | .955 .521 | .876
14 1507 1745 2271 2563 .588 | .681 | .886 .226 | .723
15 1735 2102 2490 2674 .649 | .786 | .931 .390 | .804
16 1720 1828 2435 2507 .686 | .729 | .971 .137 1 .909
17 1297 1661 1955 1975 .657 | .841 | .990 .538 | .971
_ I | -
f T
21 2161 2438 2960 13325 .650 | .733 | .890 .238 | . 686
22 1658 ~2369 2463 2704 .613 ¢ .850 | .911 .571 | .770
23 1656 2163 2424 2545 .651 | .858 | .952 .595 | .864
24 1866 t2544 2830 3294 .566 | .772 | .859 475 ) .675
25 2380 2730 13691 4324 .551 | .631 | .854 .180 ! . 674
26 1873 2627 '2996 3714 .504 | .707 | .807 .410 | .610
27 1540 1744 2293 2375 .648 | .734 | .965 244 1. 902
Mean 1670.93 [2104.57 |2524.64 |2773.93 4 .610 |.770 | .923 .406 | .813
Situation 2, Replication 1
11 1094 1309 1812 1832 .597 741 ’.989 .291 { .973
12 1307 1222 2246 2259 .579 | .541  .994 -.089 | .986
13 1198 1314 1825 1843 .650 | .713 1.990 .181 | .971
14 1219 1351 1903 1997 .611 {.677 .953 .170 | .879
15 1440 1670 1964 2225 .647 ¢ .750  .883 .292 | . 668
16 1407 1392 1947 1990 .707 {.699 * .979 -.026 | .927
17 1157 1224 1580 1671 .692 | .732 | .946 L131 | .824
21 1951 1833 2570 2770 .704 | .662 | .928 -.144 | .755
22 '1345 1615 1968 2072 .649 [ .780 | .950 .372 | .857
23 1197 1351 1679 1734 .690 | .779 | .968 .287 | .896
24 1528 2124 2443 2718 .562 | .781 | .901 .501 §.773
25 1228 1529 2202 2294 .535 | .666 | .960 .283 1.913
26 1317 1592 2379 2555 .516 | .623 | .931 .222 | .858
27 975 1152 1489 1569 .622 | .734 | . 949 .298 | .865
Mecan 1311.64 (1477.00 |2000.85 [2109.21 || .626 | .706 | .952 .198 | .868
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Appendix B -- continued
Expected Utility Efficiency Effectiveness
Subject ||FCFS DASC JUDGE Perfect || FCFS | DASC | JUDGE {| DASC | JUDGE
Situation 3, Replication 1
11 1157 1808 1904 1696 .580 | .906 | .954 .776 | .890
12 1147 1396 1662 1734 .662 | .805 | .958 .423 1 .877
13 1259 1272 1708 1764 714 ] .721 | .968 .024 | .889
14 1145 1210 1646 1677 .683 | .721 | .982 L1221 .943
15 1249 1361 1702 1726 .723 | .788 ) .986 .2351 .950
16 1384 1408 1847 1869 .740 | .754 | .988 .051 1! .954
17 1059 1135 1347 1389 .762 1 .817 | .970 .232 1 .872
21 1229 1377 1841 1853 .663 | L7431 .994 .2361 .981
22 1320 -1196 1902 1932 .683 | .619 | .985 -.203; .951
23 962 11088 1256 1316 L7311 .827 | .954 .357 . .831
24 1618 12222 2436 2729 .593 | .814 | .893 L5444 737
25 1122 !1279 1786 1845 .609 | .693  .968 .2172 .919
26 1584 1966 2361 2387 .663 . .823 | .989 476 .967
27 897 991 1366 1441 .622 | .688 | .948 .173} .863
Mean | 1223.71 | 1407.79 |1697.43 |1832.71| .673 | .765 | .967 | .262 .902
— . B '
Situation 4, Replication 1
11 | 975 1665 2012 2213 4414 752 .909 .5571 .838
12 4] 952 1586 2151 2273 L4191} 698 | 947 .480 . .908
13 /| 809 1119 1522 1529 .529 ¢ .732] .995 430  .990
14 934 1171 1666 1697 .550 | .690 | .982 .312° . 960
- 15 1004 1100 1570 1604 .626 ] .6861 .979 .160  .943
16 11061 1227 1842 1871 .567 | .656| .984 .205? .964
17 828 872 1258 1282 .646 | .680| .981 .096  .947
21 | 888 1255 11713 1872 474 0670 .915 .373 .838
22 1107 1247 11763 1846 .600| .646| .955 .190; .887
23 813 970 11331 1381 .589 1 .702 | .964 .276¢ .912
24 1362 2632 2557 3461 .394 | .760| .739 .605; .569
25 950 1429 2137 2241 424 L6381 .954 371 .920
26 1110 1713 2107 2352 .472 | .729| .896 486 .803
27 805 805 1368 1426 .564 | .565| .959 .000 .906
Mean 971.29 1342.21 | 1785.50 |1932.001 .521 .686| .940 .300} .885
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Appendix B -- continued

Expected Utility Efficiency Effectiveness
e v -
Subject || FCFS DASC JUDGE Perfect j) FCFS| DASC| JUDGE DASC | JUDGE
ituation 1, Replication
11 1285 1894 2137 2230 .576| .850| .958 .645] .902
12 1362 1909 2136 2208 L6171 .865| .967 .647 ] .915
13 1504 1785 2220 2277 .661| .784| .975 .363 1 .926
14 1466 1890 2281 2417 .607 | .782] .944 L4461 .857
15 1946 2277 2600 2744 .709 | .830| .947 415,820
16 1685 2017 2410 2539 6631 .7941 949 .389 .843
17 1460 1889 2127 2126 .687 | .88911.000 I .645 1.000
o021 1655 1802 2402 2562 .646 | .703] .937 161 .823
122 1537 2002 2467 2575 .597 | .777] .958 447 | .895
23 1704 2144 2476 2587 659 .829 .957 .499 | .875
24 2029 3101 2769 3769 .538 | .823 .735 L6161 .425
25 1756 1942 2655 2729 644 | L7121 .973 .190 | .924
26 | 1686 2062 2601 | 2844 .593 | .725| .915 | .325| .790
27 1526 1779 2435 2464 .619 | .722] .988 .269 | .969
Mean |{1614,36 |2035.21 [2408.29 |2576.50 .630| .792| .943 .433 | .855
Situation 2, Replication

11 1048 1433 1811 1841 .569 (| .778| .984 485 | .962
12 1354 1549 2271 2359 574 | .657| .963 194 .912
13 1213 1523 1934 1983 .612 | .768] .975 402 | .936
14 1281 11584 2104 2131 .601( .743| .987 357 | .968
15 1339 1477 1969 2059 .650 | .717| .956 191 | .874
16 1488 1458 2169 2262 .658 1 .645| .959 [ -.038] .880
17 1160 1321 1570 1646 .705] .802| .953 330 | .842

J e ——
21 1719 1520 2331 2358 ©.729] .6451 .989 . -.313; .959
22 1218 1418 1776 1828 W .666] .775| .971 | .327| .914
23 1291 1333 1778 1848 .09 722 .962 076 | .874
24 1892 2012 2766 3207 .590 | .627| .863 091 .665
25 1159 1531 2323 2349 493 .652 .989 313 | .978
26 1218 1628 2214 2267 .537 7 .718¢ .977 391 .949
27 967 1194 1492 1589 .609 | .751| .939 364 | .845
Mean | 1310.50 |1498.64 |2036.29 |2123.36| .621| .714| .962 .226 | .897
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Appendix B -~ continued
Expected Utility Efficiency Effectiveness
Subject j| FCFS DASC JUDGE Perfect | FCFS | DASC | JUDGE DASC | JUDGE
Situation 3, Replication 2
11 1180 1633 1934 1989 .593 1 .821 ] .972 .559 ) .931
12 1148 1447 1783 1826 L6291 .792| .976 L4411 936
13 1226 1190 1722 1755 .699 ¢ .678 | .981 -.068 | .937
14 1235 1354 1834 1830 .675( .740(1.002 .19911.006
15 1080 1280 1662 1651 .654 | .77511.007 .3501.020
16 1488 1486 2023 2033 .732 | 0731 .995 -.004 | .982
17 1099 1105 1383 1434 L7661 .771 ) .964 .019 | .846
21 1419 1597 1985 2086 .680 1 .766| .952 L2671 .849
22 1438 1416 1956 2000 .719 ¢ .708 ¢ .97S i!-.038 .922
23 1105 1261 1547 1587 L6961 .795 ) .975 :! 23251 .917
24 1303 1915 2162 2305 .565} .831 | .938 & .6l1! .857
25 1196 1320 1940 11997 .599 1 .661| .972 L1561 .930
26 1419 11775 2140 2160 .657 | .822| .991 481 974
27 700 820 1100 1158 .605] .708 | .951 L2611 .875
Mean 1216.8¢0 51399.93 1797.93 | 1843.64 | .662 | .757 | .975 L2540 927

Situation 4, Replication 2

11 959 1665 2096 2258 425 737 .928 .543 | .875
12 948 1772 2043 2373 400 747 | .861 .578 | .768
13 849 1002 1484 1527 .556 | .656 | .972 .226| .938
14 973 1394 1841 1988 489 | 701! .926 415 856
15 1039 1003 1443 1459 .712 | .687 . .989 -.086 | .962
16 1105 1266 1903 1946 .568 | .651 ' .978 & .191| .949
17 751 809 1220 1238 .607 | .654; .985 L1191} .963
21 993 1194 1739 1837 .541 | .650 ) .947 .239 | .884
22 1155 1212 1784 1882 .613 | 644 | .948 .079 ] .865
23 887 1059 1497 1552 .571 | .682 | .965 2591 .917
24 1190 2001 2386 2934 .406 | .682 ] .813 .465 686
25 995 1541 2165 {2286 435 | L6741 947 423, .907
26 1051 1688 2103 2414 435 0699 | .871 467 0771
27 661 866 1178 1248 .530 | .694 | .944 .349' .882

Mean W968.29 i1319'43 1777.29 [1924.43 | .521 | .683 | .934 .305} .873
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