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PREFACE

This Memorandum provides a mathematical foundation for %pplying
Bayesian analysis to inventory decision problems. It presents an ex-
ample in which significant differences were obtained when the Bayesian
technique was compared to the conventional issue rate technique for
recoverable item demand prediction.

The Bayesian analysis, though not inherently limited to recover-
able items, is an integral part of a new approach to setting stock
levels on recoverable items. The mathematical basis for this approach
is described by G. J. Feeney and C. C. Sherbrooke.(l) A nontechnical
description of the salient features of the new approach may be found
in another study by the authors.(z)

The research described here follows that which was originally
undertaken in response to a request by Logistics Plans, Hq. USAF.(3)
It represents close cooperation during research between representa-

tives of RAND and the Air Force. The conclusions, however, are the

responsibility of the authors.






SUMMARY

A common approach to demand analysis is to calculate an'item's
issue rate (demand observed over some past period divided by the
length of the period) and assume that future demand will be some ran-
dom variation around this level. Such an approach is adequate if the
item has relatively high demand, if a relatively long history is avail-
able, and if the history is relevant. But many of the most important
items, particularly high-cost, low-demand spare parts, fail to meet
one or more of these essential requirements.

A different approach to demand analysis, based on a mathematical

technique called Bayesian inference, is described here. Instead of

trying to give a point estimate of the item's true mean demand, this
approach estimates the prébability that the item's mean demand is at
various levels. We think this is a much more realistic way of charac-
terizing what we can learn from an item's demand history. These
probabilities can then be used to evaluate the true risks and potential
payoff for various stock levels.

In the Memorandum, we develop an objective procedure for determining
the Bayesian prior distribution of an item's true mean demand from data
on the entire system of inventory items. Employing a multivariate log
normal prior distribution, it is possible to refine the estimate of an
item's true mean demand by considering all relevant information, in-
cluding unit cost and engineering estimates, as well as past demand
data. Complicated models of the demand process, such as the compound
Poisson, are readily accommodated.

Finally, the advantages of Bayesian analysis in non-stationary
problems are explored. Though it can apply to any group of items, it
is expected that the Bayesian approach will be particularly important
where item demand is low and erratic.

The Memorandum demonstrates that Bayesian analysis can lead to
significant improvements in inventory management with only a slight
increase in computation. Our contention is illustrated with an example

of recoverable item stock levels at a representative air base. The
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example emphasizes the difference between the Bayes and the issue rate

techniques in regard to fill rate performance for various amounts of

<

stock investment.
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I. INTRODUCTION

In this Memorandum we extend the early work of Youngs, Geisler,
and Brown, who assumed each item in a supply system had Poisson demand
with a true mean value given by a:: univariate gamma prior distribution.<4)
‘They estimated the two parameters of the prior distribution from the
first two moments of the demand data on the system of items. However,
there are often auxiliary data such as unit cost or engineering esti-
mates which are informative about an item's true mean. For this reason,
McGlothlin and Radner(s) developed a Bayesian procedure to combine de-
mand information with initial estimates on each item.

Our Memorandum synthesizes the system approach of Youngs, Geisler,
and Brown with the ability to process multivariate data on each item
as employed by McGlothlin and Radner. We generalize the assumption of
Poisson demand to an arbitrary demand distribution, and make the univari-
ate gamma prior a multivariate log normal distribution. As in the Youngs,
Geisler and Brown study, the parameters of the prior distribution are

estimated from the moments of the data, Our solution is no longer

analytic, but can be readily calculated on a computer.



II. BAYESIAN INFERENCE

MAXIMIZATION OF EXPECTED UTILITY

Consider a stock item for which the utility of an inventory action,
A, depends upon only one parameter, the true mean, 8. Then, under the
assumption that the true mean is known, conventional analysis: (1)
describes the utility, U(Ale) of each inventory action, A; and (2)
specifies the optimal action, A¥*, that maximizes utility over some
admissible set of alternatives.

Now suppose that there is limited data, x, informative about 6,
but insufficient to determine § exactly. We will argue that 8 may be
treated as a random variable whose density function, q(elx), summarizes
our general knowledge of @ and the particular inference that can be
drawn from x. It is then natural to reformulate the inventory problem

in terms of the expected utility, E(Alx), of an action, A, given data,

X, where
(1) u(alx) = [u(ale)g(slx)de,

and to redefine the optimal action as the act that maximizes U. Given
q, such analysis poses no special difficulties beyond certain compu-
tational tactics.

Let us defer for the moment the justification of @ as a random
variable and anticipate that such justification will define the so-

called prior distribution, f(8), that is, the unconditional distri-

bution of @, prior to any data. Since the probability distribution of
demand, p(xle), is assumed known up to the parameter @, the conditional

distribution of @ is given by Bayes' rule:

p(x|0)£(8)
p(x|E)E(E)AE

@) a(ele) =7

(a1

Combining (1) and (2), the expected utility of an action under

limited data is then given by



J ualep(x|e)f(erde
IEP(XI';)f(g)dg

(3) UAlx) =

‘Thus the reformulation of inventory policy under limited data is
reduced to: (1) justifying the treatment of & as a random variable;

and (2) specifying the prior distribution £(@).

UNIVARIATE PRIOR DISTRIBUTION

What is the justification for treating an item's true mean as a
random variable? After all, the item mean is really a constant. The
justification can be demonstrated in the following way. Instead of
considering just one item, let us think of a large, finite group of
items with prescribed mean values. Now if an item is selected at
random from this group, the probability distribution for the mean of
this unknown item is well defined, and this probability distribution

is a prior distribution for a system of items.

Of course, this method of constructing the prior is only a heu-
ristic device, because the true item mean values are unknown. On the
other hand, if we can estimate the prior distribution of mean values
for the group of items, we can consider each item mean as a random
draw from the prior distribution in the absence of any item infor-
mation. If item information is available, it can be accommodated
systematically by Eq.(2) for q(e‘x). We shall return to this topic later.

OQur problem is to estimate £(@§). This is the most vexing aspect
of Bayesian statistics. Fundamentally there are two approaches -- the
subjective and the empirical, In the subjective approach the experi-
menter uses his personal opinions to determine the parameters of the
prior distribution where the distribution itself is often chosen to
simplify the calculation. For instance, it is particularly convenient
to select a distribution £(@) that is conjugate to p(xle) in the sense
that the posterior distribution, q(e‘x), has the same form as £(9).

A common approach in inventory problems is to assume that p(xle)
has a Poisson distribution and to select the gamma distribution for

f(0) since it is conjugate to the Poisson. The two parameters of the
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gamma distribution are then estimated in some manner for each item
and q(e|x) is readily computed. Numerical methods, however, are
usually necessary to evaluate ﬁ(A!x). .
The subjective approach is condemmed by many statisticians for
obvious reasons. Both the posterior distribution, q(elx), and the
expected utility, E(A‘x), depend on the prior distribution. Pro-
ponents of Bayesian statistics have attempted to show that a principle
of stable estimation applies in many problems, i.e., the estimates are

(6)

one suspects that Bayes theory provides little advantage. The problem

quite insensitive to the prior distribution. But in such problems
items for inventory decisions are the ones for which we have only a
small amount of relevant data, and these will be strongly influenced
by the choice of the prior distribution.

By contrast, the empirical approach of Robbins, Samuel, Neyman,
and others concerns Bayesian decision problems in which the prior
distribution is unknown. The approach is applicable when the same
decision problem presents itself repeatedly and independently. In an
early paper Robbins(7) developed a procedure for estimating the mean
of the posterior distribution when the prior is unknown. More recently
he has presented methods for estimating a prior distribution defined
on a finite set of values, but as yet there is no satisfactory pro-

©)

We shall now describe our method for estimating the prior distri-

cedure for estimating an arbitrary prior.

bution on a system of inventory items. We assume there is some demand
history over a common time period, specifying total demand by item.
The demand for each item is informative about its true mean, 8, but
insufficient to determine @ exactly. This set of data on all the items
will be labeled the cross section of observed demand.

Our preference would be to use empirical Bayesian estimation on
the cross section of observed demand. However, an estimate of the mean
value of the posterior distribution is insufficient for the calculation

*
in Eq. (1). On the other hand, even when the true mean values are

Some prediction techniques such as exponential smoothing or a
moving average are concerned only with the mean value of item demand
during a time period. This is analogous to estimating the mean value
of q(e‘x) for each item with no assumptions on f(@) or p(xle). Conse-
quently the expected utility in Eq. (1) cannot be maximized when these
prediction techniques are used.
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artificially restricted to a finite set, the determination of the
prior distribution is involved when p(x‘e) is, for example, compound
Poisson. Furthermore, in typical systems of interest, most ifems
have low demand while a few may have very high demand. Thus empirical
estimation of the high demand tail may be particularly inaccurate.

For these reasons, our approach following Youngs, Geisler, and

(4)

Brown will be to specify the form of the prior distribution and
estimate its parameters from the moments of the cross-sectional data.
We have labeled this an objective approach since it is a compromise
between the subjective and empirical extremes. Since we are specifying
the form of the prior distribution, our approach is partly subjective.
On the other hand, even the empirical approach has subjective elements.
Is the variable continuous, integral valued, or rational? Over what
range is the variable defined? What period of historical data leads

to the best empirical estimates of f(@) realizing that non-stationary
effects may become important as the data base is extended?

We shall assume that the true mean, @, can assume any non-negative
real value. The distribution should be skewed to the right and should
have at least two parameters so that the first two moments of this
prior distribution can be estimated from the cross-sectional data.

An obvious form for f(8) is the gamma distribution. The great
appeal of the gamma distribution is that it is conjugate to the Poisson,
but for more general models of p(x‘e) such as the compound Poisson, the
posterior distribution is no longer gamma. Later we shall generalize
our analysis to a multivariate prior distribution for an item. Since
the multivariate gamma distribution is not uniquely defined by the

(9

vector of mean values and the covariance matrix, it would be an
unfortunate selection.
Our choice for f(®) is the log normal distribution. Empirical

(10)

studies indicate that the log normal often provides a good fit to
the distribution of demand rates. The log normal resembles the gamma
distribution and has the same number of parameters -- two. The mathe-
matical model has a simple description; it assumes that the logarithms
of the true item means are normally distributed. But, the most im-
portant reason for selecting the log normal is that the multivariate

log normal possesses the simple mathematical properties of the multi-

variate normal.



PARAMETER ESTIMATION

The distribution of demand, p(xle), is arbitrary but we assume
that the form of the distribution is known. Though p(x|8) may have
any number of parameters, each one must be known or expressed as a
function of a single unknown, 6. Let E(x|e) and E(xz‘e) be the first
two moments of p(xle). The variable § is assumed to have a log mormal
distribution with unknown mean M and variance Z?. Our objective is
to estimate these log normal parameters using the first two moments
from one period of cross-sectional data on all the items. Denoting

the first two moments of the cross section as Vi v, respectively, we

2
obtain
(4) v, = EG) = [ E(x|0)f(e)de
2 2
v, = BG) = [ B |e)E(e)de,

where (@) is assumed to be a log mormal distributiomn. Now we must
specify E(x|e) and E(x2|e). By definition E(x'S) = ¢, but E(xz‘e)
depends on our choice for the probability distribution p(x|9). For
example, if p(xle) is assumed to be Poisson, then E(xzie) =0+ 62-

The Poisson assumption implies that the variance equals the mean,
but our demand data usually exhibit variances exceeding the mean. For
this reason we shall assume that p(xle) is a two-parameter distri-
bution uniquely specified by its mean and variance. Of course, there
are many distributions in this class including the negative binomial
and the geometric or stuttering Poisson distribution. The restriction
to a two-parameter distribution is imposed to simplify the exposition;
it is not a conceptual limitation.

In order to define E(lee), an assumption must be made relating
the variance of p(x‘e) to its mean. Later we shall consider a case
in which the variance-to-mean ratio is a function of 8. At this point,
however, we will assume that the variance-to-mean ratio is @ for all

items, independent of 6, i.e.
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(5) E(lee) - ap + 6.
Then Eq. (4) can be rewritten <
(6) v = E(x) = f:ef(e)de =M
v, = E(x?) = f?(ae + e®)f(e)de = aM + T + M.

Thus it is possible to estimate the log normal mean, M, and
variance, 22, from the observed cross-sectional moments, vl and v,,
provided the value of o is known. Given 12 and Vo the variance of
the cross section, Z?, will be large if the variance-to-mean ratio,

o, of the demand distribution is small.

Suppose & is unknown, as well as M and L. Then there must be at
least two periods of cross-sectional data. With exactly two periods
of data, the following estimation procedure can be used. Let 'y be a
real number, 0 <y < 1, dividing the original time period into periods

of length vy and l-y. When x, and x2 represent demand in periods 1 and,

1
g, respectively, we obtain

@

(7) E(x)) = [ E(x[ve)f(e)de = v

[=e

E(x,) = [ B(x, |[L-v] £(8)d6 = (1-v)8

E(x %)) = fo{E(xl1ye)E(x2j[;—y]e)} £(0)d8

v(-y) [ gP£(e)ae = v(1-n)(Z + ).

Combining Egs. (6) and (7) gives an expression for vy which enables

us to represent @ in terms of the observed cross-sectional statistics:



E(Xl)

®) EG)

E(xz) - E(xlxz)E(x) ]
E(x) E(XI)E(XZ)

o.

Eqs. (6) and (8) define the four unknowns, M, 22, o, vy, in terms of
2

four independent estimates from the cross section E(x), Ex7), E(Xl)’

E(X1X2 . E(xz) is not an independent estimate since E(xz) = E(x) -

E(xl). We obtain the most efficient estimate of o when vy = 1/2, so

that E(xl) = E(xz).

APPROXIMATION OF THE PRIOR DISTRIBUTION

Evaluating G(Al x) in Eq. (3) requires a discrete approximation
for £(8). Rather than approximating £(8) directly, it will be more
convenient to work with the equivalent normal distribution, n(r).
For this purpose the jth moment of the log normal distribution is

computed from the normal distribution

© 1 jo ir _;(r-u-f

®) [[rore = e [ TeElT o
. 2 2
Jut %iTo.

Now we can rewrite Eq. (6) so that the parameters of the normal distri-
2 . . N
bution, W, 0, are related directly to the cross-sectional statistics,

E(x) and E(XZ). Note that the functional form of £(8) is never re-

quired.
o0 2
+L
ao) o = 500 = [ ee(ere = &
2 . 2 p+%02 2u+262
v, = E(x) = [ (a8+8")£(8)d0 = e + e :
o] e



or
VA, =V
(11) o = 1n |-2 —
Vi *

2
]J"_']-n\)l'}z'o-)

where Eq. (8) provides an estimate of .
Let us define the standard normal variate, u, with mean zero and

standard deviation one:

(12) uw=EE
o

We shall approximate by selecting N values of the standard normal

variate, E u2 oo uN, where u, < u, < ... u_. The probability

1 2 N
associated with u, is denoted f(ul) and is obtained from the cumu-

lative standard nérmal distribution function at the point (u1+u2)/2;
that with u, denoted by f(uz) is obtained by taking the cumulative
normal distribution function at the point (u2+u3)/2 and subtracting
the previous cumulative value, etc. This enables us to compute
5(A|x) from Eq. (3), and select the A%* which maximizes E(Alx) for
any observed data, x, when U(A]e) is known. In most inventory
problems it is extremely difficult to calculate U(A|e), but in

Sec. III we present an example in which the analytic solution for

U(Ale) can be computed under a simple, but important inventory policy.
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III. A SIMPLE EXAMPLE

CALCULATION OF EXPECTED UTILITY

Let us illustrate the procedure described in Sec. II with data
collected at Oxnard Air Force Base. The data consist of six months
of demand history on 651 recoverable spare parts for the F-101 weapon
system. For these high-cost, low-demand items, the optimal base policy
is to initiate a resupply request (or repair) whenever a unit is de-
manded. In an earlier Memorandum(l) we demonstrated that analytic
solutions can be obtained for U(Ale) under this reqrder policy when
demand is given by any compound Poisson distribution., For reasons
discussed in that Memorandum, the stuttering Poisson, a member of the
compound Poisson family, was assumed as the probability model, p(xle),
for this example. The stuttering Poisson is a two-parameter distri-
bution that can be specified uniquely by its mean and variance. The
variance-to-mean ratio of the stuttering Poisson, o, was estimated
from auxiliary data to equal 2, although Eq. (8) could have been
employed. Our performance criterion is fills, the number of demands
that can be met from stock on hand. Any demand that cannot be met i
from stock on hand is backordered.

The cross-sectional statistics computed for a 6-month period were

v = 2.18
02 = 28.63,
yielding estimates from Eq. (11) of ﬁ = -.036 and 52 = 1.631 for the

parameters of the normal distribution.

The number of approximation points, N, was selected as 10, with

extreme values for the standard normal deviate u, = -2, uy

equally-spaced intermediate values. The values of the cumulative

0 = 3 and

normal distribution can be located in the tables or a computer ap-
. . 1

proximation can be used( 1).
To convert the values of u, to the values of true mean demand,

ei’ over a 6-month period, we utilized the relationship



(14) g, = e i,

These steps are summarized in Table 1 for this example. Notg'that

f(ui) = f(ei). Table 2 displays the values of q(eilx) calculated with
this discrete approximation to Eq. (2) for a sample of past demand up

to ten demands during the 6-month period. Eq. (B.1l) of our earlier
reportgl):provides the formula for p(xlei). Then using this ten-point
discrete approximation to Eq. (1), it is possible to compute Table 3
where the performance criterion is fills. For this performance measure-

ment the appropriate formula from Eq. (B.8) of our earlier report(l) is

(15) F(s|ei) = 9,(1-p) 33 [(s-l)lei(l-p)T]+
+ pR [(s—Z)lei(l-p)T] +p(s-1)R[O|ei(l-p)T:|} .

In this equation 8; = Xi/(l-p) is the true mean demand, p is the pa-
rameter of the geometric compounding distribution, T is the mean
resupply (repair) time, and R is the cumulative stuttering Poisson

distribution.
Table 1

A TEN-POINT DISCRETE APPROXIMATION TO
THE PRIOR DISTRIBUTION

i uy f(ei) ei
1]-2 . 042 0.075
21 -1.44] .080 0.152 -
31-0.89] .149 0.310
41-0.33] .208 0.630
5 0.221] .214 1.281
6 0.78] .162 2.604
7 1.33] .092 5.294
8 1.89}| .038 10.762
9 2.44) ,012 21,878
10 3 . 003 44,477
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Table 2

BAYESIAN PROBABILITIES, q(@, |x), THAT TRUE MEAN DEMAND IS 8,

»
£
',-h

1 2 |3 4 5 6 7 8 N 10
.075 |.152 ].310 |.630 |1.281 |2.064 |5.294 [10.762 | 21.878 |44.477

0 .082 | .146 |.246 |.277 .185 .058 . 006 . 000 . 000 . 000
1¢|| +009 |.032 |.109 |.251 340 217 . 042 . 001 . 000 . 000
2 |l .oo5 |.018 |.067 |.182 . 322 . 304 . 097 . 004 . 000 . 000
3 .002 {.010 |.040 |.125 .277 .359 .175 . 012 . 000 . 000
4 .001}1.0051.023(.082 .220 .376 .265 .028 . 000 . 000
5 .001 1.003 }.013].051 . 163 .358 .353 .058 . 000 . 000
6 .000 } .001 |.007 |.031 .115 .316 L424 . 105 .001 . 000
7 .000].001 |.004 |.018 .077 .262 468 . 169 . 002 . 000
8 .000].000 }.002 | .010 .050 .205 . 480 249 . 004 . 000
9 .0001.000 {.001 ].005 .031 .153 463 .338 . 008 . 000
10 .000 | .000 |.000].003 . 019 .110 423 429 .0l6 . 000
Table 3

F(S‘X), THE EXPECTED NUMBER OF FILLS DURING SIX MONTHS
(Stock Level s, Observed Demand x)

w
-

1 2 3 4 5 6 7 8 9 10

ovwo~Noun P WO

[

0.45 |0.61]0.67]0.69]0.70 {0.70 {0.70}0.70|0.70 | 0.70
0.90 | 1,231 1.36| 1.40| 1.42 | 1,43 | 1.43 | 1.43 | 1,43 | 1.43
1.17 |1.62 | 1,79 1.86| 1.88 | 1.89 | 1.90 | 1.90 | 1.90 | 1.90
1.47 |2.06|2.29}2.38|2.41(2.43 [2.43 }2.43]2.43 | 2.43
1.80 }2.53|2.83}2.95|3.00|3.02 |3.02]3.03]3.03 | 3,03
2,14 |3.05|3.42 | 3.57 ] 3.64 | 3.66 [3.67 | 3.67|3.68 | 3.68
2.50 {3.59 | 4.05| 4.24 | 4.32 | 4.36 |4.37 [ 4,38 |4.38 | 4.38
2,87 |4.15| 4,71 4,96 | 5.06 | 5.10 {5.12 | 5,12 | 5.13 | 5.13
3.24 | 4,73 5.40| 5.70] 5.82 | 5.87 |5.90 {5.91]5.91 | 5.91
3.61 |5.32]6.10| 6.45] 6.60 | 6.67 |6.70|6.7116.71L | 6.71
3.96 }5.89]6.79| 7.20} 7.39 | 7.46 | 7.50 | 7.51 | 7.52 | 7.52

.

)

)

.
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The variance-to-mean ratio, &, of the stuttering Poisson is
(1+p)/(1-p); with the ratio of two assumed above, this yields a value
of p = 1/3. For this example we assume that the average resupply time
is seven days or T = .23 months,

For each item with past demand, x, and unit cost, c, the objective
is to maximize expected utility measured in dollars with respect to the

spare stock, s:

(16) mzx {ﬁ(slx)} = mix {klf(s|x) - kzcs; s
where

k1 = dollar value of a fill

k2 = per cent holding cost over a

specified time period (interest,
warehousing, obsolescence).

For any ratio of kl/kZ’ the maximization is readily accomplished for

each item.

IMPACT OF BAYESTAN INFERENCE ON SYSTEM PERFORMANCE

Suppose we have a system objective of maximizing the expected
number of fills over a specified time period subject to a constraint
on the total dollar investment. Since we know the past demand, x,
and cost, c, for each of our 651 items, we can use Eq. (16) to find
the optimal item stock levels as well as the system fills and invest-

ment for any ratio of kllk Even in cases where F(s'x) is not convex,

2°
the well-known techniques of static marginal analysis can be used to
generate a series of efficient system alternatives (otherwise known as
a cost-effectiveness curve).

o (2)

As indicated elsewhere , we believe this system approach to
supply management is the correct one, but we have no intention of
commenting on that here. Our purpose in introducing the system ap-

proach is to compare two supply systems that are identical in every
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respect save one., In the first, Bayesian inference is used to estimate
the probability that an item's true mean demand is at various levels.
In the second, an issue rate technique is used to estimate true mean
demand as one number (demand observed over some past period divided by
the length of the period).

For this comparison we employed an artificially generated set of
data with parameters that agree closely with the Oxnard data to pre-
serve realism. It was assumed that the true mean demand for each of
651 items could be selected as a random draw from a log normal popu-
lation with p = ~-.036 and 02 = 1,631 as before. The item costs from
the Oxnard data were assigned at random to the 651 simulated items.
Two years of transaction data were simulated for each item using a
stuttering Poisson distribution with a variance-to-mean ratio of two.

Using the Bayesian inference scheme described here, we calculated
the investment necessary for a steady state fill rate of 70 per cent,
based on the first 90 days of demand history. Then the calculation
was repeated for 180, 360, and 720 days of demand history. As the
data period is extended, we would naturally expect that the investment
required to achieve a 70 per cent fill rate would decrease because our
estimate of the true mean demand for each item becomes more reliable.

For comparison purposes, the investment determined above was
allocated between the items by means of the issue rate technique.

Eq. (16) is again applied, but under the issue rate assumption that
U(s|x) = U(s|e), or that the true item mean is estimated exactly from
the data. By this technique the estimate of true mean demand is zero
for any item with no observed demand. Consequently, this technique
should perform badly on short periods of observed data, but should
improve as the data period is extended. In all comparisons the item
variance-to-mean ratio of two is assumed known.

The procedure was repeated for target base fill rates of 75, 80,
85, 90, and 95 per cent. Then each set of stock levels was evaluated
by using the second year of transaction data simulated from the true
item mean values. Our results appear in Table 4, For instance, the
first cell of the table indicates that based on 90 days of data and a

target base fill rate of 70 per cent, an investment of $218,000 was
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required using the Bayes technique. The corresponding set of item
stock levels produced a 69.5 per cent fill rate when the second year
of simulated transaction data was applied. Using the issue rate tech-
nique, the $218,000 investment led to a set of item stock levels that
produced only a 58.2 per cent fill rate on the same simulated trans-

‘action data.
Table 4

COMPARISON OF THE FILL RATE ACHIEVED WITH THE BAYES AND
ISSUE RATE TECHNIQUES AT VARIOUS LEVELS OF INVESTMENT

Days of - .
Demand Target Fill Rate (%)
Data Item 70 75 80 85 90 95

0 Investment $296 |$389 $513 $703 1$1000 $1528

90 Investment® || $218 [$293 $401 $560 | :$809 $1284

Bayes 69.5 74. 4 80.5 85.3 90.2 95.1
Issue rate 58.2 61.7 64.3 66.7 68. 6 69.6
180 Investment $211 $282 $383 $542 $785 $1238
Bayes 71.1 76.0 80.7 85.5 90.5 95.3
Issue rate 64.9 69.4 72.3 76.1 79.0 81.9
360 Investment $191 $255 $345 $484 $719 $1145
Bayes 70.6 74.8 80.6 85.1 90.6 95.0
Issue rate 68.9 73.6 77.9 81.9 86.3 -90.3

720 Investment $184 |$248 $338 $475 $692 $1126

a . .
Investment given in thousands.

Several interesting comparisons can be made from Table 4. 1In the
first place, we can estimate the "value'" of information when the Bayes
technique is used by wétching the investment required for a specified
target fill rate decrease as we progress down a column. This is illus-
trated in Fig. 1 for a target fill rate of 70 per cent. Figure 1 also
displays the investment required as a function of the length of the
data period for the issue rate technique. Notice that the 'value' of
more information depends on the technique. Reference to Table 4 indi-

cates that in this example an increase in the data period beyond one



-16-

year has only a small effect on the investment required when the Bayes
technique is employed. Of course, in a real world application we have
an incentive to select a short data period like a year to lessen the
effect of non-stationary elements in the data.

Another interesting comparison is between the fill rates computed
by the Bayes and by the issue rate techniques. As expected, the re-
sults converge as the data period is extended. It is worth noting,
however, that even with a year of data the Bayes technique is a sig-
nificant improvement for the high fill rates. With a year of data it
is possible to achieve a 90 per cent fill rate at $719,000 using the
Bayes technique, whereas the issue rate technique would require
$1,145,000 to achieve the same results. These fill rates were not
computed for the 720-day data period because it would have been in-
correct to use the second year of transaction data again for evaluation.
In any event with a 720-day data period the fill rates achieved under
both the Bayes and issue rate technique will be nearly equal to the
targets.

Suppose there are 0 days of item demand data. The issue rate
technique cannot be applied but the Bayesian technique can be used to
set item stock levels if the parameters of the log normal distri-
bution are known. As an illustration the top line in Table 4 was
computed using log normal parameters estimated from 720 days of data,
but without knowledge of the demand by item. Estimation of the log
normal parameters from the shorter periods of demand history yields
slightly different item stock levels, but the deviation in total
investment is within 5 per cent at each target., In an application
it is unlikely that there would be any system demand data and it would
be necessary to estimate the log normal parameters, perhaps from some
other similar weapon system on which data is available. The important
point is that the Bayesian technique is applicable to any data period
and even poor estimates of the prior distribution parameters are prefer-
able to an issue rate computation.

We believe this example gives a revealing indication of the im-
portance of Bayes theory in an inventory decision problem. Less

investment is required and we can predict quite accurately the base
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10,000
5,000
_ 70% fill rate
1,000 f— Issue rate
500 |
Bayes
B —
100 . l |
0 90 180 360
Days of demand data
Fig. 1 -- Comparison of Bayes and Issue Rate Predictors

for Increasing Amounts of Demand Data
(*Investment is on a Log Scale)

720
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fill rate that will be achieved. By contrast, the issue rate compu-
tation does not enable us to predict performance, because it wrongly
assumes the true mean demand rates are known exactly. Of course, the
simulation assumes that the true item mean values have a log normal
distribution. This seems to be a reasonable assumption about the
physical process, and is certainly easier to defend than the assumption
that the true item mean values are always known exactly. In a real
world application, however, the departure from a log normal distri-
bution may make the comparison of techniques less dramatic. The magni-
tude of the difference between techniques will also be diminished if
the variance-to-mean ratio of the stuttering Poisson is less than the

value of two that we assumed.
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IV. GENERALIZATIONS OF THE BAYESIAN MODEL

BIVARIATE PRIOR DISTRIBUTIONS

Suppose that in addition to demand data we have item information
such as unit cost or an engineering estimate of true mean demand. This
auxiliary information may enable us to make a better inference about
the true mean demand for an item. Let us denote this observable vari-
able as y to distinguish it from the true mean demand, 6, which is a
latent or unobservable variable, and define a bivariate prior distri-
bution, £(8,y). As before, we assume that the utility of an action
depends only on the true item mean value. Since our demand data does

not revise the value of y, the correct reformulation of Eq. (3) is

Je u(ale) p(x|e) £(e,y) de

UAlx,y) =
IE p(x|g) £(£,y) dE

We shall assume that f(8,y) is a bivariate log normal distri-
bution. This implies that the conditional distributions are log
normal as well as the marginal distributions. Since the marginal
distribution of true means was assumed to be log normal in Sec. ITI,
it is reasonable to assume that the marginal distribution of y is log
normal when y represents engineering estimates of true mean demand.
Similarly, if y represents unit cost for a group of items, a log
normal distribution is not unreasonable, because the unit cost of most
items is fairly low, but a few may have high cost.

One would expect that engineering estimates and true mean demand
are correlated, By contrast, the reasons for correlation between item

cost and true mean may seem somewhat obscure, although many investi-

(1

gators have found that the higher cost items tend to have lower demand.
This may be partly explained by the fact that the lower cost items are
often subassemblies of the higher cost ones and whenever possible the
lower cost items are repaired. Furthermore, the lower cost subas-

semblies are often used on several major assemblies. We did find

0)
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evidence of this correlation between cost and true mean demand in one
group of 87 spare parts on the Minuteman missile, where the correlation
coefficient, p, was estimated to be -.5. This value is significant at
the l-per-cent level and indicates that the regression line explains

25 per cent of the variance between cost and true mean demand. By
contrast, the Oxnard data in the example had an estimated correlation
coefficient of only .2, With a sample of 651 items this is significant
at the l-per-cent level, but since the regression line explains only

4 per cent of the variance, there would have been little advantage in
using the bivariate model in the example.

Our objective is to obtain estimates of the five parameters of the
underlying bivariate normal distribution, ul, Gi, uz, cﬁ, p. (In this
context p is the coefficient of correlation and is distinct from the
stuttering Poisson parameter used in the example.) Estimates of E(y),
E(yz) and E(xy), as well as E(x) and E(xz) are computed from one period
of cross-sectional data.

The moment equation for the bivariate normal, n(r,t), is a simple

generalization of Eq. (9)

17) [ [ 635 £co.danay -

o}

1 [(r-ul>2 (r-p.1> (t-p.z) <t'LL2\ 2:|
=3 i -2p + |
ejr+kt e—2(l—p2) 9 % % % /

dr dt

e ] ]
2n0102~ 1 p2 -® =@

2 _2 2 2
. IO .
_ eJu1+ku2+2 (101 +2p3kclcz+k 02) .

Thus the estimation equations become

© n® &1+%Oi
18  EG) = [ [ efeasy =
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o] [¢]
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® o u2+%0§
E) = | | yECe.ydasay = e
[+]

$0

CIRC Y 2 2u2+20§
Ey,)= | [ vPece.yaesy = e
o o

2 2
eu1+u2+%(31+2p0102+02)

E(xy)= fw Jz yi(e,y)dedy =

In the event « is unknown, it can be estimated from two periods

of cross-sectional data using Eq. (8). Finally we obtain

2
2 VE(x™) -oE(X)
19 g, = 1n

a9 ! ‘ [EG) T ‘

by = 1n {E(x)}-%oi

: 2
O-;._:ln‘.F:LL)__Z_
(EMI7)

W, = 1n {E(y)}-%cg

&3

)

(o

[

In the event that p is not significant, the bivariate log normal
assumption would be discarded in favor of the univariate case de-
scribed earlier. If p is significant we can select N values of the

standard normal variate for the first variable, Ups Uy wee U and

' Then the probability

g cer Vi
associated -with a point (ui, vj) can be approximated in various ways.

M values for the second variable, vis V

For example, we could average the values of the bivariate normal

density function at ‘.
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“ | .
u£+ui_1\vj+vj_£) ui‘+1‘+ui;;vj+vj_1 (ui-f-ui_livj_’_l-kvj (fi+1+ui@Yj+l VJ)
’ > ’ 3 H
2 2 2 2 2 2 - 2 2

rand multiply by the area of the region

(Mi+17%-1) (V417 V4-1)
4 [

The approximation for the tails of the distribution may be poor, but
the associated probability is very small so that the error in the
expected utility is slight. Of course, this procedure can be extended
to a multivariate normal distribution including unit cost and engi-

neering estimates of true mean demand as well as demand data,

GENERALIZATION OF E (x> |8)

In the derivation of Eq, (1l), we assumed that each item had a
variance-to-mean ratio, @, or that E(lee) = ae+ez. More generally

we could have assumed
B
2 2
E(x"8) = ej6 + ay8 ",

Using Eq. (9) this yields

In(v, - v
(20) L — [ 211 1an
(BZ -8.) 1n0’2 2 1
N2 2
u o= 1n\)1 -%02.

If a5 %, and BZ are unknown they can be estimated by standard
maximum likelihood techniques. It should be noted that the efficiency
of these estimates increases with the number of periods of cross-
sectional data., 1In principle, E(lee) can be even more complicated if

. . . 2
iterative procedures are used to estimate ¢ and M.
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INVENTORY DECISIONS WITHOUT DEMAND DATA

It is often necessary to make inventory decisions before any
demand date is available. For this formulation Eq. (16) simpiifies

to
(21) Taly) = [ ucale)i(e,ydde .
)

In this case we have no objective basis for estimating the log normal
parameters and our analysis becomes subjective. But, we believe it is
possible that estimates of these parameters from one weapon system with
data may be reasonably appropriate for another newer weapon system
without data. Eventually, it may be possible to compare logistics
systems in terms of a small number of structural parameters just as

we compare aircraft in terms of speed, range, and payload.

NON- STATIONARY DEMAND

Throughout this Memorandum a stationary demand distribution has
‘been assumed, but in many applications the non-stationary character-
istics of the data will be important. Stationarity is a well defined
term but there are many kinds of non-stationarity. Because of the
various types of non-stationarity that may occur we shall offer several
suggestions for employing Bayes theory.

Suppose that we have a year of good data, but earlier data is
suspect because of changes in operations, aircraft modifications, etc.
We may be content to discard the earlier data and base our predictions
on the last year, since we noticed in the example that increasing the
data period beyond one year had only a small effect on the investment
required,

' On the other hand, consider a case in which the past demand data

is good but major operational changes are being instituted. For example,
the number of flying hours may be increasing by some multiplicative
factor, a, due to an increase in the number of weapons at a base.
Inventory theorists have often employed a Markov transition matrix to
accommodate this non-stationary effect but this involves estimating

each element of the artificial transition matrix.
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Alternatively, Bayes theory provides a far more natural mechanism
for representing this type of non-stationarity. We can multiply the
mean and variance of the log normal prior distribution by the, factor,
a, which is equivalent to an extension of the period of observation.
This inflates each true item mean by the factor, which is precisely
.appropriate for the type of non-stationarity we are assuming. This
trivial multiplication of the log normal parameters by the known factor
is the only modification required. Under an issue rate computation we
could multiply each observed demand rate by the factor, a, but this
would be particularly inappropriate for items with no observed demand.

Finally let us consider a more general type of non-stationarity
where we have n periods of data, In the stationary case, the con-
ditional distribution of @ with a bivariate prior is a simple generali-

zation of Eq. (2):

p(x_|@p(x _;l8) ... p(x [0)E(e,)

fgr’(Xn'%)P(Xn_llE) oo plxy |D)ECE,Y)AE

(22) q(8lx;,x, <00 x 5y) =

For the non-stationary case we can incorporate an exponential smoothing

effect that gives more weight to the recent data:

2 2 n
o p(x_[0)7 plx ;|07 ... pGele)" £y’
(@3 el e xy) = : —
JoGe |97 pex 107 ... p(x, |8 £(8,y)
g

In this formulation, X is the most recent data. The value of r is
restricted to 0 < r < 1 with r = 1 corresponding to the stationary

.
case in Eq. (22) and small values of r representing non-stationarity.

A simple recursion formula is given by
T

E;(elxl e X__15Y) p(xnle)]
N

(24) a(8lx;,x, ..o x 3y) =

where N is a normalization factor obtained by integrating the numerator

over 8. In a numerical computation where discrete values of ei are
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computed, the normalization is a simple summation and the recursion

formula is easy to apply.
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V., CONCLUSION

Bayesian demand analysis has two immediate implications *for im-
proved supply management., First, because this approach wrings more
relevant information from available data, it promises substantial im-
provement in the efficiency of stockage decisions. Specifically, by
using this kind of analysis we should be less liable to overestimate
demand and buy too much because of a random surge in demand, and less
liable to underestimate demand and buy too little because of a random
decline in demand. Second, because the approach can be applied to any
time period, it is extremely flexible. It should be possible to elimi-
nate many of the policy problems now created by items that do not meet
the requirements of daily-issue-rate computation =-items with low de-
mand, and items with erratic demand patterns. In the framework of
Bayesian demand analysis, policies can be developed that prescribe

action unambiguously.
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