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PREFACE

This Memorandum develops a mathematical model and two solution
techniques for selecting preferred combinations of different trans-
portation modes over consecutive periods in the face of uncertainty.
The element of uncertainty, which is crucial in many situations, has
not been adequately dealt with in previous work. Consequently, the
Memorandum represents a first approach to this problem and is developed
in a general framework without any specific application in mind. It
is one in a continuing RAND series devoted to analytical tools for
transportation systems.

The model and methods of solution presuppose some acquaintance
with control theory (optimization techniques concerned with dynamic
systems), dynamic programming, and nonlinear programming. A good intro-

duction to the former area is R. E. Bellman, Adaptive Control Theory:

A Guided Tour, R-350, The RAND Corporation, 1961. Another expository

text is J. T, Tou, Modern Control Theocry, McGraw-Hill Book Company,

1964. Applications of models similar to the one developed in this
Memorandum to operations research and economic problems may be found

in C. C. Holt, et al., Planning Production, Inventories, and the Work

Force, Prentice-Hall, Inc., 1960, and H. Theil, Optimal Decision Rules

for Industry and Government, Rand McNally and Company, 1964. Nonlinear

programming is covered in G. Hadley, Nonlinear and Dynamic Programming,

Addison-Wesley, 1964.

The Memorandum is primarily addressed to planners and operations
analysts in the Air Force, Department of Defense, and other agencies
who are concerned with allocating overall transportation resources.
The model may be employed in an operational mode in conducting deploy-
ments, resupply operations, or other multiperiod delivery problems in
which there exist a humber of alternative choices of vehicles and
multiple supply and demand points for one or more commodity classes,

The model may be used in conjunction with other transportation

models such as those described in W. F. Sharpe, A Model for Selecting,

Routing, and Loading Aircraft, RM-4509-PR, The RAND Corporation,
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June 1966, for determining the detailed loading of individual vehicles
at lower echelons. As a planning tool, the model may be used to
evaluate new transportation equipment and the augmentation of existing
fleets; to study the effects of alternative route configurations and
basing postures; and to examine the sensitivity of decisions to such
basic parameters as transportation and inventory costs, utilization
rates for aircraft and ships, and alternative probability distributions

of future demands or requirements for various commodity classes.
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SUMMARY

This Memorandum develops a dynamic programming model for selecting
an optimal combination of transportation modes over a multiperiod
planning horizon. The formulation explicitly incorporates uncertainty
regarding future requirements or demands for a number of commodity
classes. In addition to determining the optimal modes to employ, the
model assigns individual commodity classes to various modes, determines
which supply points serve which destinations, and reroutes carriers
from destinations to alternative sources where they will be most effec-
tive.

The model is formulated as a problem of optimal stochastic control
theory. The cost function is assumed to have only qﬁadratic and linear
terms, the dynamics are assumed linear in the state and control variables
and contain additive random disturbances, and no explicit inequality con-
straints are imposed on the values of the control variables. This model
possesses the following desirable features:

l. TUnder the assumptions on the cost function and dynamic equa-
tions described in the Memorandum, the model may be solved by
anhefficient dynamic programming algorithm which permits the
treatment of relatively large-scale systems with many state
and control variables.

2. The solution is given in closed form which is easy to implement
and which lends itself to simulation and sensitivity analysis.

3. The applicability of the model is not limited by the number
of periods in the horizon; under certain conditions steady-
state decision rules exist which need be computed only once.

In situations where the length of the horizon is critical,
however, such as in strategic deployments, the decision rules
reflect dependence upon the number of periods remaining in
the operation.

4. Information regarding the stochastic elements is modest; only
the expectations of the random variable are required rather

than the entire distribution.
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5. Statistical dependence over time and non-stationarity

of the distributions are permitted.

6. The solution yields dual variables or "shadow prices"

for evaluating fixed resources.

Also developed is an alternative, generally suboptimal method of
solution, based upon solving a sequence of mathematical programming
problems over time. This technique may be employed when the assump-
tions required for the dynamic programming algorithm are not valid.
This approach also utilizes some information regarding the state of
the system as it evolves over time. It also provides dual evaluators
of constraining quantities, which may be used to make auxiliary

allocation decisions.
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I. INTRODUCTION

A recurring and difficult problem facing transportation planners
is determining the best combination of modes to employ in each period
when future demands or requirements are uncertain in order to minimize
the expected cost of the entire operation over time. This problem
arises in a variety of situations such as the choice between airlift
and sealift in strategic deployments, routine resupply operations of
overseas Bases from the United States, and intratheater supply.

In this Memorandum a mathematical model is developed for solving
problems of this nature. ~The model is a combination scheduling and
allocation procedure; it not only selects the optimal mix of trans-
portation each period but also assigns various commodity classes to
each mode and reroutes carriers from destinations to alternative
sources. In doing so, it takes into account the differential transit
times and costs of each mode and their availabilities at different
points in the system.

The problem is formulated as one of optimal stochastic control,
By making certain simplifying assumptions which do not appear to do
violence to the problem, such as quadratic cost or loss function,
linear dynamics, and the lack of any explicit inequaliﬁy constraints
on the decision variables, the problem can be solved by a powerful
dynamic programming algorithm. This technique is computationally
feasible and efficient for relatively large-scale problems--a rarity
in sequential stochastic decision problems. The algorithm produces
a type of adaptive solution in the form of a set of linear decision
rules. The most recent information regarding the state of the system
is inserted into the decision rules to determine the optimal decisions
for the forthcoming period. This method requires knowledge of only
the conditional expectations of the random variables and permits
fairly general stochastic dependence among the random variables over
time.

An alternative suboptimal method of solution, based upon solving
a sequence of related convex programming problems over time, is

developed for the cases in which the assumptions for application of



the dynamic programming algorithm are not satisfied. In particular,
this method copes with inequality constraints on the control varia-
bles. It also utilizes feedback to a certain extent at each stage
and thus is also self-correcting,

This Memorandum is organized as follows. Section II contains a
precise statement of the problem and the assumptions made. Section III
specifies the model in the form of a stochastic control problem after
first briefly describing this type of model. Section IV consists of
a discussion of the computational algorithm for the model as well as
some of its properties. Section V develops a suboptimal method of
solution for the 3iven model and its extensions when inequality con-

straints cannot be neglected.



II. PROBLEM FORMULATION

The: allocation-scheduling problem for transportation resources
may be described as follows. At each stage of a multiple period plan-
ning horizon, changes occur in the cumulative requirements or demands
for each of K different commodities at each of J separate locations.
These changes are not known in advance with certainty but only in the
form of a known joint probability distribution over all commodities,
locations, and time periods. Each of these demands may be supplied
from one or more of a set of I origins. The supply may be carried
out by one or more of P alternative modes of transport. It is assumed
that there are no limitations on the amount of each commodity available
to be shipped at each origin.

For our purposes a mode is a class of transportation facilities
which is suitably homogeneous with respect to the average capacity of
each vehicle, the operating costs, and the transit time between origin
and destination. The level of aggregatiqn into homogeneous classes
depends upon the purpose of the model. For some purposes a mode
might simply consist of airlift, without differentiating between
different types of airplanes, while for others the same airplane
flying at different speeds or taking alternative routes between an
origin and distination constitutes a distinct mode.

Each mode is characterized by three parameters: (1) a tramsit
time between each allowable source and destination, which are integral
multiples of a basic time unit, e.g., a day or week; (2) a cost of
shipping each commodity over each route--these include all costs asso-
ciated with the méﬁe suéh as packaging and insurance, as well as
direct line-haul cost; and (3) a cost of rerouting a vehicle from the
destination back to each alternative supply point,which is based upon
the average carrying capacity of the vehicle of this class.

At the beginning of the planning horizon there are given amounts
of each carrier class positioned at each of the origins and destina-
tions which it serves. In order to employ the proposed algorithm, it

is assumed the amounts of each item available and the quantity shipped



are continuous. 1In addition, the amount of each mode available at
each origin and destination is treated as a continuous, divisible
quantity rather than as discrete units, e.g., number of airplanes.
Lf there is a sufficiently large number of vehicles at each location,
this assumption will not cause difficulty, especially since the model
is intended primarily to determine a gross allocation of transportation
resources., In addition, as will be clear below, these quantities are
periodically updated during the decision horizon so that discrepancies
due to rounding to the nearest integer will not accumulate.

Finally, there are costs associated with stockouts and with
carrying inventories of each commodity at each destination.

The problem, then, is to determine the optimal amount of each
commodity to ship by each mode in each period from each separate
origin, as well as the amounts of capacity to route back to each
source in order to minimize the total expected cost over the horizon
of the supply program. The supply program includes inventory costs
at the destinations as well as shipping costs. When future demands
are partly predictable, operating costs can be lowered on the average
by scheduling shipments in advance to balance holding costs against
higher transportation charges for faster delivery.

The preblem may be phrased in terms of network flow, although
this approach does not lead to computationally effective methods of
solution. In network terms, the problem is both to synthesize
sequentially a network consisting of arc capacities of different
carriers (the nodes are given) and, given the network, to find the
minimum cost multicommodity flow of physical goods over this network.
The optimization is subject to constraints incorporating stochastic
demands and the ability to carry over inventories of commodities at
the sinks and inventories of carriers at both the sources and the
sinks.

While the problem can be thought of as a two-stage process of

synthesis and subsequent flow, the optimal determination of these

quantities must be considered simultaneously, since they are bound

together through the constraints.



III. MATHEMATICAL FORMULATION

CONTROL THEORY

In this section we formulate the dynamic multimode transportation
model as a problem of optimal stochastic control. Before transcribing
the model into mathematical terms it is useful to give a brief account
of control theory.

Control theory is concerned with optimizing dynamic systems sub-
ject to constraints. In this respect it resembles and generalizes
many of the ideas of mathematical programming for discrete time and
the calculus of variations for continuous time systems.

Control models are stated in terms of two basic types of vari-

ables; state and control variables. Roughly speaking, the state

variables are the dependent variables of the problem, the objects of
control; the control variables are the independent variables which the
.decision-maker is free to vary, within limits, to achieve his objec~
tives.

A control problem consists of three main elements: (1) a set of
functional equations (difference equations if time is discrete, differ-
ential equations if time is continuous) describing the evolution of
the system over time, known as the dynamics, (2) a multiperiod objec-
tive function which measures system performance in some common scalar
unit, e.g., money, utility or time; and (3) restrictions or admissi-
bility conditions on the nature of the decision variables, such as
constraints on the values which they may assume,

A control problem is deterministic if no stochastic elements

appear in the dynamics, objective function, or admissibility condi-
tions. When the problem contains random elements whose probability
distribution is assumed known to the decision-maker, the problem is
termed stochastic; when the parameters of the probability distributiocn
of the random elements are not known with certainty but only in the
form of a prior distribution at each stage, the problem is called
adaptive. Typically stochastic and adaptive problems are treated by

dynamic programming.
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We shall reduce the transportation problem to employ a particular
class of discrete time stochastic control problems--those with random,
linear dynamics and an objective function quadratic in the state and
control variables.

In order to employ an efficient computational algorithm we do
not explicitly impose any constraints on the values of the control
variables. Deviations from acceptable values of the control varia-
bles will be handled by means of quadratic penalty functions incor-
porated within the objective function. Their meaning in the context
of the transportation problem will be discussed below. In Sec. V
we will develop a suboptimal method of solution which can handle
general inequality constraints on the controls.

The control model we consider may be writtem in the following

form:

T

- min E Z [y(t)q(t)y(t) + x(t-1)H(t-1)x(t-1)
{XEy(t),t]} t=1

+ c(t-l)x(t-l)]{

subject to

(2) y(t+l) = @(t)y(r) + G(t)x(t) + u(r), y(0) = ¢,

where: y(t) = n-dimensional vector of state variables
x(t) = m-dimensional vector of control variables
u(t) = n-dimensional vecter of stochastic disturbances
8(t) = nxn matrix of coefficients of states in period t
G(t) = nXm'matrix of coefficients of controls in period t

Q(t) = nXn/matrix of cost coefficients in period t, assumed
positive semidefinite

H(t-1) = mXm matrix of cost coefficients in period t, assumed
positive semidefinite

c(t-1) = mX! vector of costs in period t
¢ = vector of known initial conditions
The symbol E denotes the expectation with respect to the joint

distribution of the u(t) in all periods of the horizon.



In this formulation the object is to choose the controls as a
function of the state vector at each stage so that the expected value
of the cost function over the entire horizon is minimized.

The elements of the vector u(t) may be correlated within a given
period. These vectors need not be identically distributed. It is
assumed, however, that the distribution of u(t) .is functionally
independent of the state and control variables. Only the expectation
of the u(t) must be known.

We may assume that the vectors u(t) are independently distributed
over time with little loss of generality. If the elements obey a pth
order linear auto-regressive equation, the lagged values of the dis-
turbances may be adjoined to the dynamics as additional state vari-

%
ables.  For example, suppose u(t) obeys the scheme
u(t) = R(t)u(t-1) + €(t),

where R(t) is a known nxn matrix of serial and autocorrelation
coefficients (possibly diagonal) and €(t) is a serially independent
disturbance vector. Substituting this expression for u(t) into the
dynamics and adding the auxiliary equation u_l(t) = u(t-l), the

following augmented dynamics have the required form:
Siey < | YD te(e)  R(E)| [ y(B)
(3 y(e) = u_ (]~ ,:o T [lu(e-1)

+[Gét):l x(t) + <€ét)> .

Similarly, if any control variables in periods earlier than t-1
appear on the right-hand side of the dynamics (as will shortly be
seen as the case in the transportation problem), these may be intro-
duced as additional state variables and the system again reduced to

a first order system, as follows [67.

*
We assume that the disturbances are observable. This is
reasonable in our transportation model where the random disturbances

are the requirements or demands for each commodity at each destination.



Let the dynamics be written
y(t+l) = 3(t)y(t) + G(t)x(t) + Gl(t)x(t-l) + G2(t)x(t—2)
+ .. +~GL(t)x(t-L) + u(t),
where each Gz(t), 4 =1, ... L is a known matrix. For simplicity,

we suppose each control variable enters the dynamics with lags of up

to L periods; thus each G matrix is nXm.

Introduce
[y(erny 7]
x_, ()
x_,(t)
%) yer) = | . ) (adim) X 1,
x-(L-l)(t)
(0 |

where x_z(t) =x(t-£2), 4 =1, 2, ..., L, the control chosen in
period t-4.

¢ 6 G . G G
0 0 0 cae 0]
% ,
(5) ¢ =10 1 0 “. 0 0 » (oLm) *x (n+Llm) ,




(6) G = . ,(n+Lm) X m ,

*
u (t) = ~ ,(oHm) X 1.

Then the augmented system can be written

% * % % *
(8) y (t+1) = ¢y (t) + G x(t) +u (t),
which is of the required form.

TRANSPORTATION MODEL

We now cast the multimode transportation problem into the form
of a stochastic control problem with quadratic costs and random

linear dynamics.

Variables

Control Variables:

Xk (t) = the tonnage of commodity k shipped from origin
J*p i to destination j via mode p during period t;
x,i (t) = the amount of carrying capacity of mode p
1P rerouted from destination j to origin i during
period t.

State Variables:

h_k(t) = the inventory of commodity k at location j at
J the beginning of periocd t;
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oS
w

h 'k(t) the target or desired inventory level of com-
J modity k at location j at the beginning of

period t;

the stock of carriers of mode p available at
source 1 at the beginning of period t, measured
in tons of actual aggregate shipments;

A;(0)

B. (t) the stock of carriers of mode p available at
Jp destination j at the beginning of period t,

measured in tons of potential carrying capacity;

shipments of the indicated type made in period
t-4 which are still enroute to their destination,
4 =1, ..., L., -1 where L., 1is the transit

i ijp

xijkp(t-Z)

time of mode p between i and j;

rerouted carriers of the indicated type which

commenced in period t-g, £ =1, ..., Ljip-l.

.. (t-4
lep( )'

Random Variables:

r,k(t) = the demand or increment in requirements for
] commodity k at destination j which occurs
during period t.

Dynamics

The dynamics consist of essentially inventory balance equations
relating end of period stocks to inflows and outflows. There are

three basic sets of equations:

(9) hjk(t+l) = hjk(t) + E xijkp(t-T) - rjk(t), all j,k,
i,p
'reSJ.t

where S.t = {(i, P, T) such that shipments in period T via mode p
J from source i reach destination j in eriod t>1};
3 p

1 = - 25: 2 .. (t- i
(10) Aip(t+l) Aip(t) xijkp(t) + ”Xle(t ™, all 1,9,
ik JomeS;

where Sit = {(j, p, T such that carriers of type p rerouted from
destination j to source i in period T arrive in period
t>7};
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11) B, (t+l) = B, (t) - x,, (£) + x,.., (t-1v, all j,p.
(11) B, (e+1) =B, (©) E:leu E‘ £5kp(E7T) i.p
i ik
TeSjt
Finally, for the purposes of the algorithm, which requires a

first-order system, we add the auxiliary equations:

(12) x
-4

= X

(£-1), 4=1, ..., L, ., all i,j,k,p,
-(4-1) 1jp

1 3kp (6 ijkp

1, ..., L., ,all j,i,p.

1
(13) x jip

(v) = X-(z-l)jip(t-l)’ 4

_zjip

Equation (9) states that physical inventories of each commodity
at each destination are equal to their previous level plus the amount
received from each source by each mode, with its appropriate lag, minus
demand.* Note that Eqs. (10) and (ll) implicitly assume that the
load factor is constant with respect to each mode at each location and
over time. For example if a vehicle has a 10-ton capacity and an 80-
percent load factor it is treated as an 8-ton vehicle.

Equations (12) and (13) merely state that shipments £ periods
old in period t are the same as those (4-1) periods old in the pre-

vious period.

Cost Function

To keep within the format of our model, the multiperiod cost
function must be the sum of T individual quadratic single-period

cost functions whose parameters may vary over time, as is the case

* .

When a given source cannot supply a particular commodity at a
destination by a given mode, the corresponding variable may be
omitted from the model.
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when discounting is employed.* Each single period cost function can
contain only linear and quadratic terms in the state and control
variables. For expositional simplicity we assume that no bilinear
(cross=-product) terms in the state and control variables appear in
the objective function. When such terms do appear, the algorithms
to be discussed may be modified in a straightforward manner.

The relevant costs within the model are of three main types:

(1) inventory stockout and carrying costs for each commodity at each
destination; (2) costs associated with deviating from port capacities;
and (3) shipping costs for each good via each mode and rerouting
carriers from destinations to origins. The first two cost categories
are assumed quadratic, the third linear.

The assumption of quadratic inventory costs is, at best, an
approximation. In particular it implies that the cost of a given
amount of understockage is equal to that of a given amount of over-
stockage.

To add flexibility, we allow the deviations to be measured from
the target or desired inventory levels, h*jk(t)’ quantities normally
greater than zero. These target levels, as the notation indicates,
need not be fixed in advance but may be time-varying. They may
depend upon exogenous, random factors representing the situation pre-
vailing at the jth location (and other locations as well) at the time
t. In addition, they may be made dependent upon previous discrep-
ancies between actual and desired inventories in previous periods.

In the language of control theory, these '"moving targets" play the
role of the command signal which the controller attempts to follow

over time,

kAs we shall see, this assumption does not preclude certain
types of interperiod complementaries. Influences of past events on
future costs may be accomplished within this framework by the use of
target or desired values of certain state and control variables which
are functions of previous state variables. For an example of this de-
vice within the context of macroeconomic planning models, see Theil [13].
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This flexibility is provided by annexing the targets as addi-
tional state variables which are generated by an additional set of

linear stochastic difference equations of their owa. They may be written

*® x
(14) h (t) = @llh (t-1) + élzh(t-l) + ul(t) s

where @ll(t) and @lz(t) are known matrices of dimension jk x jk
and ul(t) is a stochastic disturbance.

For example the target inventory level of commodity k in period
t+l may depend upon the deviation between the target and the actual
quantity of the commodity in the previous period. Thus, the target
quantity may be increased if the actual inventory fell short of it in
the previous period. In general, the target quantity of inventory
for commodity k in location j may depend upon the target and actual
inventory of all commodities at all locations as well as random
situational factors.

Inventory costs are then given by

Ql(t) -Ql(t) h(t)

(15) [h(t), h™(t)] .
(0 Q) b (e)

The second component of costs are penalties costs for exceeding
or falling short of the capacity of facilities in the origins and
destinations. The justification of these is that costs increase
rapidly when capacity is exceeded due to congestion costs, while an
opportunity cost is increased for insufficient use of fixed facilities.
Let the capacity for mode p at the origin and destination be denoted

* %
by A.Lp and B;p respectively. Then the costs may be represented by

(16) | )P IR CIIRCIY IR
i P o

and
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A 2
Z Z 45p D By () - B, ()T,
] P

where all qip(t) and qu(t) are nonnegative.

It is also possible to add penalties for violating capacity con-
straints, i.,e., when zj,kxijkp(t) > Aip(t). This can be done so as
to remain within our simple quadratic cost function by adding terms
for increments (or decrements) of capacity at each location, say
A Aip(t) and A ij(t), to Egqs. (10) and (11). These terms may be
treated as control variables with linear and quadratic costs that
represent penalties of under- or over-utilizing the actual amount of
shipping capacities available at each location. Positive A's may be
interpreted as extra capacity which must be procured at premium prices,
perhaps from the private carriers.

Alternatively, target capacity utilization based upon a proportion
of current available capacity, v, A, (t), may be introduced. Then

ip 1ip
quadratic penalties,

17) - 2
( Z Z [xijkp(t) yipAip(t)] , 0 < Yip s1,
j k

for these deviations must be added to the cost function. Similar
considerations apply to capacity restrictions at the destinations.

These penalties introduce bilinear terms in the state and control
variables into the objective function, which requires a slight modi-
fication of the dynamic programming algorithm. The suboptimal method
we consider later takes explicit account of these inequalities.

Finally, we have the linear transportation costs:

(18) z: Cijkp(t)xijkp(t) + Z Cjip(t)xjip<t)'

all permissible all permissible
i,3,k,p,t j.i,p,t

These terms are the direct generalization of the cost terms found

-In the ordinary deterministic transportation model.
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IV. DYNAMIC PROGRAMMING ALGORITHM

Having specified the dynamic mode selection problem, we turn now
to a description of a computational algorithm for solving this problem.
Fertunately, a very efficient dynamic programming algorithm with a
number of desirable features exists for this class of problems.* The
algorithm is derived from a mathematical induction on the form of the
optimal return function and is described in [17, [87, [15].

The solutien takes a particularly simple closed forﬁ: the optimal
values of the control variables in each period are a linear fuhction

of the state vector. The optimal controls §(t) are given by
(19) X(t) = B(T-t)y(t) + a(T-t), t=0,1, ..., T-1,

where B(T-t) is a known mxn matrix and o(T-t) is an m-vector of con-
stants. T is the number of periods in the horizon.** Thus, the
optimal control depends, in general, upon the number of periods remain-
ing in tﬁe horizon. At the beginning of the horizon, the optimal
values of the control for: periods t>0 are, of course, stochastic since
they are a function of the future state which is a random vector.

The solution consists of the sequences B(T-t), the feedback

matrix, and o(T-t), the feedback constant. Each of their rows contain

feedback coefficients which serve as multipliers for each component of
the state vector. The elements of B and & are complicated functions

of the basic parameters of the model: the coefficients of the cost

“The problem may be solved by other methods as well, e.g., the
method of certainty equivalence [13] in which the stochastic distur-
bances are replaced each period by their expectations, conditioned
upon the information available at the beginning of the period. A
deterministic constrained minimization problem is then solved by
classical methods involving inverting a matrix of dimension mT. By
contrast, the DP solution requires inverting a smaller matrix of order
m., The problem is also amenable to the transform approach of Holt,
et al. 7], which requires computing the eigenvalues of a matrix of
order mT. ;

We shall examine steady-state behavior below.
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function, the coefficient matrices of the dynamics, and certain para-

meters of the joint distribution of the stochastic disturbances.

RECURSION RELATIONS

The feedback matrix and constant are generated by the following
set of recurrence relations for r = [(T-1)-t] =0, 1, ..., T-2, T-1.
(r represents the number of periods remaining in the horizon.)*

For each stage in the process, beginning at the last, the follow-
ing matrix quantities are computed. As above, Q(t) is the quadratic
state cost coefficient matrix; H(t) is the quadratic control cost
matrix (which does not necessarily have to appear in the model); and
c(t) is the linear cost of control. 3(t) and G(t) are the coefficient
matrices in the dynamics, and u(t) is the additive disturbance. P(r)
and q(r) are the quadratic and linear coefficients of the optimal
return, and B(r) and «(r) are the feedback matrix and constant. The
matrices S(r) and the subscripted L-matrices are merely auxiliary

quantities used in the calculations.

(20) S(r) = Q(t+l) + P(x)

(21) Loo() = eT(e)s(r)G(e)

(22) L., (5) = G (&)s(re(r) =1L (r)
G9 oG

(23) B(r) = ~[Leg(m) + 0T Ly, (1)

(24)  a(®) = -[Leg(® + 1O TTE (DS Eu(t) + 6T (8)q(x)]
(25) P(x+1) = [8(t) + G(t)B(r) I S(r)a(t)
(26)  q(r+1) = [8(t) + [BT(r)G () IS(r) Bu(t)} + B (r)e(t)

+ [e(e) + B (r)CT(r) Ja(x) -

% .
We have adopted the notation of Tou [157, but have modified and
simplified his expressions.
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In Eqs. (23) and (24) the symbol A+ denotes the generalized inverse*
of the matrix A. When the matrix in brackets is nonsingular, it
coincides with the ordinary inverse of the matrix. In our transporta-
tion problem the matrix in question may be singular, although it is
symmetric positive-semidefinite, and special methods may be employed
to find the generalized inverse; when H(t-1) is positive-definite for
all t, the matrix to be inverted is nonsingular.

The computations begin with r = 0 and with the initial values

P(0) 0 (the nxn pull matrix)

q(0) = 0 (the n-dimensional zero vector).

Using Eqs. (20), (21), and (22), the feedback coefficient matrices
are computed in Eqs. (23) and (24). Then Egs. (25) and (26) are used
to update P and q, which are then used to compute new feedback matrices,

and the process is repeated until r = T-1.

PROPERTIES OF THE ALGORITHM

It should be noted that the only parameter of the distribution
of the disturbances used in the algorithm is the expectation. When
all expectations are zero and there is no linear cost of control
lc(t) =0 for all t], a(r) = 0, i.e., the decision roles are homo -

geneous.

*
For a discussion see Greville [5]. The generalized inverse A+
(sometimes called the pseudo-inverse) satisfies the four relations

(1) AATA = 4
(ii) ataat - a7
(iii) T - ata
(iv) @aaH’ = aat

The generalized inverse of an arbitrary real matrix (not necessarily
square) always exists and is unique. The non-unique matrix which sat-
isfies only (i) is called a pseudo-inverse. The algorithm requires
the generalized inverse.
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The matrix P(r) and the vector q(r) are parameters of the optimal
expected cost function fr of the process that obeys the basic func-

tional equation

(27) F [y(£)] = min E{y(t+1)Q(t+1)y(c+1)
- F x(t) -

+ x(£)H(E)R(E) + c(t)=(t)

+ fr_l[y(t+1).]} )

F (*) can be shown to be a quadratic function of the initial state
r

vector each period and is of the form

(28) O] = y(ORYO +a®y(n) + kD),

where k(r) is a scalar and P and q are given in Egqs. (25) and (26).
As in the-casg of deterministic programming and control models,
there exist optimal dual variables or shadow prices associated with
the constraints of optimal stochastic control problems.* In the sto-
chastic case these dual variables are random for beriods beyond the
first. This accords with the intuitive notion that the value of a
scarce resource should vary, in some sense, with the situation that
prevails in the future. These shadow prices represent changes in the
optimal expected cost for a small increase in the value of the

beginning-of period state vector, and are given by

d3F [Iy(t) ]
3y (t)

In the quadratic case these dual vectors, say A(t), are given by the

formula

(29) A(E) = 2P(r)y(t) + q(r), t=0,1, ..., T-1.

*These can be interpreted as imputed rental values for the value
of the state variables which represent stocks of resources. The inter-
pretation and use of these quantities in the transportation problem
will be considered below. General results are discussed in (1073.
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Thus future shadow prices are stochastic and depend explicitly
upon the future value of the state vector.

When the disturbances are independently and identically distribu-
ted and certain conditions on the discount rate obtain, it can be
shown that the feedback matrix and constant converge to fixed values,
independent of time, as the horizon T - « [8]. 1In practice these
steady-state values may be computed by solving the problem for horizons
of increasing length until successive values of these quantities
change by less than some fixed amount. If the steady-state values
are employed, one may obtain a single decision rule which is valid
for all periods and. need not resolve the problem again for new
decision rules.

When the expectation of u(t) changes over time, as is the case
when an updated estimate of the true mean must be made (such as the
current mean of the decision-maker's posterior distribution when a

Bayesian approach to uncertainty is employed) , the problem must be

1.
<

resolved--at least for the new values of o(r) and q(r) each period.7

FEASTBLE PROBLEM SIZE

The algorithm requires the manipulation of large matrices in the
recurrence relations. The crucial limiting operation which determines
the size of problem is calculating the inverse or generalized inverse.
Since the matrix is symmetric, only the upper triangular portion must
be stored, and a plausible estimate is that a matrix of order 240 X 240

could be handled on currently available computers,

*We'do not consider here the adaptive case where learning regard-
ing the parameters of the random variables is incorporated within the
optimization process. Generally, this destroys the computational
efficiency for large problems. In the terminology of Dreyfus [4] our
approach is one of 'stochastic-adaptive optimal control,' rather than
optimal adaptive control.

It is possible to handle larger systems if the generalized
inverse is computed by partitioning it into smaller submatrices using
the analogs of partitioned inverse formulas for generalized inverse

(11].
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This limit imposes the restriction that m = IJ(R+1)P =< 240 for a
transportation problem (without increments in vehicle capacity included)
with all sources and sinks "communicating' for all commodities and all
repositionings.

For a problem with four origins and destinations and two modes,

e. g., air and sea, this would permit a maximum of six commodity classes.
The maximum number of state variables would be 312 for the problem with
I=J=4, K=6, P=2, assuming: (1) that target inventories were included,
(2) that the demand for each commodity at each location obeyed a first-
order Markov process, and (3) that there was a maximum lag (Lmax) of
three periods for the slow mode.* Thus several matrices of order 312 X
312 would have to be manipulated during the computations. However, the
coefficient and cost matrices have a special structure with a large
number of zero elements so that considerably less computation would be
required if the matrix multiplications were done by appropriate parti-
tioning.

If more commodity types were required, for example, the model could
be suboptimized by considering each source separately and assuming each
origin supplies a separate set of destinations. For the problem with
two modes and four destinations, this would allow consideration of as
many as 29 commodity types. Under the above restrictions an inordinate
number of state variables can be avoided by retaining the repositioning
option, which now reduces to sending carriers back to their home base

immediately or holding them at the destinations for one or more periods.

INTERPRETATION OF THE SOLUTION FOR THE TRANSPORT PROBLEM

The linear decision rules for the transport mix problem reflect
the global nature of the optimization and the nexus of relationships
within the dynamics.

In general, repositioned carriers and the outflow of cargo of type
k on carrier p from source i to sink j depend upon the following state
variables:

*
For example, if time were divided into weeks and it was assumed

that, on the average, a ship takes three weeks to travel between each
origin and destination--1LT4X = 3,
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i) The previous inventories and target inventories (or equiv-
alently the deviations of past actual values from their
targets) of commodity k in location j as well as that of
all other commodities in all other locations.

. . . .th R .th

i1i) The current stock of carrier p in the i origin and j
destination as well as the stocks of all other carriers in
all other locations in the system in the previous period.

iii) The "pipeline" stocks, i.e., the past shipment of all com-
modities by all modes from all sources in the previous
periods extending as far back as L™2%X periods (the maximum
lag in shipping time between all sources and destinations)
and all "routeback" variables xjip in the system extending
as far back as the maximum lag for their transit.

iv) Previous demands of all autocorrelated commodities at all
destinations.

One immediate implication of the decision rules is that generally
the mode to which a commodity class is assigned will vary over time
and with the location. Indeed, the same commodity class may be allo-
cated among various modes at a given location within a given period

in order to obtain efficient utilization of the available carriers.

SHADOW PRICES IN THE TRANSPORTATION PROBLEM

In the transportation problem the shadow prices (with the con=
vention of reversing the algebraic sign) may be interpreted as marginal
rental values imputed to the stocks of physical inventories and
carriers. We shall concentrate on the use of the initial period values
of the shadow prices for the carrier stocks Aip(O)vand BjP(O). They
may be used to make two auxiliary types of allocation decisions
concerning: short-run rental of commercial carriers, and utilization
of any excess capacity for unanticipated requests.

When the one-period rental for a carrier of a given mode offering
comparable transit time between i and j is less than a positive
Kip’ the optimal current shadow price, additionaliprocurement»of an
extra unit of capacity is warranted because expected shipping costs
are reduced by more than the cost of adding capacity.

The shadow prices may also be employed in making decisions involv-

ing small changes requiring the retention or release of carriers at

the various locations when unforeseen demands arise, e.g., when special
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missions occur at an origin or destination. There is then the problem
of whether to utilize surplus carriers, if any exist, to meet these
additional demands and what tariff to charge these auxiliary customers.

The values of the current shadow prices on the initial capacities
of the mode in question may be employed in making these decisions.

The solution is based upon price quotations offered these prospective
customers for the use of idle capacity. We consider only the case for
demands on carriers at the origins; demands on carriers at destination
points can be handled similarly.

Let iip(O) be the optimal shadow price with the givenlinitiél
stocks. If Xip(o) <0 (with our sign invention), it pays the fleet
commands to meet marginal demands at any tariff greater than the
shadow price. The more interesting case occurs when fip(o) >0, i.e.,
when the resources have a positive imputed price.

We consider two cases:

(1) Aip(O) > ?ai: {cijkp(o)} >0
and
(ii) min {cijkp(o)} > XiP(O) > 0.

In case (i) the shadow price exceeds the highest incremental cost of
using the capacity for any commodities considered within the model on
a given route, while in case (ii) the shadow price is less than the
smallest incremental cost.

When (ii) occurs, the current unused capacity has an imputed value
greater than the cost of utilizing this capacity in any of its alter-
native uses. This may be due, for example, to capacity being built
up for use in future periods on the basis of the most recent informa-
tion regarding future demand. Therefore, the stockpile of capacity
should be utilized to meet additional current demand only if a return

at least as high as its imputed value can be obtained from new users.

That is, the shadow prices serve as lower bounds for shipping rates
to charge these additional customers. Note that these efficiency

prices may change from period to period and from location to location
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for the same type of carrier or same category of commodity. Similarly,
when (ii) occurs, costs can be reduced (revenue obtained) by charging
additional customers at least as much as the shadow prices. Again
the shadow prices serve as lower bounds for shipping rates.

One implication is clear, however: 1In the first case, when
private operators offering comparable service (e.g., delivery time)
are willing to carry the extra cargo for rates below the shadow price
on a given route, these carriers should be employed. Similarly, the
shadow prices'imputed to inventories may be used to determine whether
to requisition additional quantities of various commodities of compa-

rable quality at the destinations if this option is available.
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V. A SUBOPTIMAL METHOD OF SOLUTION

We now consider a method that allows us to handle inequality con-
straints on the control variables. Although infeasible values for the
control variables are generally avoided by specifying sufficiently
high penalty costs, they cannot be ruled out a priori. While ad hoc
methods of truncation can be used to modify any infeasible control
values calculated with the algorithm of the preceding section, this may
seriously impair the solution in some cases.’ To guard against this,
it is useful to have a method, albeit suboptimal, which guarantees
that feasible values, when they exist, may be found.

The basic idea of this approach is to modify the objective func-
tion so that the stochastic optimization problem can be converted into

a sequence of interrelated deterministic convex programming problems,

each member of which is generated by the solution to the previous
problem in the sequence as the process unfolds.

Instead of seeking the future controls as functions of the future
state of the system, as is dome in the dynamic programming approach,
the objective is modified to solving for all the controls in the cur-
rent horizon, conditional only upon what is known at the beginning of

o
the first period. Only the first-period decision is actually taken;

%
One such procedure, if there are linear constraints, say

Cx(0) = b, which are violated by the optimal first-period control
%(0), is to find a feasible x that minimizes the distance from £ by
solving the quadratic program

min {Z[xi(o) - ﬁi(O)]2|Cx(O) s bj.

This method of solution may be required for purely institutional
reasons. When fixed values of the future decision variables are
required at the beginning of the horizon for planning purposes, the
entire program of controls must be supplied. For example, this could
arise when the quantities of carriers must be known in determining
crew schedules for a certain number of future periods, which cannot be
revised once they are set. In cases such as these, the transportation
problem is resolved periodically rather than each period. Of course,
in the dynamic programming approach, "forecasts' of future decisions
may be made by substituting the optimal decision rules into the dynamics
and using a point estimate of the random disturbances, say the mean.
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the future control variables obtained at the current stage are not
implemented. Instead, the problem is resolved for all the control
variables in the remaining horizon of length T-1 (or a new T-period
horizon encompassing an additional period), utilizing new information
regarding the state vector and future values of the random disturbance.
This may include updated values of the means of the random variables
for the new horizon, such as would be obtained by converting the pre=-
vious distribution of the stochastic elements over the interval [t,T]
into a conditional distribution over [t+l,T]. Feedback is applied
only ex post at each stage and is not formally incorporated in the
solution to the optimization problem faced at each stage, as it is in
the dynamic programming approach. This approach to stochastic control

problems has been termed by Dreyfus optimal open-loop feedback control,

as opposed to 'closed-loop" control in a dynamic programming approach [4].
However, since the controls are treated now as variables rather than as

policies, we may impose inequality constraints on their values.

MATHEMATICAL DETAILS

We take as our objective function at each stage the expectation
of the quadratic loss function conditioned on the value of the state
vector at the beginning of the current horizon.

Let y = [y(1), y(2), ..., y(T)], an N-vector (N=nT), and
x = [x(0), x(1), ..., x(T-1)], an M-vector (M=mT). Then the open-

loop formulation at each juncture in the horizon may be written

(30) min E{yQy + xHx + cx],
X
subject to

y(tHl) = 8y(£) + Gx(t) + u(r),
x ¢ X, X = {x|Ax = b}

*This is analogous to the use of zero-order decision rules in
chance-constrained programming [3]. Such rules are updated each period
after new information regarding the probability distributions and the
state of the system is obtained.

“Other convex loss functions may be employed; the quadratic is
used for simplicity and comparison with the exact algorithm.
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where Q and H are NXN and MxM block-diagonal matrices with Q(t) and
H(t-1) --the single-period cost matrices--in the blocks. A is a KxM
matrix of constants and b a known K-vector, both partitioned by time
period K = Ztkt, where kt is the number of constraints omn the controls
each period. The expectation is taken over the joint distribution of
the disturbances. In this method we no longer require the u(t) to
obey an autoregressive scheme if they are not serially independent,
nor do we require appending state equations describing the random
disturbances. We still assume that the distribution of the stochastic
disturbances is independent of the state and control variables. Note
that in this approach we treat the controls as variables rather than
as functions of the state as in the dynamic programming approach.

An equivalent deterministic convex programming is obtained by
eliminating the state variables. This is accomplished by solving for
each of the state vectors y(t) in terms of the control variables, the
disturbance vector, and the initigl conditions.

By successively substituting for each previous state vector in

the dynamics (assuming they have constant coefficients), one obtains

t-1 t-1
(3D y(t) =8 y(0) + Z et T lex(r) + Z 55T uen
=0 =0

The entire state vector may be expressed more compactly in matrix

terms as
(32) y = Fy0 + Rx + Du,

where the matrices are defined as follows:

I 0 ee. 0 .o 0 0
G G .o 0 ee. 0 0
(33) R=|: , NxM,
Pl st% ... ¢ ... 0 0
T T % .. 5% ... e @



e
2
8
(34) F=|. » Nxo,
st-L
éT-{J
1 0 |
3 I ces 0
(35) D = , NXN,
_?T-l 5172 B s 1
T T
(36) un = (u(0), u(l), ..., uw(T-1))",
(37) Yo = y(0) = constant.

Substituting Eq. (32) for y in the cost function and applying

the expectation operator, we obtain the quadratic program

(38) min { (7,0 QFy, + [(EWDITQD(ED) + (y,F) Tan(Ew)
. X

T + x"[RTQr + u)x}

T T.T
+ [(ygF) QRIx + [(Euw) D OR]x + c
subject to

Ax = b, x =0

The expected cost function may be rewritten more compactly,

omitting terms independent of the control variables as
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(39 min )px + xMx[Ax < b
X x 20

2

where pT = (yOF)TOR + (EuD)TOR + cTA

RTQR + H.

M

In the multistage transportation mix problem the constraints con-
sist primarily of the conditions--that the amount of capacity of each
mode shipped from each location be less than or equal to the amount
available at the beginning of the period. For the origins this re-

striction implies that the total tonnage of all commodities shipped by

each mode; must not exceed the amount of capacity available, that is

(40) Z xijkp(t) < Aip(t), all i, p, t.
i,k
Similarly the amount of capacity repositioned in each period must

not exceed the stock at the beginning of the period.

41 E x,, (t) < B, (t all j t.
(41) | : 5ip(E RO is e
These constraints can be written without the state variables on
the right-hand side by using the dynamic equations (10) and (11) to
express Aip(t) and ij(t) in terms of control variables in earlier
periods and the initial stocks of capacity. We then have the follow-

ing set of inequality constraints whose coefficient matrix is of the

lower triangular type.

—
(42) ,;g;xijkp(o) + ~ xijkp(l) + ...+ ;g% Xijkp(t)
- JZ xjip(l-'r) - JZ xjip(Z-vr) -

- :%: 'xjip(t-l-T) < Aip(O)

(all i, p, tz
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and

43 D %550 + :g: ®o (D + e+ };: %000 - >,

i i,k

Xijkp(l-T)

- D k(270 - e = D % (t-1-m) = B, (0)
= ijkp i ijkp jp

(all j, p, ©).

In addition, we can impose the condition that the quantity of each
cafrier type at each location not exceed the capacity of the base.
These constraints would be expressed in_;n_anélogous manner .

Finally, there are nonnegativity restrictions on all the control

variables,

Xijkp(t) > 0, xjip(t) =0 (all i, j, k, p, t).
In the transportation problem these lead to a quadratic programming
: ¥*
problem with IJ(K+1)PT variables and (I+J)PT constraints. The increase
in the number of variables by a factor of T is the price that must be

paid for using the open-loop approach.v

SHADOW PRICES

The solution of each member of the sequence of quadratic programs
(Eq. (38)) yields as a by-product a vector of dual variables to évaluate
the scarce resources consisting of the initial stocks of carriers at
each location. When an optimal solution exists, we are assured by the
Kuhn-Tucker conditions for nonlinear programming of the existence of

a nonnegative dual vector w with the property
Wl (A%-b) = 0,

where X is the optimal solution.

*
The number of constraints is doubled if capacity restrictions
on bases are included.
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Let the constraints be partitioned by time period with those for
the initial period at the top and those for succeeding periods follow-

ing, and let w be partitioned to conform with this arrangement as
w = (w(0), w(l), ..., w(T=1)7] .

Then the first period subvector of the dual vector w, W(0), pro-
'vides a shadow price for the right-hand side in the current period,
the initial stocks of carrier at each location in the transport mix
problem. Subsequent subvectors represent "forecasts" of future shadow
prices which, like later components of the decision vector, are subject
to revision in the future. The fact that current shadow prices may
turn out to be positive [zero] is no guarantee that the resource
constraints in future periods will be binding [nonbinding], since the
future shadow prices are random variables which depend upon future
values of the objective function, a random quantity. This accords
with the intuitive notion that in situations characterized by uncer=-
tainty current unused capacity often may have future economic value.

This approach can be extended to problems with nonquadratic cost
functions where the stockout and carrying costs need not be equal,
e.8., piecewise linear costs. In addition, this approach can cope
with nonlinear constraints of the form g(x) 2 0 on the control variables
as well. In order to insure finding a global optimum by known tech-
niques, the cost function must be convex in the states and controls,
and the constraint functions must be concave. In the latter case,
general convex programming algorithms, which allow for nonlinear

constraints, must be employed.
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