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T

he global spread of the coronavirus disease
2019 (COVID-19) created fertile ground for
attempts to influence and destabilize different
populations and countries. In response to this,
RAND Corporation researchers conducted
a proof-of-concept study for detecting these
efforts at scale. Marrying a large-scale collection pipeline
for global news with machine-learning and data analysis
workflows, the RAND team found that both Russia and
China appear to have employed information manipulation
during the COVID-19 pandemic in service to their
respective global agendas. This report is the second in
a series of two reports; the first (Matthews, Migacheva,
and Brown, 2021) focused on qualitative and descriptive
analysis of the same data referred to in this report. Here,
we describe our analytic workflows for detecting and
documenting state-sponsored malign and subversive
information efforts, and we report quantitative results that
support the qualitative findings from the first report.

Introduction
As part of our analysis, we searched for both differences
and similarities in the topics discussed by Russian,
Chinese, and Western news media, and we found that
conspiracy theories and geopolitical posturing were
relatively common in Russian and Chinese news articles
compared with Western (U.S. and UK) articles. The
work we describe here lays the foundation for a robust
protective capability that detects and sheds light on stateactor information manipulation and misconduct in the
global arena.

www.rand.org

Disinformation, Propaganda,
and Truth Decay
The world is experiencing a crisis related to disagreements
over the established truth, a phenomenon that RAND refers
to as Truth Decay—a shift in public discourse away from
facts and analysis that is caused by four interrelated drivers
(Rich and Kavanagh, 2018):
1. an increasing disagreement about facts and
analytical interpretations of facts and data
2. a blurring of the line between opinion and fact
3. an increasing relative volume, and resulting
influence, of opinion and personal experience
over fact
4. a declining trust in formerly respected sources
of factual information.
Truth Decay is a serious threat to both domestic U.S.
and international security, one that is being exacerbated
by malign efforts from a variety of national bad actors.
These ill-intentioned efforts to misuse information are
labeled many ways—readers might have seen these efforts
labeled as disinformation, misinformation, fake news, and
information operations. For clarity and consistency’s sake,
we use the definitions taken from Rich and Kavanagh,
2018, in the remainder of this paper. Our definition of
conspiracy theories comes from Douglas et al., 2019.
(See the Key Information Definitions box.)
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KEY INFORMATION DEFINITIONS
Topic

Definition

Disinformation

False or misleading information spread
intentionally, usually to achieve some
political or economic objective, influence
public attitudes, or hide the truth (a
synonym for propaganda)

Misinformation

False or misleading information that is
spread unintentionally, by error or mistake

Conspiracy
theories

Information that attempts to explain the
ultimate causes of significant social and
political events and circumstances with
claims of secret plots by two or more
powerful actors

Fake news

Newspaper articles, televisions news
shows, or other information disseminated
through broadcast or social media that
are intentionally based on falsehoods or
that intentionally use misleading framing
to offer a distorted narrative

News Manipulation from
Both China and Russia
We found that during the COVID-19 pandemic, both Russia
and China engaged in news manipulation that served
their geopolitical goals.1 Although English-language news
media from both nations did engage in traditional reporting
on COVID-19—reporting on infection, death rates, and
medical responses globally—they also conducted distinct
media efforts that appear to be politically driven news
manipulation. We found that Russian media advanced antiU.S. conspiracy theories about the virus and that Chinese
media advanced pro-China news that laundered Beijing’s
reputation in terms of COVID-19 response. Additionally, we
found that early in the pandemic, Russian media supported
China’s effort to burnish its reputation.
In total, three main pillars of Chinese and Russian news
about the COVID-19 pandemic were identified. First,
unsurprisingly, Chinese and Russian news agencies
reported on stories with broad interest—that is, news
topics covered similarly by Western news agencies. Good
examples of this pillar are articles describing the case
numbers and deaths related to COVID-19.

The second pillar of news stories consists of articles
that perform geopolitical reputation-laundering on behalf
of Russia and China. Many Chinese news articles,
for example, praise China’s handling of the pandemic
and highlight its donations of aid to foreign countries.
Interestingly, Russian news praises China in a similar way.
Russian news also appeared to downplay the original
COVID-19 outbreak in Wuhan. (We consider the interaction
between these different pillars later in this report.)
Finally, Russian and Chinese news agencies promoted
conspiracy theories regarding COVID-19 and the public
health measures implemented to contain it. Examples of
news in this pillar are the suggestion that COVID-19 is a
bioweapon or otherwise engineered in a laboratory or the
idea that contact-tracing efforts are part of an effort by
government and technology companies to track citizens.
The success of our proof-of-concept study supports
the idea that existing, off-the-shelf natural language–
processing methods can be used to make sense of news
reporting by nation, at a global scale. These methods,
linked to a scalable infrastructure that ingests news from
around the world, could create a U.S.-supported capability
to detect news manipulation at the nation-state level. In
place of attempts to identify individual news stories or
sources that are unreliable, such a capability could make
manipulation of the broader news landscape publicly
visible. Automated summarizing of a nation’s news output
at an aggregate level would quickly uncover a manipulation
effort—for example, the spreading of a conspiracy theory
that contact-tracing programs are part of a government
tracking effort. (This is a real example that Russian news
sources spread and that our model detected).
We have several reasons for choosing to focus our analysis
on data aggregated at the nation-state level (as opposed
to, for example, the individual news outlet level). First, we
viewed this study as an extension of prior work looking
at nation-state level disinformation efforts (Marcellino,
Johnson, et al., 2020; Marcellino, Marcinek, et al., 2020).
These prior works looked at nation-state actors engaged in
broad disinformation efforts to interfere with elections, and
we looked specifically at state manipulation of news media
during a pandemic. Second, key features that present
themselves only at the national level were of interest: Most
importantly, the United States and United Kingdom have
robust, independent presses while Russia and China
exert state control over their news media. A separate and
equally compelling analysis would examine potential news

		By news manipulation, we mean that news articles were published to further the agenda of a state sponsor rather than to inform the public. These articles are
therefore subject to pressures beyond the standard editorial control of a news agency.
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disinformation within nations (for example, by partisan
news sources in the United States). It is likely that such
an analysis would find significant differences between
individual outlets that are worth exploring, especially
through the lens of political polarization in the United
States—partisan news has previously been identified as a
driver of Truth Decay (Rich and Kavanagh, 2018).
A potential limitation of this work is that we focused only
on English-language articles. Russia and China are not
majority English-speaking, so we are comparing news
stories aimed at domestic audiences (U.S. and UK) with
ones aimed at foreign audiences (Russian and Chinese).
Insofar as the news outlets are trying to influence Englishspeaking people, however, we feel that they can be usefully
compared. Cross-linguistic comparison of domestically
oriented reporting is another potential line to future research.
Given the effectiveness of combining existing off-the-shelf
methods in our report, a public system for monitoring
global news that detects and describes global news
themes by nation is plausible. Such a system could help
guard against Truth Decay efforts from malicious state
actors. The system also could analyze additional sources
of data, such as social media posts, to understand both
the narratives being pushed and which ones take hold.
More insight could also be garnered by performing deeper
analysis at the individual news agency level: Different online
communities are likely to respond differently to similar news
stories, depending on which source they originate from,
for example. More discussion of such a news monitoring
system can be found in the Discussion section.

Methodology
Identifying disinformation in a large, complex data set is not
a simple task. The word disinformation is a catchall term
used to refer to an array of different phenomena—from
“fake news,” to opinion pieces masquerading as journalism,
to legitimate news stories that heap inordinate attention
on certain topics (while ignoring others). As described in
the definitions box, disinformation is used to refer to the
deliberate spreading of misleading or incorrect information;
misinformation refers to honest but incorrect knowledge.
However, the line between the two can sometimes be
blurred; prior RAND work (Marcellino, Johnson, et al.,
2020) showed that coordinated bot activity was likely used
deliberately in the run-up to the 2020 U.S. presidential
election to amplify authentic tweets and make them appear
more popular than they really were (commonly called
astroturfing) in an attempt to create a false impression
of grassroots spread. Our goal, therefore, was not to
detect disinformation per se, but to identify when and
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how Russian and Chinese news media appear to be
manipulated by forces outside the normal news cycle and
editorial processes. Because our data set featured many
articles from a variety of U.S. and UK media, we make the
key assumption that newsworthy stories will be covered
by these Western outlets; instances in which Russian and
Chinese media cover stories that are qualitatively different
from those covered by Western media are worthy of more
scrutiny to determine whether they could be part of a
disinformation campaign.
Computational techniques have previously been used
by researchers to study dissemination of fake news,
particularly on Twitter. Grinberg et al., 2019, demonstrated
that fake news in the lead-up to the 2016 U.S. presidential
election was seen and shared primarily by a relatively
small number of Twitter users, primarily consisting both
of highly conservative and cyborg accounts.2 Using a
similar methodology, Lazer et al., 2020, found that the
same conclusions essentially held true for the spread of
fake news related to COVID-19. Marcellino, Johnson, et al.,
2020, used a different methodology to determine that botlike accounts likely played a significant role in spreading farright conspiracy theories and disinformation leading up to
the 2020 election. In short, the available research suggests
that much of the disinformation on social media is spread
by a relatively small number of malign users.
These studies have mostly examined metadata and derived
features to draw their conclusions instead of studying
the language of disinformation itself.3 This paper builds
on existing research to study not only metadata about
news, but the actual content of the news itself. We hoped
that understanding the topical themes being spread via
disinformation would lead to new insights that cannot
be seen simply by looking at user engagement on social
networks, such as Twitter.
The first report in this series identified several key markers
of disinformation in Russian and Chinese news: conspiracy
theories, geopolitical posturing, and anti-U.S. messaging.
Although we hoped that a data-driven approach would
replicate these findings, we sought to perform our
analysis as blindly as possible; that is, we did not seek to
confirm our suspicions and simply search the data to find
conspiracy theories. Instead, we used algorithms to detect

the dominant themes in the data and only then analyzed
these themes to determine their content.
Our overall strategy, as mentioned earlier, rested on the
idea that any disinformation published by Russian and
Chinese news sources would be detectable because
its content would differ meaningfully from the content in
U.S. and UK news articles. Certainly, some differences
in content are to be expected under a no-manipulation
hypothesis: For example, Russian news sources might
be more likely to cover stories about Eastern Europe
than news from the United States, simply because of
geographical proximity. However, we hypothesized that by
inspecting these differences closely, we would be able to
uncover patterns associated with manipulation. Ultimately,
any differences between Western and non-Western news
articles would also require human analysis to determine
whether the differences were innocuous or malign.

Data Description
We used NewsAPI to collect all English-language articles
from 43 news sources (nine of which are Russian, five
Chinese, 27 U.S., and two UK) for the period January 1,
2020, through August 31, 2020, that featured either
“coronavirus” or “COVID” in the text.4 This resulted in a
total of 247,315 articles, the vast majority of them (230,865)
from U.S./UK sources, with smaller numbers from Russian
(14,309) and Chinese (2,141) sources. (We provide a more
detailed breakdown of articles published by news outlet in
the Appendix.)
For our search period, the overall frequency of published
articles with either term mentioned grew rapidly through
January and February, reaching a peak in March and April.
Article frequency by country of origin is shown over time in
Figure 1. A similar pattern was seen in publishing frequency
over time across U.S./UK, Russian, and Chinese sources,
although Russian news sources appeared to publish
somewhat less frequently in mid to late February. Moredetailed analysis of this apparent Russian slowdown is
described later in this report.

A cyborg account is one that mixes automated bot activity with real human tweets.
		Derived features refers to such things as the presence of fake news URLs in a Twitter feed.
4
		NewsAPI is an application programming interface that allows users to automatically connect to and search a large database of news articles, including news wire
services (an important advantage over such rival sources as LexisNexis). RAND has built a scalable infrastructure to retrieve, store, query, and then analyze very
large news article data sets. This scalable architecture is a powerful tool that allows us to gather an enormous amount of news data for analysis, but it also has a
constraint: We can collect only news articles from sources covered by the service, which does not include sources that are behind paywalls or otherwise restricted
in access. For our study, in particular, only nine Russian and five Chinese sources in English are covered by NewsAPI.
2
3
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FIGURE 1 Article Frequency over Time in 2020
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NOTE: The moving seven-day average publishing rate is overlaid on each source as a solid line. Note that the y-axis is logarithmically scaled; we have
about an order of magnitude fewer Russian news articles than U.S./UK, and about an order of magnitude fewer Chinese articles than Russian.

Because the COVID-19 pandemic was such an impactful
worldwide event, we were not surprised to find that
news stories about many other topics, such as those
that were dominantly about economic or political stories,
were also represented in our data set because they also
referenced the pandemic in some way. However, a cursory
examination of random articles in our data set showed that
the majority were focused on a different (nonpandemic)
topic, although the pandemic played a significant role in
many of these articles.
We decided to model how this assortment of different
subjects varied across Russian, Chinese, and Western
news media. If we could determine that certain topics were
being discussed quite often by Russian or Chinese news
but rarely by Western outlets, that would suggest the need
for additional examination and might even be indicative of a
malign effort to push certain narratives.

Natural language processing, the branch of machinelearning that deals with unstructured text, has a variety
of techniques for performing this kind of topic modeling.
We decided to use Latent Dirichlet Allocation (LDA), a
widely used method that simultaneously identifies the
topics associated with each article, along with the words
associated with each topic. LDA has the advantage of
being relatively fast to perform on a large data set and
produces results that are easily understood and interpreted
by humans. Our LDA model was built using gensim version
3.8.3, (Rehurek and Sojka, 2011) and text preprocessing
was performed with the Natural Language Toolkit (Loper
and Bird, 2002).
To supplement the LDA model, we also considered how
to analyze the ways that news changed over time, using
time-series clusters. The news cycle is constantly in flux,
and malign foreign entities are liable to change narratives
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over time as different topics become more important. We
therefore expected differences not only in what was being
discussed by the news media, but when it was being
reported. Our time-series model, described in more detail
later in this report, yields clusters of words that rise and fall
in frequency simultaneously. As in LDA, human inspection
of the key words is necessary to assign meaning to the
clusters. We used the same preprocessing steps (stop
word removal, stemming, and tokenization) for both our
LDA and time-series clustering models.
Each of our methods—LDA and time-series modeling—
yielded groups of articles and words associated with a
particular topic. We found that both methods generated
a reasonably small number of clusters (about 20–50
unique topics, depending on the method and whether
the model was analyzing Russian, Chinese, or Western
news articles) that could then be studied individually. We
found that meaning was somewhat simpler to assign to
the time-series clusters because the words in each cluster
of interest were typically closely related. Moreover, spikes
in the frequency of different words were usually easy to
correlate with real-world events. On the other hand, the
time-series clusters were observed to be somewhat biased
toward rare or infrequent words. This made the timeseries data more useful for identifying niche subjects like
conspiracy theories but less useful for broader trends.

LDA Modeling
LDA identifies topics by the collection of words that appear
within documents. It is a bag-of-words technique; that
is, it considers only which words appear in a document,
not the order in which they appear. The algorithm takes
as its input a series of documents and a predetermined
number of topics to identify, then assigns each word and
each document to one or more topics in such a way as to
produce topics as homogenous as possible. For instance,
the word Brexit appears almost exclusively in news articles
about the United Kingdom and Europe, so that word is
assigned to that topic, as are articles that use that word.
Both documents and words can be assigned to multiple
topics: It is easy to imagine a news article that discusses
both the U.S. economy and the presidential election.
However, LDA favors assigning a handful of topics at most
to each word or document, under the assumption that
each document has a relatively singular focus.
We trained three separate LDA models, one for each of our
Russian, Chinese, and Western news data sets. Standard
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preprocessing techniques were applied to the data: The
text of each article was stemmed and tokenized, and stop
words were removed.5
We chose to allocate 20 topics for each country. This
choice was initially motivated because it seemed a
reasonable compromise between capturing many niche
topics and splitting larger topics into duplicates, but we
also computed topic coherence for a range of eight to
28 topics. We found a modest peak in coherence at 20
topics, but the results were quite noisy and little significant
improvement was seen for more or fewer topics. We
concluded that 20 topics for each of our data sets was a
reasonable choice.
We initially trained a single LDA model on all of our text
instead of training three separate models. We found the
resulting topics to be dominated by U.S. news articles,
which makes sense because the data set was heavily
skewed toward U.S. outlets. For example, articles from
Russian and Chinese sources were grouped together
with many other articles from U.S. sources about U.S.
foreign policy. Because we were specifically interested in
the narratives being promoted by Russian and Chinese
sources, we decided to build three separate LDA models,
which immediately resulted in a far more granular look at
the different themes in these articles of interest.
To assign a meaningful label to each topic, we then identified the 20 articles with the highest score associated with
each of our 20 different topics and read each of the headlines.6 We also observed the 20 words most strongly associated with each topic. In most cases, reading the headlines
was enough to quickly identify the topic of discussion.
In a few cases, topics were more difficult to discern.
Sometimes this was because two separate article subjects
were placed into a single topic. In our Western news
category, for example, we found that international news
stories and articles about Black Lives Matter (or BLM)
protests were placed together in the same topic. This kind
of conflation is not unexpected; the two topics share many
key words: “protest,” state,” “law,” “people,” “security,” and
so forth.
Meanwhile, we found several topics whose contents
appeared to be duplicated in our Chinese data set,

5

6

probably because of the relatively small number of articles.
The LDA algorithm had to split some relatively cohesive
topics to reach a total of 20 topics. This was less likely to
occur in our Western and Russian data sets because there
were simply more major topics discussed.
After assigning a label to each of the topics, we crossreferenced the three categories of articles (U.S./UK,
Russian, and Chinese) to see which topics were shared
and which were unique. The results are described in a later
section of this report.

Time-Series Clustering
To understand the time-series nature of the topics under
discussion in our data sets, we set out to find clusters of
words for which the frequencies change simultaneously.
Given the nature of the news cycle, we expected that
words associated with some topics would spike in their
usage when that topic became of broad interest. Consider
the words oil, barrel, OPEC, and price: One would expect
that these words are used year-round but become more
common when there is a newsworthy event involving oil
markets (for example, if gas prices go up). The pattern
of their frequency over the course of the year, then, is
relatively unique, and we can discover other words that
have the same time-series signature. We applied this
technique only to the Russian and Western data sets; the
Chinese data set was too small to yield informative results.
To perform this analysis, we first identified the 5,000
most common words in our two data sets of interest.
Text preprocessing was performed identically to the
preprocessing for the LDA analysis. For each word, we
then calculated its daily frequency by dividing the number
of mentions of that word by the total number of words used
across all articles in the associated data set. To smooth
out daily fluctuations, we then computed the five-day
rolling average of these frequencies and then normalized
each word’s frequency by dividing by the peak frequency
across the entire time span. This latter step allows us to
easily compare the time-series fluctuations of common
words and uncommon words on an equal footing. With
the time-series frequencies of each word in hand, we
finally applied the OPTICS (Ordering Points To Identify the

Stemming refers to converting a word to its root form (e.g., “running” becomes “run”). Tokenization is the process of converting all words to lowercase and splitting
them into individual word components (e.g., splitting the contraction “they’re” into “they” and “re”). Stop words that are so common they add little information (e.g.,
“the,” “and,” “of”). We used the Porter Stemmer as implemented in the Natural Language Toolkit, the standard toolkit stop words dictionary, and the
genism.utils.simple_preprocess tokenizer.
In virtually all cases, we found that 20 articles were sufficient to easily identify the topic being discussed.
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Clustering Structure) clustering algorithm to find words that
cluster together.7 We chose OPTICS over more-common
clustering algorithms for two main reasons: First, OPTICS
does not require an input for the number of clusters,
instead determining the number of clusters directly from
the data; second, it classifies low-density points as noise
and does not assign them to a cluster. With many words
that were not topic-indicative in our data, this was a crucial
feature that allowed us to minimize noise and produce
meaningful clusters. A few other clustering algorithms
have similar features, and we chose OPTICS both for its
computational speed and for the (admittedly subjective)
observed quality of the resulting clusters.
The OPTICS algorithm finds high-density clusters, meaning
many words are not similar enough to any other word to
warrant cluster membership. The words in each cluster,
therefore, have rather similar time-series frequency curves,
exactly as we wanted. Finally, we examined each of the
resulting clusters manually to see which words covaried
with one another and when they became more or less
prevalent. We describe the results of this process in the
next section.
We also performed a cross-correlation study with the
time-series frequency data between Russian and Western
news. Cross-correlation measures the time delay between
two signals, so this analysis was aimed at discovering
whether Russian or Western news was faster to respond
to world events. For each word that was found in the top
5,000 most common words for both data sets, we directly
computed the cross-correlation function to compare the
two frequencies.

Results
We begin this section by describing the overall array of
topics discovered by LDA modeling; then we describe the
topics identified by analyzing words that cluster together
over time. The two methods produce different but complementary results, giving us a more robust interpretation of
the data than would be possible with either method alone.
We also find that our results—particularly the spread of
conspiracy theories and geopolitical reputation-boosting—
agree with the conclusions of the first report in this series,
which analyzed the same data with qualitative methods.

7
8

COVID-19 Topics
We performed LDA topic modeling separately for each
of our three document groups: Russian news, Chinese
news, and U.S./UK news. With major topics in hand for
each group, we were then able to cross-reference the
learned topics for each country to uncover major patterns.
We did this manually: With only 20 or so topics for each
data set, it was straightforward to identify the topics that
overlapped significantly with one another. Future iterations
of this pipeline could theoretically automate this step by
computing an appropriate distance measure between the
LDA word scores for each topic across our three data sets.
Figure 2 displays the main results of our LDA modeling.
Some topics were durable across the three groups:
COVID-19 Cases and Deaths, for example, was a topic that
each LDA model found independently in the different data
sets. Example headlines from this topic (and all others) are
shown in Table 1. Several topics were shared by only two
of the three document groups—for example, news about
airlines was found in both Russian and U.S./UK news but
not in Chinese news.
We distinguished among articles shared across all the three
categories—or by Western and Russian news—and those
unique to Russia or China or shared by those two because
we felt the latter category deserved a closer look.8 Several
of these topics appeared to be either promoting conspiracy
theories or performing reputation-laundering, especially for
China. The most suspicious of these topics are Contact
Tracing Fears, COVID-19 Hoax, Liberation and Tyranny,
and China Reputation-Laundering (and COVID-19 Origins).
Here, we describe each of these topics and a few example
headlines from each.

Contact Tracing Fears
Articles scoring highly for this topic, which appeared only in
the Russian data set, broadly argue that contact tracing will
lead to violations of privacy, either from governments (“How
UK Government’s COVID-19 Contact Tracing App Works—
Is User Data Safe?”) or private technology companies
(“Don’t Trust Apple or Google with Coronavirus Data, Says
German App Developer”). This topic scores highly for
such words as data, app, user, and track. We find a similar
set of words in a time-series cluster for Russian news,
described in more detail later in this report, that appears to

We used a Euclidean distance metric with a minimum of five samples, using the Xi method with value 1e-7.
Note that LDA identifies only the dominant topics, not all topics. It is certainly plausible that there are some conspiracy theories and pro-China news articles in our
Western data set, for example, but these instances are not significant or coherent enough to produce a defined LDA topic in the same way that they are in the
Chinese and Russian data sets.
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FIGURE 2 LDA Topic Venn Diagram
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NOTES: All three news groups discussed major topics, such as the COVID-19 case rate and the U.S. economy. We found that both China and Russia
also devoted many articles to country and region-specific news in such places as India, Pakistan, Europe, Australia, and the Middle East. Of particular
note are the various conspiracy-adjacent topics promoted by Russia and China (COVID-19 Hoax, Liberation/Tyranny, Contact Tracing, and COVID-19
Origins), and the fact that both China and Russia engaged in reputation-laundering for China’s handling of the pandemic.

be correlated with other related conspiracy theories about
public figures, such as Bill Gates and Anthony Fauci.

COVID-19 Hoax
This topic contains articles that do not necessarily argue
that COVID-19 is fictitious but that its danger has been
dramatically overstated. Headlines with high scores for this
topic make claims that COVID-19 is not deadly for healthy
people (“Italy’s Institute of Health [ISS] Report: 99% of
Deaths Attributed to COVID-19 Deaths Had ‘Pre-Existing
Serious Illness’”), or that data on COVID-19 deaths is faulty
(“England Falsifies COVID Data: Tens of Thousands of
Coronavirus Tests were ‘Double-Counted’”), or even that

hospitals have been financially incentivized to misreport
COVID-19 deaths (“US Hospitals Getting Paid More to
Label Cause of Death as ‘Coronavirus’”). The message
among articles that score highly for this topic is clear: The
danger to individuals from COVID-19 has been inflated,
and the public has been lied to (or at least received
misrepresenting information) about key COVID-19 statistics.

Liberation and Tyranny
Articles in this topic describe the public health measures
that were implemented during the pandemic as part of a
sinister plot by governments to exert totalitarian control.
This topic has some overlap with the Contact Tracing
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Fears topic in that these articles express concern about
government surveillance but with a somewhat more
dystopian slant (e.g., “COVID-19: Panic Will End but Tyranny
Will Not,” or “The Digital Revolution: Unlimited Ability to
Spy and Control Populations. The Creation of a Police
State Dystopia”). One narrative commonly shared by these
articles is that the real pandemic is the fear of COVID-19
and how it has made society more submissive in the face
of a powerful government and elite class.

China Reputation-Laundering
and COVID-19 Origins
Both China and Russia yielded results for these topics
(separated into two groups in the case of China, combined
into a single topic for Russia) that perform reputationlaundering in favor of China and cast doubt that the
pandemic originated there. By reputation-laundering,
we mean that they describe acts of generosity by the
Chinese government—for example, making donations to

poorer countries in Africa to help them fight the pandemic
(“China’s Medical Team to Aid COVID-19 Fight in South
Sudan, Guinea”). Some articles in this category discuss
economic measures, promoting trade with China (“EU
Shouldn’t Limit Ties with ‘Emerging Superpower’ China
to Economy and Trade—German FM”; “Xi Says China
to Contribute to a Stable World Economy”). Spreading
uncertainty about the origin of the virus that causes
COVID-19 is performed via articles that dismiss the socalled lab-leak theory and that promote research about
a zoonotic origin—or simply claim that there is no way of
knowing the origin (“No Way to Say Whether COVID-19
Originated in China, Ambassador Claims”). Some Chinese
articles respond directly to accusations that the Chinese
government violates human rights (“Human Rights Come
After Saving Lives in Fierce Pandemic”); this category of
articles takes aim at the U.S. government, accusing it of
similar abuses (“A Close Look at U.S. Hegemonic Practices
Disguised in Human Rights Protection”).

TABLE 1 Global COVID-19 News Topics

TOPIC

COUNTRY

EXAMPLE HEADLINES

COVID-19 Cases
and Deaths

United States,
United Kingdom,
China, Russia

• United States: “Coronavirus Updates: Pandemic Hits Grim Milestone as Global Cases Top
5 Million”
• Russia: “Coronavirus Deaths Reach 366 in Italy, Infection Tally Grows by Dozens in
Germany, France”
• China: “Influential COVID-19 Model Projects Nearly 300,000 Deaths in U.S. by Dec. 1”

U.S. Politics

United States,
United Kingdom,
China, Russia

• United States: “6 Months Out, Biden Tops Trump in Latest National Poll”
• Russia: “Bolton Is Troubled by Trump’s Suggestion He Would Lose in Upcoming Election
Only If It’s Rigged”
• China: “Trump Gives Rally-Style Speech at GOP Convention After Renomination”

U.S. Economy

United States,
United Kingdom,
China, Russia

• United States: “Jobless Claims Fall Below 1 Million for the First Time Since March”
• Russia: “US National Debt Skyrockets to Levels Unseen Since WWII amid COVID-19
Shutdown”
• China: “U.S. Fed Chair Announces New Policy Strategy on Inflation”

International News
and Foreign Policy

United States,
United Kingdom,
China, Russia

• United States: “Israel’s Netanyahu Calls for Establishment of Emergency Unity Government
to Confront Coronavirus Threat”
• Russia: “Shops Across India Open After a Month of Lockdown, Following Partial Relaxation
of Norms”
• China: “RCEP Countries Plan to Hold Meeting in October, Aim at Deal Signing Within This
Year: Vietnamese Official”

Food and Recipes

United States

• “Taco Bell’s New Menu Item: Grilled Cheese Burrito, with Cheese on the Inside and
Outside”

Tropical Weather

United States

• “Tropical Storm Cristobal Lashes Mexico, Gulf Coast States Likely to Have Impacts by
Next Week”

Tech Companies

United States

• “Zoom Is Being Sued for Allegedly Handing over Data to Facebook”

Masks/Personal
Protective Equipment/
COVID-19 Symptoms

United States

• “CDC Adds Six New Possible Coronavirus Symptoms”

Stock Market

United States

• “Stocks Fall as Wall Street Closes out Brutal Quarter of Coronavirus Losses”
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TABLE 1 Global COVID-19 News Topics continued

Pop Culture

United States

• “Oscar Winner Taika Waititi Will Direct a New ‘Star Wars’ Movie”

Magazine Features

United States

• “Can the Postal Service Survive the Pandemic?”

Local U.S. News

United States

• “D.C. to Keep Schools Closed Until May 15”

Sports

United States,
Russia

• United States: “NBA Suspends Season After Rudy Gobert Tests Positive for Coronavirus”
• Russia: “Luis Suarez Bites Back at Critics with Cryptic Message as Barcelona Exit Looms
for Him and Messi”

Mental Health

United States,
Russia

• United States: “3 Ways to Keep Calm During Stressful Times”
• Russia: “Psychologist Expects a Lot of People to Be Struggling with Anxiety Due to
COVID-19 Pandemic”

Airlines

United States,
Russia

• United States: “Long-Haul Carrier Emirates Says It Will Suspend All Passenger Flights
Beginning Wednesday over New Coronavirus Outbreak”
• Russia: “American Airlines to Lay Off Another 19,000 Workers on 1 October, Senior
Executives Say”

UK and European
News

United States,
Russia

• United States: “Coronavirus: England Lockdown Easing ‘Biggest Step Yet,’ Says PM”
• Russia: “Barnier, Frost Back at Work as UK and EU Agree 3 Negotiating Rounds for
Post-Brexit Deal”

Vaccines

United States,
Russia

• United States: “FDA Outlines Its Conditions for Approving a COVID-19 Vaccine”
• Russia: “US Biotech Company Moderna Reports ‘Positive’ Results on Potential COVID-19
Vaccine”

Black Lives Matter

United States,
Russia

• United States: “WATCH: Floyd Family Attorney Ben Crump Speaks During George Floyd
Memorial”
• Russia: “Videos: NYPD Officers Come to Blows with Civilians amid Arrest”

Contact Tracing

Russia

• “Don’t Trust Apple or Google with Coronavirus Data, Says German App Developer”

India and Pakistan

Russia

• “India Indicates Continuation of Cooperation Among SAARC Members Despite Differences
with Pakistan”

COVID-19 Hoax

Russia

• “Video: How COVID-19 Death Certificates Are Being Manipulated. Montana Physician
Dr. Annie Bukacek”

Oil

Russia

• “Oil Prices Tumble Again amid Fears Storage Facilities Will Run out of Space”

Liberation and Tyranny

Russia

• “The Global Elite’s Coup Against Humanity. Fear And ‘Submissive Obedience’”

Middle East

Russia, China

• Russia: “US-Led Coalition Leaves Headquarters in Northern Iraq After Exit from Several
Bases—Report”
• China: “Actual Cases of COVID-19 in Syria May Exceed Official Figures: UN Official”

China ReputationLaundering

Russia, China

• Russia: “China to Donate Additional $30mn to WHO for Fight Against COVID-19”
• China: “China’s Medical Team to Aid COVID-19 Fight in South Sudan, Guinea”

COVID-19 Origins

China

• “COVID-19 Leak from Wuhan Lab ‘Highly Unlikely,’ Says U.S. Researcher”

South Korea

China

• “S. Korea’s COVID-19 Cases Rise to 8,086, Death Toll at 72”

Australia

China

• “Australian Virus Outbreak Stemmed from Failed Hotel Quarantine Scheme: Inquiry”

Hong Kong

China

• “Hong Kong’s Future Is in the Hands of Its People”

Agriculture and Food

China

• “G20 Members Should Jointly Ensure Food Security amid Pandemic: Chinese Minister”

Schools

China

• “European Countries Brace for New School Year amid COVID-19 Resurgence”

NOTE: Topics were identified by LDA models. Some topics have been consolidated (e.g., presidential and congressional politics were identified as
separate topics in the U.S. news model, but we combine them here into a total U.S. Politics topic) while others were split further (Black Lives Matter and
international news were found to be combined in our U.S. news model, as described in the text), so there are not exactly 20 topics per country. Example
headlines were drawn from the 20 articles with the highest score for each topic; we caution that there remains some heterogeneity within each topic, so
these headlines cannot necessarily be interpreted as representative.
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Trending Topics over Time
The results of our time–series clusters broadly supported
the major themes discovered from the LDA analysis:
Russian news appeared to be spreading conspiracy
theories (particularly around contact tracing and COVID-19
origins) and seemed to be downplaying the severity of
the original Chinese outbreak in Hubei Province. With our
OPTICS hyperparameter choices, the algorithm discovered
50 word clusters in the Russian data set that were each
then inspected manually for relevance.
As noted already, the Chinese data set was too small
to draw any coherent conclusions from the clustering
algorithm, although we do compute some word frequencies
for comparison. Our cross-correlation analysis found that
Russian news sources were slower (generally by a few days)
to report on any given topic; this implies that most Russian
news sources are reacting primarily to Western news media
rather than to the source of the news itself. We describe
each of these conclusions.

Conspiracy Theories
Most of the time-series word clusters we found were
relatively mundane: For example, words associated with
the oil market (oil, barrel, crude, and so forth) were found
to cluster, and they peaked in early March 2020 in both
Western and Russian news—corresponding to the onset
of the Saudi Arabian–Russian oil price war. Most word
clusters associated with the onset of the pandemic (e.g.,
words associated with airlines and travel restrictions)
peaked in frequency in February or March 2020, although
some later peaks were associated with other world events
(e.g., words associated with the Black Lives Matter protests
peaked in early June 2020, and words associated with
U.S. presidential politics peaked around the time of the
Republican and Democratic party national conventions).
However, several clusters of words appeared to be
unassociated with real-world events in this way and
therefore are more suspicious. One such grouping—the
words propaganda, biological, warfare, and weapon—
appear to be associated with articles suggesting that
COVID-19 was an engineered bioweapon, potentially even
one designed by the United States. These bioweapon
articles peaked in late February 2020 and then diminished
in usage (as shown in Figure 3). This result conforms
with prior RAND qualitative analysis of our same data set
(Matthews, Migacheva, and Brown, 2021), which noted

9

that conspiracy theories in Russian news changed over the
course of the pandemic.
A second set of words regarding clinical trials—including
clinical, trial, study, published in, and England,9 along with
some variations—was found to have clustered together.
Initially, we found this cluster unsurprising; the words all
discussed a shared topic. Further investigation, however,
revealed that the frequency of these words spiked
significantly in July 2020 among Russian news sources
but not among Western ones (see Figure 4). Studying
these articles, we found they were primarily concerned
with potential pharmacological COVID-19 treatments,
particularly the drugs hydroxychloroquine and remdesivir.
One narrative in some of these stories is the fact that
remdesivir is manufactured by the “Big Pharma” company
Gilead Biosciences and is relatively expensive, whereas
hydroxychloroquine is cheap and generically available; the
associated conspiracy theory is the idea that a life-saving
drug (hydroxychloroquine) is being withheld to benefit a
powerful corporation.
Inspired by the results of our LDA modeling, we also
investigated the contact tracing conspiracy theory
described earlier with our time-series analytic framework.
We identified the words with frequency profiles most similar
to the words contact tracing and tracking, finding a relatively
close connection to the words Gates (as in philanthropist
Bill Gates, who donated millions of dollars to COVID-19
research) and Fauci (as in Anthony Fauci, director of the
National Institute of Allergy and Infectious Diseases). Further
investigation of those words identified a cluster of words
related to conspiratorial thinking—allegations, alleged,
secret, material, targeting, and sovereign—that peaked in
frequency in late July 2020. The time-series frequencies of
these words, along with the average of Fauci and Gates,
is shown in Figure 5. We see a relatively good correlation
between the words of interest from about April through
August, although the similarity is not quite strong enough to
form the distinct, detectable cluster seen in other cases.
This could be because of the particular way that distance
between frequencies is calculated, using a Euclidean
distance metric across the entire year. Because some words
can play multiple roles across different news stories, further
research might be needed to identify temporally limited
correlations between words. We leave this line of inquiry
to future work. Note, however, that the conspiracy-related
words themselves do form a cluster—just not together with
Gates and Fauci.

This word presumably referred to the New England Journal of Medicine.
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FIGURE 3 Bioweapon Conspiracy Theory

1.0
Bioweapon words in Russian news

Relative word frequency

0.8

0.6

0.4

0.2

0.0
Jan

Feb

Mar

Apr

May

Jun

Jul

Aug

NOTE: The bioweapon words biological, propaganda, warfare, weapon, and on china were charted among Russian news sources over the course of
2020. Individual words are illustrated by gray lines; the mean is the green line. None of these words was among the 5,000 words most frequently used by
Western media. Note the spike in usage in late February, corresponding to a series of articles suggesting that COVID-19 was an engineered bioweapon,
perhaps designed by the United States. As COVID-19 began spreading more widely in March 2020, this conspiracy theory diminished significantly.

FIGURE 4 Clinical Trial–Related Word Frequencies
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NOTES: Individual words are charted in gray, the mean for Russian text in green, and the mean for Western media in blue. A significant spike in word
frequency appears in July for Russian sources but not Western ones. We attribute this spike to articles about a potential conspiracy theory to deprive
COVID-19 patients of the drug hydroxychloroquine.
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FIGURE 5 Conspiracy/Fauci and Gates Word Frequencies

1.0
Conspiracy-related words in Russian news
“gates” and “fauci” in Russian news

Word frequency

0.8

0.6

0.4

0.2

0.0
Jan

Feb

Mar

Apr

May

Jun

Jul

Aug

NOTE: The light gray lines denote frequencies among Russian news sources for the conspiracy-related words allegations, secret, alleged, sovereign,
targeting, and material; the black line denotes the mean; the green denotes the average frequency of the words Fauci and Gates. We found the words
gates and fauci in the course of investigating the contact tracing conspiracy theory but noticed that another, more generic set of conspiracy-related
words appeared to cluster into an even more distinct peak in late July 2020. There is obvious correlation from April to August in the frequency patterns
of these words—and more-detailed searching shows a broad conspiratorial slant to articles published during this time although they lack a singular
narrative. This leads us to believe there is a significant amount of overlap among several Russian-backed conspiracy theories.

Nevertheless, the fact that ostensibly unrelated narratives—
contact tracing, Bill Gates/Anthony Fauci,10 and an
assortment of geopolitical themes11—are present in articles
using this series of conspiracy-related words and spike in
frequency simultaneously leads us to believe that many
of the different conspiracy theories being promoted by
Russian news agencies are overlapping to some extent.

Downplaying COVID-19 Severity
We discovered an unusual downtick in the frequency of
words associated with COVID-19 in mid-February 2020
among Russian news sources. These words—coronavirus
cases, spread, crisis, help, needed, and fight, plus a few
variations on them—are clearly associated with COVID-19
outbreaks. We see these words grow in frequency in both
Western media (shown in Figure 6) and Chinese media (not

10

11

12

shown in order to keep the plot less cluttered) during February as the first outbreak grew in Hubei Province in China.
Surprisingly, Russian news shows a significant decrease in
the frequency of these words at the same time, suggesting
that the Russian news media was downplaying the severity
of the crisis in China. As noted already, the decrease in
word frequency is also associated with a decrease in total
number of articles using the words coronavirus or COVID.
We compare the word frequencies for each country with
the official number of new COVID-19 cases in China in
Figure 6.12 Note that the Russian use of these words and
article-publishing rate recovered quickly after mid-February
(as the Chinese outbreak was brought under control) and
closely tracked Western news frequencies after March.
Alternative explanations for why Russian news used these
infection-related words less during an outbreak are difficult
to come by—recall that the frequency of total articles pub-

Examples of these narratives are “Why the Bill Gates Global Health Empire Promises More Empire and Less Public Health. Gates Foundation Owns the WHO!”
and “Corruption in the Medical Field: US Doctors Threatened over Hydroxychlorquine Use. Dr. Fauci Is Blocking HCQ.” (HCQ is short for hydroxychloroquine).
Examples of these narratives are “Hunger Is a Weapon of War: Syria Under US Coalition Blockade and Scorched Earth Policy,” “The ‘Russia Report’: Deep State
Reinforcing Delusion to Spread Fear and Seize Power.”
These numbers, taken from the Our World in Data project at Oxford University, have been called into question by some experts. However, we believe they are at
least something of a proxy for the true number of cases; all that matters here is the relative number of cases over time.
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FIGURE 6 Downplaying COVID-19 in February 2020
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NOTE: Gray lines indicate the relative frequency of individual infection-related words and phrases (coronavirus cases, spread of, the spread, coronavirus
crisis, crisis, fight the, help, needed, the crisis) among Russian news sources, the green line indicates the Russian mean; the red line indicates the
number of Chinese COVID-19 cases. In mid-February, we see a significant drop in word frequency, which is somewhat perplexing given the surge in
COVID-19 cases. Similar patterns are not seen in Western media (blue line) or Chinese media (not shown). We conclude that Russian news was
deliberately downplaying the outbreak in China, although why it did so remains unclear.

Harnessing and Combining
Inexpensive Off-the-Shelf Methods

lished also dropped (i.e., Russia was writing fewer articles
about COVID-19, and the ones that were published downplayed the severity of the outbreak).

Discussion
Our data-driven investigation into COVID-19 news was in
alignment with much of what was seen in RAND’s earlier
qualitative investigation. Russian and Chinese Englishlanguage news appear to be manipulated to promote
certain narratives—particularly ones that promote Russian
and Chinese geopolitical interests at the expense of the
United States. They also appear to promote a variety of
different conspiracy theories, especially those that portray
the pandemic as an opportunity for governments and elites
to take advantage of citizens and those that cast doubt on
the origin of COVID-19. This represents serious misconduct
on the part of Russia’s and China’s governments. By using
their authoritarian power over the media to oppose public
health measures, they directly harmed global health and
well-being. This case study demonstrates the serious stakes
of state-actor misconduct in information and highlights the
importance of a robust response.

Our two main methodologies—LDA and time-series
clustering—complemented each other and allowed us
to gain new insights that were not possible using either
technique alone. LDA readily identified several conspiracy
theories, for example, but by delving in deeper, we found
that the different narratives being promoted shifted over
time (from “COVID-19 is a bioweapon” to “contact-tracing is
a sinister plot” to “lifesaving medicines are being withheld
from COVID-19 patients”). The combination of these
techniques also allowed us to get a more three-dimensional
picture of the geopolitical reputation-laundering that
was taking place in Russian and Chinese news: Russia
downplayed the severity of the original outbreak in China,
allowing Russia to question the danger of COVID-19 later
and to praise the Chinese government response; China
(which did not appear to downplay the outbreak in its news)
was able to garner sympathy for the severity of the outbreak
and later promote its ability to handle outbreaks around the
world. These results agree with the conclusions of the first
report in this series, which found that Russia’s goals were to
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sow distrust about COVID-19, amplify internal U.S. political
divisions, pollute the information space, and discredit the
U.S. response to COVID-19 while China sought to defend
its image to an international audience and denigrate the
United States.
The techniques we used here are also relatively inexpensive
and interpretable, meaning that they should have high
applicability to other analyses. They are also portable, in
the sense that LDA topics (having been identified manually)
and word frequency patterns can be observed across
disparate data sets. A hypothetical system could identify
topics of conversation across news, social media sites,
and other sources to determine which topics are gaining a
foothold in different communities. Combining multiple data
sets and multiple lines of analytics could therefore be a
robust and sensitive way to detect foreign malign influence
and do so quickly without large investments in technology
and capability-building.

An Enduring Collection Capability
Would Enable Real-Time Detection
and Analysis of State-Actor
Propaganda
An important take-away from our proof-of-concept and
case studies is that, in addition to looking at misleading
information at the level of specific texts (articles, videos)
and unreliable platforms (e.g., Russia’s RT News or
Sputnik), analysis should be performed at the state-actor
level. Authoritarian regimes can influence and manipulate
news at the national level, creating streams of potentially
harmful content that serve their geopolitical aims.
Concentrating on only certain individual outlets will miss
the larger picture that is seen by aggregating the data at
the national level. On the other hand, trends also might
be present at subnational levels (clustered by geographic
region, partisan viewpoint, or some other shared feature)
that also should be studied in future research.
The methods described here still require some human
interpretation but can significantly streamline the workload
relative to a human-centered analysis approach. Identifying
the key, exemplary articles from a sample of more than
230,000 is difficult to do by hand but straightforward with,
for example, LDA modeling.
Given the potential harm from such bad actors as
Russia and China, and given the low level of investment
needed to build a robust system for news manipulation
detection, we recommend that the U.S. government

support the establishment of such a system. We note that
this exploratory effort was scoped only to demonstrate
a proof of concept. We did not study specific legal
authorities for establishing a news manipulation detection
capability, nor did we study specifics for coordination
with nongovernmental stakeholders, such as news media
and social media platforms. The specifics of how the
United States and other responsible state actors can
best implement a public capability to address this threat
are separate questions, but ones that we feel can be
addressed expeditiously.
A news manipulation detection system could be set
up to collect news articles in near-real time, the text of
which is digested and used to update an existing LDA
topic model (or suite of models). LDA and other topic
modeling algorithms are capable of being trained online,
meaning they can be fit to data that streams in over time.
The time-series clustering algorithm we employed here
is similarly flexible and could be adapted without much
difficulty to detect topic clusters as they arrive. The result
would be a system that might, for instance, update every
hour, returning the topics that have been most prevalent in
Russia’s, China’s, or another country’s news over the past
hour, day, week, and so forth. The system could be set up
to flag when a topic has evolved to differ meaningfully from
its original incarnation, requiring new human interpretation.
Ideally, such a system would also be replete with advanced
data visualization capabilities to quickly understand both
when and where certain topics began trending.
Because the outputs of our models are fungible (words
and use frequencies), the same modeling approaches can
be ported to other kinds of data (social media posts, for
example) and correlations between topics can be found
across data sets. Adding in these data streams to the
hypothetical system described in this report would allow
detection of not only trending topics in state-sponsored
media but also the influence that those topics have on the
population. With an automated system running, it would
be a straightforward and low-cost approach to track the
influence messaging being pushed by countries like Russia
and China, enabling timely and effective countermessaging.

Appendix: News Sources
Table A.1 displays the number of articles analyzed by news
agency. Depending on where the news agency is based,
we categorize each news agency as belonging to one
of three categories: United States and United Kingdom,
Russia, and China. The total number of articles for each
category is also shown.
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TABLE A.1 U.S. and UK Article Breakdown

NEWS SOURCE

COUNTRY

NUMBER OF ARTICLES

ABC News

United States

14,324

Breitbart News

United States

10,258

Business Insider

United States

20,327

BuzzFeed News

United States

1,610

CBS News

United States

6,100

CNN

United States

8,921

Fox News

United States

23,081

Huffington Post

United States

6,538

MSNBC

United States

413

NBC News

United States

9,304

NPR

United States

4,846

New York Post

United States

17,990

New York Times

United States

11,378

Newsweek

United States

6,281

PBS

United States

4,058

Politico

United States

5,705

Rushlimbaugh.com

United States

6

Sean Hannity

United States

7

The Daily Caller

United States

7,319

The Hill

United States

17,622

Wall Street Journal

United States

2,145

Washington Post

United States

6,538

Time

United States

3,542

USA Today

United States

14,780

Vice

United States

3,046

Vox

United States

2,456

Washington Examiner

United States

546

BBC News

United Kingdom

16,931

The Guardian

United Kingdom

389

Total United States + United Kingdom

226,461

Fort-russ.com

Russia

36

Globalresearch.ca

Russia

1,864
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TABLE A.1 U.S. and UK Article Breakdown continued

Pravdareport.com

Russia

2

RT

Russia

6,293

Russia-insider.com

Russia

10

Sputnik International

Russia

6,065

Strategic-culture.org

Russia

11

TASS

Russia

20

The Moscow Times

Russia

8

Total Russia

14,309

Cgtn.com

China

171

Global Times

China

86

People.cn

China

1,746

Xinhua Net

China

109

China Daily

China

30

Total China

2,142
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ABOUT THIS REPORT
The global spread of the coronavirus disease 2019
(COVID-19) created fertile ground for attempts to influence
and destabilize different populations and countries,
particularly by authoritarian governments seeking to use
state control over news media to spread disinformation
serving their political ends. In response to this, RAND
researchers conducted a proof-of-concept study for
detecting these efforts at scale. Marrying a large-scale
collection pipeline for global news with machine-learning
and data analysis workflows, the RAND team found
that both Russia and China appear to have employed
information manipulation during the COVID-19 pandemic
in service to their respective global agendas. This report
describes both these efforts and our analytic workflows
for detecting and documenting state-actor malign
and subversive information efforts. This work lays the
foundation for a robust protective capability that detects
and sheds light on state-actor information manipulation and
misconduct in the global arena.
This report is part of RAND’s Countering Truth Decay
Initiative, which considers the diminishing role of facts and
analysis in political and civil discourse and the policymaking
process. Disinformation and its rampant spread both
online and offline is one of the key drivers of Truth Decay.
The increasing volume of disinformation (and the fact that
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it spreads faster and farther than in the past) can create
uncertainty, distrust, and confusion as it drowns out factual
and objective information. Agents, including such foreign
actors as Russia and China and their proxies, fuel and
contribute to the explosion in disinformation that we have
observed over the past decade. Better understanding how
Russia and China operate in this space can help inform our
understanding of the Truth Decay phenomenon and inform
efforts to mitigate it.
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