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einforcement learning (RL) is a powerful artificial intelligence technique for the develop-

ment of software agents that make intelligent decisions and exhibit complex behaviors. RL

works by applying feedback from the environment in the form of rewards and penalties to

induce agents to learn how to succeed in that environment. It has famously been used to

train agents to defeat human players in classic games of strategy, such as Go and Chess.!

RL training usually takes place within an RL gym, an artificial environment optimized for such

training, in which the agent can be run rapidly through the same scenario many times.? It can take

millions of iterations to train, test, and refine software agents using these methods, so having a fast

KEY TAKEAWAYS

RAND researchers have developed a flexible software harness
that enables the use of state-of-the-art reinforcement learning
(RL) methods in many existing constructive simulations without
requiring significant additional coding.

RL is a powerful artificial intelligence technique that can be used
to train software agents in constructive simulations to make deci-
sions desirable by the operator or behave more realistically.

Most modern RL gyms (for training software agents) are written in
Python, whereas some of the most widely used constructive sim-
ulations, such as the Air Force Research Laboratory’s Advanced
Framework for Simulation, Integration, and Modeling (AFSIM), are
written in other programming languages.

The RAND RL software harness isolates agent training from agent
employment, allowing researchers to use agents trained in modern
RL gyms within existing constructive simulations written in C++.

Researchers at RAND have demonstrated the harness in AFSIM
for the case of an aircraft attempting to penetrate an adversary’s
integrated air defense system.

RAND’s RL software harness has been made available to all autho-
rized users on the Air Force Research Laboratory’s AFSIM portal.

and efficient RL gym is essential to
meet development timelines. Interact-
ing with unoptimized simulations—
or the real world—would be far
slower and more expensive, possibly
infeasibly so.

Combining the intelligence of
modern RL-trained agents with the
depth of established constructive
simulations could greatly improve the
analytic power of these simulations,
enabling researchers to represent
more-complicated interactions and
more-sophisticated environments.
However, although most state-of-
the-art RL gyms are written in the
Python programming language, most
constructive simulations are not. In
particular, many military research-
ers would like to be able to use
Python-defined RL agents within the
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Advanced Framework for Simulation, Integration,
and Modeling (AFSIM), an Air Force Research Labo-
ratory simulation environment written in C++ that is
licensed to more than 275 government, industry, and
academic organizations.?

From 2019 to 2020, RAND researchers devel-
oped a prototype RL gym called AFGYM that used a
simplified feature set to represent an aircraft attack-
ing or avoiding a radar.* This prototype demon-
strated that RL training could be used to efficiently
construct effective agents for a much larger simula-
tion, such as AFSIM.

In software, a harness is a wrapper around
another program that can control execution of that
other program or provide other things it may need
(such as data inputs). This report presents a descrip-
tion of a software harness that RAND researchers
developed to use RL-trained agents within AFSIM
and other constructive simulations.> The harness pro-
vides a simple interface that allows developers to use
their current model’s programming language—not
necessarily Python—and offers excellent performance
in terms of speed and memory because of its unique
approach to model execution. The successful applica-
tion of this harness to AFSIM for the case of an air-
craft attempting to penetrate an adversary’s integrated
air defense system (IADS) is also described.

FIGURE 1

Design

The RAND RL harness crosses multiple language
boundaries: It takes Python-defined agents and trains
them in the RAND Python-based RL gym, makes
calls with a C-based “shim” using Python’s ctypes
module, and interfaces with the primary constructive
simulation, which itself can be programmed using

a separate language (in the case of AFSIM, C++).6
Finally, a model such as AFSIM has a built-in script-
ing language: The architecture described here ends by
making calls into analyst-defined script, completing
a call chain that begins in Python and ends in model
script. Figure 1 shows this architecture, using AFSIM
as the primary constructive simulation.

A key goal of this design is to afford experts in
their respective fields the ability to use their preferred
programming weapons of choice: Artificial intel-
ligence practitioners can use Python, and analysts
performing modeling and simulation can use the
simulation’s built-in scripting language.

Despite the complexity of the language changes,
the RL harness runs with very little cost to perfor-
mance. The RL harness is structured so that the
slowest steps in the process—such as instantiating
plugins, loading dynamic link libraries (DLLs), and
parsing large input files—are run only once at the
start of the execution phase. This allows all subse-
quent iterations (commonly called epochs in RL) to
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run quickly. The architecture allows for rapid resets
of the AFSIM world even with large datasets.

A key part of the RL harness is an outer loop
around the primary simulation that includes a set
of function calls—collectively known as an applica-
tion programming interface (API)—for the RL gym
interface. Because the model may need to run on
restricted networks with limited internet access,
the dependencies of the Python library must be
minimized; this is done by wrapping the C++ func-
tions with C calls to take advantage of the ctypes
Python module (included in all Python installs). This
approach requires some extra steps to create func-
tion calls and pass them through a C API, but it also
makes the DLL less sensitive to compiler variation
and does not force any Python-C++ modules to be
used (for example, Boost.Python).

The C++ model is then recompiled using the
replacement outer API as a DLL (instead of the typical
executable file). The Python’s ctypes module can now
be used to make function calls directly from Python
into the replacement DLL. Most of those function
calls are then explicitly passed through C++ into
the primary constructive simulation’s own scripting
language.

The RL gym can train agents in any environ-
ment that AFSIM can model, including air, land, sea,
cyber, and space. These trained agents can then be
deployed directly into AFSIM.

RAND researchers created an additional module
for AFSIM alongside this RL harness that enables
a trained agent to be deployed without the harness.
This is an AFSIM-specific component that uses
TensorFlow Lite (also available for download from
the Air Force Research Laboratory’s AFSIM portal).
Critically, this additional module does not require
any Python harness after training, which allows the
trained agent to run inside any of AFSIM’s normal
tools, such as mission for unattended constructive
simulation or warlock for operator-in-the-loop and
virtual environments.” This deployment workflow
follows trained agents from Python that are compiled
into a binary format that TensorFlow Lite under-
stands, essentially just the weights and biases from a
neural network. Then, that binary format is loaded at
runtime by the AFSIM module and lets the artificial
intelligence make decisions during simulation.

Abbreviations

AFSIM  Advanced Framework for Simulation,
Integration, and Modeling

Al artificial intelligence

API application programming interface

DAF Department of the Air Force

DLL dynamic link library

IADS integrated air defense system

RL reinforcement learning
Demonstration

To demonstrate and compare its effectiveness with
standard methods, the RL harness was used to train
agents for two constructive simulations: the RAND
Target Accessibility Model® and AFSIM. The RAND
Target Accessibility Model was used first to compare
the performance of RL-trained agents directly with
non-RL-trained agents, followed by AFSIM to demon-
strate the wider applicability of the harness approach
for the Department of the Air Force’s modeling.’

In both models, hostile aircraft attempting to
penetrate a notional IADS defending U.S. airspace to
strike a target (or a set of targets) was simulated. The
hostile aircraft seeks to minimize the risk of detec-
tion while contending with both previously known
threats and pop-up threats that are added dynami-
cally to the simulation. Figure 2 shows an example
of the paths explored by the system from a fixed
starting point in the Atlantic Ocean to reach targets
spread widely across the continental United States.

Rewards and Penalties

Choosing and implementing the correct set of
rewards and penalties for any RL model is essen-
tial. In this model, agents may receive a reward for
approaching the target, a reward for hitting the
target, a penalty for being detected, and a penalty
for running out of fuel. Striking the right balance

of rewards and penalties to elicit realistic behaviors
requires a fair amount of trial and error. For example,
if the penalty for detection is too high, the agent
could simply turn back and loiter outside the range
of the IADS until it runs out of fuel when it learns
that the penalty for running out of fuel is lower than




FIGURE 2
Example Path Set

SOURCE: RAND Target Accessibility Model screenshot reproduced from Scholl et al., 2024, p. 14.

the penalty for being detected. On the other hand, if
the reward for successfully hitting the target is too
tempting, the agent might dash straight in, heed-

less of the danger. The precise balance that is needed
ultimately depends on such factors as the density and
risk of the IADS threats, the signature and maneuver
capabilities of the aircraft, and the rate of pop-up
threat appearances.

In addition, a host of minor penalties and
rewards may be needed to achieve more realistic
behaviors. For example, the final model included
small penalties for making turns that were propor-
tionate to the size of the turn: Without that penalty,

agents would make almost continual adjustments to
their headings. Likewise, in cases in which the air-
craft may take actions to suppress threats directly,
it was generally necessary to add a small penalty for
doing so to prevent these actions from being taken
continually. Of course, care must be taken to ensure
that these penalties are more than offset by the mag-
nitude of the reward for successful suppression.
Occasionally, the RL agent might also learn to
“reward hack.” For example, if the gradient point-
ing toward the target is too steep, then the RL agent
might learn to fly in circles near the target, collect-
ing rewards rather than actually hitting the target.




Part of the solution could be to soften that gradient,
but it can also be effective to include a small penalty
for being alive at each time step of a magnitude that
offsets the reward hacking and encourages the agent
to reach the target more quickly. In a similar vein, it
is helpful to slightly randomize the fixed positions
of the IADS with each training run to avoid the

RL agent discovering an accidental local, infeasibly
narrow optimum that does not reflect reality.

The training is also more effective if conducted
in stages. By beginning the training with a very small,
almost insignificant penalty for being detected, the
agent learns how to reach the target. As the training
progresses, the penalty for being detected is gradually
increased, so that the RL agent learns to avoid threats.
The agent may also initially be started closer to the
target and then moved away. Ramping the training
in this manner helps the agent discover the solution
more quickly than it might otherwise or avoid the
case in which the agent never learns about hitting the
target. These changes may be implemented by alter-
ing the rewards after the target is hit. Alternatively,
the rewards can be adjusted programmatically over
several epochs.

Finally, some RL agents (including Stable-
baselines3, which is what was primarily used in the
case study) afford a way to have a separate evaluation
gym running alongside the training gym. Among
other things, this setup provides a way to have the
agent automatically save the best model as it learns.
In the evaluation gym for this example, an incredibly
high reward is given for hitting the target, an incred-
ibly high penalty is given for running out of fuel,
and a small but significant penalty is given for being
detected. All other rewards are removed during this
stage. The only models that will be considered good,
therefore, are those that successfully hit the target
(and among those, there is a preference for ones that
do the best job of avoiding detection). This helps
avoid solutions in which the aircraft fails its mission.

Training Space

Unlike most constructive simulations, such as
AFSIM and the RAND Target Accessibility Model,
in which agents interact within a simulation of

the real world, agents in an RL gym live within an

Agents in an BRL gym
ive within an abstract
training space, which

'S desirable because it
enables analysts to use
the same RL gym to
train agents for almost
any purpose,

abstract training space. This abstraction is desirable
because it enables analysts to use the same RL gym
to train agents for almost any purpose. It also neces-
sitates that some thought be given to the translation
to ensure that what the agent learns in the training
space will transfer meaningfully to the primary con-
structive simulation.

The main action that an agent could take in the
abstract RL gym space is choosing a number from
the range [-1, 1]. This is interpreted as a change of
heading—specifically, the fraction of the total pos-
sible turn that an aircraft could make during that time
step. For example, if the aircraft turns up to 10 degrees
during one time step, +1 would represent a 10-degree
turn to the right, -0.5 would represent a 5-degree turn
to the left, and 0 would represent no change.

The observation space is more complicated and
may, in principle, be of any size, but in this case, each
value is scaled in the same range [-1, 1] and all values
are presented in a single array. Moreover, the obser-
vation space is continually updated to represent the
simulation in terms of the coordinates of the aircraft,
so that no further translation is needed. In this case,
this involves a set of values for each point of interest
in the simulation that describes the item category
(threat type or target), the off-nose heading (relative
to current course), the distance (relative to current
position), the item’s threat range (if applicable), and




any other factors (such as frequency) that may be
relevant to the model and the agent.

If there are multiple targets and the target order
does not matter or the agent should develop an opti-
mal order, then all targets can be included in the
observation matrix, along with an additional entry
in the array indicating whether the target has been
hit. If the target order matters for some reason, the
model can repeatedly switch out the target part of the
observation space as each target is hit. If the aircraft
is meant to return to where it started, a final artificial
target may be set outside the TADS in this manner to
induce egress.

Conclusion

RAND researchers have demonstrated the RL harness
using both AFSIM and the RAND Target Accessibil-
ity Model and have made the AFSIM harness avail-
able to all users authorized to access the Air Force
Research Laboratory’s AFSIM portal. The architec-
ture of the RL harness makes it useful for a variety of
simulations, and the same general approach can be
extended to simulations built using other languages.
This method provides an efficient and effective way to
infuse artificial intelligence training into existing and
legacy constructive simulations.

Future Research and
Development

Development and Distribution of Diverse Scenar-
ios. Al tools created and shared by the Department
of the Air Force (DAF) are made exponentially more
useful by including a broad variety of vignettes.
Creating and disseminating diverse and challeng-
ing scenarios will not only test the robustness of Al
systems but also stimulate innovation within the
community. This effort will enhance the practical
applicability of research outputs and ensure that
the tools developed are versatile and effective across
various real-world situations.

Multiagent Systems Expansion. Building on
the foundation of a single IADS penetrator explored
in this report, a natural progression is to extend this
work to encompass a complete strike package. This
expansion into multiagent systems will allow for
more-complex and more-realistic simulations of col-
laborative operations and strategic decisionmaking
in contested environments.

Advancing a Community-Centric Approach
in the DAF. This research advances a promis-
ing approach for the DAF to build and share AI
tools with the broader community. By fostering a
community-centric model, the DAF can acceler-
ate innovation and enhance technological adoption
through collaborative efforts with academia, indus-
try, and allied forces. This strategy will be pivotal in
maintaining the DAF’s technological edge and foster-
ing an ecosystem of open innovation.
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