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About This Report 

Research on gun policy topics has often been controversial, partly because many people have 
strong beliefs about what the effects of various policies will be, and they are skeptical of research 
that does not confirm their beliefs. But a second source of controversy is that different 
researchers studying the same questions—and typically using the same or similar data sets—
have often reported contradictory findings, which leads to confusion about the merits of the 
policy being studied. Such differences do not necessarily imply that researchers are biased, as 
might sometimes be suspected. An alternative explanation is that different researchers may be 
using methods that are more or less appropriate to the gun policy topics they are investigating. 
Use of flawed or inappropriate methods can lead to incorrect conclusions, even among the most 
neutral and unbiased of investigators.  

This report is part of the RAND Corporation’s Gun Policy in America initiative. As part of 
that effort, we and other researchers evaluated the available literature examining the effects of 
gun policies on a variety of outcomes, and those findings are published in the first and second 
editions of The Science of Gun Policy: A Critical Synthesis of Research Evidence on the Effects 
of Gun Policies in the United States (RAND Corporation, 2018; Smart et al., 2020). As a result 
of those analyses, we became convinced that a large proportion of research in this field suffers 
from important methodological weaknesses that render findings suspect or even invalid. In the 
first edition of The Science of Gun Policy, we included an appendix that discussed some of these 
common weaknesses (Appendix A of that report). This report is an extension of that discussion, 
drawing on our experience critically reviewing this literature to highlight some of the most-
common methodological problems we identified. Our discussion is focused on the types of study 
designs that met our inclusion criteria for The Science of Gun Policy review—that is, empirical 
studies using a pre-post design with a comparison group to evaluate the effects of state gun 
policies in the United States. In addition to describing common methodological challenges with 
existing studies, we try to highlight alternative methods that might overcome these problems and 
thus produce more-credible and more-reliable information about gun policy.  

This report is intended for gun policy researchers using quantitative methods to identify the 
causal effects of gun policies and for others involved in comparable policy analysis research. In 
addition, because poorly designed studies with invalid findings continue to be published by high-
profile journals—which results in a variety of harms to journals, investigators, and public 
discourse (Schell and Morral, 2016)—this report will be useful for journal editors and peer 
reviewers who must evaluate the merits of new gun policy studies. Nevertheless, this report is 
not intended to serve as a general primer on policy analysis research methods. Instead, we 
selectively focus on four problems that we have identified as common in the existing gun policy 
research literature and offer suggestions for addressing them.  
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The primary goal of the Gun Policy in America project is to create resources where 
policymakers and the general public can access unbiased information that facilitates the 
development of fair and effective firearm policies. All of the publications and other resources 
from the initiative are publicly available on the project website at www.rand.org/gunpolicy. 
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Summary 

A growing body of scientific research examines how changes in state firearm policies or laws 
over time are associated with a variety of outcomes, such as suicide, homicide, and other violent 
crime.1 As part of the RAND Corporation’s Gun Policy in America initiative, we and other 
researchers reviewed this literature, focusing on studies that used rigorous causal inference 
methods for investigating the effects of 18 classes of gun policies (e.g., waiting periods, stand-
your-ground laws); those findings are published in the first and second editions of The Science of 
Gun Policy: A Critical Synthesis of Research Evidence on the Effects of Gun Policies in the 
United States (RAND Corporation, 2018; Smart et al., 2020). For that review, we evaluated 
studies published between 1995 and October 2018; over that period, there were important 
advances in the quality and quantity of data available to support studies evaluating gun policies, 
and there were substantive changes in state laws that can be used to identify these policies’ 
effects. Furthermore, there were great advances both in the statistical software available to 
perform complex analyses and in the awareness of the potential threats to the validity of the 
estimates of policy effects.  

Approach 
In conducting the review, however, we noted several methodological issues that came up 

repeatedly and that compromised the causal claims made in many of the papers that we reviewed 
(see RAND Corporation, 2018, Appendix A). In this report, we discuss four common 
methodological problems that we observed in the gun policy literature and offer suggestions for 
how future research on gun policies should be conducted, reported, and evaluated.  

This report is not intended as a comprehensive primer on policy evaluation methods or even 
as a comprehensive review of methods used to evaluate the effects of gun policy. In fact, we 
generally avoid discussing the fairly obvious problems with many of the weaker studies in this 
field—for example, studies that make causal policy effect claims using cross-sectional data or 
that lack any comparison group (see Stuart et al., 2017).  

Instead, we focus on common methodological weaknesses that we identified in the 93 studies 
that met the inclusion criteria and estimated the effects of one of the 18 classes of gun policies 
that we considered for the second edition of The Science of Gun Policy (Smart et al., 2020, Table 
2.5). These criteria required relatively sophisticated approaches to estimating causal effects from 

 
1 Although not all guns are firearms, in this report, we follow conventional use in U.S. policy discussions and treat 
the terms gun and firearm as interchangeable. In addition, we generally use the terms policy and law 
interchangeably. 
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observational data. Of these 93 studies, almost all used a U.S. state (n = 67; 72 percent) or a city 
or county (n = 19; 20 percent) as the unit of analysis. More than two-thirds of the studies 
estimated policy effects using some variant of a difference-in-differences regression model, most 
commonly two-way fixed-effects models (i.e., including fixed effects for both the temporal and 
geographic units of analysis). Less commonly used study designs included two-way fixed-effects 
models controlling for the lagged dependent variable, synthetic control methods, triple 
difference-in-difference-in-differences models, and generalized estimating equations models. 

In presenting these ideas, our hope is to improve awareness of some of the weaknesses with 
commonly used methods for estimating gun policy effects, stimulate debate about how best to 
address some of these limitations, and encourage reviewers of research to advocate for stronger 
methods prior to accepting papers for publication. 

Conclusions and Recommendations  
Our suggestions for addressing the four common methodological problems that we discuss in 
this analysis are 

1. improving the definition and measurement of policy effects of interest 
2. reducing bias through more-careful consideration of confounding factors 
3. ensuring that key model assumptions are met 
4. avoiding statistical models with low statistical power. 

In this section, we briefly summarize our findings and recommendations.  

Improving the Definition and Measurement of Policy Effects of Interest 

We identified several methodological problems related to how policy effects were measured. 
Some of these challenges are a result of the complexity of the policies being studied or 
limitations inherent in the available data. For example, classifying policies or laws involves 
trade-offs between increasing homogeneity among the policies whose effects are being estimated 
and reducing the number of states contributing to the identification of policy effects. In addition, 
researchers often lack reliable and comparable quantitative measures of policy implementation 
and its effects across states and over time, and researchers often know little about the processes 
determining policy adoption. Further progress can be made in these areas through better data 
collection and research on policy adoption determinants, but until such progress is made, 
researchers must make decisions based on theoretical or conceptual grounds. Two first-order 
recommendations related to this problem are to encourage further consideration of these 
decisions and to be transparent about them.  

• Recommendation 1. In all published analyses, researchers should provide the states coded 
as having each policy and the year of implementation, as well as the definition or the 
criteria for each policy class, with sufficient detail to indicate why particular policies are 
or are not captured by the coding (e.g., states have conceptually similar statutes or a 
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common law that is comparable). Alternatively, researchers should specify the published 
data set that the policy data are drawn from and that provides such definitions.  

• Recommendation 2. Researchers should explicitly discuss the time course over which the 
policy’s effects are likely to emerge and how the statistical model is designed to capture 
the assumed phase-in characteristics of the policy’s effects.  

In many instances, the effects of a law are likely to phase in over time, so models that assume 
immediate effects may underestimate the full effects of the law. However, the use of models that 
accommodate time-varying law effects are often more challenging to implement and to interpret. 
In particular, the spline and the so-called hybrid models that have been used in the gun policy 
literature generally expect that the effect of a policy increases linearly in perpetuity, assume a 
data-generating process that is likely to be inconsistent with many gun violence outcomes, and 
often have their results presented in a manner that cannot be interpreted in a practical way.2  

• Recommendation 3. When using splines or other models that allow for a time-varying 
policy effect, researchers should (1) specify the period over which policies would be 
expected to have their effects phase in and (2) not extend the spline beyond that phase-in 
period.  

• Recommendation 4. When modeling policies as having time-varying effects (e.g., spline 
or hybrid models), researchers should provide interpretable effect size estimates (and 
their standard errors) for prespecified time points. If the policy effect is operationalized 
with multiple parameters (e.g., in hybrid models), researchers should present results as 
the joint effect of the multiple coefficients used to describe the effect. They should not try 
to interpret the separate coefficients individually. 

Reducing Bias Through More-Careful Consideration of Confounding Factors 

Other issues, particularly those related to the choice of statistical methods, are more easily 
remediated by paying more attention to potential confounding factors that influence gun policy 
adoption and firearm-related outcomes, establishing a valid control group, and more carefully 
considering problems in statistical inference given strong serial correlation in the types of state-
level outcomes commonly evaluated (e.g., firearm deaths, violent crime).  

If states enact shall-issue (or right-to-carry) laws (see Smart et al., 2020) as a response to 
unusual spikes in violent crime, for example, then the estimated effects of firearm policies on 
crime rates from the difference-in-differences strategy employed by most of the qualifying 
studies we identified may be inconsistent and biased, although the direction of such bias is 
ambiguous. Determining which variables are potential confounders and which are potential 
colliders cannot be done empirically (e.g., cannot be inferred from the effect sizes or statistical 
significance) but is instead an inherently theoretical question (Pearl, 2009) that deserves more-

 
2 In the gun policy literature, the hybrid model estimates the effect of a policy using both (1) a dummy-coded effect 
that has a value of one in each year the law is in effect or zero when not in effect and (2) a linear spline effect with a 
single knot at the time the policy is implemented.  
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careful consideration.3 This may require dropping or modifying (e.g., lagging) many covariates 
that have traditionally been included in these studies, even if they are statistically significant 
predictors in those models. 

• Recommendation 5. Researchers should attempt to control for all potential confounders 
that are likely to affect both the treatment selection (e.g., adoption of a policy) and the 
outcome but that are not themselves likely to be affected by the treatment. An explicit 
discussion of how the researchers identified these potential confounders would be 
helpful.  

Recent literature has highlighted important conditions under which two-way fixed-effects 
regressions can still produce biased effect estimates (Athey and Imbens, 2021; Borusyak, 
Jaravel, and Spiess, 2021; Callaway and Sant’Anna, 2021; de Chaisemartin and D’Haultfoeuille, 
2020; Gibbons, Serrato, and Urbancic, 2019; Goodman-Bacon, 2021; Imai and Kim, 2021). 
Specifically, when multiple units implement a policy of interest at different time points, the two-
way fixed-effects estimator can be biased—in some cases, severely biased—if there are 
heterogeneous effects across units or time-varying policy effects.  

The recommendation to control for confounders, however, should be balanced against the 
harms associated with overly complex models. Models that are more complex than necessary 
may produce less-accurate estimates with coefficient values that are less likely to replicate in 
another sample. Many of the state-level characteristics commonly added to these models are 
highly associated with one another or are very stable over time, so they are possibly redundant if 
state fixed effects were included. Such variables are of minimal value for preventing confounds. 
Researchers can either drop predictors that are empirically redundant (e.g., can be predicted 
better than R2 > 0.95 from the other predictors) or use dimension reduction techniques, such as 
principal component analysis, to replace the original covariates with a smaller set of orthogonal 
variables. Researchers can also use regularization (i.e., shrinkage) to avoid excessive model 
complexity even when a large number of variables have been added. Most typically, this is done 
by entering some predictors as random effects, although more-aggressive forms of regularization 
can be used when there are more-serious concerns about overfit.  

• Recommendation 6. Researchers should attempt to use parsimonious models of gun 
policy effects and avoid controlling for more covariates than can be well estimated with 
the available data. Overly complex models should be simplified by dropping unnecessary 
variables (e.g., via dimension reduction techniques or regularization methods). 

• Recommendation 7. If using a difference-in-differences approach, researchers should 
provide evidence that the difference between treatment and controls did not develop prior 
to a policy’s implementation; alternatively, they should use a method that more directly 
demonstrates temporal precedence by conditioning on the outcome immediately prior to 

 
3 In this context, collider refers to candidate covariates that may themselves be affected by implementation of the 
law and by changes in the outcome. Including colliders as covariates biases effect estimates.  
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implementation (e.g., first-differences, autoregressive models, synthetic control, event 
studies).  

Because difference-in-differences methods are often biased when there is a single (or few) 
treated units or when parallel trend assumptions cannot be met, an increasingly popular 
estimation strategy in the gun policy literature—pioneered by Abadie and Gardeazabal (2003) 
and formalized in Abadie, Diamond, and Hainmueller (2010)—uses synthetic control methods, 
which estimate the causal effect by comparing (1) an analytic unit (e.g., a state) that implemented 
a policy with (2) a weighted average of other comparison units that did not implement the policy. 
These weights are designed to make the control units match the treated unit on the outcome and 
other covariates in the pre-policy period, and the causal effect is estimated by assuming that, in 
the absence of treatment, the outcomes of the treated and weighted control units would have been 
identical. 

In the context of studies estimating the effects of state gun laws, a practical limitation of 
synthetic control measures is that there are often too few comparison cases from which to 
construct a good synthetic control. And there are not sufficiently similar comparison cases to 
ensure that the methods typically used to establish the statistical significance of effect estimates 
are reliable.  

• Recommendation 8. Researchers using synthetic control methods should consider the 
extent of bias in their estimates that could occur from model overfit or imperfect balance 
on pre-treatment outcomes and predictors between the treated and synthetic control 
groups (Abadie, Diamond, and Hainmueller, 2010; Ben-Michael, Feller, and Rothstein, 
2021a, 2021b; Botosaru and Ferman, 2019; Ferman and Pinto, 2021). Straightforward 
robustness checks proposed by Abadie, Diamond, and Hainmueller (2015) include leave-
one-out re-estimation of the synthetic control and the in-time placebo test, whereby the 
synthetic control is re-estimated while imposing a pseudo date for the policy intervention 
to take effect that occurs prior to actual policy adoption. 

Advances in synthetic control methods are occurring rapidly, and some of the challenges we 
identify in this report may be addressable with new and emerging techniques.  

• Recommendation 9. Researchers using synthetic control methods should assess the 
validity of recently developed approaches to modeling causal effects and evaluate those 
approaches for use in estimating gun policy effects.  

Ensuring That Key Model Assumptions Are Met 

There are compelling reasons to shift the focus of gun policy research from (1) a null-
hypothesis statistical testing framework in which only statistically significant effect estimates are 
considered persuasive evidence of a non-null effect to (2) an approach that emphasizes 
estimating effect sizes and considering how uncertainty in those estimates might affect the 
anticipated harms and benefits of a gun policy under investigation. Nevertheless, nearly all the 
studies that we reviewed in The Science of Gun Policy used a null-hypothesis statistical testing 
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framework in which well-calibrated standard errors are critical for controlling the rate at which 
Type I (false positive) errors are made.  

With some exceptions, the studies that we reviewed did not assess model performance or the 
validity of underlying model assumptions. When these issues were considered, the focus was 
generally on the assumptions for causal inference (e.g., violation of the parallel trend 
assumption) rather than more-fundamental problems with the statistical approach (e.g., the 
assumption of independent, identically distributed residuals). Although some papers 
acknowledged these potential issues, they rarely provided empirical evidence to support the 
authors’ preferred model specification. More often, papers reported several alternative model 
specifications (typically included as sensitivity tests), but there was little information about 
which assumptions were most appropriate for the data and little evidence to conclude that the 
authors’ preferred specification was more appropriate than plausible alternatives. 

• Recommendation 10. Most studies on the effects of gun policies use models that cannot 
explain the strong serial correlation in state-level outcomes and then rely on a cluster 
adjustment to mitigate this violation of assumptions. Because such adjustments routinely 
fail to yield accurate p values in common situations (e.g., with fewer than ten states that 
implemented the law), researchers who use such a model should verify their inference 
using additional methods for estimating uncertainty, such as randomization tests. 

• Recommendation 11. Modeling decisions about the appropriate error distributions, link 
functions, clustering adjustments, covariate selection procedures, and any secondary 
outcomes or additional comparisons should be made before estimating the policy effects 
of interest. These decisions should be publicly pre-registered on an open science 
platform, such as OSF.io. Careful examination of the properties of the outcome and how 
best to model it can precede the pre-registration if the policy effect of interest is not also 
included in any of these preliminary analyses.  

• Recommendation 12. When there are several different analytic options for which the 
researchers cannot empirically determine the most appropriate approach (e.g., 
determining whether a given covariate is a potential confounder or instead is a collider 
requires assumptions that cannot be empirically tested), the researchers should employ 
sensitivity tests, model-averaging, or both to address this uncertainty.  

In the published literature using synthetic control procedures, standard practice is to use 
permutation tests to support null-hypothesis statistical tests. Typically, this practice involves 
using only permutations from the same year as the true implementing policy. This approach of 
blocking on the year of implementation leaves, at most, 49 possible permutations for studies of 
state gun laws. Some researchers go further and throw out permutations that resulted in a poor 
match to the outcome in the pre-implementation period. Both procedures help ensure that the 
permuted results have the same variance as the effect of interest. Even with these efforts to 
ensure that the permutations have the same error as the real estimate, there are often too few 
permutations to define the error distribution with adequate precision in the tails to consider the 
findings to represent a significance test. Moreover, blocking on the implementation year and the 
quality of the match, which is what has typically been done in this literature, leaves unaddressed 
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several known sources of heteroscedasticity (e.g., matching weight variability, heavily weighted 
states with lower population, and imprecision in the standard error of the control resulting from 
differences between the control’s and the treated state’s population size or prevalence of gun 
violence), each of which violates the assumption of exchangeability under the null hypothesis. 

• Recommendation 13. Researchers using synthetic control methods with one or few 
treated units should be cognizant that the commonly used permutation tests, as well as 
more-novel inferential procedures, rely on assumptions about exchangeability that are 
unlikely to hold in most gun policy evaluation contexts unless the potential control units 
are restricted to those that more closely resemble the treated unit or units. As research on 
inferential procedures for synthetic controls evolves, the field may gain new tools for 
generating valid inference when estimating the effects of gun policies implemented in 
only one or a few states. However, until then, researchers should interpret the results of 
permutation tests cautiously or consider alternatives to null-hypothesis statistical testing. 

In studies examining the effects of firearm policies, it is common to present multiple model 
specifications, each with multiple effect estimates and sometimes run on multiple subsets of the 
population (e.g., deaths of those under age 19 or over age 55). In some cases, additional models 
may have been explored using alternative covariates or design characteristics. This type of 
exploratory modeling can be valuable. It may clarify how robust the findings are to different 
aspects of model specification, and it can detect associations or effects that are important but 
might otherwise have been overlooked.  

As noted earlier, however, it would be preferable to select an optimal model before testing 
the hypotheses of interest. In the context of such exploratory modeling, conventional 
interpretations of statistical significance erode, and the probability of finding false positive 
significant effects rises, which may contribute to the confusing and sometimes contradictory 
findings reported in the gun policy literature. 

• Recommendation 14. When multiple specifications of a model are presented and none is 
preselected as the preferred model (e.g., in a pre-registered analysis plan), researchers 
should attempt to reduce false positive statistically significant findings (Type I error 
rates). They can do so by adjusting levels of statistical significance to account for 
multiple-hypothesis testing using procedures common in other fields of social science 
research but rarely seen in the gun policy literature that we reviewed.  

• Recommendation 15. Some of the proliferation of alternative tests might be attributed to 
the curiosity of journal editors and reviewers who wish to see their own preferred 
specification reported and so require that it be added to articles or supplementary 
materials. However, editors and reviewers should resist the temptation to require 
exploratory analyses in which the effect of interest is estimated repeatedly under alternate 
assumptions or on other outcomes, unless they can make a strong argument that such 
methods are more appropriate than those that were pre-registered. In particular, 
expanding a model to a new outcome should involve revisiting all the modeling and 
covariate assumptions, not just substituting a new variable in the old model, and such 
extensions should often be seen as separate papers.  
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Avoiding Statistical Models with Low Statistical Power  

Finally, many methodological problems arise from models that have low statistical power, 
and this issue is not necessarily unique to gun policy evaluation. Statistical power, or the 
probability of rejecting the null hypothesis when an alternative hypothesis is in fact correct, 
depends on several factors that are often highly constrained in gun policy research because few 
states have implemented a policy, the outcomes of interest are rare, or the likely effects of the 
policy are small. In studies using synthetic control methods, power may be even lower than in 
comparable difference-in-differences approaches because the weighted synthetic control is 
typically dominated by a small number of comparison states, which can lead to less-efficient 
estimates than when making comparisons using all available data.  

Low power increases the risk that any statistically significant policy effect estimates will be 
in the wrong direction, and it almost guarantees that the magnitude of these effect estimates will 
be larger than the true effects. As a result, low statistical power is likely to contribute to 
contradictory and unreliable findings in this literature.  

• Recommendation 16. When researchers use a null-hypothesis statistical testing 
framework, they should explicitly discuss the statistical power of their analyses to detect 
plausible effect sizes. 

• Recommendation 17. Researchers should consider alternatives to the null-hypothesis 
testing framework, such as Bayesian estimation and statistical inference, except when the 
researchers can demonstrate that they have adequate power to reject the null hypothesis 
using standard significance testing. 

• Recommendation 18. Researchers and reviewers should generally consider state-level 
studies with a single treated state as exploratory analyses with unknown generalizability 
or statistical significance.  

To conclude, we have seen tremendous advancements in statistical estimation of gun policy 
effects over the past three decades, but further improvements are needed to identify the effects of 
gun policies in a persuasive and replicable way. In this report, we identified four areas that we 
think may be most ready for these improvements and proposed some ways that these 
improvements might be made.  
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1. Introduction 

Although the United States has several important federal gun policies or laws, many of those 
affecting U.S. citizens are implemented by states, and these state policies vary widely on who 
may have a firearm, how firearms may be used or stored, the types of firearms and ammunition 
that may be purchased, and the processes by which firearm commerce is conducted.1 These 
policy differences across states could reflect different regional needs or priorities, but they also 
reflect disagreements about the likely effects of gun laws. For instance, some advocates and 
experts contend that, as more people carry concealed weapons, crime will be deterred or 
disrupted. Others believe the opposite: As more people carry concealed weapons, crime will 
increase (Smart, Morral, and Schell, 2021). In many cases, disagreements about the true effects 
of specific policies have been debated for decades.  

In an effort to inform these debates, researchers have conducted a growing number of 
scientific studies looking at how variations in state gun laws over time correspond to a variety of 
outcomes, such as suicide, homicide, and other violent crime. As part of the RAND 
Corporation’s Gun Policy in America initiative, we and other researchers conducted a systematic 
review of studies published between 1995 and October 2018 that examined the effects of 18 
classes of gun policies (e.g., waiting periods, stand-your-ground laws); those findings are 
published in the first and second editions of The Science of Gun Policy: A Critical Synthesis of 
Research Evidence on the Effects of Gun Policies in the United States (RAND Corporation, 
2018; Smart et al., 2020). That review was restricted to studies that used research methods 
designed to identify causal effects from observed associations between policies and outcomes. 
Specifically, we required that studies (1) include time-series data and use those data to establish 
that policies preceded their apparent effects (a requirement for a causal effect) and (2) include a 
control group or comparison group to demonstrate that the purported causal effect was not found 
among those who were not exposed to the policy.  

Using this standard of evidence for causal effects, we identified 93 studies that met our 
inclusion criteria and estimated the effects of one of the 18 classes of gun policies that we 
considered (Smart et al., 2020, Table 2.5). Of these studies, almost all conducted evaluations 
using a U.S. state (n = 67; 72 percent) or a city or county (n = 19; 20 percent) as the unit of 
analysis. More than two-thirds of the studies estimated policy effects using some variant of a 
difference-in-differences (DID) regression model, most commonly two-way fixed-effects models 
(i.e., including fixed effects for both the temporal and geographic units of analysis). Less 

 
1 Although not all guns are firearms, in this report, we follow conventional use in U.S. policy discussions and treat 
the terms gun and firearm as interchangeable. In addition, we generally use the terms policy and law 
interchangeably. 
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commonly used study designs included two-way fixed-effects models controlling for the lagged 
dependent variable, synthetic control methods, triple difference-in-difference-in-differences 
models, and generalized estimating equations models. 

In conducting that review, however, we noted several methodological issues that came up 
repeatedly and that compromised the causal claims made in many of the papers that we reviewed 
(RAND Corporation, 2018, Appendix A). In this report, we discuss four common 
methodological problems that we observed in the gun policy literature and present suggestions 
for how future research on gun policies should be conducted, reported, and evaluated. In 
presenting these ideas, our hope is to improve awareness of some of the weaknesses with 
commonly used methods for estimating gun policy effects, stimulate debate about how best to 
address some of these limitations, and encourage reviewers of research to advocate for stronger 
methods prior to accepting papers for publication.  

This report is not intended as a comprehensive primer on policy evaluation methods or even 
as a comprehensive review of methods used to evaluate the effects of gun policy. In fact, we 
generally avoid discussing the fairly obvious problems with many of the weaker studies in this 
field—for example, studies that estimate policy effects using cross-sectional data or that lack any 
comparison group (see Stuart et al., 2017). Similarly, we do not mean to suggest that the 
problems that we identified are unique to the literature evaluating gun policy. Some of the issues 
that we identified through our review of gun policy studies apply equally to other evaluation 
domains, but because we have not reviewed this broader literature, we restrict our comments to 
just the problems that we identified as most common in the strongest studies of gun policies that 
we reviewed.  

Our suggestions for addressing the four common methodological problems that we discuss in 
this analysis are 

1. improving the definition and measurement of policy effects of interest 
2. reducing bias through more-careful consideration of confounding factors 
3. ensuring that key model assumptions are met 
4. avoiding statistical models with low statistical power. 

In the next four chapters, we discuss each of these suggestions in turn. We focus primarily on 
improvements to DID designs and synthetic control methods. Although most studies identified in 
the systematic review (Smart et al., 2020) used DID regression-based models to identify the 
effects of gun policies, synthetic control studies have become increasingly common. They also 
have a somewhat unique set of limitations and interpretational challenges that have not been 
clearly articulated in the gun policy studies that used these methods. In Chapter 6, we conclude 
the report by discussing implications for future gun policy evaluations. An appendix provides 
further details on spline and hybrid models. 
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2. Improving the Definition and Measurement of Policy Effects of 
Interest  

One of the key inputs to gun policy evaluations is information on when and where the policy 
or policies of interest were implemented. In many of the studies we reviewed in The Science of 
Gun Policy (Smart et al., 2020), particularly in the early literature, researchers independently 
searched for, analyzed, and coded the jurisdiction and implementation date for relevant laws. 
Although obtaining information on policy dates from legal statutes may seem like a 
straightforward process, establishing when and where a policy was implemented requires 
researchers to make decisions about how to code the effective date of policies; whether a given 
policy had actual legal implications, given state and federal policy regimes that were preexisting 
when the policy was implemented; and how to group or disaggregate policies based on 
conceptual and legal distinctions (Alcorn and Burris, 2016; Horwitz et al., 2018; Ramanathan et 
al., 2017).  

Additional considerations are made in modeling the time course over which the policy’s 
effect is fully realized. That is, are effects to be treated as though they are fully realized 
instantaneously on the date the law takes effect? Are there delays in implementation that limit 
effects in the first years after enactment? Do we expect the effects of the policy to increase in 
size over time? Researchers are making substantially different decisions on these points, which 
creates challenges in synthesizing evidence across studies of the same nominal policy. In this 
chapter, we discuss methodological issues related to classifying state policies and their dates of 
enactment, determining the time course over which policies produce their effects, and 
interpreting time-varying policy effects. 

Identifying and Classifying Policies  
There are well-known problems associated with coding state gun policies. As noted by the 

National Research Council (2004) and Hahn et al. (2005), inconsistencies are frequently found 
across studies in which states or jurisdictions have which laws and when they took effect. In 
some cases, researchers have used the year in which a bill was passed into law as the year the 
law was implemented; in others, researchers have used the year the law was designed to take 
effect or the first full year after the law took effect. Although some researchers (e.g., Aneja, 
Donohue, and Zhang, 2014; Lott and Mustard, 1997; Rosengart et al., 2005; Vernick and 
Hepburn, 2003) have published or shared their coding of laws, which allows for debate and 
improvement of the coding schemes, such coding often is not transparent and cannot be reviewed 
to determine accuracy, to understand what assumptions about laws were made, or even to 
understand what the authors considered the class of laws to include. When papers are not explicit 
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about which states they count as having a particular policy and when they believe the policy was 
implemented or suspended for each state, it is often impossible to know whether there is 
sufficient variation across time and states to reliably identify the policies’ effects. 

One important assumption that all such efforts necessarily must make concerns the features 
of different policies that make them sufficiently similar to be grouped together under a broad 
class of policies. For instance, safe-storage laws differ in whether they impose civil, felony, or 
misdemeanor penalties and whether those penalties are contingent on a child accessing a firearm, 
among other features. Lumping all such distinctions together in a single category of child-access 
prevention laws has the advantage of increasing the number of states with that class of policy, 
but it may obscure important differences in the effectiveness of variants of the policy (Alcorn 
and Burris, 2016). On the other hand, distinguishing each variant of a policy reduces the number 
of jurisdictions implementing any particular version of it, which reduces the statistical power of 
most models to identify the causal effects of the policy.  

Another important consideration that should be explicit and justified in studies is whether the 
policy effects being modeled exclusively concern statutory law or include common law as 
established through the judicial system. For instance, most studies of stand-your-ground laws 
have counted a state as having such a law only if it passed a stand-your-ground statute, even 
though many other states have recognized essentially equivalent rights through case law 
(Giffords Law Center to Prevent Gun Violence, undated). The decision to exclude these states as 
having something other than the stand-your-ground law of interest may be justifiable but needs 
to be explained.  

Researchers may rightly make different decisions about how to classify gun policies, but the 
field would be strengthened by making these decisions more transparent in published work. 
Many studies that we reviewed would have benefited from providing explicit information about 
how laws were identified and aggregated into classes, as well as the final set of states and dates 
that contributed to estimating the effects of interest. Both needs may be more easily met in the 
future as better information becomes available on historical gun laws. Several such public data 
sets are currently available, and others are being developed. These include  

• the RAND State Firearm Law Database, which, as of this writing, covers 1979 through 
January 2020 and includes 17 broad classes of state gun policies and many subcategories 
(Cherney et al., 2020)1  

• Boston University’s State Firearm Laws Database (undated), which covers 1991 through 
2020 and includes 14 categories of policies  

• Everytown for Gun Safety’s Gun Law Navigator (undated), which covers 1991 to the 
present and provides data for a variety of gun policies.  

 
1 In support of our argument that this type of legal coding is difficult, the RAND database (which is part of the 
RAND Gun Policy in America initiative) has undergone several major corrections since first published in 2018, and 
it is subject to ongoing revisions as additional laws and legal interpretations are brought to the researchers’ attention. 
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Whether or not an existing law database is used, researchers should be explicit about which 
states they consider to have a given policy; when they assume that policy began having an effect; 
and how, if at all, they distinguish between case law and statutory laws.  

Assumptions About the Timing of Policy Effects 
Even with a reliable database of state laws, investigators face a further complication in 

coding the time course over which gun policies exert their effects. Assumptions about the time 
course over which a policy is likely to have an effect have direct implications for how effects 
should be coded in statistical models. Frequently, investigators use coding that assumes that a 
policy’s full effects occur in the year that it is implemented or the first full year after 
implementation. Coding a policy as having an immediate and fully realized effect on outcomes 
(e.g., dummy coding) may be reasonable for some types of policies on some outcomes. Other 
policies, however, might accumulate their effects over longer periods. For instance, laws that 
expand the class of prohibited possessors will primarily affect the members of the class who are 
seeking to buy new firearms but not those who already own firearms. Indeed, it may be many 
years before such a law affects the firearm ownership of a sizable percentage of the population. 
The time course of effects will be sensitive to the mechanisms by which the laws achieve their 
effects. Some may work through changes in social norms. Others may affect the availability of 
guns in the long run. Furthermore, the proper coding of this type of effect might involve additive 
or multiplicative effects over several years.  

Similarly, the effects of some policies, such as extreme risk protection orders, may not be 
fully realized until law enforcement, medical professionals, or community members begin to 
know and use the policies. Swanson et al. (2017), for instance, found that, during the first eight 
years after Connecticut passed its extreme risk protection order law in 1999, it was used only 
about 20 times a year to remove firearms from someone who presented an imminent risk to 
themselves or others. It was not until after the Virginia Tech shooting in 2007 that the law started 
to be more widely used. With this pattern of uptake, we might expect only limited effects of the 
law during the first eight years after its implementation. Unfortunately, however, unless 
investigators have information about a law’s implementation or about how many people it may 
be influencing annually after its passage, more-general assumptions must be made about the time 
course of its effects (e.g., that the law was effective immediately). To the extent that these 
assumptions misrepresent the true time course of effects, models making these assumptions are 
likely to underestimate the policy’s full effects. For these reasons, we believe that researchers 
modeling the effects of policies should carefully consider when effects are likely to appear and 
should make these assumptions and the corresponding model specifications explicit in their 
analyses.  
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Coding Time-Varying Effects: Spline and Hybrid Models 
When investigators have tried to better capture the time course over which a policy takes 

effect, they have frequently modeled policy effects using linear splines with a single knot at the 
time the policy is implemented or by combining linear splines with dummy-coded effects (in the 
gun policy literature, these are called hybrid models; see, for example, Aneja, Donohue, and 
Zhang, 2014). Typically, this is done in the context of two-way fixed-effects models but can be 
applied to any model in which one of the causal effects of interest is expressed as a slope in the 
outcome with respect to time during the post-implementation period. Unlike dummy-coded 
models, spline models used in this field assume that the policy’s effect modifies the trajectory of 
the outcome over time rather than, or in addition to, immediately shifting the level of the 
outcome.2 More specifically, these models typically assume that states or counties that 
implement the policy will diverge from the national trend at a constant rate, and most studies that 
we examined assumed that this divergence continues linearly and indefinitely (see the appendix 
for details).  

In general, splines are flexible regression tools that allow variations in slopes across a 
predictor variable (Wegman and Wright, 1983). It is reasonable to assume, for example, that a 
policy’s effects on crime phase in over several years. In such a case, a simple dummy-coded 
effect may underestimate the true effect size, but using a spline that is designed for that particular 
phase-in of effects would not. However, unlike in dummy-coded effect models, the estimated 
coefficients on spline policy parameters are not readily interpretable as effect sizes. The practical 
reason is that the effect size is assumed to vary over time, so there is no single effect size to 
report. In fact, for the linear splines used in much of the extant gun policy literature, these 
models assume that the policy of interest can have effects on the outcome that are extremely 
large in magnitude—in some cases, implausibly large (e.g., the elimination of all homicide)—
many years after the policy’s implementation. In such cases, the effect size that one presents is 
based entirely on a decision about the length of time over which to compute the effect. 
Moreover, even if the reader had selected a specific time interval over which to compute the 
effect, the research articles do not usually contain the information necessary to assess the 
confidence intervals around such effect size estimates.  

 
2 A typical spline model used in this literature has the following form: 

𝑌!" = 𝛾$𝐿𝑎𝑤!" ∗ (𝑡 − 𝑡!#) ∗ 1(𝑡 > 𝑡!#)/ + 𝑆! + 𝑇" + 𝛿𝑋!" + 𝜖!", 
where Yit is the outcome for state i in year t, Lawit encodes whether the policy is in effect for that state and year, 𝑡!# is 
the year in which state i implemented the law, 𝑆! and 𝑇" are state and time fixed effects, Xit represents time-varying 
state covariates, 𝛾 is the policy effect, 𝛿 represents the covariate effects, and 𝜖!" is error.  

Hybrid models combine a spline model like this one but also include a separate level effect of the policy. For 
example,  

𝑌!" = 𝛾$𝐿𝑎𝑤!" ∗ (𝑡 − 𝑡#) ∗ 1(𝑡 > 𝑡#)/ +	𝜃𝐿𝑎𝑤!" + 𝑆! + 𝑇" + 𝛿𝑋!" + 𝜖!". 
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Two additional features of the commonly used linear spline models make them difficult to 
interpret as the causal effects of a gun policy. First, the slope coefficient is highly sensitive to the 
timing of any shifts in the outcome, and it responds to the timing in the opposite way as would 
standard methods for causal inference. To understand the challenges of interpreting these 
coefficients, it may be useful to consider a simplified example in which the treated states have a 
stable crime rate over time except for a temporary surge of crimes that occurs for only the treated 
states at some point after policy implementation (see Figure 2.1). If that surge in crime occurs 
many years after a policy has been implemented, the model will estimate a positive spline 
coefficient, suggesting that the policy is harmful (panel A in the figure). This is true for models 
that code treatment effects as simple linear splines, as well as for hybrid models that include both 
a dummy-coded effect and a linear spline. However, a similarly large surge in crime that occurs 
immediately after the policy is implemented will generally yield a negative spline coefficient 
(panel B in the figure). This is true for both simple linear spline coding and hybrid coding of 
treatment effects. Many researchers in this field interpret the sign of the linear spline as evidence 
of whether the policy is beneficial or harmful; a negative slope is interpreted as the policy 
causing a decrease in crime. Yet, when the only effect of the policy is an immediate surge in 
crime following implementation within the treated units, the slope parameter will be negative, 
not positive.3 Standard frameworks for inferring causality from observations (e.g., Mill, 1843) 
would suggest that increases in crime shortly after a policy is implemented offer better evidence 
of a policy’s effects than do similar increases years later, when other intervening events may 
better explain those later changes. However, when the treatment effect is coded as a linear spline, 
that coefficient is determined primarily by changes long after implementation and is generally 
inversely related to any changes that occur immediately after implementation.  

 
3 More technically, the spline predictor in the regression equation has a mean value that corresponds to a specific 
time after implementation. This spline’s mean typically falls a few years after implementation, but precisely when it 
occurs depends on the number of states that implemented the law and how long the study follows the states. Any 
increase in crime that occurs before this mean spline creates a more negative spline coefficient. An increase in 
crime, no matter how large, that occurs at that mean has no effect on the spline coefficient. Any increase in crime 
that occurs after that mean results in a more positive spline coefficient, with progressively greater leverage over the 
coefficient occurring with greater time. 
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Figure 2.1. Example of the Challenges in Interpreting Treatment Effects Coded as Linear Splines 

 
 
More generally, the direction and size of the linear spline coefficient serves as an unbiased 

estimator of the causal effect if, and only if, the duration of the spline’s slope corresponds to the 
actual period over which the policy’s effects are increasing in magnitude. This interpretational 
problem occurs in models that use only the linear spline with a single knot to indicate the causal 
effect, as well as in hybrid models that use both a dummy variable and a linear spline with one 
knot (i.e., a step and a slope). Thus, researchers should avoid using splines that assume that the 
effect of the policy increases linearly in perpetuity and should explicitly justify the period over 
which a policy’s effects are expected to grow. (For more information, see the appendix and 
Durlauf, Navarro, and Rivers, 2016, Section 3.1.)  

The second factor that complicates interpretation of linear spline effects is that, in the gun 
policy literature, the spline models often assume that the data display regression away from the 
mean under the null hypothesis. That is, they assume that any trends in the outcome prior to 
implementation of the policy would be expected to continue indefinitely rather than returning to 
pre-trend mean rates. Thus, under the null hypothesis, these models assume that any growth or 
decline in outcomes prior to policy implementation would be expected to become progressively 
more extreme after the policy is implemented—the opposite of regression to the mean. In 
contrast, in data showing regression to the mean, a null hypothesis that the trend before a given 
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date equals the trend after the date is routinely rejected. That is, the null hypothesis that state-
specific deviations from the national crime trend will continue to grow indefinitely can often be 
rejected in the states that implemented the policy of interest, as well as the states that did not.4 
Rejecting this implausible null hypothesis is not evidence of a causal effect of any policy.  

Despite clear statistical problems with using these methods to infer causal effects of policy 
on crime data, some researchers advocate this approach. For example, in a critique of a 
systematic review that reported results from dummy-coded models to examine the effects of 
shall-issue (or right-to-carry) laws (Santaella-Tenorio et al., 2016), Lott, Moody, and Whitley 
(2016) argued that linear spline models with one knot were more appropriate and used them to 
show that shall-issue laws led to a “statistically significant downward trend in murder rates” 
(p. 81). This is inaccurate; the negative spline term indicates that the slope coefficient is of lower 
value after implementation than before, but it does not imply that rates are declining over time 
either in absolute terms or relative to the other states that did not implement shall-issue laws.  

It is possible to get a negative spline coefficient even if shall-issue laws cause a large and 
immediate spike in murder (see the appendix for a simple numerical example). Similarly, such a 
negative coefficient could occur even if the law has no effect on murder, entirely because it is not 
reasonable to extrapolate a pre-implementation trend of increasing murder rates indefinitely into 
the future. Historically, state-specific increases in murder have been followed by later reversion 
to more-typical values, even without passage of shall-issue laws. Indeed, if Lott, Moody, and 
Whitley (2016)’s descriptions of the data as showing progressively larger drops in murder rates 
over time had been correct, there would have been a lower murder rate after implementation than 
before. That is, if their descriptions of the data were correct, there would have been a significant 
negative coefficient on the dummy variable that they dismissed as unimportant, but there may or 
may not have been a significant negative spline coefficient.  

It is important to note that our critique of how spline models have been used in this field is 
not a critique of the use of splines more generally. In our view, using splines to accurately 
identify a causal effect of policy on some crime outcome is a good strategy but requires three 
things: 

1. The researchers should construct splines whose slopes operate over a time frame that can 
be justified as the phase-in period of the policy’s effect (e.g., as used in the preferred 
specifications in Donohue, 2004, and Schell, Cefalu, et al., 2020). Such splines are 
similar to dummy-coded variables but with a gradual rather than abrupt transition 

 
4 For example, imagine that the states that implemented a given policy had an aggregate firearm homicide rate of 
eight homicides per 100,000 people in the year leading up to implementation and nine homicides per 100,000 people 
in the year prior to that. The null hypothesis based on extrapolating this trend is that the rate of homicides will be 
seven per 100,000 the year after implementation and will decline to exactly zero homicides within eight years in all 
of the states that implemented the policy. It is likely that the null hypothesis will be correctly rejected because the 
states do not actually have zero homicides after eight years, but it would also be rejected because it incorrectly 
assumed that preexisting trends would continue, unchanged and indefinitely. The null would be rejected for reasons 
that have nothing to do with any causal effect of firearm policy.  
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between 0 and 1. This approach also addresses problems with linear splines being 
sensitive to changes in the outcome long after the policy is implemented, changes that are 
more likely attributable to intervening events than to the policy.  

2. The null hypothesis that is interpreted as no causal effect must be something that is 
reasonably true of the data series even in the absence of the policy in question. The null 
should be a hypothesis that would not be routinely rejected if tested in states that never 
implemented the policy or if tested using randomized implementation dates. In practice, a 
null hypothesis that extrapolates pre-policy crime trends indefinitely into the future can 
often be rejected as implausible even in non-treated states.  

3. When regression models contain multiple parameters to represent the effects of the 
policy, such as in hybrid models that divide the treatment effect across a spline and a 
dummy variable, these separate coefficients should not be tested or interpreted 
independently. The effect size and statistical significance can be assessed only by 
integrating over the joint effect of all parameters through which the policy influences the 
outcome within the model. In calculating the joint effect of the treatment effect terms, the 
analysis should be conducted for some point or limited interval after the policy is 
hypothesized to be fully phased in but well within the period that states were typically 
followed in the data set. This requirement applies to the direction, size, and statistical 
significance of the joint effect. 

Our view of the existing literature is that none of the studies covered in The Science of Gun 
Policy (Smart et al., 2020) review of the literature presents a spline or hybrid model that meets 
these three requirements for interpreting the effects. However, in 2020, we and other researchers 
published a study of the effects of three gun laws that we believe does satisfy these criteria (see 
Schell, Cefalu, et al., 2020). In that paper, we estimated the effects of three classes of gun laws, 
allowing them to phase-in over a six-year period using a set of effects that flexibly allowed for 
the phase-in to be rapid, slow, or variable over time. Effect estimates integrated across the 
multiple effect components and were evaluated at a point six years after law implementation, 
which we argued was a reasonable time frame over which to expect to see the majority of any 
effects for those laws. Confidence intervals were calculated for these integrated effect estimates.  
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3. Reducing Bias Through More-Careful Consideration of 
Confounding Factors 

When estimating causal effects using observational data, researchers need to rule out 
alternative explanations for any apparent effect of the treatment—in our case, implementation of 
a gun policy. That is, they must show that confounding factors (or confounders) are not the true 
cause of any changes in an outcome that might otherwise be ascribed to the policy change. If 
states that pass gun laws differ in important ways (e.g., population size, prevalence of gun 
ownership) from states that do not pass such laws, failure to account for these differences can 
produce biased effect estimates. In regression models, this is often done by controlling for factors 
known or believed to have an effect on the outcome and treatment.  

Because of their ability to address potential confounders, panel studies have advantages over 
cross-sectional studies, but it may not be possible to persuasively control confounders when 
examining some research questions. If, for instance, only a single state implemented a law, any 
changes in the outcome after implementation would be confounded with everything else that 
happened in that state the year the law was implemented. This confounding makes it nearly 
impossible to attribute changes in the outcome to the law of interest rather than to other 
contemporaneous events (Shadish, Cook, and Campbell, 2002). This problem is compounded if 
the period over which policy effects are evaluated spans five or more years after implementation 
of the policy. There is a nearly limitless set of factors that might explain why a single state’s 
homicide rate deviates from some other states over a 15-year period, for example. 

Most of the studies that we reviewed in The Science of Gun Policy (Smart et al., 2020) 
sought to control for confounders by adding possible confounding variables as covariates in their 
causal effect models, and a smaller set of studies used weighting or rebalancing techniques. 
Often, however, the approach to ruling out confounders was not systematic or created new 
problems for interpreting the model results as revealing policy effects. Although we focus this 
chapter on issues of confounding that are most relevant to estimating the causal effects of state 
firearm policies, these issues are not unique to the study of firearm policies and merit 
consideration across a variety of program and policy evaluations (for more-general reference, 
see, for example, Angrist and Pischke, 2009; Imbens and Rubin, 2015; Pearl, 2009).  

The Problem of Gun Policy Implementation Responding to Changes in 
Outcomes 
Nearly all studies that met the inclusion criteria for the second edition of The Science of Gun 

Policy estimated the effect of firearm policies using some form of a DID model, in which causal 
effects are identified by comparing changes in outcomes pre- versus post-implementation for 
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exposed states relative to changes in the comparison states. In the gun policy literature that we 
reviewed, the most common version of this approach is to estimate causal effects from 
coefficients within a regression model that controls for unit and period fixed effects (e.g., fixed 
effects for state and year)—that is, two-way fixed effects. This approach is well suited for 
providing unbiased estimates of policy effects under a set of nontrivial assumptions, including 
assumptions about the nature of potential confounding. In particular, the DID method for 
estimating causal effects of state policy assumes that time-varying confounders do not vary 
across states and that confounders that vary across states are time-invariant. 

As shown in Zeldow and Hatfield (2021), in the DID context, a time-varying characteristic 
that affects an outcome is a confounder if it evolves differently between states that do versus do 
not pass the policy of interest; a time-invariant characteristic represents a confounder if its mean 
differs between states that pass the law and those that do not and the relationship of the 
characteristic to the outcome varies over time. The restrictions of DID designs on the nature of 
unmeasured confounding equate to the identifying assumptions of the DID method for estimating 
causal effects, referred to as the parallel or common trend assumption: In the absence of the 
intervention, average outcomes for states exposed and not exposed to the intervention would 
have evolved in parallel over time, conditional on covariates.  

Several studies have discussed potential violations of this assumption, most notably in the 
research on shall-issue laws and crime (see Smart et al., 2020, Chapter Eighteen, on concealed-
carry laws). Specifically, many studies have noted the potential for a particular form of selection 
bias that would lead standard DID models to produce biased estimates of the effects of shall-
issue laws on violent crime—that is, that state legislatures pass shall-issue laws as a response to 
high or rising rates of violent crime (Aneja, Donohue, and Zhang, 2014; Ayres and Donohue, 
2003; Donohue, 2003; Donohue, Aneja, and Weber, 2019; Grambsch, 2008; Kovandzic and 
Marvell, 2003; Kovandzic, Marvell, and Vieraitis, 2005; Lott and Mustard, 1997; Manning, 
2003; Plassmann and Whitley, 2003; Rosengart et al., 2005). Indeed, Grossman and Lee (2008) 
found that the percentage change in the violent crime rate over the preceding five years had a 
statistically significant positive effect on the likelihood that states with may-issue laws switch to 
shall-issue laws. If states enact shall-issue laws as a response to unusual spikes in violent crime, 
then the estimated effects of firearm policies on crime rates from the DID strategy employed by 
most of the qualifying studies that we identified may be inconsistent and biased, although the 
direction of such bias is ambiguous.  

Although the majority of attention to this issue has been directed at studies of shall-issue 
laws and violent crime, it is plausible that decisionmaking on other types of gun policies is 
influenced by trends in overall violent crime or other relevant outcomes, such as firearm suicide 
or mass shootings. For instance, Luca, Malhotra, and Poliquin (2020) found that mass public 
shootings significantly increased the number of firearm bills introduced in states one year later. 
If mass public shootings are a cause rather than (or in addition to) a consequence of firearm 
policy (sometimes referred to as reverse causality), models that fail to appropriately account for 
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this reciprocal relationship may produce biased and misleading estimates of the effects of 
policies on mass shootings.  

Gun policy research that uses methods reliant on the parallel trend assumption, such as DID 
approaches, should provide evidence that the difference between treatment and controls did not 
develop prior to the policy’s implementation. Event studies are often used alongside DID designs 
to provide supportive evidence that observed shifts in the outcome do not precede the timing of 
policy implementation, but recent literature highlights potential problems with this approach. 
Namely, this common pre-test for parallel trends can suffer from extremely low power and can 
exacerbate bias from any underlying trend (Freyaldenhoven, Hansen, and Shapiro, 2019; Kahn-
Lang and Lang, 2020; Rambachan and Roth, 2020; Roth, 2020; Sun and Abraham, 2021). 
However, recent studies offer approaches for testing parallel trends that provide valid inference if 
done prospectively (Freyaldenhoven, Hansen, and Shapiro, 2019; Rambachan and Roth, 2020), 
propose alternative approaches to estimating unbiased effects even if the parallel trend 
assumption does not hold exactly (Rambachan and Roth, 2020), and provide guidance and 
programmatic code for constructing and interpreting event study plots (Freyaldenhoven et al., 
2021).  

The presence of reverse causality complicates causal identification of the true effects of 
firearm policy and requires alternative approaches to those used most commonly in this 
literature. There are several methods that do not require parallel pre-trends in outcomes but 
instead assume that expected outcomes for states exposed and not exposed to the intervention 
would have evolved similarly, conditional on their past outcomes (O’Neill et al., 2016).1 These 
alternative methods are less common in the gun policy literature but may be more appropriate for 
evaluating gun policy effects when the pre-implementation values of the outcome influence the 
adoption of a particular policy. For research questions where policy enactment decisions are 
likely correlated with preexisting levels or trends in the outcome of interest, researchers should 
consider methods that more directly demonstrate temporal precedence by conditioning on the 
outcome immediately prior to implementation (e.g., first-differences, autoregressive models, 
synthetic control methods).  

For example, there are several dynamic modeling approaches that build on first-differences 
or autoregressive models (Leszczensky and Wolbring, 2019) that more directly ensure that 
estimated policy effects reflect changes in outcomes after a law’s implementation (rather than 
differences in preexisting outcome trends between states that did versus did not enact the law). 
Such models identify the causal effect through the pattern of year-over-year changes in the 
outcome in the years immediately after implementation. However, these models have their own 
challenges, including possible statistical bias in estimated treatment effects (Cefalu et al., 2021; 

 
1 Another method to account for differential pre-trends in outcomes is to conduct a matched DID analysis, in which 
treated and control states are matched on their trends in pre-implementation outcomes. However, Daw and Hatfield 
(2018) demonstrate that, although this approach can reduce bias if there is high serial correlation in the outcome 
measure, it does not fully address bias in the effect estimate. 
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Nickell, 1981; Shaman and Stine, 1988). For example, a Gun Policy in America simulation study 
assessing the performance of autoregressive models with firearm mortality data indicated that 
these models have large magnitude biases when the laws are coded using standard techniques 
(e.g., coded as a 0 in state-years without the law and a 1 in state-years with the law) (Schell, 
Griffin, and Morral, 2018). In these models, the true effect size was often five times larger than 
the estimated effect size for both positive and negative effects. To our knowledge, all of the 
firearm policy research that was included in The Science of Gun Policy review and that used an 
autoregressive predictive term was subject to this type of bias. These biases occur because 
controlling for the outcome in the prior year will inevitably control for any policy effect that was 
present in the outcome in the prior year. Thus, the model implies that law effects propagate 
forward in time even if the model does not contain an explicit effect of the law on the outcomes 
in those later years.  

In general, if researchers include autoregressive effects in a causal effect model, they should 
use a method to handle these biases caused by controlling for a variable that is endogenous to the 
policy of interest. In some cases, this could involve recoding the policy (Schell, Griffin, and 
Morral, 2018) or interpreting recursive marginal effects rather than model coefficients (Schell, 
Cefalu, et al., 2020). However, Cefalu et al. (2021) demonstrated a simpler method for 
estimating causal effects in autoregressive models in which the endogenous component of the 
autoregressive term is removed from the model so that model coefficients are unbiased 
estimators of the causal effect.  

More research and methodological innovation are required to address reverse causality 
challenges to causal inference in this and other fields of research. In particular, it would be useful 
to better understand the factors leading to state or municipal decisions to pass different types of 
policies. Studies estimating the effects of policies should explore and report whether states that 
passed the policies differed systematically (e.g., in their recent gun use or violence levels and 
trends) from those that did not. In some cases, explorations of the possible influence of reverse 
causality on effect estimates may provide useful insights. Ideally, researchers should consider 
information about the propensity of particular states to implement studied laws at particular 
times. Propensity score methods are designed to address concerns about possible bias in causal 
effect estimates stemming from the omission of confounders (Rosenbaum and Rubin, 1983), but 
such methods have generally not been used in gun policy literature. Although it may not be 
feasible to use standard propensity score methods (matching, weighting, or conditioning on the 
propensity scores) in these longitudinal models that typically have few treated units and multiple 
policies, the literature contains almost no information about the factors that determine the 
implementation of these laws. Those factors represent important potential confounders in the 
causal effect estimates and are the most-important covariates to include. However, the literature 
evaluating such laws has evolved almost entirely separately from the political science research 
studying why and when such laws are passed. Without such theory and evidence, it is difficult to 
evaluate whether the current literature is controlling for the appropriate covariates.  
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Excessive or Inappropriate Use of Covariates to Reduce Confounding  
Substantial attention has been given to potential issues of uncontrolled confounders (often 

referred to as potential omitted variable bias) in gun policy research (see, for example, Ayres 
and Donohue, 2009; Moody and Marvell, 2019), and many candidate confounders have been 
proposed as potentially important for ensuring valid estimates of a policy’s effects. These 
candidate confounders often include jurisdiction-level socioeconomic factors (e.g., 
unemployment rate, per capita income), demographic factors (e.g., gender, age, and racial/ethnic 
distribution; percentage of a population living in an urban area), other crime or gun policies, 
measures of criminal justice system functioning (e.g., law enforcement officers per capita), and 
controls for national time trends and average state or region effects.  

With the proliferation of candidate confounders, models often become exceptionally 
complicated. Many studies that we reviewed estimated more than 100 parameters usually being 
used to predict between 1,000 and 2,000 data points. Including a rich set of covariates can help 
address concerns with omitted variable bias, but there is a trade-off in that estimating too many 
parameters relative to the sample size runs the risk of model overfit and thus reducing the 
accuracy of the effect estimates (Riley et al., 2019). Indeed, many of the studies that we reviewed 
had more than one covariate for every ten or even five observations, and that approach presents a 
high risk of producing an overfit model with unreliable effect estimates.  

Furthermore, controlling for covariates that are affected by the treatment (i.e., the policy), the 
outcome, or both (i.e., colliders2) can increase rather than reduce the bias in causal effect 
estimates (Pearl, 2009; Steiner and Kim, 2016). Thus, although many researchers control for 
such variables as gun ownership or arrests for gun crimes assessed in the same year as the 
outcome, if the gun policy under evaluation affects ownership or arrests, then these covariates 
may lead to biased, not improved, estimates of the policy’s effects.  

Some studies in this literature have noted these potential problems with omitting important 
confounders, controlling for variables that do not represent confounders, controlling for 
covariates that may be colliders, or failing to use a transparent covariate selection process 
(Durlauf, Navarro, and Rivers, 2016; Kleck, 2019; Moody and Marvell, 2010).  

To address these concerns, researchers should include a discussion of the theory that guided 
selection of covariates, specifically why the included covariates (1) should be seen as a possible 
cause of the outcome and the treatment—and therefore represent potential confounders that 
should be controlled for—and (2) are not themselves affected by either the treatment or the 
outcome—and therefore are not colliders or mediators. Controlling for variables that are caused 
by either the treatment or the outcome will result in less-accurate estimates of causal effects 
(Greenland, 2003). Determining which variables are potential confounders and which are 

 
2 In this context, collider refers to candidate covariates that may themselves be affected by implementation of the 
law and by changes in the outcome. Including colliders as covariates biases effect estimates. 
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potential colliders cannot be done empirically (e.g., cannot be inferred from the effect sizes or 
statistical significance) but is instead an inherently theoretical question (Pearl, 2009) that 
deserves more-careful consideration. This may require dropping or modifying (e.g., lagging) 
covariates that have been included in these studies, even if they are statistically significant 
predictors in those models. 

In addition, researchers should use parsimonious models and avoid controlling for more 
covariates than can be well estimated in the available data. Even if researchers have thoughtfully 
selected covariates that plausibly are confounders, it is still possible that the model is more 
complex than can be accurately estimated with the available data. Models that include more 
complexity than necessary may produce less-accurate estimates with coefficient values that are 
less likely to replicate in another sample. There are three general approaches to improving the 
parsimony of models: 

1. dimension reduction of correlated predictors  
2. regularization (e.g., use of random effects)  
3. pruning of models of predictors that are not associated with the outcome.  

Many of the state-level characteristics commonly added to these models are highly associated 
with each other or are very stable over time, so they are possibly redundant if state fixed effects 
were included. Such variables are of minimal value for preventing confounders. Researchers can 
either drop predictors that are empirically redundant (e.g., can be predicted better than R2 > 0.95 
from the other predictors) or use dimension reduction techniques, such as principal component 
analysis, to replace the original covariates with a smaller set of orthogonal variables.  

Researchers can also use regularization (i.e., shrinkage) to avoid excessive model complexity 
even when a large number of variables have been added. Most typically, this is done by entering 
some predictors as random effects, although more-aggressive forms of regularization can be used 
when there are more-serious concerns about overfit. Finally, one can drop, or prune, predictors 
that are not associated with the outcome in the model. Although several gun policy researchers 
have suggested this approach (Kleck, 2019; Moody and Marvell, 2010), and although it is 
probably better than interpreting an overfit model, it has several well-known limitations (Henley, 
Golden, and Kashner, 2020). Primarily, this method results in biased estimates for any predictors 
that were subject to, and survived, the pruning process, and it can cause an underestimation of 
the standard errors for all predictors in the model. These problems are greatly exacerbated if one 
prunes variables based on standard levels of statistical significance (the default in many software 
packages) rather than on a criterion, such as cross-validated error or the Akaike information 
criterion. In general, removing predictors from a model based solely on their empirical 
association with the outcome in the model, without a broader theoretical justification, is not a 
recommended approach to avoiding model overfit. Dimension reduction of correlated predictors 
and coefficient regularization are generally better approaches when the model is too complex to 
accurately estimate effects using the available data.  
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Uncertain Control of Confounders 
Even if the parallel trend assumption holds, recent literature has highlighted important 

conditions under which two-way fixed-effects regressions can still produce biased effect 
estimates (Athey and Imbens, 2021; Borusyak, Jaravel, and Spiess, 2021; Callaway and 
Sant’Anna, 2021; de Chaisemartin and D’Haultfoeuille, 2020; Gibbons, Serrato, and Urbancic, 
2019; Goodman-Bacon, 2021; Imai and Kim, 2021). Specifically, when multiple units 
implement a policy of interest at different time points, the two-way fixed-effects estimator can be 
biased—in some cases, severely biased—if there are heterogeneous effects across units or time-
varying policy effects. This occurs because the estimate produced by the standard two-way 
fixed-effects regression is a weighted average of treatment effects for several different 
comparison groups, including the comparison of newly treated units with units that have already 
been treated (Callaway and Sant’Anna, 2021; Goodman-Bacon, 2021). For example, if there are 
dynamic treatment effects, the comparison of late adopters to early adopters can produce 
severely biased and even wrong-signed estimates of policy effects.3 The potential bias produced 
by these issues in the estimation of gun policies has not yet been well evaluated (but, for a good 
example for stand-your-ground laws, see Cunningham, 2021), so we do not delve into these 
issues further for this report. However, researchers using two-way fixed-effects regressions 
assuming homogeneous policy effects would benefit from considering the diagnostics proposed 
by the recent methodological literature (e.g., Goodman-Bacon, 2021), given that policy effect 
heterogeneity seems likely in this setting. (For an early example of evaluating heterogeneous 
effects of shall-issue laws, see French and Heagerty, 2008.)  

Concerns about making appropriate comparisons when evaluating the effects of gun policy 
arise in other methodological approaches in which the comparisons are arguably more 
transparent. In particular, one increasingly popular strategy for estimating causal effects—
pioneered by Abadie and Gardeazabal (2003) and formalized in Abadie, Diamond, and 
Hainmueller (2010)—is the synthetic control method, which estimates the causal effect by 
comparing (1) one analytic unit (e.g., a state) that implemented a policy with (2) a weighted 
average of other comparison units that did not implement the policy. These weights are designed 
to make the control units match the treated unit on the outcome and other covariates in the pre-
policy period, and the causal effect is estimated by assuming that, in the absence of treatment, 
the outcomes of the treated and weighted control units would have been identical. Any observed 
divergence in outcomes between the treated unit and this synthetic control after the policy was 
implemented is attributed to the treatment.  

 
3 Even if effects vary only across units (and are not time-varying), the parameter estimated by the two-way fixed-
effects regression is a weighted average of group-specific treatment effects, where weights depend on the sample 
size of each group and the variance of the treatment indicators for those groups; this generally does not equate to the 
sample average treatment effect on the treated (see Goodman-Bacon, 2021).  



  18 

In the synthetic control studies that we reviewed in The Science of Gun Policy, researchers 
generally chose this approach when evaluating a policy that had been implemented in only one 
or a few states, recognizing that the statistical assumptions of more-common regression-based 
methods (e.g., DID) are generally inappropriate in small samples with very few treated or 
comparison units (Bertrand, Duflo, and Mullainathan, 2004; Brewer, Crossley, and Joyce, 2017). 
In a smaller set of synthetic control method studies, researchers demonstrated that the parallel 
trend assumption required for the DID method failed to be met and thus adopted the synthetic 
control method as their preferred approach for estimation. 

One potential strength of the synthetic control approach is that it estimates causal effects in a 
way consistent with Rubin’s causal model (Rubin, 1974). It is a method that matches treated and 
control units on key covariates typically assessed prior to treatment, and it is often conceptually 
and computationally similar to propensity score weighting (Rosenbaum and Rubin, 1983). 
However, although the analytic methods used to create the synthetic control are similar to 
common methods to balance treatment and control groups on the propensity score, the variables 
on which balance is attempted, and the purpose of achieving balance, are somewhat different. 
Synthetic control studies balance the treatment and control groups on the pre-treatment outcome 
variable and other covariates so that the researchers can compare outcomes in the post-treatment 
period without any statistical adjustments for pre-treatment differences. Similarly, propensity 
score causal inference methods attempt to balance on the pre-treatment variables that most 
differentiate the treatment and control groups.  

However, in the gun policy research literature, the synthetic control studies that we examined 
did not attempt to balance on covariates that are thought to be associated with the treatment. 
Unless there are a large number of comparison units or a very small number of covariates, it will 
often be impossible to achieve good balance on all covariates simultaneously while also 
balancing on several years of the pre-intervention outcome when there is only a single treated 
unit. Attempts to estimate weights that define a synthetic control group of U.S. states in a way 
that achieves balance on covariates (e.g., other policies or environmental factors that may explain 
the divergence between the treated and control units) will often be unsuccessful. Moreover, 
adding these additional covariates to the weight estimation can come at a high cost. Unless there 
are a large number of potential comparison units, adding these constraints to the weights 
necessarily leads to a worse match on the pre-implementation outcome variable, a synthetic 
control estimate that depends on a smaller number of comparison units, or both.  

Thus, attempting to adjust for measured potential confounders within the synthetic control 
framework may create new threats to the validity of the causal inference. In some cases, attempts 
to achieve balance can result in a synthetic control group whose estimate is dominated by a small 
number of comparison units. For example, in one study, the synthetic control group used to 
estimate the effect of Tennessee’s comprehensive background check repeal on nonfirearm 
suicide rates relied on a weighted average of Iowa (with 0.01 weight) and Indiana (with 0.99 
weight), which is essentially just a comparison of post-treatment means across two states. Thus, 
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in addition to the historical phenomena in the treated unit, historical phenomena that are unique 
to a given control state may represent a serious confounder in a synthetic control design.  

Even when synthetic controls are implemented with multiple treated units, matching 
treatment and control states on their pre-intervention trends in the outcome can result in a large 
mismatch on propensity for treatment (i.e., poor synthetic controls) because there is a smaller 
(and less comparable) set of states from which the synthetic control can be constructed. For 
example, Donohue, Aneja, and Weber (2019) used synthetic control methods to investigate the 
effects of shall-issue laws. The propensity of a state to enact a shall-issue policy appears to be 
associated with several factors: (1) Republican control of the state government (Steidley, 2019), 
(2) generally permissive gun regulations relative to other states, (3) low population density 
(Grossman and Lee, 2008), and (4) high rates of gun ownership (Steidley, 2019). To make causal 
inference under Rubin’s causal model, one would need a balancing method in which treatment 
and control states are matched on those factors (Rubin, 1974). The Donohue, Aneja, and Weber 
(2019) synthetic control analyses achieved relatively good balance on the pre-implementation 
trends in the outcomes, but the treatment and synthetic control groups were almost entirely non-
overlapping on each one of the factors associated with enacting shall-issue laws. Hawaii was 
given the highest weight across all states contributing to the synthetic control groups. That state, 
however, has one of the longest periods without Republican control of the state government and 
has unusually restrictive gun laws, higher-than-average population density, and the lowest rate of 
gun ownership of all U.S. states (Okoro et al., 2005; Schell, Peterson, et al., 2020). It seems 
unlikely that Hawaii was the best state to serve as a control for states passing shall-issue laws, 
and its high weight may have been due to overfitting. Particularly in settings with relatively short 
pre-treatment periods, as well as an outcome characterized by a high degree of variability in 
unobserved unit-specific transitory shocks relative to the likely effect of the policy, synthetic 
control methods can be highly subject to overfitting and biased effect estimates (Abadie, 2021). 
Thus, researchers need to carefully consider the choice of which units (e.g., states) are 
appropriate to include in the synthetic donor pool, and the donor pool may need to be restricted 
to units with characteristics similar to the treated unit.4 

Although causal inference from synthetic control methods is sometimes portrayed as an 
extension of Rubin’s causal model, in practice, the control units that receive positive weight and 
thus constitute the synthetic control group are often completely non-overlapping with the treated 
group in terms of their propensity for treatment,5 regardless of whether there are single- or 
multiple-treated units. Even when it is possible to create a synthetic control group that is 

 
4 Although one might want to restrict the donor pool candidates to units (e.g., states) that eventually adopt the policy 
of interest, this restriction necessitates a large number of treated units with sufficient time lags in implementation to 
ensure that the policy adoption of a potential control does not contaminate the estimated treatment effect.  
5 The requirement that synthetic control unit weights are non-negative and sum to one helps identify a unique 
solution for the weights and helps limit the variance of the estimator; however, this restriction can be relaxed 
(Doudchenko and Imbens, 2017). 
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balanced on the propensity for treatment, as long as there is a relatively small set of possible 
comparison units, it is likely that balancing on the factors associated with treatment cannot be 
achieved while simultaneously balancing on the entire pre-implementation trends in the outcome. 
In fact, Kaul et al. (2018) showed that the optimization method used to estimate synthetic control 
weights results in all other covariates being ignored when all pre-treatment outcomes are 
included as predictors.  

Researchers using synthetic control methods should explicitly consider the extent of bias in 
their estimates that could occur because of model overfit or imperfect balance on pre-treatment 
outcomes and predictors between the treated and synthetic control groups (Abadie, Diamond, 
and Hainmueller, 2010; Ben-Michael, Feller, and Rothstein, 2021a, 2021b; Botosaru and 
Ferman, 2019; Ferman and Pinto, 2021). Straightforward robustness checks proposed by Abadie, 
Diamond, and Hainmueller (2015) include leave-one-out re-estimation of the synthetic control 
and the in-time placebo test, whereby the synthetic control is re-estimated while imposing a 
pseudo date for the policy intervention to take effect that occurs prior to actual policy adoption. 
There are also several novel extensions of the synthetic control method designed to account for 
potential bias due to imperfect pre-treatment fit. For example, in an imperfect synthetic control 
method, Powell (2018) used a two-stage estimation process to first predict outcomes as a 
function of unit-specific trends and then applied the synthetic control method to these smoothed 
values. Several approaches (Abadie and L’Hour, 2019; Amjad et al., 2019; Amjad, Shah, and 
Shen, 2018; Arkhangelsky et al., 2021; Chernozhukov et al., 2021a; Doudchenko and Imbens, 
2017) incorporate penalization to regularize the synthetic control weights to reduce interpolation 
biases (i.e., the overall synthetic control matches the treated unit by averaging out large 
differences between the treated unit and individual units constituting the synthetic control). The 
augmented synthetic control method of Ben-Michael, Feller, and Rothstein (2021a) combined 
synthetic control weights with a regression-based adjustment to account for imperfect matching, 
using regularization to avoid overfitting. Finally, Kellogg et al. (2020) proposed model-
averaging over the synthetic control estimator and a nearest-neighbor matching estimator to 
mitigate both extrapolation and interpolation bias. 

There have also been several extensions of the synthetic control method to improve 
estimation in the context of multiple treated units with staggered policy adoption. Powell (2021) 
extends the synthetic control estimator to contexts where treatment is not represented by just a 
single dichotomous indicator (e.g., continuous measures of treatment). Ben-Michael, Feller, and 
Rothstein (2021b) proposed a “partially pooled” synthetic control method, which minimizes a 
weighted combination of the unit-specific pre-treatment imbalances and the pre-treatment 
imbalance for the average of the treated units. Arkhangelsky et al. (2021) proposed a new 
approach, the synthetic DID, that combines features from both synthetic control and DID 
methods. Their approach (1) estimates unit-specific weights that define the synthetic control unit 
based on pre-treatment data, (2) estimates time-specific weights that define the synthetic pre-
treatment period based on control units, and (3) applies DID to the resulting period by treatment 
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estimates. Although these novel methods have been shown to perform well in simulation studies, 
we are not aware of any assessment of their performance for outcomes commonly evaluated in 
the gun policy literature. An assessment of the validity of these models for estimating the effects 
of gun policies on commonly considered outcomes in this field would be a valuable contribution 
to the development of better estimates of these effects.  
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4. Ensuring That Key Model Assumptions Are Met 

In the previous chapter, we discussed challenges with ensuring that model-based estimates of 
gun policy effects reflect the causal effects of policy rather than the result of some confounding 
factor. However, even if a modeling approach is generally appropriate for causal inference, the 
model itself may not be appropriate to the data being analyzed. Every model requires 
assumptions, and when those assumptions are inaccurate descriptions of the true data-generating 
mechanism, the model may lead to inaccurate conclusions.  

With some exceptions (e.g., Donohue, Aneja, and Weber, 2019; Durlauf, Navarro, and 
Rivers, 2016; Manski and Pepper, 2018), assessment of model performance and the validity of 
underlying model assumptions was not commonly included in the studies that we reviewed in 
The Science of Gun Policy (Smart et al., 2020). When these issues were considered, the focus 
was generally on the assumptions for causal inference (e.g., violation of the parallel trend 
assumption) rather than more-fundamental problems with the statistical approach (e.g., 
independent, identically distributed residuals). Although some papers acknowledged these 
potential issues, they rarely provided evidence that the models they used adequately addressed 
the concern. More often, papers reported several alternative model specifications (typically 
included as sensitivity tests), but there was little information about which assumptions were most 
appropriate for the data and little evidence to conclude that the authors’ preferred specification 
was more appropriate than plausible alternatives.  

To address this gap in the literature, another Gun Policy in America study used a statistical 
simulation to evaluate the properties of causal effect estimators applied to firearm mortality data 
across a variety of statistical approaches that make different statistical assumptions (Schell, 
Griffin, and Morral, 2018). Specifically, the study investigated differences in the bias, statistical 
power, and Type I (false positive) error of causal effect estimators across a variety of modeling 
approaches commonly used in gun policy evaluations to identify the approach that made the 
most-appropriate assumptions about the firearm mortality data. By design, that simulation study 
removed the possibility of selection bias and other omitted confounders and thus focused on the 
statistical properties of various modeling approaches in the absence of confounding. This study 
found that most common modeling approaches in the field are associated with low power and 
poorly calibrated standard errors that result in rejection of the null hypothesis at rates higher than 
intended when there is no treatment effect. Other common approaches produced biased effect 
estimates. In this chapter, we discuss each of these problems. 
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Well-Calibrated Hypothesis Testing 
There are compelling reasons to shift the focus of gun policy research from (1) a null-

hypothesis statistical testing framework in which only statistically significant effect estimates are 
considered persuasive evidence of a non-null effect to (2) an approach that emphasizes 
estimating effect sizes and considering how uncertainty in those estimates might affect the 
anticipated harms and benefits of a gun policy under investigation (McShane et al., 2019; Ruberg 
et al., 2019; Wasserstein, Schirm, and Lazar, 2019). The latter approach may be less likely to 
result in misunderstandings about how study results might inform decisions if the p value for the 
policy is 0.051 rather than 0.049, and it may instead encourage policymakers and the public to 
consider what is known and how certain or uncertain we are in that knowledge.  

Nevertheless, nearly all the studies we reviewed in The Science of Gun Policy used a null-
hypothesis statistical testing framework in which well-calibrated standard errors are critical for 
controlling the rate at which Type I errors are made. Often, however, there was good reason to 
believe that standard errors were not well calibrated. Most of these studies identified the effects 
of policies by examining state-level changes in an outcome (such as homicide) over time. In 
many such models, there is a strong correlation in the model residuals within states over time, 
which violates the core assumptions of independent, identically distributed error made in almost 
all models. Methodological research has shown that, without adjustments to account for the 
clustering of error components, the design-based standard errors are incorrect and lead to a much 
higher Type I error rate than is acceptable (e.g., Helland and Tabarrok, 2004); in addition, 
research has shown that even the standard corrections for clustering may produce underestimates 
of the true standard errors (e.g., Bertrand, Duflo, and Mullainathan, 2004).  

In the context of gun policy evaluations on crime outcomes, Aneja, Donohue, and Zhang 
(2014) provided compelling evidence that classical standard errors so severely underestimate the 
true uncertainty that two-thirds or more of effects known to have no systematic association with 
the outcome variable appear to be statistically significant, a share far higher than the 5 percent 
expected for significance levels set at p < 0.05. The authors further showed that even a common 
cluster adjustment procedure does not fully correct the underestimation of standard errors. 
Although state-level cluster adjustment improves on unadjusted estimates, standard errors are 
still inflated, frequently leading to statistically significant effects at rates between 10 percent and 
15 percent where a properly calibrated standard error would produce such errors in only 
5 percent of cases.  

The findings of Aneja, Donohue, and Zhang (2014) were also replicated in the Schell, 
Griffin, and Morral (2018) simulation study using firearm mortality data, which investigated 
Type I error across a wider variety of statistical methods; nearly all models commonly used in 
the gun policy evaluation literature suffered from seriously inflated Type I error rates. For 
instance, a two-way fixed-effects model of logged firearm death rates had Type I error rates 
between four and 13 times greater than the nominal a = 0.05 error rate intended, regardless of 
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whether Huber or Cluster adjustments to the model’s standard errors were used. Negative 
binomial and unweighted linear models with state fixed effects performed better, with Type I 
error rates of 0.07 to 0.10 under the best conditions (i.e., when clustering adjustments were used 
and a substantial number of states, 15 or more, were exposed to the policy). However, the only 
models to exhibit properly calibrated Type I error rates across all simulated conditions were the 
autoregressive models with change-coded law effects, which required no adjustment to the 
standard errors. Controlling for the one-year lag of firearm deaths seemed to sufficiently capture 
the serial correlation present in these data without requiring post-hoc corrections for violations of 
the model’s independent, identically distributed error assumption. 

Longitudinal analyses of state firearm policies that take no steps to address clustering 
continue to be published, despite the evidence we have described. Statistically significant effects 
reported in these studies should be regarded with skepticism. Similarly, studies frequently use 
other types of robust standard error corrections or weight the regression models by state or 
county populations, but neither approach is likely to satisfactorily account for bias resulting from 
serial correlation, and population weighting could make it worse (Aneja, Donohue, and Zhang, 
2014; Durlauf, Navarro, and Rivers, 2016; Schell, Griffin, and Morral, 2018).  

Further challenges for estimating standard errors arise for studies that use DID approaches 
with policy effects identified from only a small number of states (or jurisdictions), in which case 
the standard clustering corrections may not yield accurate estimates of uncertainty (Conley and 
Taber, 2011; MacKinnon and Webb, 2017). Although a growing methodological literature has 
sought to derive alternative methods of inference in contexts with few treated groups (Ferman 
and Pinto, 2019; Imbens and Kolesár, 2016; MacKinnon and Webb, 2017, 2020), these methods 
were not commonly employed in the gun policy literature that we identified. 

Null-hypothesis statistical tests using synthetic control methods are no less fraught, 
particularly when trying to get causal effect estimates for individual states. The standard 
statistical methods used to estimate the expected variance under the null for hypothesis testing 
will underestimate the standard error of the effect estimate from a synthetic control study. For 
this reason, researchers often use a randomization test technique, called a permutation or placebo 
test, to empirically estimate the error distribution under the null hypothesis that the treatment has 
no effect. To do this, they make up placebo policies applied to other analytic units and compute a 
synthetic control effect estimate for that imaginary policy in each of the remaining units. These 
simulated effects define an empirical range of effects that might be obtained under the null.  

Permutation tests do not require some common statistical assumptions that would not be met 
with one or just a few treated states (e.g., large sample asymptotic approximations) (Conley and 
Taber, 2011). However, they do require a strong assumption exchangeability under the null 
hypothesis: The distribution of treatment effect sizes across the permutations cannot depend on 
any features that might differentiate the true effect of interest from the permutations (Box and 
Andersen, 1955; Good, 2005). For example, if the variance of an estimate depends on the 
population size of the treated state, the permutation test may yield incorrect inferences if the 
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placebo states are not restricted to those with approximately the same population as the true 
treated state. Standard statistical theories suggest that there will be a large number of factors 
associated with the actual variance of a synthetic control estimate. Specifically, we would expect 
that the variance for a synthetic control effect estimated on U.S. states will be larger 

• with a treated state that has more measurement or sampling error (e.g., states with smaller 
populations) 

• with greater variance in the weights that define the synthetic control 
• when the heavily weighted comparison states have smaller population 
• when there are less data available in the pre-implementation period for matching 
• the further out one goes in the post-implementation period 
• with greater mismatch between the synthetic control and the treated state on the outcome 

series during in the pre-implementation period 
• for states with more-prevalent count outcomes (e.g., for states with higher homicide 

rates) or with dichotomous outcomes with prevalence closer to 50 percent. 
In addition, the variance will depend on the specific year of implementation if variance in the 
outcome across units is not constant over time. 

The general solution to the problem of exchangeability in permutation tests is to restrict the 
permutations to just the subset believed to have the same variance as the effect of interest, known 
as blocking (e.g., Winkler et al., 2014). However, just like adding covariates, this method 
requires a great deal more potential comparison units (e.g., states) than are generally available in 
studies of gun laws. Standard practice in the published literature (and in the commonly used 
software) is to use only permutations from the same year as the true implementing policy, which 
effectively balances on several of the factors in the previous paragraph but not the others. But 
blocking on year of implementation leaves, at most, 49 possible permutations for studies of state 
gun laws. Some researchers go further and throw out some permutations that resulted in a poor 
match to the outcome in the pre-implementation period (Rudolph et al., 2015). Depending on 
how this type of blocking is done, it might address another known source of heteroscedasticity. 
However, it will also introduce a bias toward finding statistical significance if one does not 
simultaneously drop permutations that matched better than the real synthetic control estimate and 
those that matched worse (Ferman and Pinto, 2017).  

Even with these efforts to ensure that the permutations have the same error as the real 
estimate, there are often too few permutations to define the error distribution with adequate 
precision in the tails to consider the findings to represent a significance test (e.g., blocking on a 
handful of these factors with state-level data is likely to reduce the number of possible 
permutations to a level that does not allow one to attain standard levels of statistical 
significance).1 More concerning, blocking on implementation year and the quality of the match, 

 
1 For policies implemented in U.S. states, blocking on only year of implementation yields a maximum of 49 
permutations (if excluding Washington, D.C.). Blocking on any factor on which the variance of the effect estimate 
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which is what has typically been done in this literature, leaves unaddressed several known 
sources of heteroscedasticity (e.g., matching weight variability, heavily weighted states with 
lower population, imprecision in the standard error of the control resulting from differences 
between the control’s and the treated state’s population size or prevalence of gun violence), each 
of which violates the assumption of exchangeability under the null hypothesis. It is not possible 
to block on all these factors and still have sufficient permutations to get a useful estimate of the 
p value in an analysis of state-level panel data of gun violence. Without blocking on those 
factors, a gun law passed in a small state with a high prevalence of gun violence is likely to be 
found to have a significant effect even when it has no true effect. Although this is an area of 
rapid methodological development (e.g., Cattaneo et al., 2021; Chernozhukov, Wüthrich, and 
Zhu, 2019a, 2019b; Firpo and Possebom, 2018; Hahn and Shi, 2017; Li, 2020), the existing 
literature using synthetic control methods to investigate the effects of gun policy does not 
employ methods that can be interpreted as providing accurate tests for statistical significance or 
valid confidence intervals. Although this limitation was noted in many of the papers that we 
reviewed, it is a substantial constraint on the usefulness of these studies to guide policy. 

Together, these observations suggest that researchers using DID approaches should be 
skeptical of how well their standard errors are calibrated, especially when the number of treated 
units is small. Many of the commonly used methods in this field generate standard errors that are 
severely underestimated and thus lead to over-rejection of the null.2 This is a particular problem 
with residuals that are assumed to be independent but are, empirically, correlated within states; 
when the number of treated units is small, even purportedly robust methods for accounting for 
this violated assumption are likely to fail (e.g., Conley and Taber, 2011). Researchers who use 
such models should verify their inference using additional methods for estimating uncertainty, 
such as permutation tests. Researchers using synthetic control methods with one or a few treated 
units should also be cognizant that the commonly used permutation tests, as well as more-novel 
inferential procedures (e.g., Chernozhukov, Wüthrich, and Zhu, 2019a, 2019b), rely on 
assumptions about exchangeability that are unlikely to hold in most gun policy evaluation 
contexts unless the potential control units are restricted to those that more closely resemble the 
treated unit or units. As research on inferential procedures for synthetic controls evolves (e.g., 
Cattaneo et al., 2021; Firpo and Possebom, 2018; Hahn and Shi, 2017; Li, 2020), the field may 
gain new tools for generating valid inference when estimating the effects of gun policies 

 
depends (e.g., quality of the match, state population, variance of the weights) will reduce that number further. Using 
Phipson and Smyth (2010)’s recommended method for calculating p values from permutation tests, the smallest 
p value possible from a two-tailed test with 30 permutations would be 0.065. More generally, at least 40 
permutations are required for it to be possible to find standard levels of statistical significance (i.e., p < 0.05, two-
tailed). In addition to the mathematical limit on the number of possible quantiles that can be estimated in the data, 
there is a broader question about the accuracy of those quantiles, given their estimation in such a small sample. 
2 Models that underestimate the error of their estimates can also appear to have very high statistical power, even if 
the sampling variability in the estimates produces low sensitivity to detecting a true effect (Schell, Griffin, and 
Morral, 2018). Chapter 5 discusses statistical power in greater detail.  
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implemented in only one or a few states. However, until then, researchers should interpret the 
results of permutation tests cautiously or consider the use of Bayesian synthetic control methods, 
which provide inference in the form of credible intervals (Kim, Lee, and Gupta, 2020).  

Multiple Testing  
In studies examining the effects of firearm policies, it is common to present multiple model 

specifications, each with multiple effect estimates and sometimes run on multiple subsets of the 
population (e.g., deaths of those under age 19 or over age 55). In some cases, additional models 
may have been explored using alternative covariates or design characteristics. This type of 
exploratory modeling is valuable. It clarifies how robust findings are to different aspects of 
model specification, and it can detect associations or effects that are important but might 
otherwise have been overlooked. The proliferation of tests is further promoted when studies look 
at effects across a variety of outcomes (e.g., separate models for overall violent and crime and 
for each separate Uniform Crime Report Part I crime category) and include several different 
policies whose effects might be interpreted in every model. 

In the context of such exploratory modeling, however, conventional interpretations of 
statistical significance erode. A significant effect at the p < 0.05 level is designed to occur in 
only one of 20 tests where there is, in fact, no effect. However, a study that conducts 20 such 
tests stands a good chance of identifying at least one statistically significant effect, even when no 
true effects are present. Such accidental statistically significant effects could contribute to the 
confusing and sometimes contradictory findings reported in the gun policy literature. In the 
present literature, it is difficult to assess how many significance tests were conducted, including 
those not presented, and the extent to which the primary results were selected from a large 
number of exploratory tests. Although failing to adjust for multiple-hypothesis testing will 
aggravate the issues with high Type I error rates discussed in the preceding section, there are 
procedures for adjusting levels of statistical significance in the presence of multiple-hypothesis 
testing that could help reduce spurious findings (Shaffer, 1995); however, these were rarely used 
in the studies that we examined in The Science of Gun Policy. Additionally, such procedures 
further compromise statistical power, which might contraindicate their use in this field even if 
they are generally useful elsewhere. Because there are no good ways to control for the distorting 
effects of multiple-hypothesis testing in a field that already has extremely low power (see 
Chapter 5), researchers should take steps to limit the number of statistical tests that they perform 
and to be more transparent about which analyses are planned versus exploratory.  

Some of the proliferation of alternative tests might be attributed to the curiosity of editors 
and journal reviewers who wish to see their own preferred specification reported and so require 
that it be added to articles or supplementary materials. However, editors and reviewers should 
resist the temptation to require exploratory analyses in which the effect of interest is estimated 
repeatedly under alternate assumptions or on other outcomes, unless they can make a strong 
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argument that such methods are more appropriate than those that were pre-registered. In 
particular, expanding a model to a new outcome should involve revisiting all the modeling and 
covariate assumptions, not just substituting a new variable in the old model, and such extensions 
should be seen as separate papers.  
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5. Avoiding Statistical Models with Low Statistical Power 

As discussed in Chapter 4, most of the literature examining the effects of gun policies uses a 
null-hypothesis statistical testing strategy for which serious concerns about statistical power 
frequently arise. Power—or the probability of rejecting the null hypothesis when a specific 
alternative hypothesis is, in fact, correct—depends on “sample size, measurement variance, the 
number of comparisons being performed, and the size of the effects being studied” (Gelman and 
Carlin, 2014). Each of these factors presents challenges for many of the studies that we reviewed 
in The Science of Gun Policy (Smart et al., 2020). Many of the outcomes that are commonly of 
interest in state-level gun policy studies—such as firearm homicides, firearm suicides, violent 
crime, and mass shootings—have a relatively high degree of variability, making it more difficult 
to detect policy effects. Sample size, when considering effects across U.S. states, is inherently 
limited.1 Similarly, even quite small effect sizes on such outcomes as firearm homicides or 
suicides could be quite important for public welfare. When power is low, however, reported 
findings in the form of rejected null hypotheses are often unreliable, as discussed in this chapter.  

Power in Regression-Based Models Used in Gun Policy Research 
Scientific literatures based on studies with pervasively low power are likely to have 

exaggerated effect sizes for any effects that are statistically significant, and those significant 
effects may often get the direction of the effect wrong (Gelman and Carlin, 2014). These serious 
problems are common whenever the effects of interest are small relative to other sources of 
variation in the outcomes (Cohen, 1988).  

Nevertheless, even small effects may be important. For example, a 3-percent reduction in 
firearm deaths would correspond to more than 1,000 fewer deaths per year nationally. But a 3-
percent effect, or an incidence rate ratio (IRR) of 0.97, is small relative to the much larger 
variation in firearm death rates over time or across U.S. states. Many observations (for instance, 
years of data for each state) may be required before a model has sufficient power to detect such 
an effect.  

To illustrate, consider the preferred model reported in one study.2 The standard error of the 
researchers’ causal effect estimate implies that the critical values for rejecting the null hypothesis 
that IRR = 1 (no effect of the policy on firearm deaths) correspond to approximately IRR < 0.79 

 
1 Some data may be available at the substate (e.g., county or city) level. Although analyzing substate-level data 
could be a way to increase sample size, outcomes may also be much more variable at the substate level, so the 
statistical power implications are unclear.  
2 The problem that we describe here is not universally true in this literature, but it is common enough that we present 
it as a general concern rather than cite by name the article from which we drew this example. 
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and IRR > 1.26. In other words, regardless of the true effect size of the policy, the amount of 
data available and the variability in those data ensure that the study would reject the null 
hypothesis only if the sample estimate of the policy effect exceeded approximately a 23-percent 
change (e.g., the policy prevented about one in four, or about 10,000, firearm deaths).3 If the true 
effect were more modest but still important (e.g., the policy would prevent 2,000 firearm deaths 
every year if implemented nationally, corresponding to an IRR of approximately 0.95), the study 
would have remarkably low power to detect that true effect as statistically significant. And when 
it did correctly detect the effect, the study would dramatically misrepresent the true effect size. 
Specifically, there is only a 0.06 probability that such a study would detect the policy’s true 
reduction in deaths as statistically significant. In those rare instances in which it did correctly 
detect a significant reduction in deaths, the study would overestimate the effect size to be five 
times greater than the true effect size. Even more concerning, the analysis has a 0.01 probability 
of rejecting the null hypothesis in the wrong direction. Although this may seem low, it implies 
that 12 percent of all such significant effects publishable in the literature would be both large 
and in the wrong direction.  

More generally, significance tests conducted on studies in which the effect size of interest is 
small relative to the standard error of the estimate provided by the available data have almost no 
chance of improving public policy and have a non-negligible probability of leading policymakers 
to a substantially incorrect conclusion (Gelman and Carlin, 2014). It would be preferable if such 
studies were not published, regardless of their level of statistical significance (Acosta et al., 
2019) or if they were analyzed without frequentist approaches to statistical inference, which will 
often produce invalid inferences when power is this low (Cohen, 1988).  

Results from the Gun Policy in America simulation study (Schell, Griffin, and Morral, 2018) 
showed that issues of low statistical power are pervasive to all regression-based models 
commonly used to evaluate the effect of gun policy on firearm mortality. For instance, with a 
true effect that causes a 3-percent change in firearm death rates, a two-way fixed-effects model 
of logged firearm death rates correctly rejected the null hypothesis approximately 8 percent of 
the time.4 Typical two-way fixed-effects negative binomial models had a better correct rejection 
rate, 14 percent, but far below what is considered acceptable. Even the model with the highest 
power of those considered in the simulation study (the autoregressive negative binomial model 
with time fixed effects and change-coded law effects) had only a 21-percent correct rejection 

 
3 In this example, the confidence interval of the effect estimate implies a standard error of log(IRR) = 0.117. 
Assuming a	= 0.05 with two-tailed tests of statistical significance using a Wald test on the log(IRR), critical values 
for rejecting a null hypothesis that log(IRR) = 0 would be −0.23 and 0.23. 
4 Correct rejection rates were computed by averaging over several simulation conditions; the number of 
implementing states varied between 3 and 35, and the time period of the effect phase-in varied between instant and 
five years. In general, the rate of correction rejection is highly sensitive to the number of implementing states; the 
rate is two to four times higher with 35 implementing states relative to with three. However, even with 35 states, the 
rate is still always less than is considered acceptable (Cohen, 1988).  
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rate. Notably, these findings of low power occurred in the context of a simulation in which most 
or all sources of potential confounding had been removed by design. In real-world uses of these 
models, the chances of spurious findings would be higher.  

In other words, the models used in the existing gun policy literature have almost no chance of 
finding statistically significant effects when studying how firearm policies that have a realistic 
effect size affect firearm deaths and other commonly explored outcomes. Any significant effects 
that these models do discover are likely to be exaggerated in their magnitude and, in the worst 
cases, are almost as likely to be in the wrong direction as the right one (Gelman and Carlin, 
2014). Insufficient power may be slightly less of a concern in studies that evaluate effects on 
less-rare outcomes (e.g., violent crime); however, for studies looking at outcomes that are more 
rare than total firearm mortality (e.g., firearm homicides, mass shootings), statistical power will 
be even worse.  

These considerations suggest that, in studies of gun policy effects that use a null-hypothesis 
statistical testing framework, researchers should explicitly discuss the statistical power of their 
analyses to detect plausible effect sizes. Alternatively, researchers should consider using 
Bayesian or other estimation approaches rather than null-hypothesis statistical tests, except in 
cases in which researchers can demonstrate that they have adequate power to reject the null 
hypothesis using standard significance testing. Bayesian estimates, for instance, could describe 
the range of possible true effects that are consistent with the available data (given the model and 
researcher-specified prior probability distributions).5 This could avoid many of the problems 
resulting from relying on statistical significance as an indicator of importance within low-power 
statistical situations (see, for example, Gelman and Tuerlinckx, 2000). 

Power in Some Synthetic Control Methods 
The number of treated units is one of the most important determinants of statistical power to 

detect an effect, regardless of the type of model used (see, for example, Schell, Griffin, and 
Morral, 2018). Thus, the issues of low statistical power discussed in the previous section are 
exacerbated in any study evaluating a single treated unit. However, it is a particularly severe 
problem for synthetic control designs. Synthetic control studies can lose more power than 
alternative methods because a weighted mean that is typically dominated by a handful of 
comparison states is often statistically inefficient relative to other ways of conditioning on the 
pre-implementation values of the outcome that can incorporate information from all the 
comparison states (e.g., autoregressive models or two-way fixed-effects methods). Essentially, 
the estimate of the control group does not typically make full use of the available data to get the 
expectation under the null, relying instead on an average from only a handful of states in each 

 
5 For examples of applying Bayesian statistical inference to the evaluation of firearm laws, see Strnad, 2007; Schell, 
Cefalu, et al., 2020. 
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year. There may be reasons to prefer using weights to condition on the pre-implementation 
trends in the outcome and covariates, but this type of estimation does come with a variance 
penalty, which reduces power. 

However, the synthetic control studies in the gun policy literature that we reviewed often 
have substantially lower power because of even less-precise estimates of causal effects. The 
permutation test results from the synthetic control method studies included in our literature 
review correspond to an average standard error of the estimate of 11 percent. Given this 
uncertainty in the estimate, researchers using these methods have only 50-percent power to 
detect a policy that has a true effect of eliminating 21 percent of all firearm deaths.6 This would 
be a substantially larger effect than policy experts generally believe should be expected for state-
level firearm policies that have been enacted in the United States (Smart, Morral, and Schell, 
2021). Even if the policy being evaluated is highly effective (e.g., it prevents 10 percent of all 
homicides), the synthetic control method is unlikely to detect that effect as statistically 
significant.  

Whether using synthetic control methods or DID, researchers and reviewers should 
generally consider state-level studies with a single treated state or a few treated units as 
exploratory analyses with uncertain generalizability or statistical significance. 
 

 
6 As part of our 2020 literature review, we used the information available in the articles to convert the effect 
estimates and permutation test results of synthetic control studies to IRRs and 95-percent confidence intervals. The 
average 95-percent confidence interval half-width of the policy effects from these studies was 21 percent. This 
implies that the two critical values of the IRR (tested two-tailed with an a = 0.05) are IRR < 0.79 and IRR > 1.21. 
To have 50-percent power, the true effect would need to be larger than 1.21 or smaller than 0.79; that is, half the 
sampling distribution of the statistic would need to be outside of that range.  
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6. Conclusions 

The Science of Gun Policy and other Gun Policy in America research on the effects of 
firearm policies (Schell, Griffin, and Morral, 2018; Schell, Peterson, et al., 2020; Smart et al., 
2020) have highlighted common challenges of estimating such effects, including questionable 
coding of laws for inclusion in models, misinterpretations of statistical results, assumptions that 
appear inappropriate for the data, and inferential tests of questionable accuracy or usefulness. 
Some may view our criticisms of this literature as an attempt to muddy the waters or sow 
uncertainty about well-established findings from gun policy research, but that is not our 
intention. We know that thousands of lives per year may hang in the balance between 
implementing firearm policies that are effective at reducing deaths and injuries and policies that 
are not. Thus, we developed this report—its critiques and its recommendations for improvements 
in research—because of the importance we place on obtaining accurate estimates when 
evaluating policies with such monumental importance to the lives of so many. 

Furthermore, we have not offered a comprehensive primer on estimating gun policy effects 
but instead focused our discussion on a few common problems that we have seen repeatedly in 
the gun policy research studies that we have reviewed (Smart et al., 2020). Indeed, we limited 
our comments to just a few of the problems found in the strongest of those studies and ignored 
the even more common problems associated with weaker studies that are still routinely being 
published. These weaker studies typically suffer from all the limitations discussed in this report, 
as well as more-fundamental problems for assessing the effects of policy. Most typically, these 
are cross-sectional studies comparing outcomes in states that have a certain gun law with 
outcomes in states that do not have the law. Such studies cannot control for differences in pre-
implementation characteristics of states, cannot establish any information about the temporal 
sequencing of events, and are generally inappropriate for drawing causal inferences.  

It is unclear why leading journals continue to publish cross-sectional studies of firearm 
policy effects when the longitudinal versions of the underlying data being used are publicly 
available. In some cases, longitudinal analyses of the same policy’s effects on a given outcome 
have already been published. These low editorial standards for published analyses on gun 
violence, even in widely cited journals, represent a serious challenge to those who wish to 
promote effective, evidence-based public policy. 

There is some tension between this report, in which we discuss a few serious and pervasive 
methodological problems present in many of the best studies in this literature, and our broader 
literature review in The Science of Gun Policy (Smart et al., 2020), in which we concluded that 
there was “supportive” evidence that several gun policies had a given effect on an outcome. 
Those determinations characterizing the strength of the evidence were based on pre-specified 
rules concerning a set of minimum quality standards, their level of statistical significance, and 
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consistency across studies of each policy in terms of the estimated direction of the policy’s 
effects.1 However, in this report on methodological challenges, we highlight evidence suggesting 
that many of the significant results were based on methods that reject the null hypothesis too 
frequently, had so little power that the published effects may not describe the true effect, and 
used methods likely to produce biased estimates of the policy effect. Given these shared 
problems, and recognizing that many of the included studies had to rely on overlapping data 
sources and should not be seen as independent estimates, calling the evidence supportive (as 
opposed to strong or convincing) reflects our belief that there is a good deal more to learn about 
gun policies, even those with a good number of studies seemingly confirming their effects.  

Yet these limitations of the available evidence should not be seen as an excuse for inaction 
by policymakers. When strong empirical evidence of the effects of policies is available, 
policymakers should use that evidence to guide their decisions. However, policymakers must still 
act to address problems even before such evidence exists. Indeed, evidence of a policy’s effects 
can exist only after a policy has been implemented, usually in multiple places and times. If 
policymakers choose to wait until there is definitive empirical evidence regarding which policies 
work to reduce gun violence, they will never address this problem.  

Similarly, policymakers should not confuse a lack of scientific evidence (or a lack of 
statistically significant findings) as evidence that policies or laws are ineffective. Insisting on 
statistically significant evidence is too high a bar for policymaking, where, more often than not, 
there are no guarantees that a policy will achieve its objectives. Equally, there is usually no 
statistically significant evidence that the status quo is better than could be expected under any 
new policy regime. In such cases, evidence concerning the probability that a policy will improve 
outcomes, as well as information about how much uncertainty there is about the true effect size, 
is likely to be very useful for policymakers. That information, provided by a Bayesian analysis, 
seems more useful than knowing if the effect was statistically significant, which tells us only that 
the effect observed in the sample was unlikely if the policy had no true effect. For instance, 
knowing that there is an 87-percent probability that shall-issue laws will reduce gun violence—
conditional on the model and the prior—may be far more useful to decisionmakers than knowing 
that the policy effect did not attain conventional levels of statistical significance (see Schell, 
Cefalu, et al., 2020).  

To conclude, we have seen tremendous advancements in statistical estimation of gun policy 
effects over the past three decades, but further improvements are needed to identify the effects of 
gun policies in a persuasive and replicable way. In this report, we identified four areas that we 
think may be most ready for these improvements and proposed some ways that these 
improvements might be made.  

 
1 See the pre-registered study protocol in the International Prospective Register of Systematic Reviews, or 
PROSPERO, database (no. CRD42019120105). A study was assessed to have supportive evidence when at least 
three studies not compromised by serious methodological weaknesses found suggestive or significant effects in the 
same direction using at least two independent data sets. 
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Appendix. Details on Spline and Hybrid Models 

Typically in gun policy models, a spline will be entered as a predictor in a regression 
equation that takes on values of zero before the policy was implemented (as well as in states that 
never implemented it) and then takes on values that increase linearly over time for a given state 
once the policy is implemented in that state. For the models used in gun policy evaluations, these 
linear trend effects are estimated while controlling for national trends through the inclusion of 
year fixed effects in the same model. Thus, the splines are state trends that should be interpreted 
as deviations from the national trend. The following are examples of how such effects are often 
operationalized: 

 
𝑌!" = 𝛾$𝐿𝑎𝑤!" ∗ (𝑡 − 𝑡!#) ∗ 1(𝑡 > 𝑡!#)/ + 𝛽! + 𝛿" + 𝛿𝑋!" + 𝜖!" 

 
𝑌!" = 𝛾$𝐿𝑎𝑤!" ∗ (𝑡 − 𝑡!#) ∗ 1(𝑡 > 𝑡!#)/ + 𝛼!$𝑡 − 𝑡/ + 𝛽! + 𝛿" + 𝛿𝑋!" + 𝜖!" 

 
𝑌!" = (𝑡 − 𝑡#)[1(𝑡!# > 𝑡)𝛾$ + 1(𝑡!# < 𝑡)𝛾%] + 𝛽! + 𝛿" + 𝛿𝑋!" + 𝜖!", 

 
where Yit is the outcome for state i in year t, Lawit encodes whether the policy is in effect for that 
state and year, 𝑡# is the year in which the state implemented the law, 𝛽! and 𝛿" are state and time 
fixed effects, 𝛼! represents state-specific trends, Xit represents time-varying state covariates, 𝛾 is 
the policy effect, 𝛿 represents the covariate effects, and 𝜖!" is error.  

Hybrid models combine a spline model like those in the preceding equations but also include 
a separate-level effect of the policy. For example,  

 
𝑌!" = 𝛾$𝐿𝑎𝑤!" ∗ (𝑡 − 𝑡#) ∗ 1(𝑡 > 𝑡#)/ +	𝜃𝐿𝑎𝑤!" + 𝛽! + 𝛿" + 𝛿𝑋!" + 𝜖!". 

 
As discussed in the body of the report, the spline hybrid models used in the gun policy 

literature that we reviewed present interpretational challenges and may be sensitive to effects on 
the outcome that occur long after the policy was implemented. Thus, they may not identify the 
effects of interest well. To illustrate the problem discussed here, consider a hypothetical state that 
would have shown a constant linear trend in crime (slope = 1) from 1980 to 2001 (see 
Table A.1). However, a policy went into effect in 1991 that raised the crime rate by 1 point in 
that year. If one fits a linear trend and standard spline effect to these data, it yields a spline 
coefficient of −0.04. If one fits a hybrid effect to these data, it yields a spline coefficient of −0.05 
and a dummy effect of 0.36. Thus, although everyone who views this data series would conclude 
that it is inconsistent with the conclusion that the policy caused a decline in crime, the spline 
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coefficient is negative in both models, a finding often incorrectly interpreted in the gun policy 
literature as providing evidence that a law decreased the outcome.  

Table A.1. Illustrative Data, with Spline and Dummy-Coded Effect Variables 

Year Crime Rate Spline Dummy 

1980 10 0 0 

1981 11 0 0 

1982 12 0 0 

1983 13 0 0 

1984 14 0 0 

1985 15 0 0 

1986 16 0 0 

1987 17 0 0 

1988 18 0 0 

1989 19 0 0 

1990 20 0 0 

1991 22 1 1 

1992 22 2 1 

1993 23 3 1 

1994 24 4 1 

1995 25 5 1 

1996 26 6 1 

1997 27 7 1 

1998 28 8 1 

1999 29 9 1 

2000 30 10 1 

2001 31 11 1 
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