Research Report

RAND

CORPORATION

ELINA TREYGER, JIRKA TAYLOR, DANIEL KIM, MAYNARD A. HOLLIDAY

Assessing and Suing
an Algorithm

Perceptions of Algorithmic Decisionmaking



https://www.rand.org/pubs/research_reports/RRA2100-1.html
https://www.rand.org/

For more information on this publication, visit www.rand.org/t/RRA2100-1.

About RAND

The RAND Corporation is a research organization that develops solutions to public policy challenges to help make communities
throughout the world safer and more secure, healthier and more prosperous. RAND is nonprofit, nonpartisan, and committed to the
public interest. To learn more about RAND, visit www.rand.org.

Research Integrity

Our mission to help improve policy and decisionmaking through research and analysis is enabled through our core values of quality
and objectivity and our unwavering commitment to the highest level of integrity and ethical behavior. To help ensure our research
and analysis are rigorous, objective, and nonpartisan, we subject our research publications to a robust and exacting quality-assurance
process; avoid both the appearance and reality of financial and other conflicts of interest through staff training, project screening,
and a policy of mandatory disclosure; and pursue transparency in our research engagements through our commitment to the open
publication of our research findings and recommendations, disclosure of the source of funding of published research, and policies to
ensure intellectual independence. For more information, visit www.rand.org/about/research-integrity.

RAND?’s publications do not necessarily reflect the opinions of its research clients and sponsors.

Published by the RAND Corporation, Santa Monica, Calif.
© 2023 RAND Corporation
RAND® is a registered trademark.

Cover: Parradee/ Adobe stock.

Limited Print and Electronic Distribution Rights

This publication and trademark(s) contained herein are protected by law. This representation of RAND intellectual property is
provided for noncommercial use only. Unauthorized posting of this publication online is prohibited; linking directly to its webpage
on rand.org is encouraged. Permission is required from RAND to reproduce, or reuse in another form, any of its research products for
commercial purposes. For information on reprint and reuse permissions, please visit www.rand.org/pubs/permissions.


http://www.rand.org/t/RRA2100-1
http://www.rand.org
http://www.rand.org/about/research-integrity
http://www.rand.org/pubs/permissions

About This Report

Artificial intelligence (AI) algorithms are permeating nearly every domain of human activity, including pro-
cesses that make decisions about interests central to individual welfare and well-being. How do public per-
ceptions of algorithmic decisionmaking in these domains compare with perceptions of traditional human
decisionmaking? What kinds of judgments about the shortcomings of algorithmic decisionmaking processes
underlie these perceptions? Will individuals be willing to hold algorithms accountable through legal chan-
nels for unfair, incorrect, or otherwise problematic decisions? People’s views of AI decisionmaking will have
numerous implications for law and policy—including for jury judgments about algorithmic liability and
public support for Al regulation—as well as for individual choices as employees and consumers. This report
relies on a survey experiment focused on the use of algorithms to make decisions about employment and
unemployment to contribute to our understanding of U.S. public perceptions in these respects.

Institute for Civil Justice

The RAND Institute for Civil Justice (IC]) is dedicated to improving the civil justice system by supplying
policymakers and the public with rigorous and nonpartisan research. Its studies identify trends in litigation
and inform policy choices concerning liability, compensation, regulation, risk management, and insurance.
The Institute builds on a long tradition of RAND Corporation research characterized by an interdisciplinary,
empirical approach to public policy issues and rigorous standards of quality, objectivity, and independence.
ICJ research is supported by pooled grants from a range of sources, including corporations, trade and profes-
sional associations, individuals, government agencies, and private foundations. All its reports are subject to
peer review and disseminated widely to policymakers, practitioners in law and business, other researchers,
and the public. The ICJ is part of the Justice Policy Program within the RAND Social and Economic Well-
Being Division. The program focuses on such topics as access to justice, policing, corrections, drug policy,
and court system reform, as well as other policy concerns pertaining to public safety and criminal and civil
justice. For more information, email justicepolicy@rand.org.

Acknowledgments

We would like to thank the IC] for supporting this research and James Anderson, Jamie Morikawa, and
Bethany Saunders-Medina for their capable leadership and guidance. This study emerged and benefited
greatly from discussions with Brian Jackson. We are grateful to the subject-matter experts who have shared
important insights (and to whom we extended anonymity in interviews). We also benefited from the thought-
ful comments and suggestions by our peer reviewers, Benjamin Boudreaux of RAND and Ben Green of the
Gerald R. Ford School of Public Policy at the University of Michigan.

Funding

Funding for this research was provided by gifts from RAND supporters and income from the operation of
RAND Social and Economic Well-Being. Parts of this work were funded by the German VolkswagenStiftung
under grant agreement number 98 560.






Summary

Issue

Artificial intelligence (AI) algorithms are permeating nearly every domain of human activity, including pro-
cesses that make decisions about interests central to individual welfare and well-being. The Biden administra-
tion has described the risks that such technologies present as one of “the great challenges posed to democracy
today” (The White House, undated). Technological innovation is crucial to addressing these risks. However,
people’s perceptions matter a great deal as well. In a democratic society, a degree of public acceptance is
needed for algorithms to become successfully integrated into decisionmaking processes. And public percep-
tions will shape how the harms and wrongs caused by algorithmic decisionmaking are handled.

Law and policy can limit potential adverse effects from algorithms in two ways. First, these can be
addressed through ex ante regulations, such as requiring impact assessments prior to the deployment of new
AT Perceptions will bear on which of these types of measures might have democratic support. Algorithmic
decisionmaking can also be regulated through ex post accountability mechanisms—notably, through legal
challenges to specific decisions. Public perceptions matter as well for whether there will be such accountabil-
ity mechanisms and how robust they will be. As AT decisions are challenged in court, judges and juries will
have to make judgments about fault and liability. Will these judgments be based on the same standards and
moral intuitions that judges and juries apply to human decisionmakers? How do perceptions of algorithmic
decisionmaking compare with perceptions of traditional human decisionmaking? What kinds of judgments
about the shortcomings of alternative decisionmaking processes underlie these perceptions? Moreover, will
individuals bring such legal challenges to algorithmic decisions in the first place?

Approach

We relied on a survey experiment to contribute to our understanding of how U.S. public perceptions of algo-
rithmic decisionmaking are evolving in one high-stakes setting: that related to employment and unemploy-
ment. The experiment investigated perceptions of fairness, the potential shortcomings of algorithms, and
people’s willingness to resort to the law to challenge algorithmic decisions. It also investigated how encoun-
tering negative algorithmic decisions shapes views of AI decisionmaking more broadly. Because minority
groups and women are at times disproportionately adversely affected when algorithms do not perform as
designed, we further considered whether these more-affected groups assess AI decisionmaking differently.

Key Findings
Our investigation yielded several key findings:

» We found evidence of the algorithmic penalty, or the tendency to judge algorithms more harshly than
humans for otherwise identical decisions related to employment or unemployment.

o The reasons underlying judgments of fairness of the decisionmaking process in this context likely
related more to concerns about accuracy and transparency, rather than bias. Respondents were more
likely to perceive algorithmic decisionmaking as error-prone and non-transparent than human deci-
sionmaking. By contrast, there were no consistent differences in perceptions of bias.
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o The investigation of differences in views between minority (i.e., Hispanic and/or non-White) and
majority (i.e., non-Hispanic White) respondents produced results that were not straightforward. Over-
all, majority respondents penalized algorithms more heavily than minority respondents did in their
assessments of algorithmic fairness, accuracy, and transparency. This was not the case for bias, where
the differences between minority and majority respondents were reversed and very small.

o The survey demonstrated that greater exposure to algorithmic decisionmaking—especially if the deci-
sionmaking is perceived to be unfair—corresponds to greater skepticism about the future and possibili-
ties of algorithmic processes.

« We found little evidence that people would be discouraged from seeking to hold relevant parties account-
able for decisions made by algorithms. To the extent that differences existed, respondents were slightly
more likely to resort to legal processes when the problematic decision was made by an algorithm than
when it was made by a human.

Implications

The study yielded several implications:

o In employment and similar contexts, people’s perceptions may support ex post accountability for the
bad outcomes that AI decisionmaking would produce. On the one hand, people are more likely to judge
algorithms harshly. Should these matters land in court, the lack of human agency at the core of the deci-
sionmaking process is unlikely to shield algorithmic processes from unfavorable judgments.

o On the other hand, people were no less likely to challenge algorithmic decisions legally than to challenge
human decisions. This willingness to take legal action could underpin a robust path toward algorithmic
accountability (given clear rights to contest AI).

» Moreover, the relative skepticism about AI tools, reflected in the answers about the specific AI deci-
sionmaking scenarios and the broader attitudes about such tools, suggests that there might be support
for some kinds of ex ante regulations that limit the possibilities for algorithmic tools to produce bad
outcomes.

Vi
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CHAPTER 1

Introduction

Artificial intelligence (AI) algorithms may be simply defined as sets of rules written by human programmers
that input data into a computer program to help the program learn how to execute a task on its own.! Al
algorithms are permeating nearly every domain of human activity, from customer service and online speech
to medicine and government functions. Involving automation with learning capabilities in decisionmaking
that affects individual welfare is particularly consequential. When such decisions as whether to extend com-
mercial credit, hire, grant government benefits, or even deprive individuals of liberty are made or supported
by algorithms, the performance of these technologies becomes of the utmost importance.

Algorithmic decisionmaking in domains that involve impacts on safety, well-being, or rights of living
beings is sometimes subsumed under the category of high-stakes AI (Sambasivan etal., 2018, p. 1).2 The future
of high-stakes AI does not depend solely on whether and to what extent the technology can be improved;
the public’s perceptions of the processes that rely on automated learning technologies are just as important.
And there is evidence to suggest that public perceptions are not wholly welcoming of these technological
innovations. A widely cited 2018 survey by the Pew Research Center, for example, found that a majority of
U.S. citizens believe it is unacceptable to use algorithms to make decisions “with real-world consequences for
humans” in a variety of settings where algorithms are, in fact, already in use (Smith, 2018).

As AT technology becomes incorporated into more and more decision processes that deeply affect individu-
als’ well-being, more and more people will experience and learn about unfavorable decisions made by algo-
rithms. How will these experiences shape people’s perceptions of these technologies? How do public perceptions
of algorithmic decisionmaking compare with perceptions of traditional human decisionmaking? What kinds of
judgments about the shortcomings of alternative decisionmaking processes underlie these perceptions?

Answers to these questions matter at several levels. For one, in democratic societies, a degree of public
acceptance is needed for algorithms to become successfully integrated into at least governmental decision-
making processes. Public perceptions will also shape how the law handles the harms and wrongs that might
be caused by algorithmic decisionmaking. The law can constrain and redress potential adverse effects from
algorithms in two general ways. On the one hand, potential harms from AI decisionmaking can be addressed
through ex ante regulation or laws, such as those requiring impact assessments prior to the deployment of
new algorithmic tools. A growing number of such measures are proposed and enacted at local, state, and fed-
eral levels. Public perceptions of the regulated uses of Al will bear directly on which of these types of propos-
als might have democratic support.

On the other hand, algorithmic decisionmaking can be regulated through ex post accountability
mechanisms—notably, through legal challenges to specific decisions that cause damage or harm (see Kamin-
ski and Urban, 2021). Public perceptions matter for whether there will be such accountability mechanisms
and how robust they will be. As algorithms are linked to the same kinds of harms or wrongs that are routinely

1 For a similar definition, see Osoba et al. (2019).

2 In the European Union, the emerging approach to Al regulation involves a stricter set of rules for high-risk Al a category
similar to what we call high-stakes in this report. See European Parliament (2023).
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caused by human actions, judges and juries will have to make judgments about fault and liability in the con-
text of algorithmic decisions. Will these judgments be based on the same standards and moral intuitions that
judges and juries apply to human decisionmakers? Moreover, will affected individuals be prepared to bring
legal challenges to algorithmic harms and wrongs in the first place?

This report shares the results of a survey experiment designed to contribute to our understanding of how
U.S. public perceptions are evolving in these respects in one high-stakes setting: decisions related to employ-
ment and unemployment. The survey experiment was designed to investigate perceptions of fairness of algo-
rithmic decisionmaking, the shortcomings of algorithms, and people’s willingness to challenge algorithmic
decisions. Because people with different characteristics might have systematically different views of algorith-
mic decisionmaking, we also considered whether we are able to detect differences and, if so, what differences
we are able to detect, with particular attention to differences across gender and ethno-racial identities.

Key findings of the study document what we call the algorithmic penalty, or the tendency to judge algo-
rithms more harshly than humans in the context of otherwise identical high-stakes decisions—here, those
related to employment or unemployment. We found evidence for an algorithmic penalty in perceptions of
overall fairness, accuracy, and transparency of decisionmaking processes. By contrast, there were no consis-
tent or clear differences in perceptions of bias between algorithmic and human decisionmaking.

Opverall, findings suggest that in encounters with negative decisions, people judge algorithmic decisionmak-
ing more harshly than they judge human decisionmaking. This skepticism about AI decisionmaking, at least
in contexts similar to the employment-related decisions explored here, suggests that public perceptions will
likely support some ex ante regulation of AI tools. Likewise, were algorithms to produce bad outcomes and
land in court, it appears that judges and juries would be likely to judge them more harshly than they would
judge humans who cause the same outcomes. At the same time, we found little evidence that people would be
discouraged from seeking to hold relevant parties accountable for problematic decisions made by algorithms.
To the extent that differences existed, respondents were slightly more likely to resort to legal processes when
the problematic decision was made by an algorithm than when it was made by a human. Policy discussions and
research raise some concern about legal accountability gaps for algorithmic decisions—that is, concern that it is
more difficult to hold anyone accountable for such decisions than it is to hold humans accountable. To be sure,
this concern stems largely from the limits of existing laws to provide effective remedies for algorithmic harms.
However, people’s reluctance to challenge algorithms would exacerbate such accountability gaps. Findings from
this study offer some reason to be less concerned that the inscrutability of algorithms and the difficulties of
assigning blame would have such an effect.

Finally, our investigation of differences across groups in perceptions of algorithmic fairness produced rather
nuanced results. Real-world experiences demonstrate that minority groups and women are disproportionately
adversely affected when algorithms do not perform as designed. This might suggest that these more-affected
groups would assess algorithmic decisionmaking differently. Yet the differences in views between minority
and majority respondents that our survey experiment found are not straightforward. Overall, non-Hispanic,
White (i.e., majority) respondents seemed to penalize algorithms more heavily than Hispanic or non-White
(i.e., minority) respondents did in their views of algorithmic fairness, accuracy, and transparency. Regarding
bias, the differences between minority and majority respondents were reversed—but very slight in magnitude.

This report proceeds as follows. To contextualize the issues addressed in this study, Chapter 2 discusses
commonly identified shortcomings of AI decisionmaking—bias, error, and lack of transparency; offers some
background on perceptions of fairness of algorithmic decisions; and addresses the challenge of algorithmic
accountability. Chapter 3 explains the survey experiment methodology and our choices of scenarios based
on the emerging uses of algorithms in recruitment and in determination of unemployment benefits by state
agencies. The central part of this report, Chapter 4, presents the main results in five parts. Finally, we con-
clude with explicit limitations of the method and identify a few implications of the findings. The appendix
presents additional methodological detail and supplemental tables.



CHAPTER 2

Algorithmic Decisionmaking and Public Perceptions

A disabled, Black, and older applicant is rejected from positions for which he is qualified and alleges that
the hiring process discriminates against individuals with his characteristics (Gilbert, 2023). An individual is
wrongfully denied a claim for unemployment insurance and labeled a fraud, resulting in a multiyear ordeal
to clear their name and significant financial loss (De La Garza, 2020). A delivery driver for a major U.S.
corporation is fired based on mistaken or misleading performance indicators (Soper, 2021). In cases such
as these, if the decisionmakers behind the respective decisions were human, people would likely perceive
the outcomes to be unfair. If these cases ended up in court, juries and judges could rely on established con-
cepts of intent and knowledge to judge whether the decisionmaking process was flawed and whether the
decisionmaker is to blame for the resulting harms. In any given case, there would certainly be differences of
opinion about whether discrimination was intentional or whether mistakes were made in good faith or with
a blameworthy state of mind. However, there are, by and large, coherent standards that can be explained to
juries defining intentional discrimination and distinguishing inadvertent errors from a negligent or reckless
action. Cases such as these raise relatively familiar questions and rely on moral standards that are relatively
well entrenched to most people.

Could we say the same when identical outcomes are brought about with the aid of algorithmic tools? An
algorithm is not a human being with a state of mind that can be judged on basis of intent or blameworthiness.
And algorithms may not be fully transparent about why a particular decision was made in a particular case.
Thus, the judgments about whether anyone is responsible and why for problematic outcomes become more
difficult. Indeed, the very question of what makes a decisionmaking process fair or unfair becomes more
complex. How the U.S. public will make such judgments, as Al inevitably permeates deeper into the fabric of
modern life, will have consequences for the regulation and accountability of algorithmic tools.

In this section, we first review three of the main concerns that have been prominent with respect to algo-
rithmic decisionmaking. Bias, error, and lack of transparency have all featured in policy conversations and
research as some of the shortcomings that lead algorithms to produce outcomes that harm individuals’ rights
and interests. As the cases noted above suggest, all of these potential shortcomings are likely bound up with
overall perceptions of fairness. These shortcomings have also all been targeted by various policy proposals
to regulate AI. Next, we offer a glimpse into some recent research relevant to public perceptions of algorith-
mic decisionmaking. Finally, we explain how public perceptions matter for the fate of algorithmic account-
ability for unfair, wrong, erroneous, or otherwise problematic outcomes—and situate the questions explored
through the survey experiment presented in the rest of the report.

Bias, Accuracy, and Transparency

As with every technological innovation, the use of AI algorithms to supplement, or even supplant, human
beings in certain tasks comes with both promise and risks. Algorithmic tools promise enhanced efficiency at
reduced cost, which may come with automation of resource-intensive processes. The capability to learn from
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large amounts of data, which enables algorithms to detect patterns that cannot be discerned by the human
mind alone, means that Al algorithms hold the potential to significantly improve the quality of decisions made
in a broad variety of settings. When such algorithms are deployed in domains described as high stakes—that
is, domains that involve safety and well-being impacts on living beings—improvements in decision quality can
translate into substantial improvements for core human interests (Sambasivan et al., 2021, p. 1).

Of course, applying Al algorithms in high-stakes settings also means that the risks of these new technolo-
gies failing or not functioning as intended are likewise very high. These risks have risen to prominence in
U.S. public policy. President Joe Biden’s White House Office of Science and Technology Policy, for instance,
has cast “the use of technology, data, and automated systems in ways that threaten the rights of the American
public” as one “[a]mong the great challenges posed to democracy today,” insofar as “these tools are used to
limit our opportunities and prevent our access to critical resources or services” (The White House, undated).

The five principles that the White House articulates in its Blueprint for an AI Bill of Rights to guide the
development and uses of Al highlight several underlying concerns. One of these concerns is about algo-
rithmic discrimination based on grounds protected by U.S. law. Another concern pertains to “safety and
effectiveness,” which encompasses the need for Al to remain “within an acceptable range of error.” A third
points to the need for explainability of AI, which should allow affected people to “understand how and why it
contributes to outcomes” that affect individuals (The White House, undated).! These three salient concerns
about AI—its potential for bias, inaccuracy, and lack of transparency—are also significant in shaping public
perceptions of algorithmic decisionmaking processes and their fairness.?

A large and growing body of literature has emerged that addresses the sources of these deficiencies in Al
and the potential solutions—from the perspectives of computer science, law, and the social sciences, which
we do not try to summarize in this report (see Desai and Kroll, 2017; Citron and Pasquale, 2014). Impor-
tantly, we observed only that, for each of these shortcomings, there are reasons to believe both that AT might
perform better than humans and the opposite—that AT might only magnify the deficits of human decisions.

Automated decisionmaking by neutral-appearing computer programs holds out a promise to reduce
bias—which we define as unwarranted disparities in outcomes based on protected characteristics (e.g., Klein-
berg etal., 2018; Ludwig and Mullainathan, 2021). The absence of subjectivity in computer programs removes
at least one source of bias that plagues human actions and produces discriminatory outcomes. Machines
are incapable of intentional discrimination, or of disparate treatment, because they are incapable of having
intentions. Indeed, algorithm developers and advocates have argued that algorithms can be specifically pro-
grammed to ignore information about individuals that enables unlawful discrimination and bias—such as
gender, age, race, and religion—thereby diminishing the potential for biased outcomes (Osoba et al., 2019,
p. 361; Sullivan, 2018, pp. 399-400).

Notwithstanding this potential, AI tools have been demonstrated to be quite capable of bias (Barocas and
Selbst, 2016; Osoba and Welser, 2017; Eubanks, 2018). Although machines cannot engage in intentional dispa-
rate treatment, evidence has demonstrated them to be quite susceptible to disparate impact, or the production
of inequitable, biased results (see Angwin et al., 2016; Eubanks, 2018). Bias may arise from multiple sources but
most prominently from the fact of reliance on historical data, which are a product of past biases. Historical data
memorialize traces of historical discrimination: For example, past patterns of employment, access to credit, or

I The Blueprint for an AI Bill of Rights also includes concerns about privacy and the need to preserve human alternatives.

2 As mentioned in the preceding note, these are not the only concerns about algorithmic decisionmaking. Privacy concerns
have also loomed large. We chose to focus on these three concerns because they are most centrally implicated by adverse deci-
sions made by algorithms in high-stakes settings. By contrast, privacy is a concern that is manifest when information about
individuals is used for purposes other than making the (adverse) decision for which that information is gathered. Accordingly,
the uses of Al and scenarios framed in this study did not convey the possibility of threats to privacy.
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criminal history have been shaped by past racial discrimination, and reliance on such data for decisionmaking
is bound to perpetuate these inequities (Harris, 2021, pp. 41-42). A salient example is provided by the contro-
versy surrounding the Correctional Offender Management Profiling for Alternative Sanctions (or COMPAS),
an algorithmic tool that was used to assess criminal defendants’ likelihood of reoffending during sentencing.
Although COMPAS does not use protected categories, such as race, its algorithm does account for such fac-
tors as arrest history, which is, in part, a product of historical policing patterns, including the over-policing of
minority communities (Courtland, 2018). Moreover, some research suggests that Al not only replicates preex-
isting biases but magnifies them over time (see Zhao et al., 2017; Angwin et al., 2016).

Al-driven decisionmaking also holds out a promise for more-accurate, less error-prone outcomes (see
Kleinberg et al., 2018). Algorithmic tools can detect patterns or process a larger number of inputs reliably
and accurately in a way that cannot be easily accomplished by humans. An algorithm may thus be able to
account for a greater number of factors for more-individualized outcomes. Humans are prone to errors that
stem from numerous types of cognitive distortions, which algorithms should be able to avoid. All machines,
however, are also capable of errors. Biased decisions are, of course, one major category of erroneous decisions
(see Corbett-Davies et al., 2017). But research suggests that algorithms might also not perform well in other
ways, even if they do not produce biased decisions. Algorithms are poor at common-sense reasoning, for
example, and at accommodating the myriad sources of uncertainty and indeterminacy that enter into human
decisionmaking implicitly (Bezborodykh, 2018). This might lead algorithms to “learn” rules from data that
defy common sense and produce inaccurate decisions (see DeAngelis, 2014). Moreover, mistaken or inaccu-
rate outputs can result from simple programming errors—an automated version of human error.

In some contrast with bias and error, AI is rarely held out as a technology that might deliver more-
transparent outcomes than human-caused outcomes (see Coglianese and Lehr, 2019). The lack of trans-
parency of many algorithmic tools is often identified as a problem and can exacerbate the risk of both bias
and error. Al tools are often described as black boxes that are unable to offer an explanation for their out-
puts; details of their decisionmaking are often obscure even for their developers. This transparency deficit
is reinforced by legal protections for secrecy, as the companies that develop algorithms often designate the
algorithms’ functionality as a trade secret critical to business success (Reisman et al., 2018, p. 14). By con-
trast, humans can offer explanations for their decisions, and certain decisions—such as judicial opinions or
benefit determinations—require such explanations. Due process often requires an explanation of the factors
that produced a decision in particular cases. To some extent, it is undeniable that machines cannot offer the
same type of explanations and, thus, would not offer the same type of transparency as human processes (see
Binns et al., 2018). But it is also the case that even human institutions often provide only a limited kind of
transparency: Even when exhaustive explanations are offered for decisions, it is difficult to know whether a
decisionmaker truly made the decision for the reasons stated. This suggests that, although AT likely cannot
be held to the same standards of transparency, it might be less susceptible to the problem of pretext, which
might amount to a kind of advantage over human explanation.

Perceptions of Al Decisionmaking

A burgeoning body of research investigating public perceptions of and responses to Al has emerged. Although
a complete synthesis of the research is beyond the scope of this brief overview, the research suggests a com-
plex landscape. Some research conducted over the past half-decade suggests that, in many domains, the
U.S. public remains averse to algorithms playing a role. A widely cited 2018 Pew Research Center survey, for
example, found that a solid majority of U.S. citizens found the use of algorithms to make “decisions with real-
world consequences for humans” to be unacceptable (Smith, 2018). Majorities of respondents did not believe
the use of algorithms would be fair to the individuals affected in four areas of high-stakes decisionmaking:
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scoring risk of individuals who are up for parole, generating individuals’ finance scores, screening resumes,
and analyzing videos of job applicants (Smith, 2018, p. 9).

It is difficult, however, to offer a singular generalization on whether the public views AI decisionmaking
as a welcome or a threatening prospect. Although there is evidence of such skepticism of algorithmic deci-
sions, there is, at the same time, a concern among experts about the “unsettling tendency for humans to place
excessive trust in algorithmic decisions” (Kaminski and Urban, 2021, p. 1969). That such a tendency exists,
at least in some settings, is supported by a so-called automation bias found in research, or the tendency to
overestimate Al performance and accuracy relative to objective facts (see Logg, Minson, and Moore, 2019).

In high-stakes contexts, other research largely supports the finding that opinions of algorithmic deci-
sions are mixed (Levy, Chasalow, and Riley, 2021) and that perceptions are strongly context-dependent
(Hidalgo et al., 2021; Baleis et al., 2019; Wang et al., 2020; Lee, 2018). What can be said is that, as a signifi-
cant study by César Hidalgo and co-authors finds, “people do not judge humans and machines equally”
(Hidalgo et al., 2021, p. ix).

Perceptions of AI decisionmaking depend also on how they are elicited and measured. In this study, we
made three choices in exploring perceptions. First, we investigated views of AI decisionmaking relative to
human decisionmaking. This choice was motivated by the proposition that assessments of algorithms are
arguably not as meaningful without comparing these with assessments of alternative decision processes.
That is, if the substance of the decision itself is viewed negatively, an individual will negatively judge that
decision whether it was made by an algorithm or a human.

With this choice, we built on existing research that also compares people’s views of algorithms and human
alternatives. The findings from that research into perceptions of algorithmic decisionmaking in domains
important to individuals’ interests are as mixed as the views of Al more generally. As Hidalgo et al. found,
people apply different moral principles to evaluate outcomes of machine- and human-made decisions (2021, p.
ix). These differences would suggest that people sometimes judge algorithms more harshly than machines—
and, at times, vice versa—depending on the characteristics of the decision and its context (Hidalgo et al.,
2021; Lee, 2018). Other research is broadly consistent with that insight, suggesting that comparative views
of human and algorithmic decisions regarding fairness are highly context-dependent (see Starke et al., 2022;
Lee, 2018). Some studies found that algorithmic decisions were perceived to be fairer than human-made
decisions—for example, when it came to views of university admissions (Marcinkowski et al., 2020) and
Black respondents’ views of law enforcement, at least under some circumstances (Miller and Keiser, 2021).
Other studies, such as those involving criminal justice (Harrison et al., 2020) and human-resource decisions
(Newman et al., 2020), provide evidence to the contrary: Human-made decisions were viewed as fairer than
ones made by algorithms. To gain the most-relevant insights into how humans will judge algorithms in high-
stakes domains, such as the one examined in this report, we investigated these questions relative to human
decisionmaking. At the same time, we acknowledge that existing research suggests distinct limits to general-
izing from one context to another and from one type of decision to another.

The second choice we made was to investigate people’s views as expressed in the context of specific deci-
sion scenarios. This choice was motivated by the proposition that perceptions of algorithms are likely affected
by encountering concrete instances of algorithms in action. Notably, people’s general views of the technology
are likely to be affected by encounters with specific instances in which the algorithm makes a mistake or oth-
erwise performs not as expected. For example, outside the high-stakes context, research has found evidence
for algorithmic aversion—or the disinclination to choose algorithms—“after learning,” through exposure
to specific cases, “that they are imperfect,” even when algorithms objectively outperform humans in a task
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(Dietvorst, Simmons, and Massey, 2016, p. 1155; Dietvorst, Simmons, and Massey, 2015).> Although evidence
for algorithmic aversion is not uniform, an important insight from some of this literature is that perceptions
are shaped by learning something about an algorithm in action. To gain more-relevant insights into how
public perceptions are likely to evolve as people inevitably encounter more algorithmic activity over time,
this study is structured to elicit views of algorithmic decisionmaking in the context of specific scenarios, in
which the decisions made are either potentially problematic or clearly in error.

Third, we made the choice to investigate perceptions in the context of scenarios in which the decision
made is unfavorable for the individual affected and at least potentially problematic from the standpoint of
fairness. That is, we compared people’s views of algorithmic and human decisionmaking processes when the
outcome was negative. We did so because our interest was in understanding how people are likely to judge
specifically wrong or problematic outcomes. After all, unproblematic decisions rarely end up in court to be
judged by juries and are not likely to be challenged legally in the first place. Moreover, people’s views are
likely to be more affected by cases that come to the public’s attention than by those that do not—and nega-
tive outcomes are far more likely to be publicized than positive ones. Likewise, there is some support for
the hypothesis that negative outcomes are more influential than positive ones (Rozin and Royzman, 2001;
Soroka, Fournier, and Nir, 2019). However, this choice means that our ability to generalize about the likely
evolution of public perceptions as Al decisionmaking spreads is limited. In addition to publicly reported
cases, more and more individuals will encounter algorithmic decisions in their own lives in various domains,
and their own experiences might not be disproportionately negative.

Accountability

The future of algorithmic decisionmaking will depend on how well technology and law mitigate the problems
of bias and error and improve transparency. In addition to mitigation and management of the demonstrated
shortcomings of algorithmic tools, public perceptions of these tools will be crucial (Boudreaux, Yeung, and
Steratore, 2022). A big reason perceptions matter more than demonstrable, empirical facts pertains to how to
prevent bad outcomes resulting from algorithmic decisionmaking and whether and how accountability for
such outcomes is provided.

How can laws and policies limit bad outcomes that algorithms might produce? And when algorithmic
decisionmaking goes awry, will the relevant parties—whoever they are—be held accountable for the wrongs
or harms, and how? Accountability can be defined in several ways. Here, we adopt a broad conception of
accountability, based on that offered by Mark Bovens, which includes the requirements that identifiable
actors are “answerable and can justify their use of algorithmic systems, and also that they can face conse-
quences for such use” (Ada Lovelace Institute, AI Now Institute, and Open Government Partnership, 2021).
A variety of approaches to limiting bad AI outcomes and providing accountability mechanisms have been
proposed or adopted in practice. Some of these consist of ex ante laws, regulations, or voluntary standards for
industry to follow in developing AI tools so as to make these tools less likely to produce problematic effects in
the first place. These regulations include a variety of industry standards: technical measures, impact assess-
ments prior to the use of algorithmic tools, technical audits and regulatory assessments that examine the
outcomes and consequences of using these tools, and external oversight (Ada Lovelace Institute, AT Now
Institute, and Open Government Partnership, 2021; Kroll et al., 2017; Field, 2022). Some of these measures

3 There are multiple definitions of algorithmic aversion: For example, it has also been defined as the “biased assessment of
an algorithm which manifests in negative behaviour and attitudes toward the algorithm compared with a human agent” (Jus-
supow, Benbasat, and Heinzl, 2020, p. 4).
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take the form of laws that bind AI developers or users; others take the shape of nonbinding best practices or
standards (see Pouget and O’Shaughnessy, 2023). All such measures, however, seek to prevent or limit bad
outcomes from occurring by ensuring that algorithmic tools comply with certain standards before they are
deployed in practice.

These types of measures have targeted all three shortcomings in AI tools noted above. Researchers, tech
companies, civil rights activists, and policymakers have outlined various proposals for mitigating bias and
errors that create disparate impacts to enable fair classification algorithms (Totty, 2020; Osoba and Welser,
2017, pp. 21-24). An effort to elaborate what it would take for algorithms to be explainable by academics
and other experts and a movement toward explainable Al in the technology sector seek to reduce the lack of
transparency in algorithmic functions (Adadi and Berrada, 2018). Policymakers and experts have proposed
“algorithmic impact assessments,” modeled on environmental impact assessments, that call for certain man-
datory analyses to be completed and provided to the public before any automated system is deployed (Reis-
man et al., 2018; Selbst, 2016). Whether and which of these proposals are adopted and become widespread
depends, at least in part, on public, democratic support for such measures—many of which are contested and
controversial (see Zhang and Dafoe, 2019). Thus, public perceptions will shape what measures will enjoy sup-
port for ex ante regulation of algorithmic decisionmaking.

One key mechanism of accountability in U.S. legal culture—its “adversarial legalism”—traditionally
depends on private action and private initiative to vindicate harms to individual interests (Kagan, 2019).
Thus, some proposals are focused on ex post mechanisms of redress when algorithms inevitably produce
unfair or harmful outcomes. This includes providing for the right to hearings or appeals—or, as legal schol-
ars put it, “the right to contest AI” (Kaminski and Urban, 2021) or the right to “technological due process”
(Citron, 2008; Citron and Pasquale, 2014). This approach to preventing bad outcomes and ensuring account-
ability for Al use is at the center of the European approach: The General Data Protection Regulation, the core
of the new European Union regulation of Al tools, provides for the “right to explanation” of certain algorith-
mic outcomes, as well as a “right to contest” adverse decisions (Kaminski and Urban, 2021). Even without
explicit rights specific to algorithmic decisions, however, in the United States, certain existing laws likely
apply. Algorithms that are biased, for example, may violate various laws, such as those providing for equal
credit or employment opportunity (Harris, 2021, p. 42; U.S. Equal Employment Opportunity Commission
[EEOC], undated-b). The U.S. justice system has traditionally relied on individuals vindicating their rights
under such laws and will continue to do so as Al technologies evolve.*

For legal action to be as viable and robust a mechanism of accountability as it is for human-made deci-
sions, at least three conditions need to be present. First, as noted above, the right to contest AI decisions must
be present or established in the law. Second, individuals who serve as judges and juries should be prepared to
make judgments about fault and liability in the automated context as they have long done in the context of
human actions: This means, at least, that people need to perceive algorithmic decisions as unfair or problem-
atic if an equivalent human-made decision would be judged as such. Thus, public perceptions will shape how
algorithms fare in court or in other proceedings in which their outputs are challenges.

Third, individuals affected by adverse algorithmic decisions must be willing to resort to legal action to
bring cases for consideration and adjudication in the first place—or, at least, not less willing than they would
have been in the context of human actions. Legal action is not costless, and many people choose not to pursue
legal avenues for redress of wrongs under ordinary circumstances, even in contexts in which the legal land-
scape is reasonably well settled (Kritzer, 2011). There are many reasons people might choose not to resort to
legal complaints when experiencing wrongs or harms. Some of these reasons might be equally relevant to

4 Tobe sure, legal remedies are just one of the channels whereby individuals might contribute to holding algorithms account-
able: Other channels might include advocacy, protest, pressure on elected representatives, and so on.
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decisions that were made by humans as they are to decisions that were made with the aid of AI. But some of
the concerns about high-stakes AI convey the possibility that people might be particularly discouraged from
taking legal action when the wrongs they experience were caused by an algorithm. Notably, discussions of
legal, ethical, and moral implications of algorithmic decisions suggest that inserting an algorithm into a deci-
sionmaking process muddles legal accountability for that decision. If it is a computer program that produced
an unfair or incorrect decision, it might be unclear who, if anyone, is responsible for that outcome (see Osoba
et al,, 2019, p. 41). As two legal scholars observe, “[m]achine decisionmaking can be technically inscrutable
and thus difficult to contest” (Kaminski and Urban, 2021, pp. 1960-1961). If existing laws do not provide
clear remedies for algorithmic harms, challenges to such might not be effective. The perception of ineffec-
tiveness of legal challenges, in turn, might make people more reluctant to challenge such decisions than they
would be to challenge human-made decisions. The shortcomings of legal remedies combined with individu-
als’ reluctance to resort to law could mean that the progressive adoption of algorithms into high-stakes deci-
sions will contribute to an accountability gap or deficit.

How well ex ante regulation and ex post remedies limit the potential for bad outcomes and hold rel-
evant parties—be they developers or users of Al tools—accountable for the bad outcomes that do occur
is, of course, an open question. And it will remain so in the foreseeable future as these technologies evolve
and spread. The numerous factors that will determine the viability of these mechanisms of accountability
will include public support for regulation, public willingness to judge algorithms, and public willingness to
legally challenge algorithmic decisions through available avenues.






CHAPTER 3

Methodology

As explained in the preceding chapters, to better understand the views of the U.S. public on algorithmic deci-
sionmaking in some high-stakes domains, we developed a survey experiment focused on the employment
context. Specifically, the experiment features the use of algorithmic tools in hiring and the determination of
unemployment benefits. We focused on the employment context because gaining and losing employment are
experiences that are likely to be familiar to a broad cross-section of the U.S. public. Thus, a representative
sample of the U.S. public is likely to find the employment situations described in the survey relatively easy
to imagine. And, because algorithms have been increasingly common in the domain of decisions affecting
employment, we were able to base the scenarios in this survey experiment on actual uses of algorithmic tools
for these purposes.

The survey experiment, implemented by Qualtrics, randomized 5,000 respondents (a representative
sample of the U.S. population) to either a human or an AI decisionmaker in two separate scenarios: one
based on the use of algorithms in hiring and the other based on the use of algorithms in the processing of
claims for unemployment benefits.

The first scenario is based on the recent and emerging uses of algorithms in the hiring context. Hiring
decisions, especially for large employers, increasingly incorporate elements of automation, including algo-
rithms with machine-learning or other AI tools. The automation of talent management is a growing market
(Ramchandani, 2020). Algorithmic tools used to manage talent span a wide range, from interview-scheduling
chatbots and resume-parsing systems to automated analysis of video interviews (World Economic Forum,
2021; Abril, 2023). As EEOC chair Charlotte Burrows suggested in a 2023 hearing, more than 80 percent of
employers use some of these tools to make employment decisions (Harris, 2022).

Bias, error, and lack of transparency have all surfaced in connection with these automated hiring tools.
For example, starting in 2014, Amazon had developed a recruiting algorithm to rate its job applicants
from one to five stars (Dastin, 2018). In 2015, Amazon discovered that this resume-screening algorithm
was biased against resumes that included descriptions of education and experiences involving the word
women’s, such as women’s college. The bias stemmed from male dominance in the resumes received by the
company over the ten-year period used to train the algorithm. In another example, HireVue, a leading
developer of facial monitoring algorithms used in video interviews, received complaints and lawsuits for
its practice of using biometric data to assess potential employees (Kahn, 2021; Willner and Saba Murphy,
2022). HireVue has refused to reveal its assessment criteria, which affected millions of jobseekers (Barnes,
2020); faced with criticism, the company’s facial monitoring program was discontinued in March 2020
(Maurer, 2021).

These shortcomings have led some authorities to adopt policies to remedy the negative impacts. For exam-
ple, New York City employers will be banned from using automated employment decision tools to screen job
candidates unless the technology has been subject to a bias audit conducted a year before the use of the tool
(Mulvaney, 2021). Maryland has banned the use of facial recognition technology during preemployment job
interviews. Illinois’s Artificial Intelligence Video Interview Act requires employers to explain how the AI tool
being used in video interviews assesses applicants (Willner and Saba Murphy, 2022). Federal authorities have

1
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paid attention to these uses as well: In 2021, the EEOC launched an initiative “to ensure that artificial intel-
ligence (AI) and other emerging tools used in hiring and other employment decisions comply with federal
civil rights laws” (EEOC, undated-a). The initiative produced guidance to employers regarding their poten-
tial responsibility for discrimination by algorithmic hiring tools (EEOC, undated-b).

The survey scenario based on these uses featured a more widespread tool—algorithmic resume analysis—
as well as a more controversial aspect—video analysis of job interviews. The description of the scenario
offered no clear indication as to whether bias or a particular error entered the decision to reject a candidate.
This was done deliberately to more closely resemble real-world situations, in which biases or any other bases
for hiring decisions are rarely communicated or otherwise apparent to candidates.

The second scenario described the use of algorithms to process an application for unemployment benefits.
This scenario was based on the real experience of using algorithmic tools in the consideration of claims for
unemployment benefits. Many states have adopted some form of automation in the processing and determi-
nation of applications for unemployment insurance claims, including AI algorithms. These tools are gen-
erally being implemented to speed up processing of claims and to detect fraud. For example, some states,
such as Virginia and Wisconsin, turned to Al tools to quickly extract and review important information
from documents after facing increased demand (Kanowitz, 2021; Lucia, 2021). Colorado has implemented an
opaque technology tool to combat unemployment fraud (Baltz, 2020). As of July 19, 2021, 27 states, includ-
ing Colorado, California, and New York, are using a facial recognition software vendor, ID.me, to combat
fraudulent unemployment claims (Metz, 2021).

As with hiring tools, bias, error, and lack of transparency have been identified or suspected in benefit
determination tools. In one well-documented case, a Michigan algorithmic tool to determine benefit eligi-
bility, called the Michigan Integrated Data Automated System (MiDAS), infamously generated thousands
of erroneous fraud determinations over the course of its operation between 2013 and 2015 (De La Garza,
2020; Charette, 2018). Although MiDAS was discontinued as a result, remedying the damage done to those
individuals who were erroneously identified by the algorithms continued for years (De La Garza, 2020). The
newer ID.me algorithm used in 27 states also appears to produce errors (Metz, 2021).

As with the first scenario, the survey description of the second scenario offered no clear indication that
a particular kind of bias was at play. However, there was one key difference between the two scenarios. In
the first scenario, the decision to not hire a job applicant was not obviously erroneous or unfounded because
well-qualified candidates are routinely not hired for a host of reasons that are not illegitimate or amount to
an error. In the second scenario, however, the outcome was clearly erroneous because an individual who was
entitled to unemployment benefits was rejected and incorrectly identified as potentially engaging in fraud.

In both cases, respondents were randomized to read either the AI algorithm or human decisionmaker
version of each scenario (what we refer to as the AI group and the human group, respectively). To be sure, both
scenarios are stylized in that they convey the sense that an algorithm and a human actor are the sole deci-
sionmakers in each. Real-world implementations of algorithmic tools are rarely as stark and often combine
algorithmic and human inputs (see Green, 2022). However, a certain degree of simplification was warranted
to focus the attention of survey respondents on the salient facts—that is, that an algorithm has a key role in
one set of scenarios and no role in another.

Randomization in the second scenario was independent of how respondents were randomized in the first
scenario. However, the order of the scenarios is constant across respondents.! In each scenario, the text of the
situation was identical across the Al and human versions, with the exception of the description of who made

1" We discuss the limitations of this design choice in Chapter 5.
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the decision in question.? The scenarios are reproduced below. Text in red appeared in algorithmic decision-
maker scenarios; text in blue appeared in human decisionmaker scenarios.?

o Scenario 1: Job Applicant Scenario

- A job seeker has applied to a job with a well-known organization. This job seeker is very well quali-
fied for this position, meets all the qualifications listed in the job description, and is a good fit for this
organization. The job seeker was invited to submit a resume and go through a video interview for
the position. The [organization uses an Artificial Intelligence algorithm to assess] or [organization’s
human-resource professionals assess] applicants on the basis of their resume and a video interview.
This is how the organization explains the assessment:

- Our [Artificial Intelligence algorithm] or [human-resource professionals] assess(es) applicants’ skills
and qualifications based on what [it] or [they have] learned about the skills and experiences of current
successful employees.

- Our [algorithm] or [human-resource professionals] will look at applicants’ resumes to determine if
their experience and skills match the job requirements.

- The video interview will further focus on specific, job-related skills—like communication and
problem-solving. For example, for some customer-facing jobs, the interview may contain a question
about how an applicant would respond to an angry customer. For job roles such as these, qualities
such as friendliness, politeness, and ability to address the emotions of the angry customer are very
important, and will be assessed by our [algorithm] or [human-resource professionals].

- The job seeker submitted a resume and completed the video interview. As a result of the assessment
[by the Artificial Intelligence algorithm)], this job seeker was not offered the job.

o Scenario 2: Unemployment Claimant Scenario

- Unemployment insurance programs provide financial benefits to workers who become unemployed
through no fault of their own and meet other requirements. The system for determining who is eli-
gible for these benefits can make errors. It can improperly approve unemployment benefits when the
applicant was not eligible for the benefit—for example, in cases of fraud as well as simple mistakes.
And the system can improperly deny benefits to those who are eligible—for example, by erroneously
determining that the application was fraudulent.

- An unemployed applicant, who meets the eligibility requirements, applied for the insurance benefits
in a U.S. state. That state’s unemployment agency [uses an Artificial Intelligence algorithm] or [has a
process] to help detect fraudulent applications for unemployment insurance. [This algorithm “learns”
from past instances of confirmed fraud to] or [Based on past instances of confirmed fraud, the agency
officials] identify suspicious patterns or factors in applications, and flag(s) specific applications as
potentially fraudulent. For example, [the algorithm] or [they] might identify as suspicious a mismatch

2 The development of the questionnaire was informed by our review of AI decisionmaking use cases, such as those noted
above, and eight anonymous interviews with subject-matter experts, including policy researchers, lawyers, statisticians, and
industry representatives working in algorithmic decisionmaking. Interviews were conducted between March and October of
2020 and focused on identifying salient, controversial examples of algorithmic decisionmaking (outside criminal justice), key
shortcomings of AT algorithms used in high-stakes domains, important legal challenges to algorithmic decisionmaking, and
potential solutions to the key shortcomings. Interviews informed our choice of context for the survey experiment, as well as
the aspects of AI decisionmaking that we focused on.

3 The full survey instrument is available from authors on request. Respondents were randomized to one or the other deci-
sionmaker in each scenario.
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between an applicant’s answer and the information provided by the former employer, or flag their
application based on the applicant’s history of filing for unemployment insurance.

- [The ATl algorithm flagged this applicant’s application as potentially fraudulent] or [As a result of the
agency’s application review process, this applicant’s application was flagged as potentially fraudu-
lent]. As a result, the application was then denied.

After reading each scenario, respondents were asked a series of questions regarding their perceptions of
the decisionmaking process that featured in the scenario they read.

o They were first asked their overall assessment of whether the decisionmaking process was fair and
how they assessed the process in terms of its accuracy, transparency, and biases. These questions were
intended to explore whether and how people’s judgments of algorithmic decisionmaking differed from
their judgments of human decisionmaking along these dimensions.

o Next, the respondents were asked to imagine that they found themselves in the situation described in
the scenario and to indicate how likely they would be to take various forms of legal action (including no
action) to challenge the decision.* These questions were intended to explore whether and how people’s
willingness to hold algorithms accountable for problematic outcomes differed from their willingness to
hold humans accountable through legal action.

o Lastly, respondents were asked a series of broader questions regarding their perspectives on AI decision-
making. These questions pertained to respondents’ perceptions of how AI decisions compare with those
made by humans, the need to regulate Al, and the ability of various entities to oversee Al decisionmak-
ing. These questions were intended to further explore how exposure to a problematic outcome produced
by algorithms might condition people’s broader view of these technologies, beyond their views of the
specific scenarios explored.

In addition to substantive questions about the scenarios, respondents” willingness to take legal action,
and general perspectives on Al algorithms, the survey instrument asked respondents to provide basic demo-
graphic characteristics (age, race, ethnicity, income, educational attainment, employment status, and region
of residence).> This helped ensure equal representation across groups exposed to algorithmic and human
decisionmaking processes and enabled us to explore differences in responses along these characteristics. We
also asked several other questions aimed at measuring experiences, beliefs, and attitudes that might affect or
mediate people’s responses to the survey experiment. Notably, we asked about computer literacy (measured
using a scale developed by Lee and Baykal [2017]), political orientation, and belief in meritocracy (operation-
alized as the degree to which respondents agreed that hard work is rewarded).® Because we sought to gauge

4 Those who indicated that they were unlikely to take a particular course of action were asked to choose from several possible
explanations for not taking action; however, because of the relatively small numbers of respondents in the relevant categories,
we did not present these results.

5 The appendix includes a section about the study population that shows details of the characteristics of the respondent
sample and how they compare with target recruitment quotas. After randomizing respondents into human and AI groups,
we observed a few significant differences between the two groups for both scenarios, as Table A.1 shows. However, these dif-
ferences are relatively modest in magnitude, and our analysis of responses by relevant subgroups (e.g., non-Hispanic White
respondents only, female only) suggests that our general findings are not biased by the somewhat uneven representation of
these characteristics across groups (see discussion under “Role of Individual Characteristics,” below).

© Because these factors might affect people’s perceptions of and responses to technological innovation and perceptions of
fairness, we sought to ensure that the distribution of answers was comparable across the two respondent groups we compared
for each scenario. Thus, we can be more confident that our results did not inadvertently capture coincidental differences in
these attitudes in the responses to scenario-based questions.
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respondents’ willingness to take legal action to redress a problematic decision, we also asked respondents
about attitudes that are likely correlated with such willingness: notably, their levels of confidence in U.S.
courts and the legal system and personal experience with civil suits (either as a plaintiff or as a defendant).”

Furthermore, to address growing concerns about the quality of survey data, particularly online-based
surveys, the survey instrument incorporated two types of attentiveness checks—that is, questions intended
to ensure that survey takers were paying attention to the survey and not merely picking answers at random.
One of the attentiveness checks employed asked unrelated questions with obviously incorrect answers, based
on Maniaci and Rogge (2014); another was a manipulation check, which asked respondents to identify who
made the decision in the scenario they had just read (Mutz, 2011). Following survey completion by panel par-
ticipants, standard quality checks were undertaken to remove and replace responses that did not meet criteria
for good quality, such as speeders, straight liners, and those failing inattentiveness checks. Only completed
responses were included in the dataset for analysis. Descriptive analyses were undertaken to describe results,
and Fischer’s exact test was used to explore relationships between categorical variables in the survey.

7" Because these factors might influence people’s willingness to take legal action, we sought to ensure that our results did not
simply pick up the effects of these attitudes in the responses to scenario-based questions.
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CHAPTER 4

Survey Experiment Results

The survey experiment produced an image of public perceptions of algorithmic decisionmaking. This chap-
ter presents our key findings. Many of the findings concern what we call the algorithmic penalty, which we
define as the tendency of people to judge algorithmic decisions more harshly or less favorably than they
would judge human decisions under the same circumstances—i.e., to penalize algorithmic decisions with
respect to some criterion.! In discussing the findings with respect to fairness, bias, accuracy, and transpar-
ency, we at times quantify the algorithmic penalty as a percentage-point difference between the share of
respondents who assessed humans negatively and the share that assessed algorithms negatively.

We begin with the most-consistent findings—about the perceived fairness of alternative decisionmaking
processes in the context of the specific employment or unemployment scenarios. We then present results that
shed light on perceptions of bias, accuracy, and transparency and how these relate to broader perceptions of
fairness. Next, we discuss how select individual characteristics might condition these perceptions. Finally, we
present results pertaining to people’s willingness to hold algorithms accountable through legal action and to
broader attitudes toward the future evolution of algorithmic decisionmaking.

Perceptions of Fairness

How did respondents assess the fairness of algorithmic decisionmaking compared with human decision-
making? Consistent with some prior research noted above, we found evidence for an algorithmic penalty;
respondents were more likely to see the decisionmaking process as unfair if it was conducted by an algorithm
than if it was conducted by a human.

Respondents Are Significantly More Likely to View Algorithmic Decisionmaking As Unfair,
Compared with Human Decisionmaking

After reading the scenarios (presented in Chapter 3), respondents were asked how fair or unfair they con-
sidered the process through which the decision was reached.? Respondents were significantly more likely
to view the process as unfair if they were presented with an AI decisionmaker than if they were presented
with a human one. The differences in the perceptions of fairness between the two groups—the algorithmic
penalties—are considerable (see Figure 4.1).3 This is especially so regarding the first scenario, in which the

1" 'We use the term algorithmic penalty, rather than the concept of algorithmic aversion that is explored in existing literature,
because the latter does not clearly apply to this context. Although variously defined, algorithmic aversion has typically been
employed to describe people’s response to algorithms when they are asked to choose whether to trust or use an algorithm. In
the context of our survey, respondents did not have such a choice: Instead, they were exposed to a decision that was made by
a decisionmaker they did not choose and were asked to assess it with respect to fairness, accuracy, bias, and transparency.

2 The question was, “In your opinion, how fair or unfair was the decisionmaking process? Select the option closest to your
view.”

3 Throughout this report, we generally present bucketed results from the survey questions using Likert scales. For instance,
respondents indicating “unfair” and “somewhat unfair” are combined, as are respondents indicating “strongly agree” and
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FIGURE 4.1
Percentage of Respondents Who Viewed the Decisionmaking Process as Unfair
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NOTE: This figure displays responses to the question, “In your opinion, how fair or unfair was the decisionmaking process?” Fair comprises all
responses of “fair” and “somewhat fair.” Unfair comprises all responses of “somewhat unfair” and “unfair.” Differences between groups are
statistically significant, p < 0.00001.

result of the decisionmaking process itself—not hiring a well-qualified candidate—did not clearly indicate
an error or an unfair outcome. In this ambiguous scenario, a clear majority of 65.3 percent of respondents
exposed to algorithmic decisionmaking saw the process as unfair or somewhat unfair, compared with only
23.4 percent of those exposed to a human decisionmaker—a difference of over 40 percentage points.*

In the second scenario, the outcome of the decision was clearly in error and, in some objective sense,
unfair to the individual who was entitled by law to a favorable result they did not receive. However, only
41.5 percent of respondents exposed to the human decisionmaker thought that the decisionmaking process
was unfair. By contrast, 70 percent of those who were presented with an AI decisionmaker deemed the pro-
cess unfair—a difference of about 28 percentage points. As noted, we sought to frame the survey questions
to focus respondents’ attention on the decisionmaking process rather than—or in addition to—the result
of the process itself. The fact that only a minority viewed the human decisionmaking process as unfair in
scenario 2, in which the decision itself was clearly in error, suggests that respondents distinguished between
process and outcome to some extent. Perhaps, as prior work suggests, human decisionmakers were afforded
some leeway to make errors, such that not every error is seen as evidence of an unfair process (Hidalgo et al.,
2021). By contrast, errors did appear to be treated as evidence of a flawed process in the algorithmic context.

To be sure, the magnitude of the algorithmic penalty we found was likely overstated for the second sce-
nario as a result of a double exposure to two Al decisionmaker scenarios for some survey respondents. That
is, respondents who were randomized to read an Al scenario for the first case were more likely to see the
second Al scenario as unfair than those who were randomized to read a human scenario first. These pat-
terns are summarized in Table 4.1. This finding suggests that the algorithmic penalty observed in the second

“somewhat agree” to various questions. For a detailed description of our approach to categorical data manipulation, please see
the section on bucketing categories in the appendix.

4 The share of respondents that assessed algorithmic decisionmaking as unfair in this context is highly consistent with the
2018 Pew survey, which asked about the same context but without a human decisionmaker comparison and not in the context
of a specific scenario (Smith, 2018). There, 57 percent and 66 percent found automated resume screening and automated video
interview analysis, respectively, to be not at all or not very fair.
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TABLE 4.1
Differences in Fairness Perceptions for Scenario 2 by
Decisionmaker in Scenario 1

Assigned to Human in Assigned to Al in
Variable Scenario 1 (Percentage) Scenario 1 (Percentage)
Viewed human decisionmaker in 40.46 42.75
Scenario 2 as unfair
Viewed Al decisionmaker in 65.38 74.40

Scenario 2 as unfair

NOTE: Fair consists of respondents who selected “Fair” or “Somewhat fair.” Unfair consists of
respondents who selected “Somewhat unfair” or “Unfair.”

scenario was magnified by the fact that some respondents were exposed twice to problematic examples of
AT decisionmaking. This potential distortion, however, cannot fully explain away the still considerable algo-
rithmic penalty in the second scenario: Even those respondents for whom a human was the decisionmaker
in the first scenario were more likely to view the second scenario as unfair if it featured an algorithm (over
65 percent of respondents) than if it featured a human (about 41.5 percent, see Figure 4.1).

Perceptions of Bias, Accuracy, and Transparency

How did respondents assess the bias, accuracy, and transparency of algorithmic decisionmaking compared
with human decisionmaking in these high-stakes settings? And which of these characteristics of algorithmic
decisionmaking might underlie respondents’ perceptions of its fairness or unfairness? We explored these
questions in two ways. First, we asked respondents about the possibility that bias, error, and lack of transpar-
ency characterized the decisionmaking in the scenarios presented in the survey. Second, we asked respon-
dents to directly compare human decisionmaking with algorithmic decisionmaking regarding these charac-
teristics outside the context of the scenarios—but after they had been exposed to them. The findings were not
uniform across these three characteristics; we present them in more detail below.

Respondents Are More Likely to Perceive Accuracy and Transparency Deficits in Algorithmic
Decisionmaking Than in Human Decisionmaking

As noted above, there are evidence-based reasons to be concerned about algorithmic bias and inaccuracy, as
well as an algorithm’s problematic lack of transparency—which might then lead people to view algorithmic
processes as unfair. Of course, as discussed, human decisionmaking also suffers from such shortcomings. To
compare respondents’ views of algorithmic decisionmaking with views of human decisionmaking regarding
these three shortcomings, we first asked a series of questions intended to elicit how respondents viewed the
decisionmaking processes featured in their scenarios.

In particular, we asked all respondents the extent to which they agreed or disagreed with each of the
following:

o The decisionmaking process presented (in the version of the scenario to which each respondent was
randomized) may be biased against certain groups.

+ The decisionmaking process (in the version of the scenario to which each respondent was randomized)
is not transparent.

o The decisionmaking process (in the version of the scenario to which each respondent was randomized)
may not make correct or accurate decisions.
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Questions about bias and transparency could be asked uniformly across the two scenarios. However, this
was not the case with respect to accuracy. In the second scenario, a “correct” or an “accurate” decision has a
straightforward meaning of correctly granting or denying unemployment benefits: Thus, we asked respon-
dents whether they agreed or disagreed that the decisionmaking process might lead to too many incorrect
decisions.’> In the first scenario, in which there were not clear answers as to who should ultimately be hired
for particular jobs, a correct or an accurate decision had a different meaning: Here, we asked respondents to
agree or disagree with the claim that the decisionmaking process may not “identify the best candidates’ for
the job.”

Tables 4.2 and 4.3 present the breakdown of responses regarding accuracy and transparency. Table 4.2
presents the share of all respondents who viewed the decisionmaking process as not accurate, which helped
us see the differences in assessments of accuracy as between algorithmic and human decisionmakers—
irrespective of respondents’ judgments of overall fairness. It also presents the respondents who viewed the
process as not accurate as a share of those who thought that the decisionmaking process was unfair. This let
us also see the extent to which judgments with respect to accuracy helped account for fairness perceptions.
Table 4.3 does the same for respondents who perceived decisionmaking to lack transparency.

The most-consistent significant findings concerned perceptions of error or inaccuracy. All respondents
were more likely to view error or inaccuracy as a characteristic of algorithmic decisions than of human
decisions—an algorithmic penalty with respect to accuracy, as Table 4.2 indicates. That is, whether they saw
the decision process as fair or not, respondents were more likely to characterize algorithmic decisionmaking
as potentially failing to identify best candidates (scenario 1). Nearly 80 percent agreed with this statement,
compared with nearly 60 percent who agreed with the same regarding a human human-resource profes-
sional. Respondents were also more likely to characterize algorithmic decisionmaking as potentially lead-
ing to too many errors (scenario 2). Around 72 percent agreed with this proposition, compared with about

TABLE 4.2
Perceptions of Accuracy

Percentage in Al Group Who Agree with Percentage in Human Group
the Below Statement Who Agree with the Below Statement

Scenario 1: The decisionmaking process may not identify the best candidates.
Scenario 2: The decisionmaking process may lead to too many incorrect decisions.

Scenario 1 (all respondents) 79.8%* 59.8%*
(n =5,000; Al = 2,440; Human = 2,560)

Scenario 1 (only those viewing the 90.5%" 80.3%"
decision as unfair)
(n =2,193; Al = 1,593; Human = 600)

Scenario 2 (all respondents) 72.4%* 56.1%*
(n =5,000; Al = 2,633; Human = 2,367)

Scenario 2 (only those viewing the 84.8%" 73.9%"
decision as unfair)
(n =2,825; Al = 1,842; Human = 983)

NOTE: * denotes statistical significance, p < 0.00001.

5 Moreover, we allowed respondents to offer separate judgments on whether an error was made in this specific case and on
whether the decisionmaking process leads to errors generally. That is, the question asked respondents to rate their extent of
agreement or disagreement with a series of statements in a single question, where the statement that the “decisionmaking
process reached an incorrect result in this case” preceded the statement that the “process may lead to too many incorrect deci-
sions.” This theoretically allowed respondents who clearly saw the mistake in this specific scenario to indicate this but still
convey a view that, overall, the decisionmaking process is not excessively prone to errors.
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TABLE 4.3
Perceptions of Transparency

Percentage in Al Group Who Agree Percentage in Human Group
with the Below Statement Who Agree with the Below Statement

The decisionmaking process is not transparent.

Scenario 1 (all respondents) 60%" 50.9%"*
(n =5,000; Al = 2,440; Human = 2,560)

Scenario 1 (those viewing the decision 70.4% 68.5%
as unfair)

(n =2,193; Al = 1,593; Human = 600)

Scenario 2 (all respondents) 60.2%* 45.8%"
(n =5,000; Al =2,633; Human = 2,367)

Scenario 2 (those viewing the decision 69.9%" 59.9%*
as unfair)

(n =2,825; Al = 1,842; Human = 983)

NOTE: * denotes statistical significance, p < 0.00001.

56 percent who responded the same way about human decisionmaking. It is worth emphasizing that the
algorithmic penalty regarding accuracy emerged whether the scenario clearly indicated that an error was, in
fact, made or not. These differences persisted among respondents who viewed the decisionmaking process as
unfair. Among these respondents, those exposed to algorithmic decisionmaking were more likely to perceive
a lack of accuracy. However, the magnitude of the difference decreases somewhat to about a 10—percentage
point difference in both scenarios (from 20- and about 16-percentage point differences, respectively).

Respondents, as a whole, were also more inclined (by about 4-10 percentage points) to agree that there is
a lack of transparency in algorithmic decisionmaking processes than in human ones. For scenario 2, the dif-
ference in these perceptions was also present for those respondents who viewed the process as unfair; nearly
70 percent of these respondents agreed that the algorithmic process is not transparent, compared with nearly
60 percent who agreed that the human process is not transparent. For scenario 1, however, the difference in
perceptions of transparency between respondents who viewed the algorithmic decision as unfair and those
who viewed the human process as unfair was not statistically significant.

The algorithmic penalties in perceptions of accuracy and transparency among those who believed the
decisionmaking process to be unfair were smaller than those for the full pool of respondents. This suggests
that the former two characteristics are related to the overall fairness judgments. That is, respondents were
more likely to agree that both shortcomings were present if their overall view of the process was that it is
unfair, irrespective of the decisionmaker.

There Are No Consistent or Clear Differences in Perceptions of Bias Between Algorithmic
Decisionmaking and Human Decisionmaking

Contrasting transparency and accuracy, we found that the differences in perceptions of bias were not as
consistent, nor were they of comparable magnitudes, with those related to accuracy and transparency, as
displayed in Table 4.4. Of all respondents, those exposed to algorithmic decisions were indeed more likely
to agree that decision processes might be biased, but the difference was only 3 percentage points. Moreover,
when we focused only on those respondents who saw the decision processes as unfair in the first job inter-
view scenario, their comparative assessments were reversed: Respondents were more likely to agree that the
process was biased if they had been exposed to a human decisionmaker rather than an algorithmic one.
Respondents were apparently more likely to view problematic decisions as potentially infused by bias when
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TABLE 4.4
Perceptions of Bias

Percentage in Al Group Who Agree  Percentage in Human Group Who
with the Below Statement Agree with the Below Statement

The decisionmaking process may be biased against certain groups.

Scenario 1 (all respondents) 55.3%" 52.5%"
(n =5,000; Al = 2,440; Human = 2,560)

Scenario 1 (those viewing the decision as 63.4%" 73%*
unfair) (n = 2,193; Al = 1,593; Human = 600)

Scenario 2 (all respondents) 471% 441%
(n =5,000; Al = 2,633; Human = 2,367)

Scenario 2 (those viewing the decision as 54.6% 53.6%
unfair) (n = 2,825; Al = 1,842; Human = 983)

NOTE: * denotes statistical significance, p < .00001.

the decisions were made by humans than when they were made by machines. In the second scenario, there
were no statistically significant differences in respondents’ perceptions of bias in the decisionmaking pro-
cess, whether we looked at all respondents or only those who viewed the process as unfair.

To be sure, the scenarios as written did not contain suggestions about any specific types of bias. But the
findings that emerged about bias perceptions cannot be explained by reference to this lack of clear signs of
bias. After all, most respondents in the first scenario (even as written) and close to half of those in the second
still agreed that bias against certain groups might be present. Because it is difficult to demonstrate likely
bias in individual cases, it is likely that respondents were making a judgment about bias based on their back-
ground views of how a human or an algorithm would make decisions such as these.

This does not mean, of course, that bias is not a problem that will shape public perception of the legiti-
macy of Al tools. Indeed, as noted above, errors or lack of accuracy itself may stem from bias. However, this
does suggest that respondents viewed error and transparency deficits as problems that might be distinct
from bias and that, where people clearly judge algorithms more harshly than humans regarding accuracy
and transparency, the same was not clearly the case with regard to bias (at least in cases in which, as here, no
specific details about how bias might manifest were present).

Exposure to Algorithmic Decisionmaking Was Associated with Less Favorable Direct
Comparisons of Algorithms with Humans

We further investigated whether exposure to an unfavorable decision by either an algorithmic or a human
decisionmaker affected respondents’ direct comparisons of the two decisionmakers regarding bias, error,
and transparency (apart from their views in the context of the specific scenarios presented). In the last sec-
tion of the survey, respondents were asked a series of questions pertaining to broader attitudes toward algo-
rithmic decisions. To contextualize the questions in this section, the respondents were given the following
background:

In recent years, Artificial Intelligence algorithms are being developed and used to provide input into many
different kinds of decisions about individuals, both by private companies and by governments. For exam-
ple, private companies use Artificial Intelligence algorithms to recruit and hire new employees and decide
who should receive loans. Governments use Artificial Intelligence algorithms to help determine who is
eligible for certain benefits such as unemployment or disability and who should be investigated for differ-
ent kinds of violations.
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One set of questions then asked respondents to indicate which type of decisions (human vs. AI) per-
formed better with respect to accuracy, bias, and transparency. As Figure 4.2 indicates, among all respon-
dents, human decisionmakers were seen as clearly superior in accuracy and transparency, although a slight
majority of respondents felt that AT algorithms were better at making less biased decisions (see the additional
tables in the “Perceptions of Bias, Accuracy, and Transparency—Exposure to AI Decisions” section of the
appendix).

Importantly, respondents exposed to problematic algorithmic decisions in the survey made these direct
comparisons of AI and human decisionmaking differently from those exposed to human decisions. Expo-
sure to problematic AI decisions in this survey appeared to shape individuals’ views of AI decisionmak-
ing outside the context of the specific scenarios. Respondents who were randomized to two Al scenarios
(N = 1,336) were more likely to view human decisionmakers more favorably across the board—that is,
as more accurate, less biased, and more transparent—than respondents who were exposed to only one
(N =2,401) or no Al scenarios (N = 1,263). Learning about scenarios with problematic outcomes affected by
AT algorithms, in other words, appeared to have influenced individuals to judge algorithms more harshly.
The one exception to that generalization was, again, bias, where the relationship between exposure to prob-
lematic AT decisions and views of bias in the two alternative decision processes was nonlinear. Respondents
exposed to two algorithmic decision scenarios were more likely to see humans as less biased than those
exposed to one or none, in line with the expectation that more exposure to problematic AI decisions cor-
responds to greater tendency to penalize algorithms. However, respondents exposed to one algorithmic sce-
nario were less, not more, likely to judge algorithms as biased than those exposed to no algorithmic decision-
makers (see Figure 4.3 and Figure 4.4).

Furthermore, the tendency to penalize algorithms in these comparisons was more pronounced among
respondents who were not simply exposed to AI-made decisions, but also assessed them as unfair (see detailed
tables in section on “Perceptions of Bias” in the appendix). Respondents who viewed the algorithmic deci-
sionmaking process as unfair were significantly more likely to view human decisionmakers as superior in all
respects—compared with those who did not view that same process as unfair. There was no tendency to judge

FIGURE 4.2
Responses About Which Decisionmaking Process Performs Better
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NOTE: “Don’t know” and “no opinion” responses are omitted from this figure.
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FIGURE 4.3
Share of Respondents Who Think Humans Perform Better, by Number of Al Scenarios
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NOTE: “Don’t know” and “no opinion” responses were excluded from the analysis. The legend (0, 1, and 2 Al scenarios) designates how
many scenarios with an Al decisionmaker a respondent viewed.

FIGURE 4.4
Share of Respondents Who Think Al Performs Better, by Number of Al Scenarios
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NOTE: “Don’t know” and “no opinion” responses were excluded from the analysis. The legend (0, 1, and 2 Al scenarios) designates how
many scenarios with an Al decisionmaker a respondent viewed.

humans more harshly among respondents who were exposed to human-made decisions that they assessed as
unfair. That is, there was no significant difference between people who viewed the human decision as unfair
and those who did not view it as unfair. In other words, it is possible that the experience of unfair decisions
by algorithms might lead people to view algorithmic decisionmaking less favorably, although the experience
of unfair human decisions might not have the same effect on views of human decisionmaking.

It is worth emphasizing that the tendency to judge algorithms less favorably than human decisionmakers
in this survey emerged in response to negative prompts. Respondents read only about outputs of algorith-

24



Survey Experiment Results

mic decisionmaking that adversely affected individuals and that were at least problematic, and perhaps even
outright wrong. Arguably, experiencing or learning about positive experiences with AI might have opposite
effects (see Wang et al., 2020). Yet, as high-stakes AI becomes more widespread, even improved algorithms
are bound to produce more decisions that are either wrong or perceived as unfair by the affected individual.
Even if Al also produces better outcomes, negative news is generally reported and consumed much more
readily than positive news. And, as noted above, evidence suggests that negative outcomes tend to be more
influential than positive ones (Rozin and Royzman, 2001; Soroka, Fournier, and Nir, 2019). In sum, these
findings suggest that perceptions of algorithms’ deficiencies might grow as a growing number of people
encounter such problematic Al outcomes.

Role of Individual Characteristics in Perceptions of Algorithmic Versus Human
Decisionmaking

Do demographic, social, and economic characteristics condition how individuals respond to algorithmic
decisionmaking? Research on perceptions of algorithms and emerging technology more broadly suggests
that having certain characteristics or experiences might influence people’s views and responses (see Araujo
et al., 2020). For example, older people might be more suspicious of technological innovation (Smith, 2018).
Algorithmic bias has often been demonstrated to disadvantage minority groups and women. Thus, we might
expect respondents with these characteristics to have systematically different perceptions of AI decision
processes (see Wang et al., 2020). For example, the 2018 Pew survey found that, in the context of algorith-
mic decisionmaking in criminal justice, where biased treatment of minority groups has been frequently in
evidence, “61 percent of blacks think the criminal risk score concept is not fair to people up for parole”—
compared with “49 percent among whites” (Smith, 2018). On the other hand, however, minority groups are
also treated with bias by human agents. Thus, which decisionmakers these groups would perceive more or
less favorably is not obvious.

The survey results show that some respondent characteristics are associated with differences in fairness
perceptions overall. For example, women were more likely than men to see any decisionmaking process
(i.e., algorithmic or human) as unfair; 47 percent of women viewed scenario 1 as unfair (irrespective of deci-
sionmaker) compared with only 40 percent of men, and 61 percent of women viewed scenario 2 as unfair
compared with 51 percent of men. Perhaps not unexpectedly, respondents with low confidence in the U.S.
court system—that is, those with low confidence in legal justice—were also more likely than those with
greater confidence to find either decision process unfair.

But did sociodemographic, economic, or political characteristics make a difference in how individuals
responded to the experiment? A few intergroup differences emerged as noteworthy. With respect to gender,
the difference in perceptions of fairness in the human and Al scenarios between male and female respon-
dents was extremely small; male respondents were just slightly more likely than female respondents to penal-
ize algorithms (Table 6).° Beyond gender, ethnicity, and race, the algorithmic penalty was somewhat larger
among respondents reporting a conservative political orientation than among liberal respondents, in both
scenarios.’

6 This means that the modest but statistically significant gender imbalance across the human and algorithmic decisionmak-
ers in the second scenario (see the “Study Population” section in the appendix) did not disproportionately drive the results.

7" Table 4.5 displays differences in the algorithmic penalty by ethno-racial group and gender; differences across other char-
acteristics were generally minor and are reported in Table A.5 (in the appendix). These relatively minor differences suggest
that, with the exception of race and ethnicity, the slight imbalance across groups randomized to algorithmic and human
decisionmaking on some characteristics or experiences did not overwhelmingly influence the overall results (see the “Study
Population” section in the appendix for details on the imbalances across groups).
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Arguably the most interesting intergroup differences in perceptions are manifest for racial and ethnic
characteristics. For ease of interpretation, we categorized respondents based on their self-identification on
race and ethnicity questions together, and we present the key findings for two ethno-racial groups: (1) non-
Hispanic White (majority) and (2) Hispanic and/or non-White (minority) respondents (see the “Study Popu-
lation” section in the appendix).?

Majority Respondents Penalize Algorithms More

First, the magnitude of the algorithmic penalty is greater among non-Hispanic White respondents than
among Hispanic and/or non-White respondents. Non-Hispanic White respondents expressed significantly
more unfavorable views of algorithmic decisionmaking compared with human decisionmaking: The algo-
rithmic penalty, or the difference between respondents viewing algorithmic and human decisions as unfair
in the first scenario, is 45 percentage points (Table 4.5). By comparison, Hispanic and/or non-White respon-
dents also judged the algorithm more harshly than they judged humans, but the difference is smaller, at 37
percentage points. The magnitude of the algorithmic penalty shows similar disparities in the second sce-
nario, with a 31-percentage point penalty for algorithms among non-Hispanic White respondents and a 25-
percentage point difference for their Hispanic and/or non-White counterparts (Table 4.5).°

Several explanations for the intergroup differences are possible; adjudicating among these explanations is
outside the scope of this study. What can be said is that members of ethno-racial minority groups evidently
see less of a difference in fairness between algorithmic and human decisionmakers than members of the
majority group do. Or, put another way, members of the ethno-racial majority are more skeptical about the
uses of this new technology in this context.

Majority Respondents Penalize Algorithms More with Regard to Accuracy, and Minority
Respondents Penalize Algorithms More with Regard to Bias

Survey responses shed some light on what aspects of algorithmic processes were viewed as most problem-
atic by the two groups. Tables 4.6, 4.7, and 4.8 present the magnitude of the algorithmic penalty regard-
ing the three key characteristics—bias, accuracy, and transparency—for the two groups. Both non-Hispanic

TABLE 4.5
The Algorithmic Penalty: Differences in Perceptions of Fairness Between Al and
Human Scenarios for Selected Respondent Characteristics

Selected Respondent Magnitude of Algorithmic Penalty in Magnitude of Algorithmic Penalty in
Characteristic Scenario 1 Scenario 2
Gender Females: 41 percentage points Females: 27 percentage points
Males: 42 percentage points Males: 28 percentage points
Race/ethnicity NH White: 45 percentage points NH White: 31 percentage points
Hispanic and/or non-White: Hispanic and/or non-White:
37 percentage points 25 percentage points

NOTE: As a reminder, the algorithmic penalty is the difference between the percentage of respondents who viewed Al as unfair
and the percentage of respondents who viewed humans as unfair. Fair = Fair, Somewhat Fair; Unfair = Somewhat Unfair, Unfair.
NH = non-Hispanic.

8 The analysis presented is limited to descriptive statistics; it is possible that multivariate regression analysis would reveal the
impact of some characteristics that do not appear to be correlated with responses to the experiment in the presented analysis.

9 Because non-Hispanic White respondents were overrepresented in the AT group in scenario 1 and the human group in sce-
nario 2 (see the “Study Population” section in the appendix), this might contribute to a somewhat greater effect of exposure to
algorithmic decisions in the first scenario and a smaller effect in the second.
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TABLE 4.6
Algorithmic Penalty in Perception of Accuracy, by Race/Ethnicity

Percentage of Non-Hispanic White Percentage of Hispanic and/or
Respondents Who Agree with the Non-White Respondents
Below Statement Who Agree with the Below Statement

Scenario 1: The decisionmaking process may not identify the best candidates.
Scenario 2: The decisionmaking process may lead to too many incorrect decisions.

Scenario 1—Difference between 22.7% 15.7%

Al scenario and human scenario  [83.4* (Al)—60.7 (human)] [74.3%" (Al)—58.6 (human)]
Scenario 2—Difference between 17.3% 15.8%

Al scenario and human scenario  [74.9*(Al)—57.6* (human)] [69.2* (Al)—53.4* (human)]

NOTE: The sample sizes were as follows: scenario 1 (Al) NH White = 1,483; Other = 957; scenario 1 (Human) NH White = 1,482;
Other = 1,078; scenario 2 (Al) NH White = 1,469; Other = 1,164; scenario 2 (Human) NH White = 1,496; Other = 871.

TABLE 4.7
Algorithmic Penalty in Perceptions of Bias, by Race/Ethnicity

Percentage of Non-Hispanic White Percentage of Hispanic and/or
Respondents Who Agree with the Non-White Respondents
Below Statement Who Agree with the Below Statement

The decisionmaking process may be biased against certain groups.

Scenario 1—Difference between 2.2% 41%
Al scenario and human scenario [53.1 (Al)—50.9 (human)] [568.8 (Al)—54.7 (human)]
Scenario 2—Difference between 2.5% 3.7%
Al scenario and human scenario  [47.2 (Al)—44.7 (human)] [46.9 (Al)—43.2 (human)]

NOTE: The sample sizes were as follows: scenario 1 (Al) NH White = 1,483; Other = 957; scenario 1 (Human) NH White = 1,482;
Other = 1,078; scenario 2 (Al) NH White = 1,469; Other = 1,164; scenario 2 (Human) NH White = 1,496; Other = 871.

TABLE 4.8
Algorithmic Penalty in Perception of Transparency, by Race/Ethnicity

Percentage of Non-Hispanic White Percentage of Hispanic and/or
Respondents Who Agree with the Non-White Respondents
Below Statement Who Agree with the Below Statement

The decisionmaking process is not transparent.

Scenario 1—Difference between  9.6% 8.0%

Al scenario and human scenario  [61.2 (Al)—51.6 (human)] [58.1 (Al)—50.1 (human)]
Scenario 2—Difference between  16.0% 12.9%

Al scenario and human scenario  [63.1*(Al)—47.1 (human)] [56.6* (Al)—43.7 (human)]

NOTE: The sample sizes were as follows: scenario 1 (Al) NH White = 1,483; Other = 957; scenario 1 (Human) NH White = 1,482;
Other = 1,078; scenario 2 (Al) NH White = 1,469; Other = 1,164; scenario 2 (Human) NH White = 1,496; Other = 871.

White respondents and minority respondents most frequently identified accuracy as a shortcoming of all
decisionmaking processes (compared with bias and transparency, which are not shown in the tables). And
both judged algorithmic decisionmaking most harshly regarding accuracy. However, non-Hispanic White
respondents registered more of a difference in their views of algorithmic and human decisionmakers in this
respect—i.e., a greater algorithmic penalty regarding accuracy.

In some contrast, Hispanic and/or non-White respondents were more likely to penalize algorithms
when it came to bias than their non-Hispanic White counterparts—but only slightly so. That is, members of
ethno-racial minority groups who have historically experienced bias did see more of a difference in biases
between algorithmic and human decisionmakers than non-Hispanic White respondents—but not much
more (Table 4.6).
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These findings have some implications for how public perceptions of high-stakes AI are evolving. The
concern that algorithmic tools will disproportionately affect disadvantaged groups—notably, non-White and
women—is well founded. At the same time, human decisionmaking processes have also historically dis-
advantaged the same groups. Whether injecting algorithmic technology into high-stakes decisions is a net
benefit or a net detriment to these populations is an open question—and one that likely has different answers
across different decisionmaking contexts. However, in every context, the perceptions of the relevant groups
certainly matter. And in the employment context, our survey results show that these groups who stand to be
more affected by algorithmic biases do not unambiguously harbor significantly higher concerns about fair-
ness of or even biases in algorithmic decisionmaking.

We emphasize that context matters in interpreting results. As we noted above, evidence suggests that peo-
ple’s perceptions are very context-dependent. Although members of minority groups might be more likely
than members of the majority group to view algorithms in the criminal justice context as unfair, the relative
views might be reversed in a different context—such as personal finance scores (see Smith, 2018, p. 6). More-
over, as emphasized earlier, scenarios offered no suggestion that any specific biases were behind these specific
outcomes (in part to reflect the opacity of bias in real-world situations). Thus, the implications of this survey
experiment might not go beyond the context of hiring and unemployment determination decisions. And
even within such contexts, learning about a pattern or practice resulting in demonstrably disparate outcomes
might elicit different responses.

Differences Between Majority and Minority Respondents in Broader Comparisons Between
Al and Humans Are Minor

To some extent, our survey responses do offer some insights beyond the employment context. Responses
to broader survey questions not tied to the scenarios suggested that minority- and majority-group respon-
dents did not assess the performance of alternative decisionmaking processes in radically different ways.
Table 4.9 shows respondents’ views on which decisionmaker makes more-transparent, less-biased, and more-
accurate decisions—generally, not tied to the specific scenarios on hiring and unemployment. There are

TABLE 4.9
Who Makes Better Decisions

Percentage of Respondents Percentage of Respondents Percentage of
Who Chose Human Who Chose Al Respondents Who Chose
Decisionmakers Decisionmakers No Difference

More transparent
NH White 47.9% 25.9% 26.2%
Hispanic and/or 44.8% 29.7% 25.5%
non-White
Less biased
NH White 22.3% 60.1% 17.6%
Hispanic and/or 23.7% 56.2% 20.1%
non-White
More accurate
NH White 68.3% 17.0% 14.7%
Hispanic and/or 63.5% 19.9% 16.7%

non-White

NOTE: “Don’t know” and “no opinion” responses were excluded from the analysis. Differences in the bolded results are statistically
significant between the two groups.
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some differences that are statistically significant. Non-Hispanic White respondents assessed humans as more
transparent and more accurate by larger margins than minority respondents. Minority respondents assessed
algorithms more favorably when it came to transparency than their majority-group counterparts—although
for both groups, fewer than 30 percent viewed Al as more transparent. When it came to bias, both groups
assessed algorithms as less biased than humans, but fewer minority respondents did so (56.2 percent) than
majority-group respondents (60.1 percent). Overall, there was no dramatic gulf in perceptions of the three
key characteristics we examined between the two groups.

Investigating Accountability: Willingness to Take Legal Action
As algorithms become increasingly integrated into diverse domains and institutions, will individuals be
ready to take legal action?

We asked a series of questions to investigate individuals™ propensity to seek legal redress for algorithmic
decisions—compared with the same for human-made decisions. After respondents considered the scenarios
and offered views on their fairness or unfairness—as well as considered the questions of bias, error, and
transparency—respondents were asked a series of questions to gauge whether and how they might respond
and whether they would undertake specific legal actions if the situation described in the scenario were to
happen to them. In particular, we asked whether respondents were likely to take no action, file a complaint
or appeal, file a lawsuit, and join a class action. We asked about a variety of legal options because people’s
perceptions of the costs and benefits involved might differ across these—and people might be more willing
to resort to one rather than another.

There were no dramatic or substantively large differences in respondents’ likelihood of pursuing legal
remedies for perceived unfair or incorrect decisions made by algorithms compared with those made by
humans. As Table 4.10 indicates, to the extent that significant differences were detected, these all pointed
toward a greater willingness to resort to legal remedies when an unfair decision was made by AI than when
an unfair decision was made by a human.

In scenario 1, by and large, the groups exposed to algorithmic and human decisions showed compara-
ble levels of willingness to pursue legal remedies. Very similar majorities—56.5 percent and 56.7 percent—
indicated that they were somewhat or very likely to take no action in scenarios with algorithmic and human
decisionmakers, respectively. The only legal remedy with a statistically detectible difference between those

TABLE 4.10
Share of Respondents Likely to Take Legal Action to
Challenge an Unfair Decision

Scenario 1 Scenario 2
Al Human Al Human
Take no action 56.5% 56.7% 23.8%"* 32.6%"
File a complaint/appeal 48.5% 46.0% 87.2%" 79.8%"
File a lawsuit 24.6% 27.5% 43.4% 41.0%
Join a class action 48.0%* 41.7%* 61.1%" 55.8%"*
N 1,593 600 1,842 983

NOTE: Columns do not add to 100 percent because respondents were invited to indicate
the likelihood of each type of action independently of the others; at least some respondents
indicated that they would be “somewhat likely” or “very likely” to both take no action and
take at least one of the offered types of legal action. N is unequal across the four groups
because of the differences in the numbers of respondents who viewed the decision
presented to them as unfair. * = significant difference.
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exposed to Al and those exposed to human decisions was willingness to join a class action; likelihood was
higher in the group exposed to the AI decision, by just over 6 percentage points.

By contrast, the second scenario revealed some differences between respondents in the human and Al
groups. Overall, respondents” willingness to take some kind of legal action was higher in the second sce-
nario, which was expected because of the more clearly erroneous nature of the decision in that scenario. But
AT respondents reported being significantly less likely—by nearly 10 percent—to take no action as a result
of the decision they perceived as unfair. And they were more likely to file a complaint or appeal or to join a
class action, though by relatively modest margins—just over 7 percent and 5 percent, respectively. This sug-
gests that, at least in this context, concerns about legal accountability gaps that stem from the possibility that
algorithms might discourage aggrieved individuals from seeking redress might be overstated.!? To be sure,
people’s willingness to take legal action alone is not sufficient to prevent an accountability gap. That, as we
observe above, requires that existing laws also provide clear paths to effectively contesting AI. However, will-
ingness to take legal action is a necessary condition for individual rights of contestation to support account-
ability, and our survey findings are encouraging in this respect.

Broader Attitudes Toward Algorithmic Decisions

Finally, the survey asked respondents to consider broader questions regarding algorithmic tools beyond the
specific vignettes related to hiring and unemployment claims. After respondents read about different emerg-
ing uses of algorithms in decisionmaking about individuals, we asked them whether they agreed or disagreed
with a series of statements about such uses generally. Here, the goal was primarily to see whether the manipu-
lation of the survey experiment—the exposure to a problematic decision made by an algorithm—might have
shaped views not only of that specific algorithmic tool but of algorithmic decisionmaking more generally.
Exposure to algorithmic decisionmaking scenarios in the survey was associated with greater pessimism
about the future of algorithmic decisionmaking. Overall, approximately half of all respondents agreed with
the proposition that algorithmic decisions will be improved by future technological developments (Figure 4.5),
although vast majorities of respondents agreed both that the use of Al algorithms required greater oversight
(72 percent) and that some decisions were too important for Al algorithmic decisionmaking (81 percent) (see
the section on “Broader Attitudes Toward Algorithmic Decisions” in the appendix) (Figures 4.6 and 4.7).11
But the decisionmakers to which respondents were exposed were associated with significantly differ-
ent responses. Exposure to Al decisionmaker scenarios was associated with significantly higher likelihood
of agreement with the need for greater AI oversight and with the proposition that some decisions were too
important for AI decisionmaking.!? The share of respondents who agreed with the need for oversight, for
example, went from about 57 percent among respondents exposed to only human decisionmaker scenarios
to 80 percent among those exposed to two Al decisionmaker scenarios. Figure 4.5 depicts responses to the

10 We sought to investigate the reasons some respondents who saw the decisionmaking process as unfair still declined to take
any legal action to redress the outcome in an effort to discern any Al-specific reasons for the reluctance. However, because
the number of those who deemed the process unfair but who would choose to take no action was substantially smaller than
the full sample, we did not have sufficient confidence in the power of those results to highlight them. For reference, however,
these results are provided in Table A.8 of the appendix.

I There was some variation in responses across individual characteristics. Generally, respondents with higher educational
attainment and income and higher levels of computer literacy were significantly more likely to agree both with the statement
about likely future improvements and with the need for limits on AI (i.e., oversight and implicitly preserving a role for humans
in some important decisions). The same was the case for those with higher confidence in U.S. courts and the legal system.

12 The same was the case for those respondents who were assigned to the AI group in each scenario and who found the sce-
nario unfair: They, too, were significantly less likely to agree that future technology will improve the quality of AT decisions
(results not shown).
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FIGURE 4.5
Technological Improvements Will Improve Quality of Al Decisions

60
M Disagree
50 [ Neither
[ Agree
40

30

Percentage

20

10

0 Al scenarios 1 Al scenario 2 Al scenarios
Note: Agree = Strongly agree, Somewhat agree; Disagree = Somewhat disagree, Strongly disagree.

FIGURE 4.6
Al Algorithmic Decisions Require Greater Oversight
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question, “To what extent do you agree or disagree with the following statement: Technological improve-
ments will improve the quality of decisions that AI algorithms make about individuals.” Figure 4.6 depicts
responses to the question, “To what extent do you agree or disagree with the following statement: The use of
AT algorithms to make decisions about individuals requires greater oversight.” Similarly, Figure 4.7 depicts
responses to the question, “To what extent do you agree or disagree with the following statement: Some deci-
sions about individuals are too important to be made by AI algorithms.” The relationship is less linear for a
statement of faith in the ability of technological improvements to improve Al
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FIGURE 4.7
Some Decisions Are Too Important to Be Made by Algorithms
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Prior research suggests that there is significant disagreement about which actors could be entrusted
with supervising algorithmic tools or ensuring that they serve the public interest. In one national survey,
only about one-quarter of respondents reported confidence in the ability of state or federal governments to
manage AI; more than 40 percent had such confidence in technology companies (Zhang and Dafoe, 2019).
To be sure, this too might depend on the context in which AI is employed. Another survey showed that the
majority (56 percent) of respondents trusted government (specifically, law enforcement agencies) to use face
recognition software responsibly, although only 36 percent trusted technology companies (Smith, 2018).

Thus, we asked respondents how confident they were that various entities could help ensure that AT algo-
rithms make fair decisions and serve the public interest. Figure 4.8 depicts responses to the question, “How
much confidence do you have in the following entities to ensure that Artificial Intelligence algorithms make
fair decisions about individuals and best serve the public interest?” Overall, for technology companies and
nongovernmental scientific organizations, respondents were fairly evenly split; around half of respondents
expressed high (and the other half, low) levels of confidence for each type of entity. Respondents were notably
less confident about the government’s ability to ensure the aforementioned goals; less than one-quarter of all
respondents expressed high levels of confidence.

Just as greater exposure to Al decisionmaker scenarios seemed to contribute to greater pessimism about
the future of AI, greater exposure was also associated with lower confidence in the ability of tech companies
and the government to oversee AL'? This further reinforces the distinct possibility that, with greater famil-
iarity and experience with problematic decisions brought about by algorithms, people’s overall confidence in
the technology companies creating those tools and government regulation might well decline. The relation-
ships between exposure to Al decisionmaking and confidence in nongovernmental scientific organizations
is not linear and varies relatively little across exposure to zero, one, or two Al decisionmaker scenarios. It is
therefore possible that these entities—perhaps by virtue of the fact that they lack the direct stakes in AT tools

13 Moreover, respondents who found the presented scenarios (in both AT and human groups in both scenarios) unfair were
significantly more likely to express low levels of confidence in all three types of entities (results not shown).
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FIGURE 4.8
Confidence in Entities’ Ability to Regulate Al Algorithms
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or the coercive power of the state—might be most resistant to any erosion in public confidence that might
occur as Al tools become more familiar to more people.
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CHAPTER 5

Conclusions and Implications

Our investigation into public perceptions of algorithmic decisionmaking in the context of scenarios based on
emerging uses of algorithmic tools in hiring and unemployment determination yielded five sets of key findings.

First, we found evidence of what we called the algorithmic penalty, or the tendency to judge algorithms
more harshly than humans in the context of otherwise identical high-stakes decisions related to employment
or unemployment. This finding contributes to an existing evidence base showing that, at least in some con-
texts, algorithmic decisions will be perceived as less fair than identical decisions made by humans.

Second, we found that the reasons underlying judgments of fairness of the decisionmaking process in this
context likely related more to considerations of accuracy and transparency, rather than bias. Respondents
were more likely to perceive algorithmic decisionmaking as error-prone and non-transparent than human
decisionmaking. By contrast, respondents were not more likely to view algorithms as biased than they were
to view humans as such: That is, there were no consistent or clear differences in perceptions of bias between
algorithmic and human decisionmaking.

Third, our investigation of differences in views between minority and majority respondents produced
results that were not straightforward. Overall, non-Hispanic White (i.e., majority) respondents seemed to
penalize algorithms more heavily than Hispanic and/or non-White (i.e., minority) respondents did in their
views of algorithmic fairness, accuracy, and transparency. This was not the case for bias, where the differ-
ences between minority and majority respondents were reversed and very small.

Fourth, the survey demonstrated that greater exposure to algorithmic decisionmaking—especially if the
decisionmaking was perceived to be unfair—corresponded to greater skepticism about the future and possibili-
ties of algorithmic processes. This suggests that, as Al applications in high-stakes decisionmaking spread and
as the public increasingly encounters such decisions, public perceptions might turn increasingly unfavorable.

Fifth, we found little evidence that people would be discouraged from seeking to hold relevant parties
accountable for problematic decisions made by algorithms. As noted, policy discussions and research raised
some concerns about legal accountability gaps for algorithmic decisions. To the extent that differences existed,
respondents were slightly more likely to resort to legal processes when the problematic decision was made by
an algorithm than when it was made by a human. To be sure, people’s willingness to seek legal redress was,
in itself, not sufficient to assure accountability. For that, a clear legal right to contest AI decisions and clarity
as to the responsible party are needed as well.

Limitations

The findings we present should be accompanied by a series of caveats about the limits of the survey meth-
odology in general and the scope and design of this study in particular. First, we acknowledge that there are
increasing concerns over the quality of survey data in general (see Barabas and Jerit, 2010). We attempted to
mitigate known deficiencies insofar as possible. We pursued a representative sample rather than a sample of
convenience, and we incorporated a series of comprehension and attentiveness checks. In doing the latter, we
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encountered substantial failure rates among invited respondents. The responses of respondents who failed
the checks were removed from the dataset and replaced with responses from respondents who passed the
checks.

Second, the survey questionnaire incorporated a series of self-reported measures, from demographics to
respondents’ familiarity with algorithms. There was no mechanism to verify self-reported responses received.

Third, although we randomly assigned respondents to the AI and human versions of the scenarios, there
were some significant differences between the human and AI groups, particularly in the second scenario.
That said, our analyses of various subgroups suggests that these differences do not substantially account for
the results.

Fourth, while some of the main results—pertaining to the perceptions of fairness, bias, accuracy, and
transparency—relied on the full sample recruited for the survey, some of the subsidiary findings necessar-
ily involved comparisons among smaller numbers of respondents. As a result, we have less confidence in the
validity of findings that pertain to the differences across individual characteristics, for example.!

Fifth, while respondents were randomized to the human or AI version of each scenario, we opted not to
randomize the order of the two scenarios. The rationale behind this decision was a desire to start the survey
experiment with a truly ambiguous scenario rather than have some respondents be first exposed to a scenario
that explicitly communicated that the decision in question was incorrect. One drawback of this design choice
was that, as discussed earlier, it was likely that some respondents’ double exposure to AI decisionmaking
magnified the algorithmic penalty in scenario 2. However, we do not know whether the same pattern would
have emerged were the order of the scenarios reversed. Another drawback was that we were unable to explore
how, if at all, respondents’ perceptions and views were influenced by the order of the scenarios.

Lastly, we emphasize that there are limits to the generalizability of the results. As existing research shows,
public perceptions of algorithms vary across different contexts. Moreover, as noted previously, the survey
presented respondents with decisions that were problematic in some way. This means that the findings are
specific not only to the employment and unemployment context but to negative decisions in this context.
Indeed, there is some evidence to suggest that, were the outcomes favorable to the affected individual, people
might view algorithms more favorably than humans (Wang et al., 2020).

Implications

Caution is always needed in drawing broader conclusions and policy prescriptions from experimental evi-
dence or surveys. Thus, the implications for policy and for the future evolution of algorithmic decisionmak-
ing that are suggested by this survey are merely that—suggestive. And, taken together, what the findings
suggest is that, at least in the employment context and similar contexts, people’s emerging views of AT will
support ex post accountability for the bad outcomes that AI decisionmaking would produce. On the one
hand, people are more likely to judge algorithms harshly than to judge humans harshly. This finding suggests
that should these matters land in court, the lack of human agency at the core of the decisionmaking process
is unlikely to shield algorithmic processes from unfavorable judgments. On the other hand, people appeared
to be no less likely to challenge algorithmic decisions legally than to challenge traditional decisions. This sug-
gests that, if people are given a legal right to contest such outcomes in some way, algorithmic inscrutability
is unlikely to deter such challenges. This apparent willingness to take legal action could ultimately underpin

1 This lack of confidence also means that some questions we asked are not featured in this report. For example, as noted
above, the survey asked about the reasons some respondents who saw the decisionmaking process as unfair still declined
to take any legal action. However, the numbers of respondents in the relevant categories were too small to offer meaningful
insights.
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a robust path toward algorithmic accountability—if this willingness is accompanied by clear and publicized
rights to contest Al as argued by existing scholarship (see Kaminski and Urban, 2021).

Moreover, the relative skepticism about AI tools, reflected in the survey answers regarding the specific Al
decisionmaking processes and the broader attitudes about such tools, suggests that there might be support
for at least some kinds of ex ante regulation that limits the possibilities for algorithmic tools to produce bad
outcomes. Exposure to adverse algorithmic decision scenarios in the survey was associated with greater pes-
simism about the future of algorithmic decisionmaking, including greater support for improved AI oversight
and greater support for the proposition that some decisions were simply too important for AI decisionmak-
ing. This does not mean that the public would support every measure aimed at regulating AI But it does
mean that many proposals will likely meet public understanding.

Finally, the survey experiment suggested that, at least in some contexts, not all shortcomings are equally
weighty in the minds of respondents. In the scenarios presented, respondents judged algorithms more
harshly than human decisionmakers when it came to the accuracy and transparency of the decisionmaking
process. By contrast, respondents did not view algorithmic decisionmaking—in the types of scenarios exam-
ined here—as necessarily more biased than human decisionmaking. We found the same pattern reflected in
answers to survey questions about broader attitudes outside the context of specific scenarios: Respondents
tended to view algorithms as less accurate and less transparent, but not more biased, than humans generally.
This does not imply that algorithmic bias is not a problem, and many adopted and proposed policy responses
to the shortcomings of algorithms in the context of employment focus on bias (see Mulvaney, 2021). However,
these results do support suggestions in other research (see Grgic-Hlaca et al., 2018) that, to address the fac-
tors that loom large behind unfavorable public perceptions of algorithms, measures will also need to target
perceived deficits regarding accuracy and transparency.
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APPENDIX

Methods and Supplemental Tables

Study Population

The survey was administered using a standing panel of U.S. respondents managed by Qualtrics, an online
survey specialist. To join the panel, participants were recruited using a variety of third-party websites. Once
in the panel, they were invited to join surveys based on which profile of the target population they met. Char-
acteristics of the respondent population are displayed in Table A.1. Respondents were incentivized to com-
plete the surveys in line with the conditions under which they joined the panel; incentivization took many
forms (e.g., airline miles, store credit). To ensure that the resulting respondent sample was representative of
the U.S. population, the following quotas were used:

o Age
- 18-34 = ~33 percent
- 35-55=~31 percent
- 56-plus = ~35 percent
o Gender
- Male = ~49.5 percent
- Female = ~50.5 percent
» Region
- Northeast = ~16 percent
- Midwest = ~21 percent
- South = ~41 percent
- West = ~22 percent
» Race
- Non-Hispanic White = 60.1 percent
- Non-Hispanic Black = 13.4 percent
- Hispanic = 18.5 percent
- Other = 8 percent
o Income
- $19,999 or less = 35 percent
- $20,000 to $49,999 = 35 percent
- $50,000 to $99,999 = 21 percent
- $100,000 and over = 9 percent
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TABLE A.1

Characteristics of the Respondent Sample

Total Sample Significant Differences

Significant Differences

(N =5,000) in Characteristic in in Characteristic in
Variable Percentage Scenario 1? Scenario 2?
Gender No Al group includes more female
respondents
Female 52.5
Male 47.3
Other 0.2
Race/ethnicity Al group includes Human group includes more
more non-Hispanic non-Hispanic White respondents
White respondents
Non-Hispanic White 59.3
Other 40.7
Age group No Al group includes more older
respondents
18-34 31.3
36-55 31.4
56-plus 37.4
Education No Al group includes more
higher-educated respondents
Less than a high school degree 4.0
High school graduate 25.4
Some college but no degree 26.7
Associate degree in college (2-year) 12.4
Bachelor’s degree in college (4-year) 21.8
Master’s degree in college (4-year) 7.8
Doctoral degree 0.9
Professional degree (JD, MD) 1.1
Household income No Al group includes more
higher-income respondents
Less than $20,000 30.9
$20,000 to $49,999 35.7
$50,000 to $74,000 13.4
$75,000 to $99,999 8.9
$100,000 to $149,999 6.9
$150,000 to $199,999 2.3
$200,000 or more 1.8
Employment status No No
Employed full or part time 46.1
Unemployed/seeking work 15.0
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Table A.1—Continued

Total Sample Significant Differences Significant Differences
(N =5,000) in Characteristic in in Characteristic in
Variable Percentage Scenario 1? Scenario 2?
Not working and not seeking work 12.8
Retired 261
Political orientation No No
Very liberal 8.6
Liberal 19.4
Moderate 34.1
Conservative 19.0
Very conservative 9.4
Prefer not to answer 9.5
Region of residence No No
South 40.3
Midwest 21.7
Northeast 16.8
West 21.2
Confidence in the U.S. courts and the legal No No
system
Complete confidence 2.8
A great deal of confidence 12.5
Some confidence 38.0
Very little confidence 29.0
No confidence at all 11.9
Don’t know 3.9
Prefer not to say 1.9
Personal civil suit history
History of being sued 6.5 No No
History of suing 9.2 No No
Belief that merit and hard work are No No
rewarded
Strongly disagree 2.8
Somewhat disagree 8.7
Neither agree nor disagree 14.5
Somewhat agree 481
Strongly agree 25.9
Computer literacy No No
Very low 3.0
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Table A.1—Continued

Total Sample Significant Differences Significant Differences
(N =5,000) in Characteristic in in Characteristic in
Variable Percentage Scenario 1? Scenario 2?
Low 31.3
High 50.4
Very high 15.2

NOTE: N= total study population.

Approach to Bucketing Categories in Select Variables

For all analyses, we bucketed variables in the following manner:

» Education
- High school or less = Less than high school graduate, High school graduate
- Associate or some college = Some college credit or associate’s degree
- Bachelor’s degree or more = Bachelor’s degree, Master’s degree, doctoral degree, graduate or profes-
sional degree
e Income
- Low = Less than $20,000, $20,000-$49,999
- Middle = $50,000-$74,999, $75,000-$99,999
- High = $100,000-149,999, $150,000-$199,999, $200,000 or more
o Belief in meritocracy
- High = strongly agree, agree
- Low = disagree, strongly disagree (similar to the bucketing of all other Likert questions)
 Confidence in U.S. courts
- High = complete confidence, a great deal of confidence
- Some = some confidence
- Low = very little confidence, no confidence at all
« Political orientation
- Liberal = very liberal, liberal
- Moderate = moderate
- Conservative = conservative, very conservative
» Computer literacy
- High = 16-30
- Low=0-15
o All 5-point Likert questions
- Agree = strongly agree, somewhat agree
- Disagree = somewhat disagree, strongly disagree
o All 4-point Likert questions about fairness
- Fair = fair, somewhat fair
- Unfair = somewhat unfair; unfair
o All 4-point Likert questions involving likelihood
- Likely = very likely, likely
- Not likely = somewhat unlikely, not likely
o All 4-point Likert questions about confidence
- High confidence = a great deal of confidence, a fair amount of confidence
- Low confidence = not too much confidence, no confidence
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Perceptions of Bias, Accuracy, and Transparency—Exposure to Al
Decisions

Tables A.2, A.3, and A .4 contain additional details on survey results discussed in Chapter 4.

TABLE A.2
Who Makes More-Transparent Decisions

Percentage Who Viewed the Percentage Who Viewed the
Decision as Fair and Selected Al Decision as Unfair and Selected Al
Al scenario 1 32.9%" 16.5%"
(n = 2,440)
Human scenario 1 32.8% 31.2%
(n =2,560)
Al scenario 2 38.3%" 17.4%*
(n=2,633)
Human scenario 2 32.7% 30.2%
(n=2,367)
NOTE: * denotes statistical significance. “Don’t know” and “no opinion” responses were excluded from
the analysis.
TABLE A.3

Who Makes Less-Biased Decisions

Percentage Who Viewed the Percentage Who Viewed the
Decision as Fair and Decision as Unfair and
Selected Al Selected Al
Al scenario 1 65.0%" 52.2%*
(n =2,440)
Human scenario 1 60.6% 59.0%
(n =2,560)
Al scenario 2 67.9%" 55.0%"
(n=2,633)
Human scenario 2 57.4% 58.9%
(n=2,367)
NOTE: * denotes statistical significance. “Don’t know” and “no opinion” responses were excluded from
the analysis.
TABLE A.4

Who Makes More-Accurate Decisions

Percentage Who Viewed the Percentage Who Viewed the
Decision as Fair and Decision as Unfair and
Selected Al Selected Al
Al scenario 1 27.9%" 9.5%"
(n =2,440)
Human scenario 1 20.8% 19.5%
(n =2,560)
Al scenario 2 31.2%* 8.1%*
(n =2,633)
Human scenario 2 23.0% 20.2%
(n=2,367)

NOTE: * denotes statistical significance. “Don’t know” and “no opinion” responses were excluded from
the analysis.
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Role of Individual Characteristics in Perceptions of Algorithmic Versus
Human Decisionmaking

Table A.5 offers additional detail on survey results discussed in Chapter 4 in the section about the role of

individual characteristics in perceptions of algorithmic versus human decisionmaking. Table A.6 offers addi-

tional details about the differences in perceptions of whether AI or humans make better decisions across dif-

ferent characteristics.

TABLE A.5

Differences in Perceptions of Fairness Between Al and Human Scenarios

Selected Respondent

Characteristic

The Magnitude of the Algorithmic Penalty in
Scenario 1

The Magnitude of the Algorithmic Penalty in
Scenario 2

Age

Education

Income

Confidence in courts

Political orientation

Computer literacy

Belief in meritocracy

18-34 years old: 38 percentage points
35-55 years old: 41 percentage points
56-plus: 47 percentage points

High school or less: 40 percentage points
Associate degree/some college: 43 percentage
points

Bachelor’s degree and higher: 42 percentage
points

Low: 43 percentage points
Middle: 39 percentage points
High: 39 percentage points

High: 39 percentage points
Low: 44 percentage points

Conservative: 44 percentage points
Liberal: 40 percentage points

High: 39 percentage points
Low: 47 percentage points

High: 42 percentage points
Low: 49 percentage points

18-34 years old: 28 percentage points
35-55 years old: 25 percentage points
56-plus: 30 percentage points

High school or less: 28 percentage points
Associate degree/some college: 27 percentage
points

Bachelor’s degree and higher: 30 percentage
points

Low: 28 percentage points
Middle: 30 percentage points
High: 28 percentage points

High: 30 percentage points
Low: 28 percentage points

Conservative: 31 percentage points
Liberal: 30 percentage points

High: 28 percentage points
Low: 29 percentage points

High: 29 percentage points
Low: 34 percentage points

NOTE: Fair = fair, somewhat fair; unfair = somewhat unfair, unfair.

TABLE A.6

Who Makes Better Decisions, by Respondent Characteristics

Variable More Accurate Less Biased More Transparent
Overall e H:66.3%, Al: 18.1%, ND: H: 22.9%, Al: 58.5%, ND: o H:47%, Al: 28%, ND: 26%
15.5% 18.6%
Gender e Female: H: 69.0%, Al: 16.6%, Female: H: 23.1%, Al: 57.4%, e Female: H: 48.1%, Al: 27.0%,
ND: 14.5% ND: 19.4% ND: 24.9%
e Male: H: 63.5, Al: 19.9%, ND: Male: H: 22.7%, Al: 59.7%, e Male: H: 45.2%, Al: 27.9%,
16.6% ND: 17.6% ND: 26.9%
Race/ * Majority: H: 68.3%, Al: 17.0%, Majority: H: 22.3%, Al: 60.1%, e Majority: H: 47.9%, Al: 25.9%,
ethnicity ND: 14.7% ND: 17.6% ND: 26.2
e Minority: H: 63.5%, Al: 19.9%, Minority: H: 23.7%, Al: 56.2%, ® Minority: H: 44.8%, Al: 29.7%,
ND: 16.7% ND: 20.1% ND: 25.5%
Age e 18-34: H: 62.2%, Al: 22.4%, 18-34: H: 19.0%, Al: 61.8%, e 18-34: H: 43.2%, Al: 30.5%,

ND: 15.4%

35-55: H: 64.1, Al: 18.5%, ND:
17.4%

56+: H: 71.9%, Al: 14.2%, ND:
14.0%

ND: 19.2%

35-55: H: 24.6%, Al: 55.7%,
ND: 19.6%

56+: H: 24.7%, Al: 58.1%, ND:
17.3%
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Table A.6—Continued

Variable More Accurate Less Biased More Transparent
Education HS or less: H: 67.6%, Al: e HS orless: H: 28.3%, Al: HS or less: H: 51.0%, Al:
16.3%, ND: 16.1% 49.8%, ND: 21.9% 21.5%, ND: 27.5%
Associate or some college: H: e Associate or some college: H: Associate or some college: H:
67.6%, Al: 17.0%, ND: 15.5% 23.2%, Al: 58.2%, ND: 18.6% 46.8%, Al: 28.0%, ND: 25.2%
BA+: H: 63.7%, Al: 21.3%, ND: e BA+: H: 17.7%, Al: 66.6%, ND: BA+: H: 42.5%, Al: 32.1%, ND:
14.9% 15.7% 25.4%
Income Low: H: 68.2%, Al: 16.1%, ND: e Low: H: 24.9%, Al: 21.2%, ND: Low: H: 48.9%; Al: 24.5%, ND:
15.6% 16.9% 26.6%
Middle: H: 66.1%, Al: 19.4%, e Middle: H: 21.2%, Al: 61.6%, Middle: H: 45.2%, Al: 30.1%,
ND: 14.5% ND: 17.3% ND: 24.3%
High: H: 60.8%, Al: 23.6%, e High: H: 16.9%, Al: 65.7%, High: H: 40.2%, Al: 35.5%,
ND: 15.6% ND: 17.4% ND: 24.3%
Employment Employed: H: 63.6%, Al: e Employed: H: 21.4%, Al: Employed: H: 44.6%, Al:
20.4%, ND: 16.1% 60.5%, ND: 18.1% 30.1%, ND: 25.3%
Unemployed: H: 66.2%, Al: e Unemployed: H: 20.9%, Al: Unemployed: H: 45.3%, Al:
19.0%, ND: 14.8% 59.0%, ND: 20.1% 27.2%, ND: 27.5%
Not working: H: 65.0%, Al: e Not working: H: 22.1%, Al: Not working: 45.7%, Al:
19.1%, ND: 15.9% 56.3, ND: 21.6% 28.2%, ND: 26.2%
Retired: H: 72.5%, Al: 13.7%, e Retired: H: 26.0%, Al: 57.1%, Retired: 51.5%, Al: 22.6%, ND:
ND: 13.7% ND: 16.9% 26.2%
Retired: 51.5%, Al: 22.6%, ND:
25.9%
Political Liberal: H: 65.6%, Al: 19.5%, e Liberal: H: 22.8%, Al: 58.5%, Liberal: H: 46.2%, Al: 29.2%,
orientation ND: 14.9% ND: 18.7% ND: 24.6%
Conservative: H: 69.0%, Al: e Conservative: H: 22.9%, Al: Conservative: H: 49.4%, Al:
16.8%, ND: 14.2% 59.5%, ND: 17.6% 25.7%, ND: 24.9%
Confidence High: H: 63.6%, Al: 22.5%, e High: H: 25.7%, Al: 58.3%, High: H: 46.1%, Al: 28.5%, ND:
in U.S. court ND: 13.9% ND: 16.0% 25.4%
and legal Low: H: 67.2%, Al: 15.9%, ND: e Low: H: 23.3%, Al: 56.5%, ND: Low: H: 47.3%, Al: 26.6%, ND:
system 16.9% 20.2% 26.0%
Personal Yes: H: 65.2%, Al: 17.9%, ND: e Yes: H: 20.4%, Al: 60.2%, ND: Yes: H: 41.4%, Al: 31.9%, ND:
history of 16.8% 19.4% 26.7%
being sued No: H: 66.6%, Al: 18.0%, ND: e No: H: 22.9%, Al: 58.6%, ND: No: 47.2%, Al: 27.0%, ND:
15.4% 18.5% 25.8%
Personal Yes: H: 62.7%, Al: 18.3%, ND: e Yes: 22.9%, Al: 58.6%, ND: Yes: H: 42.0%, Al: 30.5%, ND:
history of 19.1% 18.5% 27.5%
suing No: H: 66.7%, Al: 18.2%, ND: e No: H: 22.9%, Al: 58.6%, ND: No: H: 471%, Al: 27.2%, ND:
15.1% 18.5% 25.7%
Belief in High: H: 67.8%, Al: 17.7%, ND: e High: H: 23.8%, Al: 59.2%, High: H: 47.9%, Al: 27.9%, ND:
meritocracy 14.5% ND: 16.9% 24.2%
Low: H: 62.9%, Al: 20.2%, ND: e Low: H: 19.8%, Al: 57.7%, ND: Low: H: 42.6%, Al: 28.6%, ND:
16.9% 22.5% 28.8%
Computer Low: H: 72.3%, Al: 12.4%, ND: e Low: H: 23.0%, Al: 57.3%, ND: Low: H: 48.2%, Al: 24.5%, ND:
literacy 15.3% 19.7% 27.3%

Exposure to
scenarios

High: H: 63.5%, Al: 21.0%, ND:

15.6%

0Al: H: 55.7%, Al: 23.4%, ND:
20.9%

1Al: 65.3%, Al: 18.8%, ND:
15.9%

2Al: H: 77.6%, Al: 12.3%, ND:
10.1%

High: H: 22.8%, Al: 59.1%, ND:

18.1%

OAl: H: 23.6%, Al: 55.5%, ND:
20.8%
1Al: H: 18.8%, Al: 62.8%, ND:
18.3%
2Al: H: 29.5%, Al: 53.4%, ND:
171%

High: H: 45.8%, Al: 28.8%,
ND: 25.3%

OAl: H: 35.4%, Al: 36.8%, ND:
27.8%
1Al: H: 44.4%, Al: 27.1%, ND:
28.5%
2Al: H: 60.8%, Al: 19.5%, ND:
19.7%

NOTE: BA+ = bachelor’s degree or higher; H = human; HS = high school; ND = no difference.

45



Assessing and Suing an Algorithm: Perceptions of Algorithmic Decisionmaking

Willingness to Take Legal Action

Table A.7 contains additional details on survey results pertaining to the share of respondents who viewed
decisions as unfair and also indicated that they would take no legal action against wrongful decisions made
by AT algorithms. Table A.8 contains information about the percentage of respondents who selected a given
reason for not taking any legal action. All respondents included in both tables found the scenario unfair and
were likely not to take action.

TABLE A.7
Percentage of Respondents Who Indicated That They Would Take No Legal Action

Scenario 1 Scenario 2

Variable

Al

Human

Al

Human

Gender

Race/ethnicity

Age

Education

Income

Employment

Political orientation

Confidence in U.S. court
and legal system

Personal history of
being sued

Personal history of
suing

Belief in meritocracy

Computer literacy

Male: 55.1%
Female: 57.6%

NH White: 58.5%
Other: 53.2%

18-34: 57.3%
35-55: 50.9%
56+: 59.9%

HS or less: 53.6%
Associate or some
college: 54.8%
BA+: 61.2%

Low: 56.3%
Middle: 55.3%
High: 58.0%

Employed: 56.3%
Unemployed:
52.1%

Not working:
59.4%

Retired: 58.1%

Liberal: 55.7%
Conservative:
58.3%

High: 59.3%
Low: 52.5%

Yes: 60.0%
No: 56.0%

Yes: 56.3%
No: 56.7%

High: 57.5%
Low: 58.3%

High: 54.3%
Low: 59.9%

Male: 54.1%
Female: 58.1%

NH White: 60.6%
Other: 51.9%

18-34: 48.2%
35-55: 53.8%
56+: 64.9%

HS or less: 53.1%
Associate or some
college: 59.4%
BA+: 571%

Low: 57.0%
Middle: 55.6%
High: 57.8%

Employed: 56.4%
Unemployed:
60.2%

Not working:
51.9%

Retired: 59.0%

Liberal: 60.7%
Conservative:
60.4%

High: 60.0%
Low: 54.6%

Yes: 53.1%
No: 56.9%

Yes: 61.4%
No: 56.2%

High: 57.9%
Low: 62.4%

High: 56.0%
Low: 57.9%

Male: 24.5%
Female: 23.4%

NH White: 23.0%
Other: 24.8%

18-34: 29.6%
35-55:22.0%
56+: 21.5%

HS or less: 26.5%
Associate or some
college: 23.0%
BA+: 22.7%

Low: 23.5%
Middle: 25.7%
High: 24.4%

Employed: 24.2%
Unemployed:
29.7%

Not working:
21.0%

Retired: 21.3%

Liberal: 24.4%
Conservative:
21.1%

High: 23.3%
Low: 24.4%

Yes: 20.2%
No: 23.9%

Yes: 16.5%
No: 24.5%

High: 24.4%
Low: 20.9%

High: 24.5%
Low: 22.6%

Male: 29.4%
Female: 36.1%

NH White: 31.3%
Other: 34.7%

18-34: 34.9%
35-55: 34.6%
56+: 29.2%

HS or less: 34.0%
Associate or some
college: 30.3%
BA+: 34.1%

Low: 32.9%
Middle: 33.7%
High: 30.9%

Employed: 35.4%
Unemployed:
34.2%

Not working:
33.3%

Retired: 25.8%

Liberal: 28.2%
Conservative:
35.5%

High: 31.6%
Low: 33.1%

Yes: 20.5%
No: 33.3%

Yes: 26.9%
No: 33.4%

High: 32.0%
Low: 33.0%

High: 31.0%
Low: 35.2%

NOTE: BA+ = Bachelor’s degree or more; HS = high school diploma.

46



Methods and Supplemental Tables

TABLE A.8
Respondent Reasons for Taking No Legal Action

Scenario 1 Scenario 2
Variable Al Human Al Human
Taking any action would cost too much financially 46.6% 47.3% 47.3% 56.8%
The odds of success are low 43.9%" 60.7%" 54.1% 61.4%
Taking any action would take more time and effort than 56.8% 62.5% 54.1% 54.5%
it is worth
The negative impact of the decision is not serious 84.4% 88.4% 12.2% 9.1%
enough
It is difficult to figure out who is to blame for the 23.8% 29.5% 14.7% 27.3%
outcome
There is no basis for legally challenging this decision 35.7% 25.9% 17.6% 6.8%

NOTE: * denotes statistically significant difference between Al and human groups.

Broader Attitudes Toward Algorithmic Decisions

Table A.9 depicts the broader attitudes toward algorithmic decisions across different respondent subgroups,
as discussed in Chapter 4. Table A.10 contains information about how much confidence respondents had in
a given entity to ensure that Al algorithms made fair decisions about individuals and best served the public
interest across different respondent subgroups.

TABLE A.9

Broader Attitudes Toward Algorithmic Decisions, by Respondent Subgroup

Variable

There Will Be Technological
Improvements

Al Requires Greater Oversight

Some Decisions Are Too
Important for Al

Overall

Gender

Race/ethnicity

Age

Education

A: 49.6%, N: 31.3%, D: 19.1%

Female: A: 47.2%, N: 33.9%,
D: 18.9%

Male: A: 52.2%, N: 28.3%, D:
19.4%

Majority: A: 48.3%, N: 31.1%,
D: 20.5%
Minority: A: 51.5%, N: 31.4%,
D: 17.0%

18-34: A: 54.7%, N: 28.4%, D:

16.9%

35-55: A: 47.6%, N: 32.7%, D:

19.7%
56+: A: 47.1%, N: 32.5%, D:
20.4%

HS or less: A: 42.2%, N:
37.9%, D: 19.9%

Associate or some college: A:

47.3%, N: 30.9%, D: 21.8%
BA+: A: 59.4%, N: 25.5%, D:
15.1%

A:72.6%, N: 20.4%, D: 7%

Female: A: 71.6%, N: 21.7%,
D: 6.7%

Male: A: 73.7%, N: 18.9%, D:
7.4%

Majority: A: 73.7%, N: 19.0%,
D: 7.3%
Minority: A: 71.0%, N: 22.4%,
D: 6.6%

18-34: A: 69.4%, N: 23.1%,
D: 7.8%

35-55: A: 69.1%, N: 23.1%, D:

7.8%
56+: A: 78.3%, N: 15.8%, D:
5.9%

HS or less: A: 60.9%, N:
28.7%, D: 10.4%

Associate or some college: A:

74.8%, N: 19.0%, D: 6.2%
BA+: A: 80.8%, N: 14.4%, D:
4.8%
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A: 80.6%, N: 13.6%, D: 5.8%

Female: A: 82.1%, N: 12.5%,
D: 5.3%

Male: A: 79.0%, N: 14.8%, D:
6.3%

Majority: A: 83.2%, N: 11.9%,
D: 5.0%
Minority: A: 76.9%, N: 16.1%,
D: 7.0%

18-34: A: 74.4%, N: 18.2%,
D: 7.4%

35-55: A: 76.8%, N: 16.1%,
D: 7.0%

56+: A: 89.0%, N: 7.6%, D:
3.4%

HS or less: A: 74.3%, N:
18.1%, D: 7.6%

Associate or some college: A:
82.5%, N: 12.6%, D: 5.0%
BA+: A: 84.2%, N: 10.8%, D:
51%



Assessing and Suing an Algorithm: Perceptions of Algorithmic Decisionmaking

Table A.9—Continued

There Will Be Technological

Some Decisions Are Too

Variable Improvements Al Requires Greater Oversight Important for Al
Income Low: A: 44.3%, N: 34.7%, D: e Low: A: 70.2%, N: 22.4%, D: Low: A: 79.6%, N: 14.5%, D:
21.0% 7.4% 5.9%
Middle: A: 56.9%, N: 26.5%, e Middle: A: 76.7%, N: 17.2%, Middle: A: 82.5%, N: 12.3%,
D: 16.6% D:6.1% D: 82.5%
High: A: 62.6%, N: 22.8%, D: e High: A: 78.1%, N: 16.2%, D: High: A: 83.2%, N: 11.1%, D:
14.5% 5.7% 5.7%
Employment Employed: A: 52.7%, N: e Employed: A: 73.4%, N: Employed: A: 79.4%, N:
28.3%, D: 19.0% 19.8%, D: 6.7% 14.3%, D: 6.3%
Unemployed: A: 51.9%, N: e Unemployed: A: 68.6%, N: Unemployed: A: 76.1%, N:
31.0%, D: 171% 23.9%, D: 7.5% 17.6%, D: 6.3%
Not working: A: 48.2%, N: ¢ Not working: A: 67.3%, N: Not working: A: 78.4%, N:
34.1%, D: 17.7% 24.2%, D: 8.5% 15.2%, D: 6.2%
Retired: A: 45.4%, N: 34.0%, e Retired: A: 77.8%, N: 16.1%, Retired: A: 87.6%, N: 8.5%, D:
D: 20.6% D: 6.1% 4.0%
Political Liberal: A: 58.0%, N: 25.5%, e Liberal: A: 76.8%, N: 16.5%, Liberal: A: 83.1%, N: 10.9%,
orientation D: 16.5% D:6.7% D: 6.0%

Confidence in
U.S. court and
legal system

Personal
history of
being sued

Personal
history of suing

Belief in
meritocracy

Computer
literacy

Exposure to
scenarios

Conservative: A: 47.4%, N:
29.0%, D: 23.6%

High: A: 61.0%, N: 23.9%, D:
15.1%
Low: A: 43.5%, N: 32.5%, D:
24.0%

Yes: A: 49.7%, N: 29.4%, D:
20.9%
No: A: 50.2%, N: 30.9%, D:
18.9%

Yes: A: 47.2%, N: 31.8%, D:
21.0%
No: A: 50.1%, N: 31.0%, D:
18.9%

High: A: 53.3%, N: 28.5%, D:

18.2%
Low: A: 44.7%, N: 27.2%, D:
28.1%

Low: A: 40.7%, N: 38.3%, D:
21.0%
High: A: 54.3%, N: 27.6%, D:
18.1%

OAl: A: 44.7%, N: 35.9%, D:
19.3%

1Al: 52.1%, N: 30.0%, D:
17.9%

2Al: A: 49.8%, N: 29.1%, D:
211%

Conservative: 74.1%, N:
18.7%, D: 7.2%

High: A: 77.8%, N: 14.9%, D:

7.3%
Low: A: 69.7%, N: 22.7%, D:
7.7%

Yes: A: 75.2%, N: 15.0%, D:
9.8%
No: A: 72.8%, N: 20.4%, D:
6.8%

Yes: A: 76.6%, N: 17.4%, D:
60.0%

No: A: 72.5%, N: 20.5%, D:
71%

High: A: 75.7%, N: 17.9%, D:
6.4%

Low: A: 72.8%, N: 18.2%, D:
90.0%

Low: A: 70.2%, N: 23.2%, D:

6.6%

High: A: 73.9%, N: 18.9%, D:

7.2%

OAl: A: 57.4%, N: 31.0%, D:
11.6%
1Al: A: 76.3%, N: 17.7%, D:
6.0%
2Al: A: 80.4%, N: 15.0%, D:
4.6%

Conservative: A: 84.0%, N:
11.2%, D: 4.8%

High: A: 81.7%, N: 11.6%, D:
6.7%
Low: A: 80.2%, N: 13.4%, D:
6.4%

Yes: A: 83.4%, N: 10.4%, D:
6.1%
No: A: 80.9%, N: 13.5%, D:
5.6%

Yes: A: 84.5%, N: 9.5%, D:
60.0%

No: A: 80.4%, N: 13.8%, D:
5.8%

High: 84.2%, N: 10.9%, D:
4.8%

Low: A: 77.8%, N: 13.5%, D:
8.7%

Low: A: 81.2%, N: 14.2%, D:
4.6%
High: A: 80.3%, N: 13.3%, D:
6.4%

0Al: A: 64.4%, N: 25.6%, D:
10.1%

1Al: A: 83.7%, N: 11.3%, D:
5.0%

2Al: A: 90.4%, N: 6.4%, D:
3.2%

NOTE: A = agree; BA+ = Bachelor’s degree or more; HS = high school diploma; N = neither agree nor disagree; D = disagree; 0AI/1Al/2/Al = no/1/2

Al scenarios.
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TABLE A.10

Confidence in Entity Oversight, by Respondent Subgroup

Variable Technology Companies Government Nongovernmental Organizations
Overall e H:48.4%, L:51.6% e H:241%, L: 75.9% e H:50.2%, L: 49.8%
Gender e Female: H: 48.7%, L: 51.3% e Female: H: 23.9%, L: 76.1% e Female: H: 48.1%, L: 51.9%

Race/ethnicity e

Age °

Education .

Income o

Employment o

Political o
orientation o

Confidence o
in U.S. court °
and legal

system

Personal .
history of °
being sued
Personal o
history of °
suing

Belief in .
meritocracy .
Computer .
literacy °
Exposure to o
scenarios .

Male: H: 48.0%, L: 52.0%

Majority: H: 45.9%, L: 54.1%
Minority: H: 52.0%, L: 48.0%

18-34: H: 56.0%, L: 44.0%
35-55: H: 48.4%, L: 51.6%
56+: H: 42.2%, L: 57.8%

HS orless: H: 47.3%, L: 52.7%
Associate or some college: H:
48.4%, L: 51.6%

BA+: H: 49.3%, L: 50.7%

Low: H: 46.8%, L: 53.2%
Middle: H: 48.0%, L: 52.0%
High: H: 53.8%, L: 46.2%

Employed: H: 49.4%, L: 50.6%
Unemployed: H: 54.3%, L:
45.7%

Not working: H: 49.5%, L:
50.5%

Retired: H: 43.8%, L: 56.2%

Liberal: H: 53.6%, L: 46.4%
Conservative: H: 43.6%, L:
56.4%

High: H: 64.3%, L: 35.7%
Low: H: 39.1%, L: 60.9%

Yes: H: 43.1%, L: 56.9%
No: H: 48.6%, L: 51.4%

Yes: H: 43.3%, L: 56.7%
No: H: 49.0%, L: 51.0%

High: H: 51.0%, L: 49.0%
Low: H: 40.0%, L: 60.0%

High: H: 52.5%, L: 47.5%
Low: H: 40.1%, L: 59.9%

OAl: H: 50.6%, L: 49.4%
1Al: H: 49.8%, L: 50.2%
2Al: H: 43.8%, L: 56.2%

Male: H: 24.4%, L: 75.6%

Majority: H: 21.2%, L: 78.8%
Minority: H: 28.3%, L: 71.7%

18-34: H: 25.1%, L: 74.9%
35-55: H: 24.8%, L: 75.2%
56+: H: 22.7%, L: 77.3%

HS or less: H: 24.8%, L: 75.2%
Associate or some college: H:
21.8%, L: 78.2%

BA+: H: 26.2%, L: 73.8%

Low: H: 23.4%, L: 76.6%
Middle: H: 23.1%, L: 76.9%
High: H: 26.9%, L: 73.1%

Employed: H: 24.5%, L: 75.5%
Unemployed: H: 24.6%, L:
75.4%

Not working: H: 24.1%, L:
75.9%

Retired: H: 23.3%, L: 76.7%

Liberal: H: 30.6%, L: 69.4%
Conservative: H: 18.6%, L:
81.4%

High: H: 49.2%, L: 50.8%
Low: H: 13.2%, L: 86.8%

Yes: H: 19.3%, L: 80.7%
No: H: 24.4%, L: 75.6%

Yes: H: 22.9%, L: 771%
No: H: 24.2%, L: 75.8%

High: H: 25.5%, L: 74.5%
Low: H: 17.6%, L: 82.4%

High: H: 26.5%, L: 73.5%
Low: H: 19.4%, L: 80.6%

0Al: H: 28.5%, L: 71.5%
1Al: H: 23.7%, L: 76.3%
2Al: H: 20.8%, L: 79.2%

e Male: H: 52.4%, L: 47.6%

e Majority: H: 49.9%, L: 50.1%
e Minority: H: 50.7%, L: 49.3%

e 18-34: H: 53.6%, L: 46.4%
® 35-55:49.6%, L: 50.4%
e 56+ H:48.1%, L: 48.1%

e HSorless: H: 44.8%, L: 55.2%

® Associate or some college: H:
47.5%, L: 52.5%

e BA+: H:58.0%, L: 42.0%

e Low: H:47.9%, L: 52.1%
e Middle: H: 49.1%, L: 50.9%
e High: H: 58.4%, L: 41.6%

e Employed: H: 51.0%, L: 49.0%

e Unemployed: H: 50.8%, L:
49.2%

¢ Not working: H: 48.9%, L:
51.1%

e Retired: H: 46.4%, L: 50.6%

e Liberal: H: 60.6%, L: 39.4%
e Conservative: H: 41.9%, L:
58.1%

e High: H: 67.4%, L: 32.4%
e Low: H:59.6%, L:59.6%

e Yes: H:52.2%, L: 47.8%
e No: H: 50.3%, L: 49.7%

e Yes: H: 46.6%, L: 53.4%
e No: H: 50.8%, L: 49.2%

e High: H: 52.7%, L: 47.3%
e |Low: H:44.3%, L: 55.7%

e High: H: 53.0%, L: 47.0%
e Low: H:44.7%, L: 55.3%

e OAl: H: 49.2%, L: 50.8%
e 1Al: H: 51.8%, L: 48.2%
e 2Al: H:48.3%, L: 51.7%

NOTE: H = high confidence; L = low confidence; BA+ = Bachelor’s degree or more; HS = high school diploma.
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