m Research Report

MICHAEL J. D. VERMEER

Historical Analogues
That Can Inform
Al Governance

What is Al like? @



https://www.rand.org/pubs/research_reports/RRA3408-1.html
https://www.rand.org/

For more information on this publication, visit www.rand.org/t/RRA3408-1.

About RAND

RAND is a research organization that develops solutions to public policy challenges to help
make communities throughout the world safer and more secure, healthier and more prosperous.
RAND is nonprofit, nonpartisan, and committed to the public interest. To learn more about
RAND, visit www.rand.org.

Research Integrity

Our mission to help improve policy and decisionmaking through research and analysis is
enabled through our core values of quality and objectivity and our unwavering commitment
to the highest level of integrity and ethical behavior. To help ensure our research and analysis
are rigorous, objective, and nonpartisan, we subject our research publications to a robust and
exacting quality-assurance process; avoid both the appearance and reality of financial and
other conflicts of interest through staff training, project screening, and a policy of mandatory
disclosure; and pursue transparency in our research engagements through our commitment to
the open publication of our research findings and recommendations, disclosure of the source
of funding of published research, and policies to ensure intellectual independence. For more
information, visit www.rand.org/about/research-integrity.

RAND’s publications do not necessarily reflect the opinions of its research clients and sponsors.

Published by the RAND Corporation, Santa Monica, Calif.
© 2024 RAND Corporation
RAND?® is a registered trademark.

Library of Congress Cataloging-in-Publication Data is available for this publication.
ISBN: 978-1-9774-1390-1

Cover: Gorodenkoff/Adobe Stock.

Limited Print and Electronic Distribution Rights

This publication and trademark(s) contained herein are protected by law. This representation of
RAND intellectual property is provided for noncommercial use only. Unauthorized posting of
this publication online is prohibited; linking directly to its webpage on rand.org is encouraged.
Permission is required from RAND to reproduce, or reuse in another form, any of its research
products for commercial purposes. For information on reprint and reuse permissions, please
visit www.rand.org/pubs/permissions.


http://www.rand.org/t/RRA3408-1
http://www.rand.org
http://www.rand.org/about/research-integrity
http://www.rand.org/pubs/permissions

About This Report

What is artificial intelligence (AI) like? Answers to this question are
already being used to justify proposed governance models for emerging
Al capabilities. This report examines four historical examples of technol-
ogy governance—nuclear technology, the Internet, encryption products,
and genetic engineering—to assess similarities and differences with AT and
identify lessons that they might have for AI governance. The report dis-
cusses three themes in these examples: the importance of norms in technol-
ogy governance, the different challenges in governing physical versus non-
physical assets, and the value of public-private partnerships. Ultimately, I
show that although none of the historical governance models is a perfect
analogue for Al governance, each one holds important lessons for AI gov-
ernance because of the different ways that AI and associated technologies
might be developed and used. This report should be useful to policymakers,
the Al research and development community, and analysts in the public and
private sectors considering options for AI governance.

This report is the first publication in the RAND What Is AI Like? project
series.

Technology and Security Policy Center

RAND Global and Emerging Risks is a division of RAND that delivers rig-
orous and objective public policy research on the most consequential chal-
lenges to civilization and global security. This work was undertaken by
the division’s Technology and Security Policy Center, which explores how
high-consequence, dual-use technologies change the global competition
and threat environment, then develops policy and technology options to
advance the security of the United States, its allies and partners, and the
world. For more information, contact tasp@rand.org.
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Summary

The increasing capabilities of artificial intelligence (AI) have raised ques-
tions about how to maximize its benefits while minimizing the risks that
it may pose. Similar questions regarding governance have arisen before
for four technologies that have developed since the end of World War II:
nuclear technology, the Internet, encryption products, and genetic engi-
neering. The histories of governance for these technologies illustrate three
themes: the need for consensus on norms for the technology, important dif-
ferences between governance of physical and nonphysical assets, and the
role of public-private partnerships in governance. These technologies vary
in terms of the resources they require to compete in their development,
whether their uses are primarily in the public or private sector, the security
risks they pose, consensus on these risks, their physical assets that can be
controlled, whether they can foster a community of shared interests for gov-
ernance, and whether public or private governance is best suited for mini-
mizing risks and maximizing benefits. The degree to which earlier models
of governance may apply to AI will depend on the future development of
Al AT that poses serious risks of broad harm, requires substantial resources
to acquire and use, and has physical assets that can be monitored and con-
trolled may be suited to a broad international structure for governance simi-
lar to that created for nuclear technology. AI that poses minimal risks may
be suited to a governance model, like that created for the Internet. AI that is
accessible but may pose great risks might be suited to a governance model
similar to that used for genetic engineering, but stakeholders should be cau-
tious about applying governance models similar to that used for encryption.
Policymakers should monitor AI developments to apply the historical les-
sons they can while pursuing shared norms in governance and being atten-
tive to changes in technology and context.
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CHAPTER 1

The Urgency of Governance for
Artificial Intelligence

Artificial intelligence (AI) has long captured popular imagination. Intel-
ligent robots have been the subject of science fiction since at least the early
1900s and were popularized in the 1940s and 1950s through series, such as
Isaac Asimov’s I, Robot (Asimov, 1950). AT emerged as a serious, significant
field of research in the 1950s through pioneering work by Alan Turing and
the RAND Corporation, among others (Turing, 1950; Newell and Simon,
1956; Klahr and Waterman, 1986). Interest in and promotion of AI’s capa-
bilities have waxed and waned over time as researchers, developers, and
policymakers have taken new approaches to AI. However, the recent devel-
opment of generative Al systems and large language models (LLMs), such
as ChatGPT, has marked a notable step change in AI advancement, com-
mercialization, and policymaking interest.

New Al capabilities have brought a renewed interest in both the per-
ceived benefits and risks of AL. Alis said to have enormous potential benefits
for society and human well-being, given its “potential to help solve urgent
challenges while making our world more prosperous, productive, innova-
tive, and secure” (Executive Order 14110, 2023). Recent developments have
also brought a renewed focus on risks associated with AI, ranging from the
immediate and specific to the futuristic and speculative. Some researchers
have warned of the negative effects that AI may have on society, including a
loss of jobs because of increasing automation, the embedding of bias in sig-
nificant decisionmaking, and a loss of social cohesion caused by amplified
disinformation and social media manipulation (Ntoutsi et al., 2020; Bender
et al., 2021; Marcellino et al., 2023; Posada, Newlands, and Miceli, 2023).
Others have noted that Al technology is critical to national economic com-
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petitiveness and military advantage and that falling behind in AI develop-
ment could pose risks to national security (Morgan et al., 2020; Manyika
and Spence, 2023; Bertuca, 2023; Executive Order 14110, 2023). At the same
time, others have documented the risks that AI in general—and generative
AT and LLMs in particular—poses to human life and well-being, including
in relation to biological or nuclear weapons or even as an existential risk to
humanity (Mouton, Lucas, and Guest, 2023; Geist, 2023; Bengio et al., 2023;
Center for Al Safety, undated).

Such concerns have led to greater interest in the regulation and gover-
nance of Al. An expansive 2023 executive order articulated principles and
priorities for the development and use of Al systems and assigned many
different stakeholders in the executive branch to tasks related to Al safety
and risk management (Executive Order 14110, 2023). The U.S. Department
of Commerce has also sought to maintain U.S. advantage in Al by using
export controls on the hardware needed to develop and train frontier AI
models (Bureau of Industry and Security, 2023; Swanson, 2023). Addition-
ally, the United States has sought to form an international consensus on
how AI can be used responsibly, especially for military purposes (Bureau of
Arms Control, Deterrence, and Stability, 2023).

Many stakeholders outside government have proposed solutions for AI
governance, some of which are based on historical analogues. Sam Altman,
chief executive officer of OpenAlI, has suggested the formation of an inter-
national body, such as the International Atomic Energy Agency (IAEA), to
oversee Al development (Gambrell, 2023). Others have called for governance
that would “embrace openness, transparency, and broad access” as the best
way to maximize benefit and minimize risk from AI (Mozilla, 2023). Yet
others have essentially called for a moratorium on certain Al research areas,
paralleling past calls to suspend genetic engineering experiments (Future of
Life Institute, 2023; Future of Life Institute, 2017).

Similar concerns have arisen in governance discussions for new technol-
ogies of the past. In this work, I explore the governance of four of these tech-
nologies: nuclear technology, the Internet, encryption products, and genetic
engineering. These technologies were chosen primarily because influential
actors are already proposing applying elements of their governance models
to AI governance, and it is therefore worth examining the relevant ways in
which they resemble or differ from AI These technologies were also chosen
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because they are notably different from each other in important ways, and
those differences allow for a wider variety of lessons that can be highlighted
and applied to AI governance.

My exploration of these technologies summarizes their history, their rel-
evant similarities to and differences from AI, and how they illustrate the
following three key themes of technology governance:

1. sustained consensus on norms for the technology
2. governance of physical and nonphysical assets
3. public-private partnerships in governance.

First, significant work has documented the importance of shared norms
and like-minded epistemic communities in successful technology gov-
ernance (Kaan et al,, 2021; Maas, 2018; Organisation for Economic Co-
operation and Development [OECD], 2018, pp. 221-235). The formation of a
consensus on the norms that should guide a technology’s development and
use is a key theme in each of the selected examples.

Second, there are different challenges associated with the governance of
physical and nonphysical assets, but the challenges to governing nonphysi-
cal assets are far greater. This is not to say that governance of nonphysical
assets is unimportant: Government classification of information and intel-
lectual property protections (e.g., for business methods) are examples of
critical governance tools for nonphysical assets (United States Patent and
Trademark Office, undated). The tools and processes that are used to govern
nonphysical assets are often necessary but not sufficient, and controls and
monitoring regimes focused on physical assets tend to be the primary focus
of effective governance models.

Third, public-private interactions are essential to most technology gov-
ernance. These interactions can take many different forms depending on
the nature of the technology and the focus of governance, but they are ulti-
mately unavoidable for the most-impactful technologies. Technology gov-
ernance frameworks are more likely to succeed when they anticipate this
reality and proactively work to create the conditions for positive public-
private interactions.

Finally, the technologies I examine in this report, including AI, are more
accurately described as categories or groups of related devices, systems,
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and technical knowledge. In this report, I use technologies to refer to this
broader context rather than treating any of these technology examples as
monolithic. With respect to Al, the scope of this report will be limited to the
group of Al technologies known as generative AI!

I turn next to relevant historical lessons from previous technologies.
After reviewing these, I will conclude with lessons for AI governance.

! See Epstein, Hertzmann, and the Investigators of Human Creativity, 2023, for a more
thorough discussion of generative Al and the use cases it enables.



CHAPTER 2

Historical Analogues for Al
Governance

Since the end of World War II, a variety of technologies have required new
approaches to technology governance. The novel governance approaches
that were developed and applied to the four technologies examined
here—nuclear technology, the Internet, encryption products, and genetic
engineering—offer different lessons for AI governance.

This chapter explores those lessons. It does not give exhaustive histories
of governance efforts for each technology; rather, it highlights details that
can illustrate common themes and lessons for AI governance. Figure 2.1
illustrates the timeline I consider for each technology example. In some
cases, I highlight instances in which governance failed. I define governance
failure as an outcome that is broadly considered to be adverse and that
results from a breach of the existing controls or governance mechanisms.

Nuclear Technology

Historical Synopsis

Following the development and first use of nuclear weapons by the United
States, some policymakers believed that the United States would be able to
maintain a monopoly on these weapons indefinitely—or at least for the fore-
seeable future. However, this belief was disproved when the Soviet Union
tested its first nuclear weapon in 1949. By the 1960s, U.S. policymakers
were pessimistically predicting that the utility of nuclear weapons would
lead to their rapid global dissemination (Maas, 2018, p. 349), with President
John F. Kennedy going so far as to predict that, by the 1970s, “15 or 20 or 25
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FIGURE 2.1
Overview of Timelines for Example Technologies
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NOTE: The yellow bar indicates the timeline for nuclear technology, the blue bar the timeline for the
Internet, the red bar the timeline for encryption products, and the green bar the timeline for genetic
engineering.

nations may have these weapons” (Allison, 2010, p. 74). Concerns over such
proliferation led to several attempts at governance of nuclear technology
through nonproliferation efforts. (For a timeline illustrating events relevant
to nuclear governance, see Figure 2.2.)

Nonproliferation efforts have included a wide variety of activities and
strategies that have had varying degrees of success. Although the 1968
nuclear nonproliferation treaty was arguably the eventual cornerstone of
nonproliferation efforts (Treaty on the Non-Proliferation of Nuclear Weap-
ons, 1968), other attempts to govern nuclear weapons have included the fol-
lowing (Siracusa and Warren, 2018, pp. 4-5):

o the creation of the IAEA (established in 1957) and the related Atoms
for Peace initiative (established in 1953), which sought to create a
supranational organization that could possess nuclear materials and
disseminate materials and knowledge for peaceful use of nuclear tech-
nology

« nuclear weapon-free zones (to limit the locations of such weapons)
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FIGURE 2.2
Nuclear Technology Timeline
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o international treaties banning nuclear weapons testing (including the
1963 Limited Test Ban Treaty and the 1996 Comprehensive Nuclear-
Test-Ban Treaty [signed, but not enforced])

« efforts to monitor and restrain the transfer of fissile materials (includ-
ing the London Nuclear Suppliers Group [established in 1974] and the
Cooperative Nuclear Threat Reduction program [established in 1991])

o efforts to restrict traffic in nuclear weapons delivery systems (includ-
ing the 1987 Missile Technology Control Regime).

Outcomes

Nonproliferation efforts had mixed success in reducing the risk of nuclear
war or eliminating stockpiles of nuclear weapons. The risk of nuclear con-
flict remains, and nations with established nuclear weapons programs con-
tinue to modernize their stockpiles and threaten the use of these weapons.
Russia warns of the use of “tactical” nuclear weapons in its ongoing assault
on Ukraine. Newer nuclear powers, such as North Korea, continually pursue
nuclear strike capabilities to pose a greater risk to their adversaries.

There have also been some unequivocal successes in governance of
nuclear technology. First, nuclear weapons have not been used in warfare
since the end of World War II—nearly eight decades ago. Second, although
dozens of nations have the capability to create nuclear weapons or to acquire
them, only ten states have done so. Moreover, one of these nations, South
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Africa, voluntarily dismantled its nuclear arsenal (Maas, 2018, p. 349). The
fears that U.S. policymakers had in the 1960s of the rapid proliferation of
nuclear weapons have not been realized.

Third, nations were able to disseminate the technology and capability
to peacefully use nuclear power while avoiding nuclear war and slowing
the proliferation of nuclear weapons technology. Although the Atoms for
Peace initiative likely accelerated proliferation, it also “produced many of
the most important elements of today’s nuclear nonproliferation regime”
(Lavoy, 2003).

The Internet

Historical Synopsis

The term Internet was defined in 1995 as a global information system that
was linked using the Internet Protocol, supported communications using
Transmission Control Protocol/Internet Protocol (TCP/IP), and provided
high-level services layered on related communications infrastructure (Fed-
eral Networking Council, 1995; Leiner et al., 2009). Although use of the
Internet has become common in the past three decades, development and
governance efforts for it stretch back more than seven decades. (For a time-
line illustrating events relevant to Internet governance, see Figure 2.3.)

The core idea behind the Internet’s development was to create an
open networking architecture that allowed separate networks of arbitrary
designs to communicate interoperably (Leiner et al., 2009). The initial ideas
that became TCP/IP arose independently between 1961 and 1967 among

FIGURE 2.3
Internet Timeline

Initial development NSFNET
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researchers at the Massachusetts Institute of Technology, the RAND Corpo-
ration, and the National Physics Laboratory in the United Kingdom (Baran,
1964; Kleinrock, 1962). Initial research and development (R&D) contracts
were funded through the U.S. Department of Defense (DoD) Advanced
Research Projects Agency, and the U.S. government funded testbeds and
initial implementations through the 1970s (Leiner et al., 2009, p. 23). The
1974 publication of the details for TCP/IP is arguably the event that marked
the genesis of the Internet (Cerf and Kahn, 1974).

The Internet developed through a culture of experimentation, col-
laboration, and innovation with roots in the academic tradition of openly
sharing ideas and results. This has included the practice of using Requests
for Comment (RFCs), which provide an open, informal way to distribute
and share ideas and continue to be a primary way the Internet is governed
(Leiner et al., 2009, p. 28). From the start, the openness of the RFC process
stood in marked contrast to the more-closed and more-formal processes
that are commonplace at long-standing organizations, such as the Interna-
tional Telecommunication Union. What would later become the Internet
grew through multiple public and private TCP/IP networks (among others)
hosted by the U.S. Department of Energy, the National Aeronautics and
Space Administration, and the academic computer science community
funded by the National Science Foundation (NSF).

The backbone network managed by NSF, dubbed NSFNet, had a key role
in the evolution of Internet technology through the 1980s. At the time, federal
agencies shared the cost of common infrastructure and exchange points for
the disparate networks. This involved the formation of councils that coop-
erated internationally to coordinate Internet support of research worldwide.
NSF directed its regional networks to seek the participation of commercial,
nonacademic customers to exploit economies of scale and lower costs. NSF
also made policy decisions that intentionally stimulated the emergence and
growth of privately developed, owned, and operated long-haul networks. A
1994 National Research Council (NRC) report gave a blueprint for the evo-
lution of the Internet, including discussion of anticipated issues with com-
mercial intellectual property, ethics, pricing, education, architecture, and
regulation (NRC, 1994). NSFNet was subsequently defunded in 1995 and
its infrastructure privatized (Leiner et al., 2009, pp. 27-28). Since then, the
technologies of the Internet have evolved through the open, collaborative
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work of such organizations as the Internet Engineering Task Force (IETEF),
the Internet Research Task Force, and the World Wide Web Consortium,
among other private entities. The Internet’s operation has evolved through
the evolution of Internet service providers, whose consolidation, along with
other choices, has led some people to argue that the Internet has changed in
character from its earlier, competitive roots.

Outcomes

The development and governance of the early Internet might represent a
best-case scenario for what a private sector-led, public-private partner-
ship in technology governance could look like. For the development of the
Internet, the government acted as a funder-facilitator, and the private sector
was given a free hand to innovate, experiment, and define the technology
(OECD, 2018, p. 228; NRC, 1999). The U.S. government was both an under-
writer of initial R&D and a key initial customer for what would otherwise
have been high-risk initial implementations. Government actors were also
largely hands-off in the decisions about how development should happen
and how progress would be disseminated, and they posed no barriers to
collaboration and innovation. Despite having a significant vested interest
in the success of the technology for the United States, the U.S. government
intentionally shifted control and governance of the standards and technol-
ogy development to private organizations.

This success story came with trade-offs that can be at least partially
attributed to private-sector design and governance of the Internet. The U.S.
government has long advocated internationally for a free and open Internet
(with mixed reception), and that position has been associated with a repu-
tation for technological agility and innovation (U.S. Department of State,
undated). However, private sector-led governance does occasionally limit
the ability of governments to protect their own interests. The United States
is no exception; as just one example among many, the IETF once denied a
U.S. government request to modify protocols to facilitate lawful U.S. gov-
ernment access to communications, saying the request would “harm net-
work security, result in more illegal activities, diminish users’ privacy, stifle
innovation, and impose significant costs on developers of communications”
(Huston, 2019, p. 2). The government did find the means to exert some con-

10
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trol and governance over the Internet by focusing on the physical assets that
mediated it but, notably, intentionally did not try to exert more-direct con-
trol over the nonphysical assets (Goldsmith, 1998).

In many ways, the development of the Internet demonstrates the Colling-
ridge Dilemma (Collingridge, 1980; OECD, 2018, pp. 223-224). When tech-
nology is new and it is relatively easy to change the design, it is hard to see the
impacts or the risks that should guide design decisions. When technology
is more mature, and broader impacts and risks are clearer, it is more costly
and difficult to significantly change it. For example, designing the Domain
Name System (DNS) differently from the start might have made Internet
censorship by authoritarian governments less tractable (Rashid, 2019; Jin
et al,, 2021; Internet Society Deployment360 Programme, undated). I will
therefore not assert that it would have been better or worse for governments
to have maintained stronger levers of control over Internet governance. I
will only suggest that decisionmakers with different perspectives might
have anticipated and forestalled some risks differently, which might have
led to a different set of trade-offs.

Encryption Products

Historical Synopsis

Although governance efforts for nuclear technology and the Internet were
mostly successful, the history of U.S. governance of encryption products
is more of a cautionary tale. Prior to the 1970s, the development and use
of encryption products were the sole purview of the government with no
meaningful commercial use case. DoD made and used encryption products,
and no one else had much use for them. Roughly 50 years ago, three distinct
developments changed this. First, DoD saw an increasing need to develop its
cryptography to address fears of Soviet spying on internal U.S. communi-
cations. Second, computing and communication technology were advanc-
ing, and with these advances came a commercial use case for cryptography
for information security. Third, academics funded by NSF invented public
key cryptography, which provided the means to use strong cryptography in
many developing applications (Johnson, 1998, pp. 144, 155, 233). (For a time-
line illustrating events relevant to encryption governance, see Figure 2.4.)

1
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FIGURE 2.4
Encryption Products Timeline
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NOTE: CRISIS = Cryptography’s Role in Securing the Information Society.

Individuals in the National Security Agency (NSA) were dismayed at
the possibility that cryptography use would spread internationally and
hinder their ability to collect signals intelligence. They tried—and failed—
to get NSF to stop funding research into cryptography. They then tried to
limit the spread of public key cryptography using the International Traffic
in Arms Regulations (ITAR). In one notable event that found its way into
the press, NSA notified the secretary of the Institute of Electrical and Elec-
tronics Engineers (IEEE) that a symposium on cryptography would violate
ITAR. NSA was portrayed as harassing scientists and impeding research,
and Congress reacted with hearings on the issue. NSA then tried a novel
approach for the agency: talking about the issue publicly. In 1979, it part-
nered with NSF and the American Council on Education to engage with
academia on stakeholder concerns. This led to a consensus on the legitimate
need for national security review of cryptography research, on limits to such
review, and ultimately on the norms that would drive decisions (Johnson,
1998, pp. 234-239).

Over the next two decades, encryption products were classified as a
munition, and products that facilitated strong encryption were subject
to national security review and export restrictions. Products that used
encryption above a certain strength or that did not have an exemption for
key escrow—that is, reserving a decryption key for authorized requests—

12
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did not pass review and could not be sold internationally (Congressional
Research Service, 2001, p. 4). During this same period, commercial use cases
for encryption products also grew enormously as banking and finance,
e-commerce, health care, and other sectors began to require secure interac-
tions over the Internet, and web traffic began to use a secure version of the
Hypertext Transfer Protocol (HTTP). The little consensus that once existed
on these issues largely evaporated, partially because of the lack of sustained
public-private engagement and the perceived exclusion of the private sector
from decisionmaking (NRC, 1996, pp. 301, 336). Cryptography became
increasingly important in U.S. life, and restrictions on it were harming the
dominance and competitiveness of the U.S. information technology indus-
try. The interests of U.S. businesses and individuals increasingly became
pitted against the stated interests of the U.S. government in cryptography
(Congressional Research Service, 2001; NRC, 1996, p. 297).

In 1996, the publication by the National Academies of Cryptography’s
Role in Securing the Information Society, also known as the CRISIS report,
marked the beginning of the end of this system of governance for encryp-
tion products. The report concluded that “the advantages of more wide-
spread use of cryptography outweigh the disadvantages” and that U.S.
policy was inadequate for society’s needs (NRC, 1996, p. 300). Legislation
and First Amendment court cases diminished the government’s ability to
enforce the export controls, and export restrictions on encryption products
were largely dismantled within a few years (Congressional Research Ser-
vice, 2001).

Unfortunately, conflict between public and private interests in encryp-
tion products did not end with the dismantling of export controls. The U.S.
government continued to try to protect national security interests by other
means, often in a manner that fostered public antipathy and mistrust. These
attempts include examples that are now public knowledge, such as attempts
to insert backdoors in cryptography standards (Kostyuk and Landau, 2022),
the creation of systems for key escrow (Levy, 1994; Riebe et al., 2022), and
conflicts over the expanding deployment of end-to-end encryption (Comey,
2014; Granick and Gillmor, 2023).

13
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Outcomes

The national security community initially had success in governing encryp-
tion products because it worked to gain the consensus of academia and the
private sector on the legitimate national security interests at stake. That con-
sensus waned as the priorities and norms of the private and public sectors
in development and governance diverged, a divergence that continues at the
time of writing. This conflict led to a course of action that was detrimental
to all parties and that did not achieve many desired ends. The outcomes
of encryption product governance are summarized in the following points:

 Global dissemination of strong encryption was very likely limited,
but motivated users (those the national security community may have
been most concerned about) were still able to acquire it. This provides
a clear example of the challenge with governing nonphysical assets
(NRC, 1996, pp. 128-130).

o There is some evidence that the policy led to significant economic
harm to the U.S. software industry because U.S. companies lost market
share to firms from other countries that did not have the same restric-
tions (NRC, 1996, pp. 134-138).

o The conflict and efforts to push forward despite lack of consensus
on norms led to significant, ongoing animosity and loss of trust in
government—especially in NSA.

o The policy led to bad security outcomes, some of which the United
States is still dealing with. Export restrictions slowed U.S. domestic use
and availability of encryption products, which weakened cybersecu-
rity (NRC, 1996, p. 137). Restrictions also led to standards being devel-
oped with the option to use weak, “export-grade” cryptography, which
led to significant, lingering cybersecurity vulnerabilities (Cybersecu-
rity & Infrastructure Security Agency, 2015). The practice of enabling
export-grade cryptography was even implicated in vulnerabilities that
were discovered in 2023 in the Terrestrial Trunked Radio Protocol
(TETRA) standard, which is used by international public safety orga-
nizations (Zetter, 2023).
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Genetic Engineering

Historical Synopsis

Moratoria on genetic engineering techniques provide a final historical
example that is relevant to AI governance. Bonham (2022) distinguishes
moratoria (which are temporary) from bans (which are presumed to be per-
manent) and differentiates moratoria by the source of the imposition: leg-
islation, other government policies, or the scientific community (Bonham,
2022, p. 226). Those most applicable to Al research are the voluntary mor-
atoria of the scientific community, beginning with that on recombinant
DNA research and ending with the proposed moratorium on human germ-
line modification.! (For a timeline illustrating events relevant to genetic
engineering governance, see Figure 2.5.)

Scientists in the early 1970s discovered the means to facilitate recombi-
nant DNA technology, which enabled the creation of novel DNA sequences
using segments from different organisms. Although acknowledging the
enormous potential benefits of the technology, at the time, scientists also
expressed concern over the serious risks associated with it, especially the

FIGURE 2.5
Genetic Engineering Timeline

First genetically
edited humans

Asilomar Discovery of
Conference CRISPR-Cas9

I I I I I I I I
T T T T T T T T
1940 1950 1960 1970 1980 1990 2000 2010 2020

' Tintentionally treat recombinant DNA and human germline editing separately from
the related technology of synthetic biology and its applications, such as biological weap-
ons development and human performance enhancement. This is a distinction sup-
ported by the normative international prohibition on biological weapons development
and use.
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potential dissemination of modified microorganisms that could induce
cancer in human hosts. As a result, many leading scientists voluntarily
halted experiments until they better understood the risks (Fredrickson,
1991, p. 266; Berg, 2008). They also asked the National Academy of Sciences
for guidance, and the Academy of Life Sciences established a small commit-
tee of scientists to consider potential risks. This committee recommended
a voluntary, global moratorium on certain recombinant experiments until
hazards were better understood. The committee further recommended that
an international meeting be held to address the issues. Despite some criti-
cism that this moratorium was overcautious or sensational, it was “univer-
sally observed in academic and industrial research centres” (Berg, 2008).

The so-called Asilomar Conference on Recombinant DNA, held in
Pacific Grove, California, in 1975, had the express intent to consider whether
to lift the moratorium and how to proceed safely with such research. “Non-
scientists were also encouraged to join in, and the approximately 140 par-
ticipants included scientists, lawyers, journalists and government officials”
(Berg, 2008). International scientific delegations were present, including
a delegation of five scientists from the Soviet Union (Fredrickson, 1991,
p- 282).2 The conference reached a consensus among the participants that
research should continue, though with specific restrictions. The recommen-
dations were reflected in U.S. guidelines that year on recombinant DNA
research, with elements also found in National Institutes of Health guide-
lines published in the 1990s (Berg, 2008; Bonham, 2022, p. 238).

A similar pattern of governance has emerged for CRISPR-Cas9 technol-
ogy, a more precise, powerful genetic editing tool developed by 2013 (Cong
et al., 2013; Baylis et al., 2020). In addition to improving capabilities to treat
a variety of human diseases, this technique provided the capability to per-
form germline modification—that is, to modify the DNA of human embryos,
resulting in changes that would persist throughout a person’s life and be
passed on to their descendants. Scientists quickly made public entreaties
for a moratorium on human germline modification until a consensus could
be reached on how to do this technique safely and ethically (Lanphier et al.,

2 Fredrickson (1991, p. 282) notes that the Soviet delegation ultimately joined in the
consensus from the group, saying that “a world partitioned politically could neverthe-
less hold an undivided scientific community.”
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2015; Kaiser and Normile, 2015). Nevertheless, in 2018, a Chinese scientist
claimed to have created the first babies with edited genomes from embryos
that had been edited with CRISPR-Cas9 techniques to improve HIV resis-
tance (Cyranoski and Ledford, 2018, p. 607). This action violated Chinese
health and science ministry regulations, and the scientist was later sentenced
to three years in prison for his actions (Cyranoski and Ledford, 2018, p. 608;
Wee, 2019). Scientists again called for a global moratorium on all clinical
uses of human germline editing, during which nations would voluntarily
abstain from approving any clinical use of germline editing (Lander et al.,
2019). This time, however, there was dissent on the value of a moratorium,
with many leading scientists saying that while issues with human germ-
line editing needed to be addressed, calls for a moratorium were unneces-
sary and unhelpful (Macintosh, 2019; Cohen, 2019). Although technical and
safety concerns continued to drive this discourse, ethics now played a sub-
stantial role and contributed to a lack of consensus on governance (National
Academies of Sciences, Engineering, and Medicine, 2019; Macintosh, 2019;
Martin and Turkmendag, 2021; Bonham, 2022, p. 241). Both the National
Academies of Sciences, Engineering, and Medicine and the World Health
Organization (WHO) later published reports on the issues (National Acad-
emy of Medicine, National Academy of Sciences, and the Royal Society,
2020; WHO, 2021). Both declined to strictly recommend a moratorium,?
opting instead to recommend governance mechanisms, including specific
criteria that should be met for clinical trials to move forward.

Outcomes

The Asilomar Conference and the initial moratorium on recombinant DNA
experiments are widely viewed as examples of successful technology gov-
ernance in the face of uncertain risks (Bonham, 2022, p. 236). Initial calls
for moratoria were widely adhered to, with the understanding that such

3 The recommendations from the National Academies might reasonably be inter-
preted as advocating for a moratorium because they assert that “further research and
review would be necessary” to fulfill the criteria for establishing a pregnancy with an
edited embryo, but they later specify criteria that could feasibly be met if a country
decides to permit uses of heritable human genome editing (National Academy of Medi-
cine, National Academy of Sciences, and the Royal Society, 2020, p. 3).
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pauses were temporary while international consensus could be gained for
proper guidelines and risk management. With the help of and coordina-
tion by such bodies as the National Academies, with the participation of the
international scientific community, and in the presence of the public (via
the invited media), the scientific community designed the guidelines that
allowed its research to proceed safely. Research resumed after the morato-
rium, with consensus-driven norms and rules allowing pursuit of the antici-
pated benefits while mitigating identified risks.

In contrast, the creation of the first genetically edited humans, which
contravened existing policies and guidelines and earlier public warn-
ings regarding the use of CRISPR-Cas9, marked a failure in governance—
especially given that this occurred with the knowledge of other research-
ers, who did not stop it (Lander et al., 2019). The global policy landscape
governing human genome editing is significantly fractured, despite efforts
by the WHO and national bodies (e.g., the National Health Commission in
China and the National Academies and National Institutes of Health in the
United States) to update regulations and guidance (National Academies of
Sciences, Engineering, and Medicine, 2019; Macintosh, 2019, p. 274; Baylis
et al., 2020). It remains to be seen whether future global governance efforts
in this area will succeed.
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CHAPTER 3

| essons for Al Governance

The lessons that other instances of technology governance can offer for AI
governance will depend on the similarities between future AI uses and their
governance with those of earlier technologies. To be sure, nuclear technol-
ogy, the Internet, encryption products, and genetic engineering all differ in
substantial ways from AI. That said, as I noted previously, even when the
scope is limited just to generative AI, Al is not a monolithic technology.
It has many different implementations and applications, each with distinct
users, resource requirements, development pathways, benefits, and risks.
Although none of the historical governance models I have reviewed might
be wholly suitable for AI, each has characteristics that may help guide gover-
nance of certain categories of Al that have similar characteristics, provided
that AT R&D can effectively be separated in this way.

The most effective approach to governing AI will depend on future
characteristics, such as the resources needed to enter the field, the ability
to effectively control physical or nonphysical assets, the primary uses of Al,
the security risks it poses, and the ability to form a consensus on those risks.
These characteristics are not meant to be an exhaustive list of those that
will influence the effectiveness of AI governance. They are only a subset of
criteria chosen because they are each shared across one or more of the four
historical examples. Table 3.1 describes some of these criteria for nuclear
technology, the Internet, encryption products, and genetic engineering.

Next, I explore how these characteristics are displayed across each of the
four technology examples, how the technologies resemble or differ from Al,
and what this context implies about their relevance to AI governance.
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TABLE 3.1
Technology Characteristics Most Relevant to Governance Efforts

Nuclear Encryption Genetic
Technology Internet Products Engineering

Security or safety risks Yes No Yes Yes
Dual use Yes Yes Yes No?*
High barriers to Yes Decreasing No No
compete in their over time

development

Controllable physical Yes Yes No Yes

assets

2 This report characterizes the biotechnology policies at the time of the Asilomar Conference.
Because of changes in threat and threat perception, as well as changes in biotechnology, lessons
from this analogy will necessarily be quite nuanced.

Relevance of Historical Examples to Al
Governance

Among other characteristics, nuclear technology has uniquely high
resources required to compete in their development. Nuclear technologies
pose very high security risks on which all agree and require physical assets
that may be controlled. The Internet may pose the lowest security risks
among these four technologies. Encryption products are unique among the
examples for posing competing security and economic risks, with efforts to
minimize the security risks, for example, leading to greater economic risks,
such as those to U.S. economic performance. Although it is mediated by
physical assets (such as computational hardware), the technology is primar-
ily a combination of “soft” assets (such as technical knowledge, algorithms,
and software) that cannot be easily controlled. Genetic engineering poses
high safety risks, but the consensus on how to address these has been frag-
menting. At the same time, the community of researchers with shared inter-
ests can form a basis for developing future governance norms.
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Nuclear Technology

Nuclear technology shares similarities and differences with AI that shape

governance lessons. The following are some of the similarities:

1.

Both AI and nuclear technology are dual-use technologies. Both
technologies have peaceful use cases and military applications that
are viewed as offering a strategic, asymmetric advantage in conflict
(Maas, 2018, p. 348).

Both technologies have an extremely high threshold for technology
and expertise needed to make them viable (Maas, 2018, p. 348).
Both technologies are viewed by some as posing a global catastrophic
risk or even an existential risk to humanity.

The following are some of the differences (Maas, 2018, p. 354):

1.

The military use cases for nuclear technology have dominated con-
versations on governance. Although military applications of AT have
long been part of the conversation, peaceful, commercial uses have
dominated the conversation and driven development thus far.

The end products of nuclear weapons are physical assets or feasi-
bly trackable events: fissionable materials, nuclear tests, and deliv-
ery systems. The end products of AI development are digital assets:
model weights, code, and user interfaces.

The history of nuclear technology governance also illustrates some of the

overarching themes described above. Consider the norms that drove gov-

ernance for this technology: Core national security interests were at stake,

as were scenarios of societal breakdown and human extinction. To protect

its interests, the United States initially sought to be the sole proprietor of

the relevant expertise and technological infrastructure. U.S. policymakers

believed Americans alone should be—as President Harry S. Truman put it—

“trustees of this new force” (Lavoy, 2003). Hence, the 1946 Atomic Energy

Act placed ownership of all fissionable material and related “processes and

technical information of any kind” with the Atomic Energy Commission

and prohibited the “exchange of information with other nations with respect

to the use of atomic energy for industrial purposes” (Public Law 585, 1946).
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This perspective lingered for years even after it was implausible. Pursuit of a
monopoly or sole ownership over frontier AI development now might prove
to be similarly unrealistic.

Although nuclear technology became subject to multilateral governance,
it remained the norm that states would be the deciders of governance. Gov-
ernance was driven by consensus, particularly that security interests should
drive decisions, even as efforts were made to disseminate the technology
for peaceful applications. There was little opportunity for private parties to
participate in this governance, though policies of individual nations were
influenced by politics and domestic norms (Maas, 2018, pp. 349-351).

Catastrophic risks were more concrete in discussions of the governance
of nuclear technology than they have been for similar discussions regarding
Al (see, for example, Center for Al Safety, undated). Realistic, well-defined
scenarios were described in which hundreds or thousands of nuclear weap-
ons could be used by warring states, leading to their mutual destruction and
a global nuclear winter that threatens human civilization in aggregate. Sce-
narios describing catastrophic risks from AI currently lack the same detail,
rigor, and clear applicability to policymaking that those from nuclear weap-
ons have had. Differences between the risks posed by nuclear technology
and by AI may make it unlikely that the public perception of the two risks
will ever be similar. The human toll from attacks on Hiroshima and Naga-
saki, images of subsequent tests of more-powerful thermonuclear weapons,
and nuclear accidents (such as Chernobyl) cemented a public fear of nuclear
technology that might never be replicated for AI (Maas, 2018, pp. 350-351).

Finally, nonproliferation efforts were ultimately focused on the gover-
nance of physical assets over nonphysical assets, such as scientific knowl-
edge and technical expertise. Efforts to prevent the spread of nuclear weap-
ons expertise to other nations are necessary but imperfect. When protection
of nuclear secrets failed, that failure was irreversible. Moreover, dedicated
R&D could always reach the same outcome, even when theft and espionage
are not involved. Although the United States takes great pains to prevent
the dissemination of restricted data on nuclear weapons, nonproliferation
efforts have focused on physical things that can be monitored and controlled:
fissionable materials, nuclear weapons tests, and weapons delivery systems.
If no analogous physical assets for AI governance are found, it would limit
the applicability of the nuclear technology governance model to Al
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The Internet

The Internet shares at least two similarities with AI:

1. Both technologies can be described as information and communica-
tion technology. Although both are facilitated by physical assets that
might be the subject of regulation and controls, the end products for
both are nonphysical assets.

2. Both technologies were primarily developed for nonmilitary uses,
and governance was not (yet) led by public entities (despite the ini-
tial DoD funding and coordination of the Internet and investment
in Al research).!

There is also one key difference between the Internet and AI: There were
no overt risks to human safety and national security at stake at the incep-
tion of the Internet. Early developers of the Internet were concerned with
broad privacy and information security issues nearly from the start, and
the ostensible purpose of the Internet was robust, assured communication.
However, only much later did safety and security concerns arise, such as
those regarding interaction between cyber-physical systems and critical
infrastructure (Garrison and Ramamoorthy, 1970; Karger and Schell, 2002).
Risks to human safety and the national security of the United States from
Internet use were largely unforeseen at its origins, while, from its inception,
AT has been accompanied by conceptualizations of risks to human safety
and national security.

The centrality and importance of an intentionally formed public-private
partnership should be clear from the discussion above. Beyond that, the
development of the Internet as a product of the norms and culture of the
developers reflects my theme of sustained consensus on norms for the tech-
nology. The Internet was developed by and for a culture of openly shar-
ing information. This was as envisioned by its designers, and their vision

1 Al governance is not yet (at the time of this writing) led by public bodies in the United
States, though the U.S. government has taken some actions, such as the Executive Order
on the Safe, Secure, and Trustworthy Development and Use of Artificial Intelligence
and National Institute of Standards and Technology’s publication of the Artificial Intel-
ligence Risk Management Framework. The European Union has also passed a legal
framework known as the AT Act.
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drove both development efforts and design decisions. The norm of open
collaboration, innovation, and experimentation persists today through the
RFC process (IETF, undated). These norms have been continually reified in
the standards that govern the Internet ecosystem and the bodies that make
those standards, broadly shaping human interactions in the Internet eco-
system. The standards are both an explication of the consensus norms of
the designers and a “point of intervention to incorporate and make explicit
certain ethical and political values into the . . . networks and systems that
they are designing” (OECD, 2018, p. 232).

Some suggest that Al governance should be driven by the same norms—
and perhaps even the same strategies—that drove the governance of the
Internet. Although the Joint Statement on AI Safety and Openness does not
mention the Internet specifically, it asserts that “[t]o mitigate current and
future harms from AI systems, we need to embrace openness, transparency,
and broad access” (Mozilla, 2023). The Joint Statement argues that openness
and transparency are the best way to achieve the objectives of safety, secu-
rity, and accountability. However, those suggesting such governance would
likely need to clarify how it could solve the substantial risks that drive other
discussions of AI governance. Without such consideration, consensus may
not be achievable for some areas of Al development. The norms that have
shaped Internet governance may also be unsuitable for AT development by
competitors and adversaries who do not share these norms. Indeed, inter-
national competition (e.g., an Al “race”) might be the greatest driver of risk
from AI development. Proponents of an Internet model of governance for
AT would need to clarify how it would address such risk.

Encryption Products

Technologies facilitating encryption share at least the following two simi-
larities with AI:

1. In both cases, the end product is a nonphysical asset, though both
technologies are significantly mediated by computational hardware.

2. Both technologies are dual use, with commercial and military appli-
cations, and the U.S. government has legitimate national security
concerns for both technologies.
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The two technologies also have the following notable differences:

1. Development of encryption products began with the public sector
for national security uses; only later did commercial use cases
become apparent.

2. National security risks of encryption product dissemination are
likely smaller in scale than those being considered for Al

Given these similarities and differences, the governance of encryption
products can illustrate two themes that are applicable to AI governance.

First, forging a consensus on the norms that dictate governance for a
technology is critical to the success of that governance. The initial success
of encryption governance can be meaningfully attributed to efforts to build
consensus on norms among disparate stakeholders. That consensus did not
hold over time, and its failure led to a failure of governance as well.

Second, the government found that it was very difficult to govern the
nonphysical assets associated with encryption products. Export controls
were ultimately ineffective at preventing the dissemination of knowledge
regarding cryptographic algorithms and the software that facilitated their
use. The government also found that free-speech protections in the United
States meant that the legal basis for controls on the distribution of informa-
tion was questionable. The government tried and failed to restrict the spread
of open-source cryptography, such as OpenPGP (Diffie and Landau, 2007).
Governments might face analogous challenges in governing open-source Al
models, even if they create notable security risks.

The history of encryption governance provides a cautionary tale for the
governance of Al Policymakers should be wary of any governance mecha-
nism that substantially depends on controlling the distribution of nonphysi-
cal assets, such as software or model weights. More importantly, policymak-
ers should also beware governance strategies that create policy dilemmas
in which the pursuits of national security and economic security are pitted
against each other. Rather, as the example of cryptography governance
shows, U.S. economic strength and competitiveness should be viewed as
part of national security. Hence, Al governance strategies must find ways to
avoid conflict between security and economic interests and achieve consen-
sus on norms with private-sector stakeholders.
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Genetic Engineering

Genetic engineering and Al share the following three similarities:

1. For both technologies, private-sector actors lead development but
look to national and international bodies for help to create guiding
principles.

2. Researchers and technology developers themselves are often the
ones pointing out the risks of these technologies, including those
related to safety, ethics, and international competition.

3. The commercial environments for human germline editing and AI
share several characteristics, including substantial R&D funding,
the anticipation of enormous benefits, and international participa-
tion and interest in research.

Genetic engineering and AT also have the following notable differences:

1. Unlike AI, recombinant DNA technology and human germline
editing are not dual-use technologies.

2. Genetic engineering nearly always involves management of physi-
cal entities, such as cell cultures or human subjects. Work involv-
ing these physical entities (particularly clinical trials on human sub-
jects) has strict laws and regulations in place that effectively guide,
monitor, and control the work.

3. There was broad consensus among genetic engineering researchers
regarding the technology’s meaningful risks (even when there was
disagreement on how to address them). Similar consensus does not
exist for Al

In this example, both proposed moratoria were calls based on appeals
to norms and values shared by communities of stakeholders. The shared
norms and consensus on the risks among the relatively small community
of recombinant DNA researchers facilitated the success of the first morato-
rium. Importantly, the dialogue related to recombinant DNA had a narrow
scope and was focused on technical issues and potential safety risks, which
were tractable issues on which to build consensus. In contrast, the dialogues
related to human germline editing were more complex, often involving sig-

26



Lessons for Al Governance

nificant ethical issues and many more stakeholders. Bonham (2022, p. 241)
noted that “ethics can and may need to be the driving force behind a mor-
atorium, but oftentimes questions about safety, technical feasibility, and
physical risks rise to the fore and become a dispositive way to side-step more
complex and, sometimes, seemingly intractable problems.” The intracta-
bility of finding consensus on ethical issues has also led to the failure of
international governance for the related technology of reproductive cloning
of human beings (Arsanjani, 2006). Moreover, the group of relevant stake-
holders was larger in human germline editing research, commercial inter-
ests were more significant, and human well-being was more at risk than in
decades prior (Daley, Lovell-Badge, and Steffann, 2019).

This case also highlights the potential value of public-private partner-
ships in technology governance. Trusted national and international bodies
were critical to the formation of effective governance. Researchers sounded
the alarm and appealed to the broader scientific community, but they
depended on the ability of organizations to coordinate a response to these
issues. These bodies helped synthesize and clarify the views of researchers—
who voluntarily participated in this process—rather than acting as inde-
pendent authorities who dictated results. The guidelines and principles that
such bodies as the National Academies and the WHO specified reflected
existing norms among researchers.

The history of genetic engineering governance suggests that a morato-
rium on Al development and research, in the absence of consensus regard-
ing the risks that must be addressed, is unlikely to succeed. Indeed, one such
moratorium has already been proposed, and it was promptly ignored—even
by many of its authors and signatories (Future of Life Institute, 2023; Heath,
2023). Should a serious risk and consensus on addressing it develop (e.g.,
if an incident occurred that made the public starkly aware of catastrophic
risks from AI), the outcome might be different. Even then, however, the util-
ity and success of such a pause may depend on the presence of trusted orga-
nizations that can gain consensus among stakeholders about shared norms
and reify those norms in guidelines and policies that address risk.
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Applying Lessons to Al Governance

What are the elements of Al that are likely to shape its future governance
needs? I consider the following three scenarios here:

1. Alposes serious risks of broad harm to human beings, requires sub-
stantial resources to acquire and use, and involves physical assets
that can be monitored and controlled.

2. Al development poses minimal risks.

3. Al has few barriers to compete in their development but poses sub-
stantial risks to governments and human well-being.

Scenario 1

If AT technology requires substantial resources to acquire and use, is dual
use, poses broad risks of harm, and involves physical assets that can be
monitored or controlled, then elements of nuclear technology governance
may be useful for AI governance.? The dual-use nature of Al matters a great
deal in this scenario. This can perhaps be more clearly described by stating
that the government has a very significant interest in the applications of the
technology that affect military advantage and human safety, especially in
comparison with interest in the economic benefits of commercial applica-
tions. Consensus on the imperative to avoid certain safety risks might be the
most important motivation that might bring all stakeholders—even com-
petitors and adversaries—to devise shared governance mechanisms (Maas,
2018, p. 350). Yet it is unclear whether there will be consensus that AT risks
reach very high levels. Specialists on Al risks have considered the possibil-
ity of catastrophic or existential risks from the loss of control over Al or the
nexus of AI with existing technologies, such as nuclear technology or syn-
thetic biology, which have known catastrophic risks. If these risks are to be
the primary focus of consensus-building on norms for AI governance, they
may need to be further clarified. Speculative or ambiguous risks from Al are
unlikely to form the basis of a strong consensus on governance, as they did

2 Tnote that these characteristics could also effectively describe other technologies like
automated vehicles. It might be useful for future work to assess how automated vehicle
governance might be analogous and whether it offers similar lessons for AI governance.
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for nuclear technology. Frontier AT models might match still more charac-
teristics of nuclear technology in terms of their governance, including dual
military and nonmilitary applications. If so, and if all parties agree on the
need to mitigate certain risks, then something like an “IAEA for AI” might
facilitate responsible development and sharing of the benefits from AI. Such
an initiative should be designed to assure other nations that they can reap
the broad benefits from the technology without building their own AI R&D
infrastructure that might increase global risks.

Scenario 2

If AT development poses minimal risks to government interests and espe-
cially human safety, then Internet governance might be a useful analogue for
AT governance. Trade-offs to Al use may still exist in these circumstances,
but they do not concern human safety or national security, and the dual-use
character of AT (if present) is of lesser significance in governance. In these
instances, governments might look for opportunities to fund or facilitate AT
approaches with broad potential benefits but little commercial backing (e.g.,
by funding high-risk, high-reward endeavors or sustaining R&D during a
downturn in commercial investment). Governments might need to protect
the public interest in some cases, such as on issues related to user privacy
or systemic bias in decisionmaking. Ideally, governments would delegate
governance to the private sector, particularly to communities and organi-
zations built around shared norms for development and consensus-based
standards. Such delegation will depend on the ability of the private sector
to form broad communities that can govern through consensus, as the ana-
logues in Internet governance have been able to do.

Scenario 3

The final set of circumstances in which elements of previous governance
models might apply to AI are those in which AI development approaches
have low barriers to compete in their development but carry substantial
risks to government interests or human well-being. Although governments
might be tempted to move aggressively to protect their interests, the his-
tory of encryption product governance provides a note of caution in doing
so. Governments can likely always find some physical asset that will serve
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as a locus of some control, as they did with some of the physical assets that
mediate the Internet (Goldsmith, 1998). However, if dangerous AI models
can eventually be created easily using general-purpose rather than special-
ized computing hardware, effective control of the relevant physical assets
may not be possible. Aggressive controls in such circumstances might be
counterproductive and result in conflict between national security and eco-
nomic security objectives. In such circumstances, governance models more
analogous to those for genetic engineering may be more useful. Governance
might focus on formation or the strengthening of public-private partner-
ships that can mediate governance for certain types of Al development or
uses. In the United States, such organizations as the National Institute of
Standards and Technology, NSF, and the National Academies have the sub-
stantial trust and engagement of the private sector and academia, and they
would likely serve as useful vehicles for building and formalizing the norms
and guidelines for responsible AI development. An international organiza-
tion to support Al governance might also be modeled on the WHO. The
risk in this model is that forming consensus on some Al activities may still
prove to be intractable, especially when ethical or philosophical concerns,
as well as safety concerns, are involved.

Conclusion

So, what is ATlike? Al is like all these examples, and none of them. Although
previous efforts at governance in other areas can offer some helpful lessons
for AI governance, it is important to remember that “half the lessons from
history are wrong, but we don’t know which halt” (Maas, 2018). The current
global environment is substantially different from the one in which nuclear
technology, the Internet, encryption products, and genetic engineering gov-
ernance emerged. We do not know the degree to which those differences
in the environment will affect the success of AI governance based on these
familiar examples. Therefore, the only course of action is to apply the les-
sons we can, intentionally pursue shared norms in the communities respon-
sible for governance, be attentive to changes in technology and context, and
be prepared to adapt.
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Abbreviations

Al
DNS
DoD
IAEA
IEEE
IETF
LLM
NRC
NSA
NSF
OECD
R&D
RFC
TCP/IP
WHO

artificial intelligence

Domain Name System

U.S. Department of Defense

International Atomic Energy Agency

Institute of Electrical and Electronics Engineers
Internet Engineering Task Force

large language model

National Research Council

National Security Agency

National Science Foundation

Organisation for Economic Co-operation and Development
research and development

Request for Comment

Transmission Control Protocol/Internet Protocol
World Health Organization
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he increasing capabilities of artificial

intelligence have raised questions about how

to maximize its benefits while minimizing

the risks that it may pose. Similar questions

regarding governance have arisen for four
technologies in recent decades: nuclear technology, the
Internet, encryption products, and genetic engineering.
The histories of their governance illustrate three themes:
the need for consensus on norms for the technology,
important differences in the governance of physical and
nonphysical assets, and the role of partnerships between
the public and private sectors in governance. These
technologies vary in terms of the resources they require
to compete in their development, whether their uses
are primarily in the public or private sector, the security
risks they pose, consensus on these risks, their physical
assets that can be controlled, whether they can foster
a community of shared interests for governance, and
whether public or private governance is best suited for
minimizing risks and maximizing benefits.

$17.00

ISBN-10 1-9774-1390-0
ISBN-13 978-1-9774-

www.rand.org H“H‘ HHHHHH‘H

RR-A3408-1


http://www.rand.org



