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About This Report

In this report, we examine how the U.S. government and frontier artificial intelligence (AI) model develop-
ers can strengthen the industry’s security practices. We draw on case studies of compliance regimes that
enforce the adoption of security standards in high-risk sectors, such as nuclear, chemical, and health care,
as well as interviews with experts from government, industry, and cybersecurity. Through our analysis, we
identify four foundational elements of regimes that are critical to achieving compliance and promoting secu-
rity: leadership and institutional capacity, security requirements, compliance verification, and enforcement
mechanisms. We also highlight guiding principles, such as proportionality and stakeholder engagement,
that support legitimacy and adoption. Informed by these lessons, we present three illustrative compliance
models for advancing AI security: a government-enforced standards regime for high-risk model develop-
ers, a government-led program authorizing Al developers for federal use, and an industry-led consortium
that certifies compliant firms. We also outline a fourth model that entails self-regulation with enhanced
government-industry collaboration through security standards development, intelligence- and information-
sharing, and technical expertise. With our findings, we aim to provide policymakers and industry leaders
with a variety of practicable governance approaches to strengthen frontier Al security.
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Summary

Growing concerns about the societal risks posed by advanced artificial intelligence (AI) systems have
prompted debate over whether and how the U.S. government should promote stronger security practices
among private-sector developers. Although some companies have made voluntary security commitments,
competitive pressures and inconsistent approaches raise questions about the adequacy of self-regulation. At
the same time, government intervention carries risks: Overly stringent security requirements could limit
innovation, create barriers for small firms, and harm U.S. competitiveness. In this report, we help navigate
these issues and identify a variety of practicable governance approaches for both government and industry to
strengthen frontier Al security.

Approach

Our analysis drew on three research approaches: case studies of U.S. security compliance regimes, expert
interviews, and targeted literature reviews. We examined seven diverse security compliance frameworks
across U.S. industries, such as the nuclear, chemical, and health care industries, to identify lessons and
governance models to inform Al security approaches. We also conducted interviews with government, Al
industry, and cybersecurity experts to understand challenges and opportunities for strengthening security
at frontier AI labs. These insights were complemented by a review of academic, government, and industry
literature.

Findings and Recommendations

The compliance regimes we reviewed—which offer lessons for the AI sector—aim to strengthen security
practices across high-risk industries by enforcing the adoption of common security standards. Oversight
bodies, including both federal agencies and industry consortia, established the regimes based on the belief
that market forces alone were insufficient to drive adequate safeguards. Using carrots and sticks, the regimes
aim to reshape firms’ cost-benefit calculus around security and promote greater organizational investment
in protective measures.

Our review identified four foundational elements of the regimes that are critical to achieving compliance
and promoting security:

o Leadership and institutional capacities are organizational elements that provide authority, resources,
and expertise needed to design and implement the regime.

« Security requirements establish expectations for how entities should protect systems, data, and physi-
cal assets and form the foundation for accountability and oversight.

» Compliance verification includes the processes used to assess whether entities meet established secu-
rity requirements, such as audits and reporting requirements.

+ Enforcement mechanisms are tools to drive compliance, including penalties for noncompliance and
revocation of benefits previously granted to entities.



Governance Approaches to Securing Frontier Al

When one or more of these elements are underdeveloped or implemented poorly, regimes are less effective
at achieving widespread compliance and experience more frequent gaps in security adoption. We addition-
ally identified two principles that guide compliance regime design and implementation: proportionality,
which calibrates requirements to entities’ level of risk and operational capacity, and stakeholder engagement
and transparency. Together, these principles aim to minimize undue burdens, enhance the regime’s per-
ceived legitimacy among affected parties, and improve the likelihood of compliance.

Informed by our analysis of compliance regimes, we identified four distinct governance approaches to
strengthen security practices among developers of advanced AI systems. These approaches span a spec-
trum, offering policymakers and industry stakeholders a variety of choices. Three of these approaches are
illustrative compliance regimes for advanced Al systems that enforce the adoption of common security
requirements (see Table S.1).

TABLE S.1

lllustrative Al Developer Compliance Regimes

Category

Government-Enforced Al Security Al Developer Authorization for

Standards

Federal Use

Industry-Led Al Security
Certification

Brief description

Authorization
and lead entity

Security
requirements

Compliance
verification
(mechanisms)

Compliance
verification
(process steps)

Enforcement
mechanisms

Mandates high-risk
general-purpose Al developers
to adopt security standards

to prevent theft, misuse, or
compromise

New congressional legislation;
a new “Al Safety and Security
Institute” within the U.S.
Department of Commerce

Hybrid (prescriptive,
outcome-based,
risk-informed), informed by
NIST standards (if developed);
includes nation-state threat
actor protection goals

e Audits and in-person
inspections

¢ Incident reporting and
quarterly risk reports

* Independent government
penetration testing

e Whistleblower reporting and
protections

® Model registration and
self-assessment

e Tier assignment by risk

e Security plan submission

e Review, approval, and
inspection

¢ Ongoing audits and reporting

Corrective action plans
Graduated penalties
Operational suspension
Public disclosure of
noncompliance

Authorizes developers for
federal use if they adopt
secure-by-design practices

Office of Management and
Budget policy guidance,
embedded in federal acquisition
regulation; Federal Risk and
Authorization Management
Program-Al extension within
the U.S. General Services
Administration

Hybrid (prescriptive,
risk-informed) standards that
align with authorization tiers
(High, Medium, Low); scaled to
data sensitivity and impact

e Incident reporting
requirements

¢ Regular vulnerability scans

e Periodic security audit by
third-party assessor

e Determine impact level

e Security plan development
and submission

e Undergo third-party assessor

e Obtain authorization

e Monitor and renew

e Corrective action plans
e Suspension or revocation of
authorization

Offers a voluntary but binding
certification program to promote
common security standards
among Al developers

Consensus-based
multistakeholder governance

with committees for standards,
disputes, and compliance;
industry consortium (if developed)

Industry-informed security
controls based on best practices
developed by community; likely
prescriptive with flexible
implementation options

e Incident reporting
requirements

e Regular vulnerability scans

* Periodic security audit by
third-party assessor

® Register model and submit
self-assessment

e Undergo third-party audit

* Review by committee

e Certification listed in public
registry

e Continuous monitoring

e Corrective action plans

e Suspension or decertification

e Public disclosure of
noncompliance

Vi
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A fourth approach entails advancing specific aspects of security through voluntary collaboration
between government and industry rather than developing a compliance regime to impose security stan-
dards on high-risk model developers. This model relies primarily on self-regulation and offers more limited
security benefits compared with a comprehensive standards-based regime, but it could still strengthen pro-
tections in targeted areas. We identify several opportunities for such collaboration, including standards set-
ting, intelligence- and information-sharing, and expanding AI developers’ access to government penetration
testing and personnel vetting programs.

Which Option Is Best?

Although there are multiple viable governance approaches to promote security among frontier Al labs, each
involves trade-offs regarding the level of security achieved, the likelihood of compliance, and the burden
placed on industry (see Table S.2):

+ Government-enforced AI security standards. This option carries the strongest legal authority—it is
established through congressional legislation—and provides regulators with the greatest ability to man-
date and enforce compliance. It also provides the broadest coverage, applying to all developers that meet
the regulatory threshold for high-risk AI systems. Its robust mandate would further enable the regime
to set the highest security bar and offer the greatest potential for establishing and enforcing measures
capable of defending against nation-state threats. However, because this regime applies to all high-risk
model developers, it is likely to impose the most significant costs and burdens on the industry.

Al developer authorization for federal use. This approach relies on federal procurement conditions
for enforcement and would therefore apply only to AI developers who voluntarily choose to do business
with the federal government, potentially limiting its coverage. Because participation is voluntary, the
regime may also be constrained in setting robust security requirements; overly stringent requirements
could deter developer engagement. However, the opt-in nature of this model helps reduce the overall
burden on industry and reduces risk of stifling innovation.

o Industry-led AI security certification. This option offers the weakest incentives for participation
among the compliance regimes because it relies on the voluntary agreement of industry to promote
shared security standards. This would likely reduce its ability to ensure consistent compliance and
result in more lenient security requirements to avoid discouraging widespread adoption. However, its
development by industry could help foster a sense of ownership, potentially resulting in more meaning-
ful adherence than a government-led model. In addition, direct industry involvement helps ensure that
security requirements reflect real-world operational constraints and incorporate technical expertise
that can improve effectiveness.

o Self-regulation and public-private collaboration. Because this option does not establish a formal com-
pliance regime, it relies on market forces to incentivize AI developers to adopt security practices. As
a result, security approaches and standards are likely to be uneven across the industry. However, this
approach imposes no burdens on developers and therefore avoids the risk of stifling innovation.

Selecting the appropriate approach should be guided primarily by the underlying rationale for the
regime, the perceived level of risk posed by AI systems, and the extent to which market incentives are seen
as sufficient to mitigate them. If decisionmakers believe that frontier AI could eventually pose catastrophic
societal harms, government-led compliance regimes and strict security standards may be warranted. Con-
versely, a more measured view of AD’s risks may justify less burdensome frameworks, such as industry-led
initiatives or voluntary public-private partnerships.

vii
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TABLE S.2
Comparing Trade-Offs Among Governance Approaches

Compliance Regime Level of Security Achieved Likelihood of Compliance

Minimizes Industry Burden

Government-enforced  High: sets highest security bar, High: covers all high-risk
Al security standards  with strong regulator authority;  model developers; strong legal

defends against nation-state authority and enforcement
threats drives adoption
Al developer Medium: strict standards for Medium: voluntary, limited to
authorization for high-impact government use; government contractors;
federal use but opt-in design limits coverage federal business primary
incentive
Industry-led Al Medium-low: standards may be Medium-low: voluntary, weak
security certification weaker to encourage adoption;  participation incentives driven
industry involvement could by reputational risk from

incorporate technical expertise  non-certification

Self-regulation Low: advances security only in  Low: voluntary, relies on market
and public-private targeted areas and among firms forces, uneven adoption across
collaboration that engage with government industry

Low: strict mandates and
broad coverage may lead to
steep industry burden and
costs

Medium: tiered obligations
and opt-in participation create
varied burden on firms

High: developers shape and
adapt requirements

High: firms choose practices
freely

viii
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CHAPTER 1

Introduction

Growing concerns about the societal risks posed by advanced artificial intelligence (AI) systems have
prompted a debate over the appropriate role of the U.S. government in promoting stronger security prac-
tices among private-sector frontier model developers.! As the technology rapidly evolves, policymakers must
weigh whether and how to intervene, what policy approaches could most effectively promote the adoption of
robust security practices, and what trade-offs or unintended consequences those approaches might entail. In
this report, we examine these considerations and offer practicable recommendations for both government
and industry to promote security adoption among developers of advanced AI models.

Is Government Involvement Warranted?

One argument against government intervention is that market and reputational incentives already compel
frontier AI developers to protect their intellectual property and mitigate the societal risks posed by their
models. Several leading labs have voluntarily published security frameworks that publicly commit to scal-
ing safeguards in line with the increasing capabilities of their systems. Although these commitments are not
legally binding, they represent a step toward establishing industry norms around security and self-regulation.
Moreover, many of the frontier AI developers possess significant resources and technical expertise, position-
ing them to implement security measures without the need for government assistance.

However, market incentives alone may be insufficient to ensure that AI developers will adequately pro-
tect their systems, particularly against threats posed by highly capable nation-state actors. Given the highly
competitive nature of the industry, in which multiple companies are racing to develop increasingly capable
systems, labs may view security as a costly constraint that slows down development timelines and creates
pressure to cut corners.? Indeed, former employees at frontier Al labs have described a lax approach to safety
and security, driven by a desire to avoid slowing progress toward more powerful systems.? In such a market
environment, Al developers may actually be disincentivized from investing in security if they believe that
their peers are not doing the same. If the adoption of more robust security conflicts with the commercial
incentives, there are no assurances that the labs will adhere to their stated policies.

An additional concern stems from the lack of a consistent approach or shared set of standards among
leading AT labs for securing their systems. Even among labs that have published security frameworks, there

1" For example, earlier this year, Anthropic said that it could not rule out the possibility that the latest version of its Claude
model could aid in the development of biological weapons (Anthropic, “Activating AI Safety Level 3 Protections,” May 22,
2025c¢). Similarly, Google adopted more robust security measures after determining that a version of its Gemini model was
approaching a threshold at which it could assist users in carrying out damaging cyberattacks (Google, Gemini 2.5 Pro Preview
Model Card, updated May 9, 2024).

2 Miles Brundage, “Why Security Comes First,” Miles’s Substack, January 10, 2025; Amanda Askell, Miles Brundage, and Gil-
lian Hadfield, “The Role of Cooperation in Responsible AT Development,” arXiv, arXiv:1907.04534, July 10, 2019.

3 Billy Perrigo, “Employees at Top AI Labs Fear Safety Is an Afterthought, Report Says,” Time, March 11, 2024.
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are notable differences—for example, in how they assess model capabilities, what thresholds they use to
determine when additional security is necessary, and the specific controls they intend to implement.* Other
labs have been less transparent in their security approach or have questioned whether the systems pose risks
necessitating robust security. For example, Meta’s chief Al scientist has downplayed the likelihood of societal
threats from advanced Al systems, calling such concerns “preposterously ridiculous.”™ This divergence in
practice and principles likely results in uneven security adoption across the sector and raises questions about
the sufficiency of voluntary commitments.

Balancing the Need for Security with Industry Concerns and Innovation

Given these challenges, government intervention may help establish a more consistent and rigorous
approach to security across the AI sector and reduce societal risks posed by the systems. There is prec-
edent for such involvement in other critical U.S. industries, such as the nuclear energy, electricity, and health
care industries, in which the federal government mandates security standards to prevent catastrophic secu-
rity failures or to protect sensitive data. A critical consideration for policymakers, therefore, is whether the
risks posed by advanced AT systems warrant similar federal intervention—and, if so, whether the standards
can be implemented in a way that avoids causing more harm than good.

Assessing the future risks of frontier AI, however, is inherently difficult. Unlike other regulated
industries—such as nuclear energy or electric power—there is little precedent demonstrating how security
lapses by the private sector could result in significant societal harm. This uncertainty means that policy
choices may hinge on how risks are perceived. If policymakers believe that frontier AI could one day pose
catastrophic risks—comparable to those in the nuclear industry—then robust government regulation and
strict security standards may be justified. However, if policymakers adopt a more measured view of AI’s
potential dangers, alternative frameworks—such as industry-led approaches or voluntary public-private
partnerships—may be more appropriate.

Another concern is that government intervention could inadvertently stifle innovation or impose unnec-
essary burdens on private firms. For example, overly stringent security standards may favor well-resourced
companies, creating barriers for smaller companies to enter the market, undermining competition in the
sector. Of course, stringent security requirements could also slow innovation even among well-resourced
developers, potentially giving an advantage to foreign competitors, such as those in China, who may not be

4 For example, a review of security frameworks published by Anthropic, Google DeepMind, and Microsoft reveals a variety
of standards informing security adoption, including National Institute of Standards and Technology (NIST) Special Publi-
cation (SP) 800-53, System and Organization Controls (SOC) 2 by the American Institute of Certified Public Accountants,
RAND?’s Securing AI Model Weights report, Deploying AI Systems Securely joint guidance published by the National Security
Agency’s (NSA’s) Artificial Intelligence Security Center, International Organization for Standardization (ISO)/International
Electrotechnical Commission (IEC) 42001, and the Cloud Security Alliance’s Al Safety Initiative (SSR Research and Devel-
opment, “Navigating the Labyrinth: A Comparative Analysis of Leading AI Labs” Approaches to AGI Risk,” April 17, 2025;
NIST, Security and Privacy Controls for Information Systems and Organizations, SP 800-53, Rev. 5, September 2020; American
Institute of Certified Public Accountants and Chartered Institute of Management Accountants, “SOC 2—SOC for Service
Organizations: Trust Services Criteria,” webpage, undated; Sella Nevo, Dan Lahav, Ajay Karpur, Yogev Bar-On, Henry Alex-
ander Bradley, and Jeff Alstott, Securing AI Model Weights: Preventing Theft and Misuse of Frontier Models, RAND Corpora-
tion, RR-A2849-1, 2024; Artificial Intelligence Security Center, National Security Agency, Deploying AI Systems Securely: Best
Practices for Deploying Secure and Resilient AI Systems, PP-24-1538, April 15, 2024; ISO and IEC, Information Technology—
Artificial Intelligence—Management System, ISO/IEC 42001, 2023; Cloud Security Alliance, “AI Safety Initiative,” webpage,
undated).

> Melissa Heikkild, “Meta’s AT Leaders Want You to Know Fears over Al Existential Risk Are Ridiculous,” MIT Technology
Review, June 20, 2023.
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subject to similarly strict standards. Any intervention, therefore, must be designed and implemented care-
fully to avoid causing unintended harm.

How This Report Is Organized

To inform governance approaches that effectively incentivize frontier AT developers to adopt robust security
practices, our analysis examines regimes from other critical industries, identifying strengths, limitations,
and insights relevant to the AI context. After outlining our methodology (Chapter 2)—which includes case
studies of U.S. sector-specific compliance regimes, interviews with relevant stakeholders, and a literature
review—we present lessons drawn from a comparison of the cases (Chapter 3). In particular, we identify four
foundational elements of compliance regimes: leadership and institutional capacity, security requirements,
compliance verification, and enforcement mechanisms. We additionally identify two principles that guide
compliance regime design and implementation: proportionality, which calibrates requirements to entities’
level of risk and operational capacity, and stakeholder engagement and transparency.

We then outline four distinct governance approaches to strengthen security practices among developers
of advanced AI systems. These approaches span a spectrum, offering policymakers and industry stakehold-
ers a variety of choices, depending on their assessment of the risks posed by these systems and the level of
security needed to mitigate potential harms. Each approach is informed by rigorous analysis of security
frameworks used in other critical sectors, as well as interviews with policymakers, AT industry stakeholders,
and security experts.

We detail three illustrative compliance regimes for the Al sector that are positioned within government
or the private sector (Chapter 4):

« government-enforced Al security standards for developers of high-risk models
o agovernment-led AI developer authorization program conditioning federal use on security compliance
o industry-led Al security certification.

For each of these policy approaches, we present an illustrative proposal with detailed design and imple-
mentation considerations, demonstrating how the framework could be applied in practice and aiding an
assessment of its benefits and trade-offs.

As a fourth approach, we overview policy options to advance specific elements of security—rather than
impose a set of standards—through public-private partnerships (Chapter 5). These options include ways that
government-industry collaboration can support standards setting, support intelligence- and information-
sharing, and expand AI developer access to government technical expertise.

These four design approaches do not represent an exhaustive list of all possible options but rather a set
of ideas informed by our analysis. They are intended to stimulate thinking about governance models and
serve as adaptable frameworks that can be tailored to the priorities of policymakers and industry stakehold-
ers, recognizing that different strategies may be more appropriate as risks evolve and market dynamics shift.

We conclude the report with reflections on how decisionmakers might weigh the governance options
(Chapter 6) and present our interview protocols in the appendix.






CHAPTER 2

Methodology

To inform the development of policy options that could promote stronger security practices among frontier
AT developers, we drew on three primary sources: case studies of U.S. sector-specific compliance regimes
designed to safeguard sensitive data and physical assets; interviews with experts from government, the AI
industry, and the cybersecurity community; and targeted literature reviews of academic research, govern-
ment reports, and industry publications related to security compliance frameworks.

Case Studies of U.S. Compliance Regimes

We reviewed seven U.S. compliance frameworks that apply to nongovernment entities in various industries
that are designed to safeguard sensitive data or physical assets (see Table 2.1). These case studies were selected
based on the following criteria:

o Diversity of design and implementation. The cases vary in leadership structure (e.g., government-
led, industry-led, and hybrid), the types of assets protected (physical infrastructure and sensitive data),
whether participation is voluntary or mandatory, and the mechanisms used to define requirements and
promote compliance.

 Relevance to U.S. policymaking. Each regime applies primarily to nongovernment entities operating
in the United States, offering analogues for potential future security frameworks in the AT sector.

For each case, we explored its purpose, origin, and governance structure and the mechanisms used to
incentive compliance. Where possible, we evaluated effectiveness and identified lessons that could be appli-
cable more broadly. These insights directly inform the illustrative compliance approaches developed later in
the report, aimed at strengthening the security of advanced AI systems.

Interviews and Literature Reviews

To identify how the federal government could support frontier Al labs in strengthening the security of their
systems, we conducted 17 interviews with stakeholders from the federal government, AI industry, and cyber-
security community. The interviews were conducted from January through March 2025. Because security
standards in this area are still emerging, we used prior RAND work—specifically, the security levels and con-
trols outlined in the Securing AI Model Weights report—as a reference point to guide discussions on potential
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TABLE 2.1
Overview of Case Studies Selected for Analysis

Overseeing Affected
Compliance Regime Entity Industry Description
Chemical Facility Anti-Terrorism Government Chemical Standards regulating high-risk chemical facilities
Standards (CFATS) to ensure that they implement security measures
to reduce the risk of sabotage, theft, or misuse
North American Electric Reliability Industry and Electricity Standards mandating security controls to protect
Council (NERC) Critical Infrastructure  government the bulk electric system from cyber and physical
Protection (CIP) Standards threats
Atomic Energy Act and Nuclear Government Nuclear Regulations governing the safety and security of
Reactor Regulation nuclear power plants
National Industrial Security Program Government Government Requirements for contractors to safeguard
(NISP) contractors classified information
Defense Federal Acquisition Government Government Cybersecurity requirements for defense
Regulation Supplement (DFARS), contractors contractors to safeguard covered defense
Clause 252.204-7012 information
Federal Risk and Authorization Government Cloud service Standards for the security requirements,
Management Program (FedRAMP) providers assessment, and authorization of cloud service
providers used by federal agencies
Health Insurance Portability and Government Health care Standards for protecting individuals’ health
Accountability Act (HIPAA) information
Payment Card Industry (PCI) Data Industry Financial Requirements to protect payment card
Security Standard (PCI DSS) information

areas for collaboration and government assistance.! The interview protocols focused on key topics aligned
with our research questions (see Appendix A), including

o security controls that are particularly challenging for AI labs to implement (i.e., “pain points”) and
where government assistance could be most beneficial

o areas in which the federal government could provide unique value—such as intelligence-sharing or
technical expertise—to facilitate the adoption of stronger security practices.

Our interviews surfaced several potential areas for government-industry collaboration. Using these
insights, we conducted targeted searches to examine precedents for such cooperation, as well as to assess the
feasibility and value of various options. This included a review of academic literature, gray literature, govern-
ment documents, and security frameworks published by AI developers.

Scope

In this report, we explore how the U.S. government and frontier AI model developers can strengthen secu-
rity practices across the industry. By frontier model developers, we mean developers that are building systems
that match or exceed the capabilities of the most advanced models available at the time of development and
that pose elevated risks if misused, stolen, or compromised. However, our findings and recommendations
may also be relevant to developers of models that fall below the frontier threshold but are expected to pose

I This prior RAND report defines five security levels for protecting frontier AT models and recommends preliminary bench-

mark security systems that roughly achieve the security levels (Nevo et al., 2024).
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increasing risks as their capabilities grow. Our recommendations also apply to models used in government
decisionmaking, which may include a broader spectrum of systems beyond the frontier. For these reasons,
several of the illustrative compliance regimes discussed in this report refer more broadly to advanced AI sys-
tems, a term used to capture this wider scope.

In addition, although our research used RAND?’s prior work outlining security measures to protect model
weights as a starting point, the governance approaches and policy options discussed could help to secure a
broader Al ecosystem, including architectural design, training data, and operational infrastructure. How-
ever, because security standards and best practices in this field are still evolving, the compliance regimes
presented here do not define detailed security controls or specify how each element of the system should be
protected. Rather, we note that such requirements will need to be developed as part of the regime as the field
matures, and we instead focus on governance approaches to strengthen accountability and compliance.

Furthermore, strengthening security practices for capable AI systems can help reduce several types of
risk. Although each notional compliance regime in this report is framed around a specific objective informed
by our case study analysis—such as preventing catastrophic societal risks or ensuring the security of Al sys-
tems used by the government—these are not the only risks that the regimes may address. Rather, they serve as
initial rationales for the design of each approach but would likely help reduce several types of risks presented
by the systems.

Limitations

Each historical compliance regime reviewed in this report was developed with distinct goals and under vary-
ing political conditions. Factors such as the perceived urgency of the risks and the level of public or industry
support shaped their design and character. As a result, some technical or administrative features may reflect
political trade-offs rather than intentional design features. Accordingly, we do not present these regimes as
“best practices” to be replicated but rather as sources of insight for identifying common elements and draw-
ing lessons—good and bad—to inform the development of governance models for frontier Al.

In addition, although we engaged several dozen federal government experts, some were reluctant to par-
ticipate in interviews because of the timing of our outreach, which coincided with the transition to a new
presidential administration and uncertainty about its policy direction. This limited the diversity of perspec-
tives we were able to capture across federal agencies. Additionally, among our total interview sample, we
spoke with relatively few current employees of AI labs.

With respect to our analysis of compliance regimes, our review focused primarily on U.S.-based
approaches. We acknowledge that alternative international models may offer additional insights that were not
fully captured in this study. Furthermore, because of limited publicly available data on the security perfor-
mance of entities covered by these regimes, we were unable to draw firm conclusions about which approaches
yield the most robust security outcomes.






CHAPTER 3

Lessons from Comparison of U.S. Compliance
Regimes

In this chapter, we present findings from a comparative analysis of security compliance regimes to inform
the development of approaches to incentivize security adoption at frontier AIlabs. We examine the rationale
and objectives behind these regimes, their core elements, and principles that guide design and implementa-
tion. Drawing on these insights, we then examine potential implications for the design of compliance regimes
aimed at incentivizing security adoption within the Al industry.

Reshaping Incentives Around Security Adoption

The primary rationale for establishing the sector-specific compliance regimes we reviewed was to influence
organizational behavior around security investments and to promote the adoption of common standards
for protecting critical systems, data, and physical assets across entire industries. Oversight bodies, includ-
ing both federal agencies and industry consortia, established the regimes based on the perception that
market forces were insufficient to incentivize entities to adopt adequate safeguards on their own. There-
fore, the regimes sought to collectively shift industrywide behavior toward greater investment in security.

In several cases, regimes were created in response to recurring security incidents, such as repeated dis-
ruptions to the electric grid or the widespread theft of health records and payment card data.! Such failures
often stemmed from underinvestment in security by firms operating in competitive markets, in which lim-
ited resources and high costs led them to deprioritize these investments.? In other cases, compliance regimes
were implemented as preventive measures to mitigate the risk of security failures that could result from
catastrophic incidents or to safeguard sensitive government data shared with third parties. For example, one
motivation behind the regime to safeguard chemical facilities is the potential risk to the more than 89 million
people in the United States who live or work within two miles of these sites.? By requiring the adoption of
safeguards across an industry preemptively, these regimes sought to incentivize greater investment in secu-
rity to reduce systemic vulnerabilities before they could be exploited.

More specifically, our cases demonstrate three distinct rationales for establishing compliance regimes,
each intended to reshape unique market dynamics within a sector:

1" David Nevius, The History of the North American Electric Reliability Corporation: Helping Owners, Operators, and Users
of the Bulk Power System Assure Reliability and Security for More Than 50 Years, 2nd ed., North American Electric Reliability
Corporation, March 2020.

2 Lawrence A. Gordon, Martin P. Loeb, and Lei Zhou, “Externalities and the Magnitude of Cyber Security Underinvestment
by Private Sector Firms: A Modification of the Gordon-Loeb Model,” Journal of Information Security, Vol. 6, No. 1, January
2015.

3 Cybersecurity and Infrastructure Security Agency (CISA), “Chemical Facility Anti-Terrorism Standards (CFATS),” web-
page, undated-a.
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o Address weak links in interdependent sectors. In sectors characterized by high interdependence
between entities for coordinated actions or information-sharing, “weak links” could compromise the
security of the entire system. For example, the electric grid relies on coordinated electricity-sharing
among utilities during periods of stress or high demand. Underinvestment by a single utility in reli-
ability or security can jeopardize the stability of the grid. After years of disruptions to energy delivery,
the electricity sector implemented sector-wide compliance regimes to ensure that all participants met
minimum reliability and security requirements.* A similar dynamic existed in the payment card eco-
system, in which widespread fraud led to the establishment of industrywide standards, such as the PCI
DSS. In both case, industry consortia acted independent of government to develop a compliance regime
and incentivize adoption of security obligations for sector participants, ensuring that no single actor’s
negligence could undermine the system’s integrity.

« Prevent catastrophic events. In other sectors, compliance regimes emerged in response to potentially
catastrophic external consequences of security failures, such as the potential for theft or sabotage at U.S.
chemical facilities or radioactive release from nuclear reactors. When a security breach poses risks to
the public or national security—affecting external parties more than the organization itself—firms may
lack sufficient incentive to invest at the level needed to prevent such an outcome.> Compliance regimes
therefore aim to help correct this misalignment by requiring adequate safeguards to match the level of
the risk, even when market incentives alone may not justify the cost of implementation.

« Protect sensitive user or government data. In other cases, regimes sought to ensure adequate protec-
tions for sensitive user data (e.g., health records) or sensitive government data. For example, HIPAA was
established to safeguard sensitive patient data, especially as health records transitioned to digital for-
mats. For regimes aimed at safeguarding classified information or defense-related intellectual property
shared with nongovernment entities (e.g., FedRAMP, NISP), compliance is a prerequisite for access to
government contracts or data. These frameworks are designed to impose security standards as a condi-
tion of performing government-related work. Rather than addressing market failures, they function as
protective mechanisms that enable the government to securely extend its operational infrastructure into
the private sector.

In each of these cases, the regimes are designed to influence organizational behavior by reshaping the
cost-benefit calculation around security investments through carrots or sticks. In some regimes, entities
can voluntarily choose to “opt in” to gain access to valuable privileges, such as eligibility for government
contracts. These voluntary regimes increase the perceived benefits of compliance, helping to justify the secu-
rity investments required to remain in good standing. Other regimes that require the adoption of security
requirements on organizations through mandatory regulation incentivize adoption by increasing the costs of
noncompliance by using penalties or reputational consequences, such as publicly disclosing entities that do
not comply. Such mechanisms create pressures on entities that make neglecting security a more costly choice.
These two approaches, present in all the cases we reviewed (see Table 3.1), illustrate how compliance regimes
can shape organizational incentives by rewarding security investments or raising the costs of inaction.

4 1In 1965, a power failure in Ontario, Canada, cut off power to more than 30 million people in parts of Canada, New York,
New Jersey, and most of New England. As part of its investigations into that blackout, the government recommended the
creation of voluntary reliability measures, leading to the creation of NERC. Subsequent blackouts, including the power grid’s
largest blackout in 2003, resulted in congressional legislation that led to the enforcement of mandatory standards (Federal
Energy Regulatory Commission, “Reliability Explainer,” webpage, last updated August 16, 2023).

5 (CISA, undated-a.

10



Lessons from Comparison of U.S. Compliance Regimes

TABLE 3.1

Comparison of Security Framework Case Studies

Compliance
Regime Purpose Administering Entity Covered Entities Approach Authorized by
CFATS Enhance security Entities that Requires CFATS Act of 20142
of high-risk Department of manufacture, implementation of
chemical facilities Homeland Security store, or transport 18 outcome-based
high-risk chemicals security
performance
standards
NISP Safeguard Federal contractors Requires the Executive Order
classified Counterintelligence with access to Top reporting of a 12829,° DoD
national security Secret and Secret large amount of 5220.22-M,°
information Agency (DCSA) information information on the  contractual
contractor’s security agreements
procedures to DSCA
DFARS Safeguard U.S. Department of DoD contractors Requires adoption DFARS

252.204-7012

PCI DSS

NERC CIP

HIPAA

Atomic Energy
Act and Nuclear
Energy Regulation

covered defense
information on
nonfederal systems

Ensure consistent
data protection
practices of
payment card data

Enhance security
and reliability of
electric grid

Enhance
protection, privacy,
and security of
patient health
information

Ensure the

security and
reliability of nuclear
power plants
against potential
malfunction

Defense (DoD)4

Standards Council

NERC and the
Federal Energy

Office for Civil

Department of
Health and Human
Services (HHS)

Nuclear Regulatory
Commission (NRC)

with access to
covered defense
information

Merchants,
financial
institutions,
and payment
processors

Entities involved
in bulk power
generation
transmission and
distribution

Health care
providers,
companies, and
clearinghouses

Operators of
nuclear power
plants

of cybersecurity
standards through
contract mechanism

Incentivizes adoption
of 12 security
requirements,
categorized under
six overarching
security goals

Requires adoption
of ten critical
infrastructure
standards

Combines
prescriptive

rules with a
risk-based and
outcome-oriented
approach to ensure
compliance

Regulates licensing
of nuclear power
plant operators with
requirements to
implement certain
safeguards

252.204-7012°

Standards and
guidance codified
by PCI Security
Standards Council

Energy Policy Act
of 2005

HIPAAY

Atomic Energy
Act of 1954, as
amended, and
other regulations

SOURCES: Features information from CISA, undated-a; PCI Security Standards Council, “Global Executive Assessor Roundtable,” webpage,
undated; and sources cited below.

2 public Law 113-254, Protecting and Securing Chemical Facilities from Terrorist Attacks Act of 2014, December 18, 2014. Statutory authority for
CFATS expired in 2023, and as a result, CISA is no longer able to enforce the regulation.

b Executive Order 12829, “National Industrial Security Program,” Executive Office of the President, January 8, 1993.

€ DoD Instruction 5220.22-M, “National Industrial Security Program (NISP),” U.S. Department of Defense, incorporating change 2, September 24,

2020.

9 Executive Order 14347, signed September 5, 2025, authorized the use of Department of War as a secondary name for the Department of
Defense. This publication was written before that order was released and thus refers to the secretary and department by their current statutory
names under Public Law 81-216, National Security Act Amendments of 1949.

€ Defense Federal Acquisition Regulation Supplement, Part 252, Solicitation Provisions and Contract Clauses; Section 252.204-7012, Safeguarding

Covered Defense Information and Cyber Incident Reporting.
fPublic Law 109-58, Energy Policy Act of 2005, August 8, 2005.

9 Public Law 104-191, Health Insurance Portability and Accountability Act of 1996, August 21, 1996.

h Public Law 83-703, Atomic Energy Act of 1954, August 30, 1954.
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Foundational Elements of Compliance Regimes

Reshaping market forces is an inherently difficult task. It requires incentivizing an often-diverse set of
organizations—sometimes numbering in the tens of thousands—across an industry to take actions that
the organizations are not otherwise motivated to pursue under existing market conditions. The cases we
reviewed suggest that, to achieve this, compliance regimes should have robust capacities to carry out over-
sight and accountability activities. Critical elements include leadership and institutional capacity, security
requirements, compliance verification, and enforcement mechanisms (summarized in Table 3.2).

Although these four elements were present to some extent in all of the regimes we examined, their specific
design and implementation varied across cases. These variations were often shaped by the rationale for the
regime, the characteristics of the industry affected, and the nature of the systems or assets being protected.
For instance, regimes designed to safeguard government data were government-led and tended to be more
prescriptive, to extend federal safeguards to the handling of information security among nongovernment
entities. As a result, we found that there is no single “best” model for designing a compliance regime, and
approaches must be tailored to the context in which they operate, considering the structure of the indus-
try and the existing incentive landscape. However, our analysis suggests that when one or more of the criti-
cal elements are underdeveloped or implemented poorly, regimes are less effective at achieving widespread
compliance and often experience more frequent gaps in security adoption.

In the following subsections, we examine each of these elements of the compliance regimes we reviewed,
highlighting specific design features and implementation practices that were associated with stronger com-
pliance outcomes, as well as common gaps or weaknesses that tended to undermine compliance effectiveness.

Leadership and Institutional Capacity

The compliance regimes we reviewed differ in their leadership structures, falling into three broad categories:
government-led, industry-led, and hybrid models. The choice of who leads is typically shaped by the under-
lying motivation for the regime (e.g., whether to protect government assets, prevent catastrophic security
failures, or incentivize weak links to comply). The leadership model has implications for how the regime

TABLE 3.2
Elements of Compliance Regimes

Element of Compliance Regime

Description

Types

Leadership and institutional

capacity

Security requirements

Compliance verification

Enforcement mechanisms

Leadership and organizational structures
equipped with the authority, resources,
and expertise to design and implement
compliance actions

Clearly defined standards that specify how
entities should protect systems, data, and
assets

Processes to assess whether entities meet
the established security requirements

Tools to drive compliance, including
penalties for noncompliance and revocation
of incentives for adoption

Government-led models
Industry-led models
Hybrid regimes or co-regulation

Prescriptive standards
Outcome-based standards
Risk-informed standards
Hybrid approaches

In-person or desk audits
Self-certification and attestation
Reporting requirements and spot
checks

Automated and continuous monitoring

Penalties for violations

Revocation of benefits previously
granted

Reputational pressure through public
disclosure
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operates in practice, including how security requirements are developed, who is responsible for monitoring
compliance, and how enforcement is carried out.

o In government-led models, the federal government takes primary responsibility for developing security
requirements, setting enforcement mechanisms, and overseeing compliance. These regimes are typi-
cally used when the consequences of security failures are high, presenting risks to national security or
public safety (e.g., CFATS, nuclear). The government also tends to lead when the regime is intended to
protect sensitive government data, such as classified information or controlled defense-related intellec-
tual property (e.g., NISP, DFARS, and FedRAMP).

o Industry-led regimes empower a consortium representing various industry stakeholders to jointly
design, implement, and self-enforce their own security standards (PCI DSS). Among our cases, these
regimes emerged in sectors with interdependent ecosystems facing collective security challenges in
which a need emerged to incentivize all actors, particularly weak links, to adopt adequate protections.

+ Hybrid regimes or co-regulation involve a blending of government and industry roles, such as collabo-
ration in the development of standards or shared responsibility for their implementation and enforce-
ment. In practice, all of the regimes we reviewed include some degree of public-private coordination,
whether to clarify requirements or to gather feedback on the impact of proposed security measures.
However, in certain cases, this collaboration was more formalized and institutionalized. For example,
in the electricity sector, a consortium of bulk power operators developed security standards through an
industry group (i.e., NERC). These standards, while initially industry-driven, were later approved and
enforced by the federal government by formalizing them as mandatory regulation.®

Regardless of who leads, all compliance regimes must have sufficient institutional capacities to carry out
oversight and accountability functions. These include legal authorities to implement and enforce the regime,
technical expertise to develop security requirements and assess the appropriateness of implemented controls,
and operational tools and capacity to verify compliance. The cases we reviewed demonstrate that gaps in
these capacities can undermine the success of compliance efforts.

For example, for years, the industry group NERC oversaw a voluntary regime to promote reliability and
security in the electric grid. The lack of legal authority to compel compliance led some industry entities to
not fully adhere to the standards.” In response, NERC advocated for legislative support to enhance its legal
authorities, resulting in the Energy Policy Act of 2005, which granted it enforcement powers and the ability
to penalize noncompliant entities.® In addition, FedRAMP has struggled with operational capacity chal-
lenges, particularly in scaling its processes to accommodate the growing number of cloud service providers
seeking authorization. As a result of delays in authorizing new providers, some federal agencies have pursued
workarounds by using uncertified services.” HIPA A’s auditing capacity, likewise, has faced persistent capac-
ity constraints despite a sharp rise in health data breaches. From 2010 to 2023, investigative staff decreased by
30 percent, dropping to just 60 investigators at one point, while the volume of incidents and complaints rose
substantially.!® Meanwhile, the HHS Office of Inspector General found in 2024 that HIPA A audit implemen-

6 TFederal Energy Regulatory Commission, 2023.

7 North American Electric Reliability Corporation, “History of NERC,” March 2023.
8 Public Law 109-58, 2005.

9 U.S. Government Accountability Office, Cloud Security: Federal Authorization Program Usage Increasing, but Challenges
Need to Be Fully Addressed, GAO-24-106591, January 2024.

10 Office of Inspector General, U.S. Department of Health and Human Services, The Office for Civil Rights Should Enhance Its
HIPAA Audit Program to Enforce HIPAA Requirements and Improve the Protection of Electronic Protected Health Information,
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tation was too narrowly scoped to effectively assess protection of electronic health records and reduce risks
to the health care sector.!! Similarly, technical limitations in compliance verification processes have chal-
lenged other regimes. For example, independent evaluations of external scanning tools used to verify adher-
ence to PCI DSS found that some scanners failed to consistently detect known vulnerabilities. As a result,
certifications were sometimes issued to entities with significant unresolved security weaknesses.!?

Trade-Offs

Although our cases suggest that, under the right conditions, any of these leadership models can influence
organizational decisions around security adoption, each approach involves trade-offs. Government-led
models can help ensure that standards align with federally developed expectations for rigorousness, whereas
industry-led approaches may be less stringent. For example, a review of the cybersecurity requirements
developed by the industry-led consortium overseeing the electric grid’s compliance regime found that these
standards did not fully address all the best-practice cybersecurity requirements outlined by a leading stan-
dards organization.!> However, by contrast, federal-led approaches may be slower to adapt and less responsive
to sector-specific needs. For example, an independent review found that DHS had not reviewed or updated its
guidance for cybersecurity for the CFATS program in more than a decade, and some covered entities found
that the standards were no longer relevant to them.!

Security Requirements

All the compliance regimes we reviewed establish security requirements that set expectations for how entities
should protect systems, data, or physical assets. These standards form the foundation for accountability and
oversight by providing the criteria against which compliance is assessed. More broadly, the establishment of
a commonly accepted set of requirements can promote consistent security adoption across an industry and
help mitigate the competitive disincentives to investing in security if entities trust that their peers are held to
the same standards. Our cases demonstrate that approaches for applying these requirements vary consider-
ably, ranging from highly prescriptive rules to outcome-based or risk-informed frameworks that give entities
flexibility in how security measures are implemented. In addition, many of the regimes we reviewed incor-
porate a mix of these approaches. We overview key types of security requirements in Table 3.3.

Prescriptive standards specify how security controls must be implemented and often require uniform
adoption across covered entities. This approach is intentionally rigid, aiming to reduce ambiguity and mini-
mize variation in security measure implementation. By defining clear technical requirements, such as how
encryption techniques should be applied and how access should be controlled, prescriptive standards leave
little room for interpretation. This can help minimize implementation gaps and ensure a predictable level of
security, particularly in environments in which consistency is critical to safeguarding sensitive assets or data.

Among our cases, such standards were commonly used in contexts in which the consequences of non-
compliance are high or a common operating environment allows for uniform practices. For example, in

A-18-21-08014, November 2024.
1 Office of Inspector General, U.S. Department of Health and Human Services, 2024.

12 Sazzadur Rahaman, Gang Wang, and Danfeng (Daphne) Yao, “Security Certification in Payment Card Industry: Testbeds,
Measurements, and Recommendations,” arXiv, arXiv:2002.02855, February 7, 2020.

13 U.S. Government Accountability Office, Critical Infrastructure Protection: Actions Needed to Address Significant Cyberse-
curity Risks Facing the Electric Grid, GAO-19-332, August 2019.

14 Nathan Anderson and Nick Marinos, Critical Infrastructure Protection: Actions Needed to Enhance DHS Oversight of
Cybersecurity at High-Risk Chemical Facilities, U.S. Government Accountability Office, GAO-20-453, May 2020.
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TABLE 3.3
Types of Security Requirements

Type of Requirement Description

Prescriptive standards Specifies how security measures should be implemented,
aiming for consistency and minimizing ambiguity

Outcome-based standards Defines security objectives to be achieved but provides
flexibility in how entities meet them

Risk-informed standards Aligns security requirements to specific risks faced by entities

Hybrid approaches Combines features of prescriptive, performance-based, and/or
risk-informed models

national security contexts, such frameworks as NISP dictate detailed procedures for protecting classified
information.!® Entities that wish to work for the federal government and handle classified data must comply
with these controls, ensuring that all participants are held to the same standards.

Prescriptive standards can also be effective when the entities that are subject to them operate in similar
technical and operational environments. The payment cards ecosystem illustrates this approach. Because
merchants, payment processors, and financial institutions within the payment card ecosystem handle simi-
lar types of sensitive data, PCI DSS can specify detailed requirements, such as controls on network access,
precise mapping of data flows, and specific testing protocols to verify compliance across these areas.!® This
uniformity enables the creation of standardized controls across the industry, reducing ambiguity and ensur-
ing a consistent baseline of security across all participants in the ecosystem. At the same time, PCI DSS
allows for some flexibility by permitting entities to adopt alternative security practices if they face challenges
implementing the standard as written—provided that they can demonstrate that their alternatives achieve
the same security objectives.!”

Outcome-based or performance standards focus on defining what security objectives must be achieved
rather than prescribing specifically how to achieve them. Unlike prescriptive requirements, performance
standards allow organizations the flexibility to determine which technical security measures should be
implemented to achieve the security outcomes. Such flexibility can be valuable when the security require-
ments must apply across a variety of organizations that differ in size, function, and resources. For example,
regulation that applies to chemical facilities identifies 18 performance-based standards that define security
objectives—such as deterring theft, securing cyber systems, and managing access control—and gives facili-
ties the flexibility to determine the specific measures to achieve them.!® This flexibility allows entities to
tailor their security controls to align with their unique operational contexts and capabilities.

Entities operating under outcome-based regimes are typically required to conduct vulnerability assess-
ments to evaluate weaknesses in their security posture, as well as develop and maintain comprehensive secu-

15 Office of the Under Secretary of Defense for Intelligence and Security, “National Industrial Security Program Operating
Manual (NISPOM),” final rule, Federal Register, Vol. 85, No. 246, December 21, 2020.

16 PCI Security Standards Council, Payment Card Industry Data Security Standard: Requirements and Testing Procedures,
version 4.0.1, June 2024.

17 Lindsay Goodspeed, “PCI DSS v4.0: Compensating Controls vs Customized Approach,” PCI Security Standards Council
blog, July 18, 2022.

18 U.S. Department of Homeland Security, Risk-Based Performance Standards Guidance: Chemical Facility Anti-Terrorism
Standards, May 2009.
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rity plans that describe how they will meet the specified performance objectives.!® These plans often articu-
late the rationale for the chosen security controls and explain how those measures demonstrate alignment
with the broader goals of the security framework. Regulators or third-party assessors review these security
plans to ensure that they are both adequate and credible. Organizations are often expected to document
their implementation progress, monitor effectiveness through metrics, and update their plans in response
to evolving threats or operational changes. As a result, outcome-based standards demand a higher degree of
internal capability in security planning to meet compliance obligations effectively.

Risk-informed standards are designed to align security requirements with the specific threats expe-
rienced by the sector or organization. Rather than imposing the same set of requirements on all covered
entities, these frameworks recognize that risks can vary widely across sectors and organizations. As a result,
these approaches allow flexibility to tailor security measures based on these unique risks. Organizations with
higher risk exposure are required to adopt more robust safeguards and tailor security controls to the types
of threats they face.

Organizations operating under risk-informed regimes must take on a more active role in evaluating and
managing their own risks. This often includes conducting regular risk assessments, maintaining detailed
documentation of their threat environment, and implementing new controls as their risk assessments shift.
Regulators or third-party assessors may review these assessments and controls to ensure that they are cred-
ible and proportionate. Implementing this approach effectively requires a relatively mature internal security
team with the capacity to continuously monitor evolving threats, assess the adequacy of their controls, and
adjust their security strategy as needed.

Hybrid approaches, which blend prescriptive and flexible security requirements, were common in
several of the compliance regimes we reviewed. For example, some regimes are risk-informed in their
scope, applying only to entities that meet specific thresholds of potential harm or exposure. Security stan-
dards for chemical facilities under the CFATS program, for instance, are only mandated for facilities that
possess certain quantities of high-risk chemicals. Once a facility is designated as high risk under CFATS,
however, the security requirements shift toward an outcome-based approach, and covered facilities must
develop and implement a security plan, which is reviewed to ensure that it is sufficient. This hybrid approach
allows the CFATS program to focus regulatory oversight where it is most needed while enabling context-
sensitive implementation of security controls.

Alternatively, requirements to implement specific security controls within a framework may vary in
their prescriptiveness. For example, whereas certain foundational security measures (such as access con-
trols) may include detailed, mandatory requirements, other areas (such as insider threat mitigation) may
allow more flexibility in implementation based on the size and composition of the entity’s workforce and the
nature of the threats they face.

Trade-Offs

Given that the type of security requirement used in the regime often depends on characteristics of the indus-
try and the specific security controls involved, there is no single best approach; each offers potential advan-
tages and disadvantages (summarized in Table 3.4).

Prescriptive standards can promote consistency and ease of adoption. Clear rules reduce ambiguities
and can make enforcement less subjective. Indeed, one security manager we interviewed noted that the lack
of ambiguity in prescriptive standards associated with NISP made them easier to understand and comply

19 CISA, undated-a; CISA, “Chemical Security Assessment Tool (CSAT) Security Vulnerability Assessment (SVA) and Site
Security Plan (SSP),” webpage, undated-c.
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TABLE 3.4
Trade-Offs of Security Requirement Approaches

Approach Pros Cons
Prescriptive e Promote consistency across entities e Can be rigid and not account for
standards e Clear, less unambiguous requirements context-specific needs
aid enforcement e May encourage “check-the-box”
e Easier to understand and adopt compliance over developing a

comprehensive security strategy

Flexible standards ¢ Better suited to varied operational ¢ Greater discretion to regulators could
(risk-informed or environments lead to underinvestment in security
outcome-based) e Promote innovation and adaptation to ¢ OQversight is more complex,
emerging threats resource-intensive, and difficult to scale
* Encourage a security mindset e Burdensome for smaller organizations

with.20 However, other interviewees said that prescriptive standards were too rigid, failing to account for the
variation inherent in real-world security environments.?! Of course, that rigidity may be intentional to ensure
that critical assets or data are protected in a consistent and uniform manner across organizations. Neverthe-
less, a common criticism of prescriptive standards—and rigid compliance approaches more broadly—is that
they can lead entities to prioritize meeting specific requirements over cultivating a broader security mindset.
As one security expert noted, rather than focusing on developing a comprehensive security strategy, orga-
nizations operating under such frameworks may treat compliance as a “check-the-box” exercise and assume
that they have achieved security simply by completing the prescribed steps.??

By contrast, flexible standards, such as risk-informed or outcome-based approaches, were seen as better
suited for industries with diverse operational contexts and for encouraging a security mindset. For exam-
ple, if the desired security outcome is to secure a facility’s perimeter, highly prescriptive standards, such as
requirements to build a fence or wall, may overlook the unique circumstances of individual sites. Consider a
building on a university campus that houses high-risk chemicals for research. In such a case, a more effective
approach might focus on access controls at specific buildings than fences or walls around large portions of
an open campus. In addition to accommodating site-specific needs, flexible standards allow entities to adopt
the most cost-effective security measures, optimizing limited resources while still achieving the desired out-
comes. Flexible standards also promote innovation and the adoption of new security practices that can evolve
in response to emerging threats and technologies.

A limitation of flexible standards is that they give entities greater discretion, which could lead to
underinvestment in critical security areas. To address this, it is critical for the overseeing authority to review
and approve security plans and risk assessments, ensuring that the proposed measures meet an acceptable
level of protection. Such a requirement introduces trade-offs. First, an auditor’s view of what constitutes suffi-
cient security to meet a requirement is subjective. In addition, such processes add burdens on covered entities
that might not have the capability to develop security plans and conduct risk assessments—something that
can be especially challenging for small and medium-sized businesses that lack dedicated security teams. For
example, under HIPAA, smaller health care providers reported difficulty completing required risk assess-

20 Security manager, interview with the authors, April 4, 2025.
21 Industry expert, interview with the authors, March 12, 2025.

22 Cybersecurity expert, interview with the authors, February 11, 2025; U.S. Government Accountability Office, Electric-
ity Grid Modernization: Progress Being Made on Cybersecurity Guidelines, but Key Challenges Remain to Be Addressed,
GAO-11-117, January 2011.
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ments because of limited in-house expertise and the complexity of regulatory expectations.?* Moreover, flex-
ible approaches often require independent verification by the overseeing agency to ensure adequacy, but such
oversight is difficult to scale, particularly in regulatory regimes that cover many entities. This regime also
requires agreement on what constitutes security, which can be subjective.

Compliance Verification

The compliance regimes we reviewed employ a variety of mechanisms to verify whether covered entities are
meeting their security obligations. Common approaches across the cases include in-person and desk audits,
reporting requirements and spot checks, automated monitoring, and self-certifications (see Table 3.5).

Our research found that, in the absence of a robust and independent verification process, even well-
intentioned organizations may fail to fully meet their obligations. We identified several additional themes
related to how these mechanisms are implemented and common shortcomings that can undermine their
effectiveness.

Our cases indicate that the compliance mechanism selected depends on the structure of the regime, par-
ticularly the number and diversity of covered entities, the level of risk involved, and the capacity of the over-
seeing body to enforce requirements. In addition, many regimes employ a mix of techniques, often to balance
oversight responsibilities with resource limitations and to avoid overburdening both overseers and entities.
For example, HIPA A covers more than one million health care providers, insurers, and related entities across
the country. Because HHS does not have the resources to conduct routine in-person audits across this eco-
system, enforcement relies on unannounced, random audits, as well as breach reporting and complaints and
targeted audits or investigations.?*

Overseeing agencies often use such mechanisms as reporting requirements and vulnerability assessments
as triage tools, helping regulators prioritize which entities to investigate more thoroughly through spot
checks or follow-up inquiries. For example, the NRC (1) requires licensees to report performance indicators
and events that could compromise the security of nuclear facilities or materials and (2) targets inspections
toward those with recurring or high-impact events.2> Regimes focusing on data protection and network secu-
rity, such as PCI DSS and FedRAMDP, leverage automated network scans that identify weaknesses in network

TABLE 3.5
Types of Compliance Mechanisms

Compliance Mechanism Description

In-person or desk audits External assessors (government inspectors or accredited auditors)
visit facilities or review submitted materials to verify that security
controls have been implemented consistent with requirements.

Reporting requirements and Entities periodically submit incident or status reports, and regulators

spot checks select a subset for targeted reviews, investigations, or unannounced
inspections.

Automated and continuous External assessors or entities use tools to collect security metrics

monitoring (e.g., vulnerability scan results) to verify control adoption.

Self-certification and Entities submit signed attestations or self-assessment questionnaires

attestation confirming control implementation.

23 U.S. Government Accountability Office, Electronic Health Information: HHS Needs to Strengthen Security and Privacy
Guidance and Oversight, GAO-16-771, August 2016.

24 American Medical Association, “HIPAA Audits,” webpage, last updated January 11, 2024; HHS, “OCR’s HIPA A Audit Pro-
gram,” webpage, last updated December 31, 2024b.

25 U.S. Nuclear Regulatory Commission, “Materials Inspection Program,” in NRC Inspection Manual, June 16, 2023.
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structures or internal controls and allow overseers to target follow-up oversight measures. These automated
approaches also reduce the burden on both overseers and covered entities.?

Compliance mechanisms often serve as collaborative tools to strengthen security practices rather
than merely a punitive check. One function of the compliance mechanism used in many of the regimes we
reviewed is not merely to verify adherence to security requirements but to strengthen the adoption of protec-
tive measures and help covered entities close security gaps. Auditors often serve in a consultative role, helping
entities understand how general requirements apply to their specific operational context. For regimes requir-
ing the development of risk assessments and security plans, regulators often provide templates and detailed
guidance for how to develop such documents, and regulators work with security managers to refine plans
and offer feedback on control selection. To support HIPAA’s self-assessment risk assessment models, for
example, HHS provides extensive guidance (including interactive tools,?” templates, and educational materi-
als) to help covered entities—many of which are small and medium-sized companies with limited security
expertise—assess their risk level and select appropriate safeguards.?® Regimes that employ network scans are
designed not only to flag noncompliance but also to detect vulnerabilities so that covered entities can remedy
those vulnerabilities before they are exploited.

Without audits and other independent verification methods, companies are less likely to fully comply
with requirements. Although self-assessments and self-attestations can reduce administrative burden, evi-
dence from our review suggests that these methods alone are insufficient to ensure adherence to require-
ments. For example, in the early years of HIPAA enforcement, HHS primarily relied on self-assessments by
covered entities and business associates to gauge compliance. Formal audits were rare and generally con-
ducted only in response to specific complaints or breach reports.2’ However, when HHS began proactively
auditing a sample of entities, it uncovered widespread noncompliance, and many organizations lacked basic
safeguards to protect electronic health information.3® Similarly, DoD initially allowed contractors to self-
attest to their compliance with cybersecurity requirements under DFARS and through the first iteration of
the Cybersecurity Maturity Model Certification (CMMC). However, audits conducted in 2019 on a sample
of contractors revealed that they did not consistently implement DoD-mandated system security controls.3!
Specific deficiencies included the absence of multifactor authentication, inadequate vulnerability manage-
ment, and poor protection of Controlled Unclassified Information (CUI). These findings prompted a sig-
nificant shift in the compliance model: Under CMMC 2.0, many contractors are now required to undergo

26 FedRAMP, “Vulnerability Scanning,” webpage, August 2024b; Michael Simpson, “PCI Requirement 11: Vulnerability
Scans and Penetration Tests,” SecurityMetrics blog, undated. An external vulnerability scan is performed outside a network,
and it identifies known weaknesses in network structures. An internal vulnerability scan is performed within a network,
behind the firewall and other perimeter security devices in place, to search for vulnerabilities on internal hosts that could be
exploited in a pivot attack.

27 HHS’s “Guidance on Risk Analysis” includes several tools for covered entities to use in support of its HIPAA compliance.
These include the NIST HIPAA Security Toolkit Application and the HIPAA Security Risk Assessment tool. These tools and
additional guidance are available on HHS’s website (U.S. Department of Health and Human Services, “Guidance on Risk
Analysis,” webpage, last updated July 22, 2019).

28 HHS, “Security Rule Guidance Material,” webpage, last updated October 24, 2024a.
29 Office for Civil Rights, U.S. Department of Health and Human Services, 2024.

30 Office for Civil Rights, U.S. Department of Health and Human Services, 2016-2017 HIPAA Audits Industry Report, Decem-
ber 2020.

31 Office of Inspector General, U.S. Department of Defense, Audit of Protection of DoD Controlled Unclassified Information
on Contractor-Owned Networks and Systems, DODIG-2019-105, July 23, 2019.

19



Governance Approaches to Securing Frontier Al

independent third-party assessments as part of the initial contract award process to retain eligibility for
future contracts.*

Enforcement Mechanisms

Enforcement mechanisms are the levers that drive compliance within a regime, shaping how covered enti-
ties consider the costs and benefits of security investments. Some mechanisms operate by increasing the
benefits of compliance, making it more attractive or rewarding for entities to meet their obligations. These
approaches can also create leverage by tying continued access to certain benefits to remain in good stand-
ing with the requirements. Other mechanisms focus on raising the costs of noncompliance, such as through
penalties or sanctions, making it more financially burdensome to neglect security responsibilities. Across the
cases examined, compliance regimes tend to rely on one or more of three enforcement approaches: (1) penal-
ties for violations, (2) revocation of benefits previously granted, and (3) reputational pressure applied through
public disclosure (see Table 3.6). Each of these mechanisms influences behavior differently, but all serve to
align the interests of covered entities with the goals of the regime.

Penalties for Violations

Penalties for noncompliance include civil fines, administrative sanctions, and, in extreme cases, criminal
charges for willful misconduct or gross negligence. The size and structure of these fines often scale based
on the nature and severity of the violation, the extent of the noncompliance, and whether the issue reflects
a pattern of neglect. This graduated approach allows enforcement bodies to calibrate penalties in propor-
tion to the risk posed and the organization’s responsiveness, reinforcing accountability without imposing
undue hardship in lower-risk cases. Most compliance violations are handled through administrative or civil
penalties, but some regimes also reserve criminal enforcement for the most serious breaches. Under NISP,
individuals who intentionally mishandle or disclose classified information can face federal criminal charges,
including imprisonment.* Similarly, HIPA A includes provisions for criminal penalties in cases of gross neg-
ligence or willful violations, with sanctions including prison time, depending on the severity and intent of
the misconduct.*

TABLE 3.6
Types of Enforcement Mechanisms

Enforcement Mechanism Description

Penalties for violations Imposing fines or other direct punishments
Revocation of benefits Withdrawing access to licenses, contracts, or other
previously granted privileges

Reputational pressure through  Publishing violations or enforcement actions to create
public disclosure accountability through public scrutiny

32 Office of the Department of Defense Chief Information Officer, “Cybersecurity Maturity Model Certification (CMMC)
Program,” final rule, Federal Register, Vol. 89, No. 199, October 15, 2024; Chief Information Officer, U.S. Department of
Defense, “About CMMC,” webpage, undated; SysArc, “DCMA Continues Random DIBCAC Assessments on Suppliers to
Enforce DFARS 7019 and 7020,” May 3, 2022.

33 U.S. Code, Title 18, Section 1924, Unauthorized Removal and Retention of Classified Documents or Material.

34 American Medical Association, “HIPAA Violations & Enforcement,” webpage, undated.
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Revoking Privileges Previously Granted

These mechanisms entail withdrawing access to certifications, licenses, or government contracts when an
entity fails to uphold required security standards. These privileges are typically granted as a condition of
participation in a regulatory regime, often tied to eligibility for certain types of work. For example, under
FedRAMP, cloud service providers that fall out of compliance can have their authorization to operate sus-
pended or rescinded, effectively barring them from working with federal agencies.*> Similarly, the NRC can
modify, suspend, or revoke an operator’s license if a nuclear facility fails to meet regulatory requirements,
and NISP allows for the termination of a contractor’s facility clearance, rendering them ineligible to handle
classified work.3¢

This type of mechanism is commonly used in regimes in which participation is voluntary and contin-
gent on receiving specific benefits, such as access to government contracts or licenses to operate in specific
industries. By linking these benefits to compliance, such programs create financial incentives for organiza-
tions to invest in and maintain security controls. At the same time, the threat of losing these benefits serves
as an incentive for sustained compliance. In this way, voluntary compliance frameworks use a combination
of market-based rewards and penalties to promote sustained adherence to security requirements. However,
such a mechanism depends on private companies valuing the privileges of participation enough to absorb the
additional costs of compliance. In some sectors, such as nuclear power, companies cannot operate without a
license, making participation mandatory. But in such programs as NISP, firms may opt out of compliance—
and the associated ability to handle classified work—if the requirements are too burdensome and the firms
are not reliant on government contracts.

Applying Reputational Pressure Through Transparency

Some compliance regimes leverage public disclosure to encourage adherence by imposing reputational costs
on noncompliant entities. This approach typically involves publishing enforcement actions, breach notifica-
tions, or other compliance-related information to publicly identify organizations that have failed to meet reg-
ulatory standards. The goal is not only to inform the public and other stakeholders but also to create incen-
tives for covered entities to avoid negative publicity. For example, the NRC posts enforcement actions on its
website, including notices of violations, civil penalties, and orders affecting licensees.” Similarly, HHS main-
tains a publicly accessible breach portal, often referred to as the “wall of shame,” that lists HIPAA breaches
affecting more than 500 individuals.?® Reputational enforcement is most salient in sectors in which trust
and public confidence are essential and actors beyond the federal government can apply penalties for non-
compliance (e.g., through loss of business or litigation), such as in health care, financial services, and critical
infrastructure. In such environments, organizations may view the cost of public exposure as more significant
than formal penalties, thereby creating strong incentives for proactive compliance and investment in robust
security practices.

35 FedRAMP, “FedRAMP Continuous Monitoring Performance Management Guide,” version 3.0, August 30, 2023.

36 Robert S. Metzger, “Regulated Cybersecurity: Where We Are. The Consequences of Non-Compliance,” briefing slides,
Software and Supply Chain Assurance Forum, June 1, 2023, p. 11.

37 U.S. Nuclear Regulatory Commission, “Escalated Enforcement Actions Issued to Reactor Licensees,” webpage, last updated
March 24, 2021.

38 Niam Yaraghi, “Tear Down This Health Care Information Breach “Wall of Shame,” Brookings Institution, March 8, 2016;
Jane Accomando and Scott D. Clausen, “NRC Escalated Enforcement Increased in 2022,” Up & Atom blog, Morgan Lewis,
July 25, 2023.
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Enforcement as Motivation for Remediation

Although compliance regimes are equipped with a variety of enforcement tools, our cases suggest that these
mechanisms are used sparingly. The primary goal of enforcement mechanisms is not to punish but rather to
encourage adherence to security requirements and prompt timely corrective action. In practice, enforcement
mechanisms often function more as a deterrent than a frequently used stick. Most regimes seem to reserve
punitive actions for serious, repeated, or willfully negligent violations. For example, entities found to be out of
compliance are typically given the opportunity to correct deficiencies through structured remediation pro-
cesses, consultations, or oversight reviews. With HIPAA,* CFATS, and FedRAMP, covered entities are often
required to develop and implement remediation plans that outline specific steps and timelines for resolving
identified security gaps—which serve as a condition for maintaining good standing within the regime.

Principles Guiding Security Compliance Regimes

Compliance regimes introduce new requirements and burdens for the entities they regulate. As a result, com-
pliance can face resistance, especially when those demands appear misaligned with the operational realities
of covered entities. To address these concerns and improve the likelihood of compliance, many of the cases
we reviewed incorporate guiding principles or values that shape the design and implementation of these
regimes. This includes the following:

 Proportionality. Calibrate requirements to entities’ level of risk and operational capacity.
o Stakeholder engagement and transparency. Actively involve relevant stakeholders in the design and
implementation of the regimes and respond to their concerns.

Together, these values seek to avoid undue burdens and enhance the regime’s perceived fairness and legiti-
macy among affected parties. In addition, meaningfully involving affected parties in the development pro-
cess and clear communication about requirements mean that they are more likely to view the requirements
as legitimate and to comply with them.

Proportionality

A common principle across the compliance regimes we reviewed was the incorporation of proportionality
into their design and implementation. This was achieved by enabling oversight bodies to tailor requirements
and enforcement actions based on an entity’s risk profile and operational capacity.

Proportionality is critical for several reasons. In many regimes, covered entities vary widely in terms of
risk exposure, resources, and business functions. Proportional approaches help ensure that security frame-
works remain relevant and effective across varied covered entities. Moreover, overly burdensome regimes can
lead to compliance fatigue, superficial implementation, or resistance. Therefore, calibrating requirements
to organizational context helps ensure that compliance is feasible for all organizations, promoting broader
adoption of security practices. In contrast, rigid regimes may favor large, resource-rich firms, creating barri-
ers for smaller entities and potentially preventing competition and stifling innovation.

The cases we reviewed illustrate several examples of proportionality. For example, outcome-based and
risk-informed standards allow organizations with varying capabilities and risk profiles to tailor security
controls to their specific circumstances. Under the CFATS program, DHS auditors work collaboratively with

39 HHS, 2024b.
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regulated facilities to develop site-specific security plans that meet defined performance outcomes while
accounting for each facility’s operational constraints and risk environment. If a firm faces limitations in
meeting the requirement, it may adopt alternative measures to achieve the security outcomes, without com-
promising overall security.

Another example of proportionality is the use of risk-based tiering in which regimes differentiate secu-
rity requirements based on the level of risk an organization presents. For example, in the FedRAMP pro-
gram, cloud service providers are classified into low, moderate, or high impact levels; each tier faces security
obligations calibrated to the potential consequences of a breach, ensuring that higher-risk systems—which
include law enforcement and financial systems and health records—meet stricter requirements while lower-
risk providers are not overburdened.*? Similarly, NISP uses a risk-based classification system for safeguard-
ing national security information, distinguishing among Confidential, Secret, and Top Secret levels based on
the potential damage that their unauthorized disclosure could cause.*!

Regulatory regimes that mandate security requirements for specific industries are required to include
a formal process for assessing the potential costs and burdens of new rules before they are implemented.
These impact assessments are designed to ensure that regulatory actions are proportionate and feasible
for the entities subject to them. For instance, when DHS implemented CFATS, it conducted a regulatory
impact analysis to evaluate the expected compliance costs for facilities handling hazardous chemicals.*? Sim-
ilarly, NRC conducts formal regulatory analyses for any action expected to affect licensee resources.** These
analyses estimate costs and benefits of proposed rules and orders to help decisionmakers select the most
justified course of action.

It is hard to get proportionality right, and this can put small and medium-sized businesses at a disad-
vantage. Many businesses, particularly start-up firms with fewer than 50 employees, report that compliance
regimes for handling classified information (e.g., NISP) and cybersecurity requirements for defense contrac-
tors (e.g., DFARS and CMMC) present significant barriers to entry into the federal contracting space.** These
obligations are often complex and resource-intensive, and smaller firms frequently lack dedicated in-house
security teams to manage them.** In addition to the high costs of initial implementation, these requirements
demand ongoing investment in system upgrades, security plan updates, regular assessments, and employee
training—further compounding the burden on companies with limited resources. As a result, some smaller
businesses are deterred from pursuing or maintaining defense-related work altogether. In response, the fed-
eral government has offered targeted assistance to help small businesses overcome these barriers—such as
free counseling and compliance training—particularly in cases in which security requirements cannot be
reduced.*6

40 FedRAMP, “Understanding Baselines and Impact Levels in FedRAMP,” November 15, 2017.
41 Office of the Under Secretary of Defense for Intelligence and Security, 2020.

42 CISA, “Retrospective Analysis of the Chemical Facility Anti-Terrorism Standards,” Federal Register, Vol. 85, No. 120,
June 22, 2020.

43 U.S. Nuclear Regulatory Commission, “Regulatory Analysis,” webpage, last updated November 5, 2024.

44 Christopher Smith, “Small Businesses Aren’t Getting Enough Defense Work. Here’s How to Help Them,” Governing,
June 25, 2024; Megan L. Brown, “Five Compliance Challenges Clients Face When Implementing NIST 800-171,” Wiley, Feb-
ruary 2018.

45 San Diego Small Business Task Force, National Defense Industrial Association, “NIST 800-171/DFARS 252-204.7012 Com-
pliance and the DoD’s Small Business Base,” September 2019.

46 Office of the Under Secretary of Defense for Acquisition and Sustainment, State of Competition Within the Defense Indus-
trial Base, February 2022; DoD, Small Business Strategy, January 2023.
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Stakeholder Engagement and Transparency

Many of the regimes we reviewed emphasize proactive engagement with industry and other affected parties
throughout the design, implementation, and enforcement of compliance regimes. This collaboration and
transparency serves several purposes. By involving those responsible for implementation, regulators gain
insights into operational realities and technical challenges, enabling them to tailor rules. In addition, when
stakeholders help shape requirements, they are more likely to view them as legitimate and comply. Trans-
parency further reinforces perceptions of fairness and equity among those affected. This principle was most
evident during rulemaking and standards-setting processes, as well as in the guidance and support provided
to covered entities to facilitate compliance.

Our cases demonstrate that engagement often begins early in the policy development process, and
standard-setting bodies seek technical feedback and public comment on proposed security requirements to
better understand their potential impact. For example, the NRC publishes proposed rulemaking, actions,
and technical guidance in the Federal Register and on its website for public comment.#” Voluntary compli-
ance regimes, such as FedRAMP, seek input from advisory committees composed of industry members and
issue requests for public comment on key documents.*® Regimes developed by industry consortia also seek
to incorporate a variety of stakeholders in rulemaking and security requirement development. For example,
the PCI DSS includes a board of advisors of banks, merchants, and processors to collect input on standards.*

All the regimes we reviewed further provide guidance and support regarding how to implement the
compliance obligations. This includes detailed guidance documents, templates, frequently asked questions
(FAQs), and training resources to help stakeholders interpret and apply the requirements.>® The regimes’
overseers also host workshops, webinars, and call centers and offer liaisons to answer organizations’ ques-
tions and guide them through the compliance process. For example, the CFATS resources page offers back-
ground videos, self-assessment tools, fact sheets, guidance documents, and training manuals on the perfor-
mance standards.>!

47 U.S. Nuclear Regulatory Commission, “Documents for Comment,” webpage, last updated August 13, 2025.

48 U.S. General Services Administration, “Federal Secure Cloud Advisory Committee,” webpage, last updated July 28, 2025;
FedRAMP, “Penetration Test Guidance Public Comment Period,” webpage, March 3, 2024a.

49 PCI Security Standards Council, undated.
50 FedRAMP, “Rev5 Training,” webpage, undated.
51 CISA, undated-a.
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CHAPTER 4

Three lllustrative Compliance Regimes to Advance
Al Security

Understanding the core elements and principles of U.S. compliance regimes across critical sectors—with
varying structures, requirements, and verification and enforcement mechanisms—offers a foundation for
designing oversight approaches for advanced Al system developers. Our cases suggest that both government-
and industry-led compliance models can influence organizational behavior around security adoption, indi-
cating multiple viable pathways for AI governance. The appropriate compliance model for advanced Al
systems, therefore, should largely be driven by the underlying rationale for the regime, the perceived level
of risk posed by the systems, and the adequacy of market incentives to address those risks.

In this chapter, we explore rationales, key design considerations, and illustrative approaches for gov-
erning AI model developers. We first outline potential rationales for developing AI compliance regimes: to
(1) prevent catastrophic consequences of model weight theft or misuse, (2) ensure the integrity of models used
in high-risk government decisionmaking, and (3) align industrywide incentives to adopt common security
standards. Next, we overview how the four essential elements identified in Chapter 3—leadership and orga-
nizational capacity, security requirements, compliance verification, and enforcement mechanisms—might
apply to Al-specific regimes.

We then present three possible approaches, each rooted in either the public or private sector:

o Government-enforced Al security standards (Securing Advanced Frontier Environment—AlI
[SAFE-AI] plan). Established through legislation, this regime aims to prevent the theft, misuse, or com-
promise of high-risk general-purpose AI models through mandatory security requirements imposed on
high-risk model developers.

o Al developer authorization for federal use (SecureAI Authorization plan). Established by amending
federal policy, this plan aims to ensure that Al systems used by federal agencies meet secure-by-design
standards on a voluntary but binding basis.

o Industry-led Al security certification through a consortium (Frontier AI Security Standards Orga-
nization [FASSO] plan). Under this plan, an industry consortium sets and enforces shared security
standards among participating frontier labs.

Table 4.1 overviews key features of each model and summarizes how each might incorporate the four ele-
ments of effective compliance regimes.
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TABLE 4.1

Summary of lllustrative Al Developer Compliance Regime

Category

Government-Enforced Al Security Al Developer Authorization for

Standards (SAFE-AI)

Federal Use (SecureAl)

Industry-Led Al Security
Certification (FASSO)

High-level information

Purpose

Type

Covered entities

Prevent theft, misuse, or
compromise of high-risk
general-purpose Al models

Mandatory for high-risk models
Developers of general-purpose

models above risk thresholds,
determined by training compute

Elements of compliance regimes

Authorization and

lead entity

Security
requirements

Compliance
verification
(mechanisms)

Compliance
verification
(process steps)

Enforcement
mechanisms

¢ New congressional
legislation

e Al Safety and Security
Institute (if developed),
within U.S. Department of
Commerce

Hybrid (prescriptive,
outcome-based,
risk-informed), informed by
NIST standards (if developed);
includes sophisticated threat
actor protection goals

e Audits and in-person
inspections

¢ Incident reporting and
quarterly risk reports

¢ Independent government
penetration testing

e Whistleblower reporting and
protections

e Model registration and
self-assessment

e Tier assignment by risk

e Security plan submission

e Review, approval, and
inspection

e Ongoing audits and reporting

Corrective action plans
Graduated penalties
Operational suspension
Public disclosure of
noncompliance

Ensure that Al systems used by
federal agencies are secure by
design

Voluntary but binding

Al model developers whose
systems are used by federal
agencies

e Office of Management
and Budget (OMB) policy
guidance, embedded in

federal acquisition regulation

e FedRAMP-AI extension,
within the U.S. General
Services Administration

Hybrid (prescriptive,
risk-informed) standards that
align with authorization tiers
(High, Medium, Low); scaled to
data sensitivity and impact

* Incident reporting
requirements

e Regular vulnerability scans

e Periodic security audit by
third-party assessor

e Determine impact level
e Security plan development
and submission

e Undergo third-party assessor

e Obtain authorization
e Monitor and renew

e Corrective action plans
e Suspension or revocation of
authorization

Promote shared security
standards across frontier Al labs

Voluntary but binding

Al developers who voluntarily
participate in consortium

e Consensus-based
multistakeholder governance
with committees for
standards, disputes, and
compliance

e Industry consortium (if
developed)

Industry-informed security
controls based on best practices
developed by community; likely
prescriptive with flexible
implementation options

® Incident reporting
requirements

e Regular vulnerability scans

e Periodic security audit by
third-party assessor

e Register model and submit
self-assessment

e Undergo third-party audit

e Review by committee

e Certification listed in public
registry

e Continuous monitoring

e Corrective action plans

e Suspension or decertification

e Public disclosure of
noncompliance

Potential Rationales for Developing an Al Compliance Regime

Informed by our review of compliance regimes in high-risk industries, we identified three potential ratio-

nales for establishing a compliance framework for Al

o Prevent catastrophic consequences of Al system theft, misuse, or compromise. As in the chemical

and nuclear sectors, the theft or misuse of advanced AI models could result in serious societal harms.

Although these risks often fall outside the direct interests of individual developers, the costs are largely
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borne by the public, leaving market incentives insufficient to drive necessary security investments. A
compliance regime could help address this gap by mandating safeguards and ensuring consistent secu-
rity standards across the industry.

« Ensure the integrity of models used in high-risk government decisionmaking or trained on sensitive
data. Similar to existing regimes that impose security standards on contractors handling government
information, an Al-specific regime could ensure that AT labs meet minimum security thresholds before
deploying their models in government settings.! As AI developers increasingly serve federal agencies,
lapses during development could compromise model integrity,? leading to false or misleading outputs.
This could have serious consequences if models are used, for example, to support military operations
or analyze Top Secret intelligence. In this context, the goal of a compliance regime is not to correct a
market failure but to establish baseline protections that enable secure integration of privately developed
AT capabilities into government systems.

o Align industrywide incentives to adopt common security standards. As our case studies demon-
strate, firms in highly competitive industries may underinvest in security if they believe that their peers
are doing the same, creating a “race to the bottom.” The frontier AI industry may be susceptible to this
dynamic given that multiple companies are racing to develop increasingly capable systems. A compli-
ance regime could help overcome this challenge by establishing a shared baseline of security expecta-
tions across labs. Collective commitment to robust standards may reduce the risk that one lab’s negli-
gence undermines trust in the broader industry.

Elements of a Successful Al Compliance Regime

Case studies of government- and industry-led compliance regimes in other sectors highlight key elements
essential for compelling or incentivizing private firms to adopt security standards. These elements—
leadership and organizational capacity, security requirements, compliance verification, and enforcement
mechanisms—are relevant to the frontier Al sector but come with unique challenges, including the sector’s
emerging and largely unregulated nature. At the same time, opportunities exist, such as the relatively small
number of firms, which may enable approaches that are more tailored and inclusive.

Leadership and Organizational Capacity

As seen in other U.S. compliance regimes, both the federal government and industry-led bodies offer distinct
advantages as potential designers and implementers of an Al security compliance regime.

A government-led approach may be more appropriate if the goal is to prevent risks to society and advance
compliance to serve national security and public interests. With additional staffing and resources, several
existing federal agencies could govern the compliance regime, including the Center for AI Standards and
Innovation, which develops guidance and best practices for AI system security and collaborates with AT devel-

I For example, as discussed in the Trump administration’s AT Action Plan, “the U.S. government has a responsibility to
ensure the Al systems it relies on—particularly for national security applications—are protected against spurious or malicious
inputs. . .. [and] promoting resilient and secure AI development and deployment should be a core activity of the U.S. govern-
ment” (White House, Winning the Race: America’s AI Action Plan, July 2025, p. 18).

2 Several frontier models, including OpenAT’s GPT-40 and Anthropic’s Claude models, are accessible to U.S. federal agen-
cies through government-approved cloud services. This allows providers to make their models available to government clients
without applying the full set of security controls to their internal development environments.
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opers through voluntary risk evaluations of their models,* or the Cybersecurity and Infrastructure Security
Agency (CISA), under DHS, which leads the federal government’s engagements with the information tech-
nology (IT) sector and cybersecurity mission. The U.S. General Services Administration, which oversees the
FedRAMP program, could lead a new compliance regime positioned as an extension of that program, espe-
cially because some frontier AI model developers already operate in FedRAMP-authorized environments.

An industry-led compliance regime may involve a well-resourced consortium to coordinate and oversee
implementation. Although no such body exists at the needed scale, early efforts—such as the Frontier Model
Forum (FMF) and the Coalition for Secure AI (CoSAI), which promote secure development practices and
technical benchmarks—offer a foundation that could be expanded or adapted for broader governance roles.*

Whether led by the government or industry, the regime’s design would need to reflect the scale of over-
sight required. Although other compliance regimes oversee thousands of entities, the smaller number of
frontier AI developers could allow for more direct engagement and tailored oversight strategies.

Security Requirements

With the AI industry still in its early stages, security standards and best practices remain underdeveloped.
Although some frontier AI companies have released security frameworks, these plans often draw from a
patchwork of technical and nontechnical standards, some developed outside a consultative process. Having
widely accepted technical standards—reportedly under development at standard-setting organizations, such
as NIST and ISO—would be essential for future compliance regimes. Still, while technical standards can help
inform requirements, compliance regimes are likely to adopt a tailored approach, such as combining baseline
prescriptive controls with risk-informed or outcome-based measures that allow firms flexibility in determin-
ing how to implement them.

Compliance Verification

Some frontier Al model developers have already begun voluntarily evaluating the safety and security of their
systems and models through internal audits, third-party penetration tests, and independent model evalu-
ations. Some firms have also made voluntarily commitments to the federal government to implement safety
and security measures to help manage the risks posed by the AI systems.> In addition, industry-led initia-
tives, including the FMF and CoSAI, further reflect a collective commitment to advancing best practices and
sharing information to strengthen security. Such efforts may indicate an emerging capacity and foundation
for developing a more formal compliance verification framework, whether under government- or industry-
led regimes.

Enforcement Mechanisms

Because the frontier Al industry remains largely unregulated, it may be difficult to identify enforcement
mechanisms that would effectively compel companies to adopt security standards. The regime’s leadership—
government or industry—and whether compliance is mandatory or voluntary will influence the types of car-

3 Madison Alder, “OpenAl Anthropic Enter AI Agreements with US AT Safety Institute,” FedScoop, August 29, 2024; Madi-
son Alder, “Trump Administration Rebrands AI Safety Institute,” FedScoop, June 4, 2025.

4 FMF, “Progress Update: Advancing Frontier AI Safety in 2024 and Beyond,” August 29, 2024; CoSAI, “About,” webpage,
undated-a.

5 Rebecca Heilweil, “Where Biden’s Voluntary AI Commitments Go from Here,” FedScoop, November 13, 2024.
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rots or sticks applied. A government-led regulatory approach may impose substantial financial penalties,
whereas a voluntary regime could encourage compliance by tying it to eligibility for government contracts.®
Inanindustry-led model, the governing consortium may struggle to establish effective incentives. Case
studies of industry-led regimes, such as NERC and PCI DSS, show that, despite industry governance, enforce-
ment still depends on government-authorized powers—authority that the AI sector currently lacks. Without
such authority, the regime might rely on other incentives, such as peer pressure and reputational conse-
quences; however, to succeed, developers must commit to robust standards, and the governing body must
be willing to publicize noncompliance—actions that could discourage some companies from participating.

Government-Enforced Al Security Standards: Securing Advanced
Frontier Environment—Al (SAFE-AI)

This hypothetical compliance regime establishes a comprehensive regulatory framework designed to prevent
the theft, misuse, and compromise of high-risk general-purpose models. Authorized by new congressional
legislation and overseen by the AI Safety and Security Institute (AISSI) (a restructuring of the current Center
for Al Standards and Innovation, formerly the AI Safety Institute) within the Department of Commerce, the
regime sets clear security requirements for covered Al labs, tailored to the risk level of their models. It fea-
tures a tiered risk-based structure based on training compute, a set of prescriptive and performance-based
security requirements informed by NIST technical standards (when developed), and mechanisms for compli-
ance verification, including audits, penetration testing, and incident reporting. To enforce accountability, the
regime provides proportionate enforcement measures, including corrective action plans, financial penalties,
operational suspensions, and public disclosures.

Leadership and Organization Capacity

To implement a regulatory compliance regime for high-risk AI systems, new legislation establishes the legal
framework, designates governing authorities, and builds the organizational capacity required for oversight
and enforcement. The following outlines the key components of that structure:

o Legislation. Congress enacts new legislation establishing a compliance regime to prevent the theft,
misuse, and compromise of advanced Al systems. The law requires select Al labs developing high-risk
general-purpose models to implement designated security requirements and outlines the broad struc-
ture of the compliance framework.

» Governing authorities. The law designates key entities to lead and manage the compliance regime.
These include
- Al Safety and Security Institute (AISSI). The law grants the AISSI—currently the Center for Al Stan-

dards and Innovation—the regulatory authority to oversee the regime, making it responsible for setting
and enforcing security requirements, verifying compliance, and imposing enforcement mechanisms.
- Board of directors. The law establishes a five-member board, appointed by the President and con-
tirmed by the Senate, to oversee major enforcement and policy decisions.
- Department of Commerce. Home of the AISSI, the department develops regulations to operational-
ize the law. This includes determining which AI labs are subject to the regime, specifying the man-
dated security measures, and outlining verification, reporting, and enforcement procedures.

© For instance, under the European Union’s General Data Protection Regulation (GDPR), authorities can levy fines of up to
4 percent of a company’s annual global turnover or €20 million, whichever is greater, for serious violations (Intersoft Consult-
ing, “GDPR: Fines and Penalties,” webpage, undated).
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- Leadership and staffing. The legislation establishes a Director of AI Security and Compliance,
reporting either to the Secretary of Commerce or the Chair of the Commission, to oversee enforce-
ment and inspection teams. A new technical and regulatory staff includes experts in Al system
security, cybersecurity, regulatory compliance, and risk analysis. The team guides and supports cov-
ered Al labs, develops and reviews security plans and control implementation, conducts inspections
and compliance assessments, and analyzes incident reports.

Security Requirements

Under the SAFE-AI plan, the compliance regime incorporates a variety of security requirement approaches,
guided by the principle of proportionality, to ensure that it does not place an undue burden on AI developers.
This includes baseline prescriptive standards that specify how certain controls must be implemented and
outcome-based standards focused on measurable results for more-rigorous security measures and controls.
The regime also incorporates risk-informed approaches by assigning labs to tiers based on assessed risk,
and each tier carries specific security obligations, with the highest tier designed to ensure protection against
sophisticated threat actors.

o Prescriptive standards. Drawing from NIST standards on Al security (when developed), AISSI defines
a baseline set of security controls that all covered Al labs are required to implement. These prescriptive
standards specify required controls, as well as how they should be implemented, to reduce subjectivity
and ensure consistency across labs.”

o Outcome-based standards. Beyond baseline security measures, AISSI establishes outcome-based per-
formance standards to strengthen AI system security against sophisticated nation-state threats. Rather
than prescribing specific methods, each standard emphasizes measurable security results to allow labs
to adopt feasible and effective approaches.® For example, an outcome-based standard might include the
following: Prevent sophisticated nation-state actors from gaining unauthorized access to, exfiltrating, or
tampering with model weights.

o Risk-informed approach. The SAFE-AI plan can ensure that regulatory requirements are appropriately
tailored by using a tiered, risk-informed approach to determine which AT labs must comply and the
scope of their security obligations. Under this approach, a model’s potential risk is assessed based on
the amount of compute used for model training, measured in floating point operations (FLOPs). The
board of directors sets specific FLOP thresholds that define compliance tiers (see Table 4.2 for illustra-
tive thresholds).” Each tier corresponds to a distinct level of required security; labs in higher tiers—
those developing the most powerful and potentially risky models—are subject to more-stringent secu-
rity controls, planning requirements, and regulatory oversight. To determine a lab’s training compute,
the regime would require self-assessments or model registration, in which the lab submits information
on its training runs—such as their estimated FLOPs, model type, and compute source—to the AISSI
via a secure portal.l?

7" These controls could, for example, generally align with RAND Security Level 3 (Nevo et al., 2024).

8 These performance standards will generally seek to achieve security consistent with RAND Security Levels 3 and 4 (Nevo
et al., 2024).

9 One straightforward approach might be to use computational inputs (measured in FLOPs), which are used as a proxy for
the breadth and depth of model capabilities.

10 Model registries have been proposed in studies as a regulatory tool for collecting commercial and safety-relevant informa-
tion about AT models and their developers or deployers (Elliot McKernon, Gwyn Glasser, Deric Cheng, and Gillian Hadfield,
“AI Model Registries: A Foundational Tool for AI Governance,” arXiv, arXiv:2410.09645, October 12, 2024).
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TABLE 4.2
Potential Risk Tier Thresholds by Training FLOPs Under SAFE-Al Regime

Training FLOPs
Risk Tier Range Example Security and Compliance Requirements

Tier 1 (high risk) >1026 FLOPs e Develop security plan to achieve both prescriptive and
outcome-based security standards to defend against
nation-state threats

e Undergo regular audits, government-conducted penetration
testing, and continuous reporting requirements

Tier 2 (medium risk) 1023-1026 FLOPs  Develop security plan to achieve baseline prescriptive
standards
e Undergo yearly audits

Tier 3 (low risk) <1028 FLOPs ® Developer must register models and meet baseline
prescriptive standards
e Self-certification of compliance

Risk-based tiers may further inform security plan development requirements. For instance, the regime
may require Tier 1 and Tier 2 labs to conduct comprehensive vulnerability assessments of their systems,
infrastructure, personnel practices, and supply chain dependencies. Drawing from these assessments, the
labs then develop site security plans detailing how they will meet security standards, including prescriptive
requirements. AISSI uses this plan to assess whether the developer adequately meets the security outcomes
required for compliance.

Compliance Verification

The SAFE-AI regime may employ several compliance verification tools to ensure that AI labs uphold their
security commitments. The intensity and frequency of these measures can be scaled to each lab’s risk level,
with developers of high-risk Tier 1 models subject to the most rigorous oversight. Verification tools include
(1) security incident and risk posture reporting to provide continuous visibility into security performance,
(2) inspections and audits to confirm that documented plans are effectively implemented in practice,
(3) independent red teaming and penetration testing to assess system resilience and identify potential vul-
nerabilities, and (4) whistleblower protections to encourage reporting of potential violations. The regime
may require higher-tier labs to undergo these assessments more regularly, with the scope and sophistication
of the testing scaled to the risk profile of the organization.

o Security incident and risk posture reporting. All covered labs must report significant security
incidents—such as unauthorized access, data exfiltration, or the compromise of critical systems—
within 72 hours of discovery. Labs must also conduct regular network vulnerability scans and submit
the results to AISSI to verify the implementation of required security controls and to identify and reme-
diate known vulnerabilities. In addition, labs are required to submit quarterly risk posture reports that
summarize less severe incidents (e.g., intrusion attempts, flagged anomalies) and provide key security
performance metrics, such as time to detection and response. AISSI publishes an annual State of Al
Security Compliance report (aggregated without lab identifiers) to highlight common gaps and trends.

« Inspections and audits. AISSI staff will conduct a mix of remote and in-person audits to verify ongoing
compliance, with the frequency and intensity of inspections tailored to each lab’s risk tier and history
of reported security issues. Labs experiencing repeated incidents or compliance gaps may face more
frequent scrutiny. Inspection methods include physical site visits to assess infrastructure and access
controls; interviews with key personnel, such as security staff, developers, and executives; operational
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walkthroughs to review processes, such as training pipelines and incident response; and comparisons
between submitted plans and actual practices.

 Independent red teaming and penetration testing. To assess each lab’s AI security posture, some
covered entities must undergo periodic independent red teaming and penetration testing. These exer-
cises can be conducted by NSA or CISA red teamers—who already provide free services to defense
contractors—and are designed to simulate adversarial attacks targeting critical components of the
model, its infrastructure, and dependencies. Results are reported to AISSI, which uses this information
to recommended improvement to labs security plans and close vulnerabilities.

« Whistleblower protections. To strengthen accountability and support compliance verification, the
regime includes protections for whistleblowers who report potential violations. Lab employees may con-
fidentially report suspected noncompliance—such as failure to implement required security controls or
falsified reporting—directly to the regulator. These reports will be treated as actionable intelligence and
may trigger follow-up audits, inspections, or investigations. Retaliation against whistleblowers is strictly
prohibited, and clear procedures will be in place to ensure anonymity and to safeguard against profes-
sional or legal consequences.

Enforcement Measures

In cases in which AT labs fail audits or violate regulatory requirements, the compliance regime establishes a
variety of proportionate enforcement actions designed to uphold accountability while providing opportuni-
ties for remediation. The first step is typically the issuance of a corrective action plan (CAP), which outlines
specific measures that the lab must take to address deficiencies and return to compliance within a defined
time frame. If the lab fails to implement corrective actions, escalating consequences may follow—including
(1) graduated civil penalties based on the severity and persistence of the violation, (2) suspension of specific
operations, and (3) public disclosure of noncompliance to incentivize corrective behavior through reputa-
tional pressure.

« Corrective action plans. The CAP outlines a detailed list of identified deficiencies and establishes clear
deadlines for remediation—such as 90 days to address moderate issues and 30 days for critical security
failures. To ensure accountability and track progress, labs are required to participate in monthly virtual
check-ins with AISSI compliance officers. These check-ins provide an opportunity to review remedia-
tion efforts, address challenges, and adjust timelines if warranted. Successful completion of the CAP
allows the lab to return to good standing without further penalty.

« Graduated civil penalties. If a lab fails to remediate violations outlined in its CAP, the regulator may
impose graduated civil penalties based on the severity and persistence of noncompliance. These penal-
ties are designed to incentivize timely correction while accounting for the scale and resources of the lab.
Table 4.3 overviews example infractions and corresponding penalties.!!

« Suspension and restricted operations. For repeated or severe violations—especially those involving
high-risk model development—the AISSI may impose temporary operational restrictions. This can
include halting frontier model training or deployment until critical security issues are resolved.

« Public disclosure and reputation. AISSI may further publicly disclose if a lab fails to comply with
security requirements. These disclosures are published in AISSI’s Annual Blacklist Summary and may
include the nature of the violation and steps taken (or not taken) to address.

1 To avoid disproportionate impact, total fines are capped at a fixed percentage of annual revenue (e.g., 2 percent).
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TABLE 4.3
Example Infractions and Graduated Civil Penalties Under SAFE-Al Regime

Extent of Violation Example Infractions Example Penalties

Moderate violations Documentation gaps; delayed incident $100,000 to $500,000 per infraction
reporting

Significant violations Repeated failure to implement core $500,000 to $10 million, depending on
security controls severity and recurrence

Critical violations Systemic security failures; willful Begin at $10 million with additional
negligence; compromised sensitive daily penalties (for instance, $5 million
systems per day) until issues are resolved

Al Developer Authorization for Federal Use: SecureAl Authorization

To protect the integrity of Al systems used by federal agencies and ensure that they meet secure-by-design
principles, the federal government could establish a compliance regime known as SecureAI Authorization.!
Authorized through OMB guidance, embedded in federal acquisition rules, and managed by an expanded
General Services Administration FedRAMP program management office (PMO), the regime would include
dedicated structures for governance, compliance, and enforcement. It would create risk-based authorization
tiers, establish a path to authorization for Al labs, and enforce ongoing compliance through continuous mon-
itoring and corrective action, including revoking authorization for labs that do not comply. This approach
ensures that AI models deployed across the federal landscape are resilient to model tampering, unauthor-
ized access to model weights, and adversarial manipulation.

Leadership and Organization Capacity

The SecureAl compliance framework is authorized through OMB guidance to enforce secure-by-design
requirements for Al models used by federal agencies. It is embedded in federal procurement regulations and
overseen by an expanded General Services Administration PMO within FedRAMP, which includes a dedi-
cated AT extension. The following are key components of the framework:

 Regulatory issuance. Unlike the SAFE-AI plan, which is established through legislation, the White
House OMB issues a policy memorandum supplementing OMB M-22-18 (“Enhancing the Security of
the Software Supply Chain Through Secure Software Development Practices”) to establish the Secu-
reAl framework.!* The new memorandum extends secure-by-design requirements to frontier AT model
developers, particularly those whose models are deployed on FedRAMP-authorized cloud service pro-
viders (CSPs) and used by federal agencies. The policy aims to ensure model integrity before agencies
use them for analyzing sensitive data and supporting national security decisions.
» Governing authorities and staffing. In addition to OMB, implementation of the policy may involve
numerous stakeholders, including
- Federal Acquisition Regulation (FAR) Council. Once OMB issues the policy memo, the FAR Coun-
cil issues a new clause requiring that all AI systems procured through federal contracts meet secure-
by-design authorization standards.

12 CISA, “Secure by Design,” webpage, undated-f.

13 Shalanda Young, “Enhancing the Security of the Software Supply Chain Through Secure Software Development Practices,”
memorandum for the heads of executive departments and agencies, Office of Management and Budget, M-22-18, Septem-
ber 14, 2022.
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- FedRAMP PMO. Under the General Services Administration, the PMO establishes a new
FedRAMP-ATI extension. This dedicated office issues security requirements tailored to AI devel-
opers whose models are deployed on CSPs for government use and verifies compliance with those
standards.

- Steering board. The board may involve chief information officer-level representatives from DoD,
DHS, and the Department of Commerce, as well as from other principal agencies using AI models. It
sets high-level policy, approves authorizations for trusted labs, and arbitrates issues.

- Advisory council. Composed of industry leaders, academic experts, and civil-society members, this
body recommends evolving security controls in response to emerging threats and security technol-
ogy improvements and advises security-level adjustments.

- Coreaccreditation team. A multidisciplinary staff supports compliance activities across the SecureAl
program. The team may include specialists who can evaluate findings from labs’ self-reported vul-
nerability scans and third-party penetration test results. It drafts technical control specifications and
oversees the development of a network of accredited third-party assessment organizations (3PAOs),
which can perform initial audits and assessments of AI labs seeking authorization.

Security Requirements

To ensure that Al systems used by the federal government meet secure-by-design standards, the SecureAl
plan follows a hybrid approach to security requirements, establishing prescriptive technical standards
and tailored, risk-informed authorization levels. These standards would draw on frameworks by NIST
(when developed) or RAND, aligning security controls with the sensitivity of the data and the potential
impact of model misuse.

o Technical standards for AI security. The program requires a comprehensive set of security controls
specifically tailored to AI systems. Technical standards developed by NIST for Al system security (when
developed) could serve as a foundational input to inform authorization requirements. In the absence of
finalized NIST standards, security tiers developed by RAND researchers could provide a useful starting
point for defining risk-based security levels.!

o Clear authorization levels. The program establishes multiple authorization tiers—each corresponding
to a FedRAMP-AT security level—based on the sensitivity of the data involved and the significance of
the decisions the models inform. For example, models used to analyze personally identifiable infor-
mation (PII) and support human resources decisionmaking may require baseline security measures,
whereas models used to analyze Top Secret data or inform military operations would warrant more
advanced security controls. Table 4.4 overviews possible security levels depending on data sensitivity.

Compliance Verification

Under the SecureAl plan, the FedRAMP-AI PMO establishes a standardized process for model developers to
obtain and maintain authorization. The process incorporates a variety of possible compliance mechanisms

14 Nevo et al., 2024.
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TABLE 4.4
Example Authorization Tiers Under SecureAl Plan

FedRAMP-AI Security

Security Level Impact Level Data Type Requirements

Low The unauthorized modification or compromise of the ~ Government data that includes Equivalent of RAND
model during development could have a moderate Pl or financial data (e.g., Security Levels 1-3
adverse effect on government operations, agency human resources data)

decisionmaking, and national security.

Moderate The unauthorized modification or compromise of National security systems Equivalent of RAND
the model during development could have a serious  data (e.g., law enforcement Security Level 4
adverse effect on government operations, agency or critical transportation and
decisionmaking, and national security. infrastructure security data)

High The unauthorized modification or compromise of Secret and Top Secret data Equivalent of RAND
the model during development could have a severe (e.g., intelligence analysis and  Security Level 5
or catastrophic adverse effect on government military decisionmaking)
operations, agency decisionmaking, and national
security.

SOURCES: Impact categories are adapted from U.S. Department of Commerce, Standards for Security Categorization of Federal Information and
Information Systems, FIPS Publication 199, February 2004; and Nevo et al., 2024.

typical of compliance regimes—specifically, reporting requirements, audits, and continuous monitoring.

The key steps are as follows:

PMO determination of impact level of AT model and data sensitivity. First, the PMO selects the
appropriate impact level (low, moderate, or high) based on how the AI model would be used by gov-
ernment agencies and the sensitivity of the data it will process.

Audit via a 3PAO. Next, the AT developer chooses a FldRAMP-AlI-accredited 3PAO with Al security
expertise to conduct independent security testing.

Attestation through developing and submitting a system security plan (SSP). The AI lab demon-
strates its compliance with security controls levels by developing an SSP. The lab then submits the
plan and supporting documents to the PMO.

PMO authorization decision. If the developer meets the security requirements, the PMO grants an
authorization to operate (ATO). All approvals are conditional on ongoing compliance and monitor-
ing. This now gives a federal agency the ability to contract with and use the models in its data analysis.
Continuous monitoring and reauthorization. Under this plan, authorizations are valid for a set
period, such as two years. To retain authorization, Al labs must commit during this period to conduct
regular vulnerability scans and security updates, report security incidents, undergo periodic audits,
and complete reassessments following major model updates or changes.

Enforcement Measures

Processes to enforce compliance after authorization include (1) documenting and remediating compliance

issues, (2) PMO review to assess whether the proposed response is adequate, and (3) potential consequences

for failure to remediate, which may include suspension or full revocation of authorization.

o Plan to document and remediate noncompliance. Once authorization is awarded, AT model develop-

ers must document any vulnerabilities or compliance issues identified through continuous monitoring
in a CAP. The CAP should outline the nature of the deficiency, planned remediation steps, responsible
parties, and target completion dates.
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o PMO review of remediation plan adequacy. The PMO assesses the severity and scope of the non-
compliance to determine whether it constitutes a low, moderate, or high risk. Using this evaluation,
the PMO may require immediate remediation, require temporary mitigation measures, or approve an
extension to the remediation timeline.

o Consequences of failure to remediate. If the Al lab fails to address the issue in a timely or adequate
manner, the PMO may take enforcement actions, such as suspending the ATO (prohibiting the lab from
supporting new federal workloads), revoking the ATO entirely, issuing alerts to other agencies using the
lab’s models, or requiring a reassessment by an accredited 3PAO.

Industry-Led Al Security Certification: Frontier Al Security Standards
Organization

A third model, not led by the federal government but by a newly established industry consortium, aims to
promote consistent and robust security practices across labs in the highly competitive frontier AI sector,
where individual firms may otherwise lack incentives to invest in strong safeguards. The consortium—which
we call the Frontier AI Security Standards Organization (FASSO)—seeks to counteract these dynamics by
establishing a shared framework that encourages voluntary adoption of security standards and incentivizes
broader participation. Operated under a multistakeholder governance structure, FASSO includes dedicated
committees for setting security requirements, resolving disputes, and overseeing compliance and certifica-
tion. The regime would issue standards based on frameworks developed by industry partners to identify best
practices for Al developers. Participation would be voluntary but binding, and compliance would be verified
through model registration, self-assessments, third-party audits, dispute resolution, and ongoing monitor-
ing. Certification statuses are made public, and noncompliant developers must implement corrective action
plans or face sanctions, including decertification and public disclosure.

Leadership and Organization Capacity

Under this plan, FASSO oversees the development and administration of the compliance regime. Core com-
mittees of FASSO would include stakeholders from leading AI developers, technical security experts, and
nonvoting government liaisons. Committees may include the following:

o Standards Setting Committee. This committee drafts, updates, and publishes security requirements
tailored to the risks to frontier AI models. It draws on technical expertise and practical input from
industry members to ensure that the standards are rigorous and feasible and evolve in response to
emerging threats and advancements in security technologies.

« Compliance and Certification Committee. Responsible for overseeing the assessment and certifica-
tion of participating AI labs by reviewing audit results and self-assessment submissions, this committee
determines whether entities meet the required thresholds for compliance. It also monitors the imple-
mentation of CAPs and ensures consistency, fairness, and proportionality in the evaluation process.

 Dispute Resolution Body. A neutral panel manages disagreements between Al developers and auditors
regarding compliance findings, certification outcomes, or interpretations of security requirements. It
provides a structured process for appeals and mediation.

o Credentialing Committee. This committee is responsible for accrediting third-party auditors and
internal compliance officers to ensure that they meet defined standards of expertise and ethical con-
duct. It establishes qualification criteria, oversees training and education programs, and conducts peri-
odic reviews to maintain the integrity of the compliance assessment process.
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Participation in the compliance regime is voluntary; however, entities that choose to join the regime agree
to abide by the rules and findings of the governing body. This includes adherence to security standards, coop-
eration with audits and assessments, and acceptance of decisions related to certification, corrective actions,
and dispute resolution. Developers who join but fail to meet their obligations may have their noncompliance
publicly disclosed.

Security Requirements

AT developers’ involvement in shaping the security standards through the Standards Setting Committee
means that the resulting requirements can be more prescriptive, clearly specifying the controls and measures
that all labs must implement. For security controls that may be difficult to implement, the standards offer
flexible options to accommodate developers with unique systems or workflows while still ensuring align-
ment with core requirements. This approach minimizes subjectivity and promotes consistency across the
industry. Many of the requirements may be drawn from established frameworks, such as NIST SP 800-53 and
RAND’s Securing AI Model Weights report, while additional AI-specific controls can reflect best practices
identified by leading AI developers that are members of the consortium.!

Compliance Verification

An industry-led consortium can leverage mechanisms similar to those under the voluntary government-led
regime to verify compliance with established standards. Steps in compliance for AI model developers under
this regime could include the following:

o Model registration and self-assessment. AI developers submit registration details for their models
to FASSO, including relevant technical specifications and security documentation. The consortium
reviews the submission for completeness and initial compliance with baseline standards. On accep-
tance, the model is formally registered, enabling it to enter the ongoing compliance and audit process.

o Third-party audit. The AI developer undergoes a compliance assessment by an independent third-
party audit to verify adherence to the established security standards. The results are reviewed by the
Compliance and Certification Committee, which determines certification status and identifies any
required corrective actions.

o Dispute resolution. If disagreements arise between AI developers and auditors regarding compliance
findings or certification decisions, the matter can be referred to the Dispute Resolution Body. This
neutral panel reviews the evidence, facilitates dialogue, and provides a fair and transparent process for
appeals or mediation.

o Publishing certification status. Certified AI models and their compliance status are published in a
publicly accessible registry maintained by the consortium.

« Continuous monitoring. After certification, the AI developer is subject to ongoing monitoring and
periodic reassessments to ensure continued compliance with security requirements. Any security inci-
dents or significant changes to the model must be promptly reported and may trigger additional reviews
or audits.

15 N1IST, 2020; Nevo, 2024.
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Enforcement Mechanisms

To maintain the integrity of the compliance regime, certified developers are held accountable for promptly
addressing any lapses in compliance. The process for remediation and consequences for failure to meet
required standards includes the following:

o Corrective action plans (CAPs). If certified developers are found to fall out of compliance, they are
required to implement a CAP within a specified time frame to address identified deficiencies. The
Compliance and Certification Committee monitors progress and may instruct third-party auditors to
conduct follow-up assessments to verify remediation.

o Sanctions. Failure to remediate could lead to penalties, including suspension of certification and public
disclosure of noncompliance with summaries of violations.

Trade-Offs Among lllustrative Al Compliance Regimes

In this section, we examine the benefits and trade-offs of the three notional compliance regimes across four
key dimensions: authorities and coverage, security, proportionality, and stakeholder engagement and trans-
parency (summarized in Table 4.5). Although our case studies suggest that both government- and industry-
led compliance models can influence organizational behavior regarding security adoption, each approach
involves trade-offs that can inform decisions about which model is best suited to a given policy context.

TABLE 4.5

Summary of Trade-Offs Among Al Compliance Regimes

Government-Enforced Al
Security Standards (SAFE-AI)

Al Developer Authorization for

Federal Use (SecureAl)

Industry-Led Al Security
Certification (FASSO)

Authorities and
coverage

Security

Proportionality

Stakeholder
engagement and
transparency

Legally binding; backed
by statutory authority
Comprehensive
coverage; applies to all
high-risk Al

High security bar;
enabling protections
against nation-state
threats

High burden; risk of
overly broad or costly
requirements

Lower industry buy-in
may lead to “checklist
mentality”

Technical expertise
gap; government may
lack expertise to regulate
fast-evolving Al systems

Quicker implementation
with existing acquisition
rules

Potentially narrow
coverage; applies only

to developers serving the
government

Moderate security; only
by developers serving
government

Moderate burden;
applies only to
developers who work with
government

Lower industry buy-in
may lead to “checklist
mentality”

Technical expertise
gap; government may
lack expertise to regulate
fast-evolving Al systems

Weakest incentives to
participate

Potentially narrow
coverage; applies only to
developers who voluntarily
participate

Commercial interests
may lower security
bar, offering weaker
protections

Moderate burden;
applies only to developers
who voluntarily participate

High industry
engagement may
promote outcome-driven
security approach
Leveraging industry
expertise helps align
security with fast-evolving
Al systems
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Authorities and Coverage

Because SAFE-ALI is authorized through congressional legislation, it carries the strongest legal authority,
empowering regulators to mandate and enforce compliance with security requirements. The regime also
offers the broadest coverage, applying to all developers who meet the regulatory threshold—defined using
training compute as a proxy for risk.

By contrast, SecureAl and FASSO have more limited enforcement authority—relying on procurement
conditions and voluntary participation, respectively—which may reduce their ability to ensure consistent
compliance. They are also likely to see more limited participation because both hinge on voluntary engage-
ment. For example, SecureAl only applies when a developer chooses to work with the federal government.
This constrains how stringent the regime’s requirements can be—if they are too burdensome, developers
may be discouraged from seeking government contracts, limiting the government’s ability to access and
deploy advanced AI technologies. FASSO faces even weaker incentives for compliance, relying primarily on
the industry’s willingness to collectively strengthen security practices. Competitive pressures and concerns
about foreign developers gaining an advantage may further discourage broad participation.

Security

SAFE-AT’s regulatory mandate would likely enable the regime to set the highest security bar. Because both
SecureAI and FASSO rely on voluntary participation, overly stringent requirements could discourage devel-
oper engagement. That said, given that AI security standards and best practices are still evolving, even
SAFE-AI would allow developers flexibility in how they meet the most stringent requirements—particularly
those designed to protect against nation-state threats.

SecureAT’s risk-informed approach, which tailors requirements based on the type of government data and
the sensitivity of the model’s use, may not provide broad protections across the industry if developers choose
not to participate or opt only for lower-tier certifications that impose minimal obligations. FASSO, with the
weakest incentives for participation, is also likely to adopt relatively lenient security requirements. To be
effective, its oversight body would need to strike a careful balance—setting standards that are strong enough
to be meaningful but not so burdensome that they discourage widespread adoption.

One counterargument, however, is that an industry-led approach may have the expertise to identify both
cost-efficient and cost-effective security measures. More difficult or complex security controls do not always
translate into better outcomes. As a result, a well-designed industry-led regime that leverages collective exper-
tise to develop measures that deliver the greatest security impact may be able to advance meaningful security.

Proportionality

Because SAFE-ATI applies to all high-risk model developers—and imposes lesser obligations even on develop-
ers of models outside the frontier—it is likely to result in the most significant compliance costs and burdens
on the industry. This raises concerns about potentially slowing innovation or disadvantaging smaller devel-
opers. To mitigate these risks, the regime incorporates several mechanisms, including impact assessments to
evaluate industry burden and inform regulatory design, risk-tiered security obligations that scale based on
training compute, and outcome-based requirements that allow flexibility in how developers implement the
necessary controls. Still, even with these mechanisms, the regime would impose a more substantial burden
on industry than the alternative options.

SecureAl imposes the most substantial security requirements—and associated burdens—on developers
whose models analyze the government’s most sensitive data, with obligations tailored to the potential risks
involved. Importantly, developers can choose to opt in, which helps reduce the overall compliance burden
and promotes proportionality. In contrast, FASSO requires uniform adoption across all participating enti-
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ties; however, because participation is voluntary, this opt-in feature also helps ease the burden on developers.
Additionally, if security requirements are less stringent, the overall industry burden is further reduced.

Stakeholder Engagement and Transparency

Government leadership of SAFE-AI and SecureAl potentially reduces industry buy-in, which may result in
weaker adherence—an important concern because, ultimately, it is the firms, not the government, that bear
the responsibilities and costs of the regime. Without adequate ownership from industry, there is a risk of
fostering a compliance-driven checklist mentality, in which covered entities do only the minimum necessary
rather than striving to improve security. Another limitation is that the government may lack the technical
expertise needed to develop and regularly update security requirements as threats evolve.

Both regimes attempt to guard against these challenges. SAFE-AT’s requirements would be established
through a rulemaking process that incorporates industry feedback, and its use of outcome-based standards
allows developers to select security controls that best achieve the goals (rather than prescribe them). In addi-
tion, the security requirements would be informed by technical standards developed through consensus-
driven processes, such as those led by NIST.

Still, even with these measures, there is a risk that industry might not feel sufficiently engaged or empow-
ered to take proactive ownership of security outcomes, potentially limiting the overall effectiveness of the
regimes.

FASSO’s development by industry could strengthen compliance by fostering a sense of ownership among
participating entities. This buy-in may reduce incentives to evade or resist requirements and lead to more
meaningful adherence than top-down mandates typically achieve. In addition, direct industry involve-
ment helps ensure that security requirements reflect real-world operational constraints and evolving threats.
This approach can enable more regular and responsive updates to security standards, keeping them cur-
rent as risks change. Ultimately, industry leadership may help cultivate a culture of genuine commitment to
security—rather than encouraging a narrow, compliance-driven “check-the-box” mindset.
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CHAPTER 5

Policy Options for Industry-Government
Collaboration

As demonstrated in Chapter 4, both government- and industry-led compliance regimes offer models for
incentivizing the frontier AI industry to adopt security standards. Whereas government-led regimes can
enforce compliance through regulatory authority and robust penalties and incentives, industry-led regimes
may promote greater flexibility, innovation, and stakeholder buy-in by relying on peer-based standards and
accountability.

However, if policymakers or industry view the trade-offs associated with both models as too great and are
reluctant to implement them, an alternative approach would be to strengthen collaboration between govern-
ment and industry across key areas of security, including through formal public-private partnerships (PPPs).
Although this approach relies primarily on self-regulation by industry and therefore would offer more lim-
ited security benefits than implementing a comprehensive set of standards, it could still aid adoption in areas
in which developers require specialized assistance.!

In this chapter, we overview key policy options for the U.S. federal government to consider in estab-
lishing and operationalizing collaboration support to advance security within the AI sector (overviewed in
Table 5.1). In particular, we explore the following:

o Standards setting. To foster industrywide consistency, the government and industry should collabora-
tively develop security standards to protect AI systems.

o Intelligence- and information-sharing. The federal government could identify AI labs™ information
needs, assess existing government platforms to support them, designate a single federal liaison, stream-
line classified intelligence-sharing, and foster other information-sharing practices.

o Technical expertise. A PPP can provide red- and purple-team support from such agencies as NSA and
CISA to test Al lab security or assist with vetting employees, similar to existing government screening
programs for transportation workers.

1 In July 2025, the Trump administration released a plan to promote Al innovation and security that deemphasizes regula-
tory approaches and proposes several ideas that align with some of the recommendations discussed in this chapter (White
House, 2025). These include the establishment of an AI Information Sharing and Analysis Center (AI-ISAC) to facilitate
information-sharing, the prioritization of intelligence collection to identify Al-related risks, and the enhancement of threat
information-sharing between the government and AI labs. Our analysis and recommendations aim to provide additional
insights to support and strengthen these policy approaches.
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TABLE 5.1
Summary of Recommendations on Implementing U.S. Government and Al Lab Cooperation

Recommendation Category Recommendations

Standards setting ¢ Develop technical standards for Al systems and model weight security.
e Address gaps in existing technical standards.
e Conduct foundational research, including pilot experiments, to guide standards
development on emerging controls (e.g., hardware security modules [HSMs] for Al/ML
[machine learning], confidential computing).

Intelligence- and ¢ Formalize government support for intelligence- and information-sharing, including the
information-sharing following:
- Establish communication channels to identify Al labs’ information needs as a starting
point.

- Evaluate whether existing government platforms and forums address needs.
- Designate a single, lead federal liaison for Al lab engagement.
- Develop streamlined channels for sharing classified intelligence.
- Enhance intelligence collection on priority threats to Al labs.
- Clarify legal protections to enable Al threat information-sharing.
- Consider establishing an Al-ISAC and an Information Sharing and Analysis Organization
(ISAQO) to support industry-led sharing.
e Promote an active role for private industry to share information with the federal
government and each other.

Technical expertise * Provide government red- and purple-team assistance (e.g., NSA and CISA) to test Al lab
security.
e Support vetting Al lab employees through existing screening assistance programs for
nongovernment entities.

Standards Setting

Establishing robust technical security standards for AI systems and model weight protection is helpful for
ensuring consistent implementation of security measures across the AI industry. NIST, with industry sup-
port and input, should develop these standards to address gaps in existing frameworks, particularly by lever-
aging foundational research to guide their development.

Develop Technical Security Standards for Al Systems and Model Weight
Security

The federal government, with input from frontier Al industry and other stakeholders, should develop clear
and uniform technical security standards as a foundation for identifying and implementing effective secu-
rity controls to protect frontier systems.? In particular, NIST can build on its existing frameworks, such as
the SP 800 series, and apply a deliberative, consultative process that includes public drafts and feedback from
industry, academia, and other stakeholders.? This approach can help ensure broad buy-in and produce stan-
dards tailored to the unique security challenges of frontier AI models.*

2 Technical standards are defined as “a document, established by consensus and approved by a recognized body, that provides
for common and repeated use, rules, guidelines or characteristics for activities or their results, aimed at the achievement of
the optimum degree of order in a given context” (ISO and IEC, Standardization and Related Activities—General Vocabulary,
ISO/IEC Guide 2, 2004, as cited in NIST, A Plan for Global Engagement on Al Standards, NIST Al 100-5, July 2024, p. 4).

3 NIST, “Al Standards,” webpage, updated March 25, 2025a; DoD, “Deploying AI Systems Securely,” PP-24-1538, April 15,
2024. A notable example of an industry-led AI security standards—development process was launched by CoSAI in 2024.
CoSAI brings together leading AI organizations—including Google, IBM, Microsoft, Intel, NVIDIA, and OpenAI—to col-
laboratively develop open-source standards and best practices aimed at enhancing Al security.

4 NIST, Procedures for the Development of American National Standards by NIST/ITL, November 11, 2022.
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Developing technical standards can strengthen model weight security by addressing the current patch-
work of nonuniform, often nontechnical frameworks that some frontier AIlabs have adopted.> Such inconsis-
tencies in standards and implementation across AI firms may contribute to weakened security practices and
have even led some firms to seek federal support for more uniform standards.® A consultative, consensus-
driven approach can help establish widely accepted norms, reduce disincentives for unilateral actions amid
industry competition, and provide a foundation for future regulatory or voluntary compliance efforts.

Address Gaps in Existing Technical Standards

A standards-development process led by NIST should close gaps in existing technical standards and drive
the development and implementation of targeted solutions to address them. For example, we compared Al
security standards outlined in the RAND Securing AI Model Weights report with a selection of controls from
NIST, other U.S. agencies, and independent standards bodies and found several measures without formal-
ized standards (examples of which are overviewed in Table 5.2).” Many of the gaps exist because they relate
to nascent fields of Al security, such as output rate limit, weight interaction monitoring, and novel hardware
security techniques. Therefore, technical standards developed by NIST or other standards-setting entities
should seek to close these gaps in existing frameworks.

Conduct Foundational Research to Guide Standards Development

Developing new technical standards in emerging fields, such as Al security, often requires foundational
scientific work, such as technical research and pilot experiments, to explore what rules or activities ought
to be standardized. The standards-development process itself builds on that foundational work, incorporat-
ing additional views and the need to establish consensus. There are several potential areas for collaboration
between research organizations, industry, and government agencies on technical research and development
for novel security measures. Topics of note include the following:

o Building prototypes of HSMs for AI/ML. These devices implement hardware-based protections to
prevent tampering of on-chip memory, such as loaded model weights.® Current gaps include scaling

5 For example, a review of frontier model security frameworks published by Anthropic, Google DeepMind, and Microsoft
reveals a variety of standards informing security adoption, including NIST SP 800-53, SOC 2 by the American Institute of
Certified Public Accountants, RAND’s Securing AI Model Weights report, Deploying AI Systems Securely joint guidance pub-
lished by the NSA’s Artificial Intelligence Security Center, ISO/IEC 42001, and the Cloud Security Alliance’s AI Safety Initia-
tive (SSR Research and Development, 2025; NIST, 2020; American Institute of Certified Public Accountants and Chartered
Institute of Management Accountants, undated; Nevo et al., 2024; Artificial Intelligence Security Center, National Security
Agency, 2024; ISO and IEC, 2023; Cloud Security Alliance, undated).

6 In its response to the Al action plan directed by Executive Order 14179 on January 23, 2025, Anthropic urged the U.S. gov-
ernment to develop technical standards for confidential computing, in addition to general AI security standards (Executive
Order 14179, “Removing Barriers to American Leadership in Artificial Intelligence,” Executive Office of the President, Janu-
ary 23, 2025; Anthropic, “Re: Request for Information (RFI) on the Development of an Artificial Intelligence (AI) Action Plan
(‘Plan’),” letter to Faisal D’Souza, Office of Science and Technology Policy, March 6, 2025b).

7 We compared each of the 126 security measures outlined in Security Levels 2-4 of the Securing AT Model Weights report
(Nevo et al., 2024) with NIST SP 800-53, ISO/IEC 27002, CISA Cybersecurity Performance Goals (CPGs) 1.01, NSA’s Deploy-
ing AI Systems Securely, and PCI DSS (NIST, 2020; ISO and IEC, Information Security, Cybersecurity and Privacy Protection—
Information Security Controls, ISO/TEC 27002, 2022; CISA, Cross-Sector Cybersecurity Performance Goals, version 1.01, March
2023a; Artificial Intelligence Security Center, National Security Agency, 2024; PCI Security Standards Council, 2024).

8 Maria Sommerhalder, “Hardware Security Module,” in Valentin Mulder, Alain Mermoud, Vincent Lenders, and Bernhard
Tellenbach, eds., Trends in Data Protection and Encryption Technologies, Springer, 2023.
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TABLE 5.2
Select Security Controls Lacking Explicit Standards

Security Category Controls Lacking Detailed Standards

Weight storage e Adversarial training and input/output detection
e Weight interaction monitoring and novel hardware security techniques, such as confidential
computing, which merit technical standards of their own

Al model resilience e Adversarial output detection, output reconstruction

Hardware e Ongoing compromise assessment on all devices with access

Security tooling ¢ High-quality honeypots and monitoring systems not accessible to most employees
Risk and security e Automated weight exfiltration attempts—software in the protected setup that attempts
assessments extraction and exfiltration

e Attack simulation and manual weight exfiltration attempts—assessment team periodically
trying to break in and access and exfiltrate weights

Other organization
policies

Designating sensitive details of the weight security system
Vetting of investors and other positions of influence (e.g., FOCI)
Prioritizing leak prevention over other organizational goals
Four independent security layers

SOURCE: Authors’ analysis of each of the 126 security measures outlined in Security Levels 2-4 of the Securing Al Model Weights report (Nevo
et al., 2024) with NIST SP 800-53, ISO/IEC 27002, CISA CPG 1.01, NSA’s Deploying Al Systems Securely, and PCI DSS (NIST, 2020; ISO and IEC,
2022; CISA, 2023a; Artificial Intelligence Security Center, National Security Agency, 2024; PCI Security Standards Council, 2024).

NOTE: FOCI = foreign ownership, control, or influence. This table contains only a subset of gaps: the most critical security measures that are
lacking explicit standards.

HSMs for frontier AI models and meeting the highest security levels (e.g., Security Level 5). Prototype
implementations of high-capacity HSMs—such as by government agencies requiring large-scale secure
compute (e.g., DoD) or in partnership with the largest compute providers—can validate these protec-
tions and inform future standards.’

» Advancing confidential computing. Confidential computing creates isolated computing environ-
ments that protect sensitive data and processes, such as AI model weights, from unauthorized access
during use. Although confidential computing is actively being deployed in new graphics processing
units (GPUs),!? deploying this technology at the scales required for frontier model training and serving
(within the next few years, the largest data centers will contain millions of GPUs!!) has not been done
and will require technical and operational hurdles to be surmounted. PPPs and government funding
can accelerate progress by supporting testing of large-scale implementation and increasing fundamen-
tal research into the effects of trusted execution at scale.

« Deploying layered software and hardware egress limiters that make full-weight theft infeasible.
Software mechanisms identify unauthorized attempts to extract Al models or weights, in turn activat-
ing output rate limits, with an aim to slow the attack enough to take protective measures.!> At higher
security levels, these limiters can be hardware-enforced, hampering weight exfiltration even further.
Consensus on best practices remains a challenge, however, because these output limiters are not covered

° For additional insight into the value of HSMs for AT and recommendations for government research and support, see Tim
Fist, Tao Burga, and Vivek Chilukuri, “Technology to Secure the AI Chip Supply Chain: A Working Paper,” Center for a New
American Security, December 11, 2024.

10 Rick Merritt, “What Is Confidential Computing?” NVIDIA blog, March 11, 2023.

11 Stephen Morris and Tabby Kinder, “Elon Musk Plans to Expand Colossus Al Supercomputer Tenfold,” Financial Times,
December 4, 2024.

12 Nevo et al., 2024.
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in existing standards, requiring pilot programs to test solutions in real-world scenarios. Interim guide-
lines can provide immediate guidance for implementing these controls while consensus and formal
standards are developed.

Challenges and Trade-Offs

Standards setting is a relatively low-cost, low-risk initiative, but the nature of today’s fast-paced Al devel-
opment cycles suggests that potentially slow-moving, deliberative NIST timelines may not keep pace with
industry needs. Recognizing this, NIST initiated an AI Standards “Zero Drafts” pilot project that aims to
quickly generate early drafts of standards to accelerate development timelines and achieve consensus more
quickly.!® However, accelerating standards development carries its own risks: Early drafts might fail to incor-
porate diverse perspectives or account for evolving technical best practices, potentially resulting in the codi-
fication of approaches before best practices emerge. Striking a balance between speed and inclusivity will be
important to ensuring that standards for model weight security remain adaptable and trusted across the AI
ecosystem.

Intelligence- and Information-Sharing

To help security teams proactively strengthen their defenses and prioritize critical measures, stronger col-
laboration between government and private stakeholders in intelligence- and information-sharing is help-
ful. Increased coordination can improve threat awareness, speed response times, and support more targeted
security investments.

Although the federal government is well positioned to share critical information—such as emerging
threats, system-specific vulnerabilities, and security best practices—with AI firms through classified chan-
nels or information-sharing platforms, stakeholder interviews revealed that these efforts often fall short.
Interviewees noted that government-provided information is sometimes not actionable or relevant and that
the sheer number of agency contact points creates confusion.!* Existing literature also highlights that govern-
ment communications are often too complex or voluminous to deliver timely, usable insights.!®

To advance stronger security practices among U.S. Al firms through intelligence- and information-
sharing, the federal government should take the following actions:

o Formalize government support for security collaboration with AI labs, including through designat-
ing a lead federal AT liaison agency, developing streamlined information-sharing channels, and clarify-
ing legal protections to enable information-sharing.

« Establish communication channels to identify the types of information and intelligence most valuable
for strengthening Al lab security.

o Promote government intelligence- and information-sharing at strategic, operational, and tactical
levels.

13 NIST, “NIST’s Al Standards “Zero Drafts” Pilot Project to Accelerate Standardization, Broaden Input,” webpage, updated
April 8,2025b.

14 Industry expert, interview with the authors, March 12, 2025; N. Eric Weiss, Legislation to Facilitate Cybersecurity Informa-
tion Sharing: Economic Analysis, Congressional Research Service, R43821, June 3, 2015.

15 Ponemon Institute, The Value of Threat Intelligence: Annual Study of North American & United Kingdom Companies, Feb-
ruary 2019.
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o Promote an active role of private industry to share information with the federal government and each
other.

o Evaluate existing platforms and forums on whether they sufficiently address information-sharing
needs and leverage existing platforms when possible.

However, while there are many potential ways in which the federal government can increase or facilitate
information sharing with AI labs, more information and engagements do not always help improve security
outcomes. Indeed, more information that exceeds a security team’s ability to process it risks crowding out
inputs that could help identify and thwart attacks. In addition, there are many examples of information-
sharing platforms and forums established by the federal government that were not widely used by industry
or that did not improve the quality of threat information.!®

Formalize Government Support for Security Collaboration with Al Labs

While any information-sharing between AI labs and the federal government should begin with a clear
demand signal about the most valuable types of support, we identified several opportunities for the federal
government to formalize and structure its direct collaboration with Al labs and enable intelligence- and
information-sharing. Although we recommend that information-sharing should leverage existing mecha-
nisms where possible, establishing new Al-focused components within these structures or developing new
support services may better address the unique needs of the sector. We recommend that the federal govern-
ment consider the following options:

o Designate a single, lead federal liaison agency for AI lab engagement. To streamline collaboration
and threat information-sharing, a single federal agency could serve as the primary point of contact for
Al labs, reducing redundancy and enabling focused, secure engagement. Although NIST’s AI Safety
Institute, recently renamed the Center for AI Standards and Innovation, has been suggested as a poten-
tial liaison, such agencies as CISA or NSA may be better suited for intelligence-driven efforts, although
each comes with trade-offs in scope and capabilities.”

o Develop streamlined channels for sharing intelligence. To improve intelligence-sharing with Al
labs, the government could grant clearances to vetted lab personnel or develop declassified “tearlines”
that convey key threat indicators without revealing sensitive sources. Although some firms, such as
Google, already handle classified data, newer labs may lack such infrastructure.!® Clearance-based shar-
ing allows deeper collaboration but limits internal distribution and requires sensitive compartmented
information facilities (SCIF) access.

o Prioritize national intelligence collection on threats to Al labs. The federal government could review
and update the National Intelligence Priorities Framework—which guides all U.S. intelligence collec-
tion, analysis, and dissemination—to ensure that threats to Al labs are appropriately categorized and
ranked compared with other national security priorities. Doing so could improve the quality and rel-
evance of intelligence available to both policymakers and, in some cases, Al labs themselves. Prioritiz-
ing the protection of U.S. AT models would mirror existing safeguards for other critical technologies.

16 Office of Inspector General, U.S. Department of Homeland Security, DHS Made Limited Progress to Improve Information
Sharing Under the Cybersecurity Act in Calendar Years 2017 and 2018, O1G-20-74, September 25, 2020.

17 OpenAl “OpenAT’s Proposals for the U.S. AT Action Plan,” March 13, 2025.

18 Anthropic has also advocated for expedited security clearances for AI industry professionals to facilitate secure informa-
tion exchange (OpenAl, 2025; Anthropic, “Anthropic’s Recommendations to OSTP for the U.S. AI Action Plan,” March 6,
2025a).
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« Clarify legal protections to enable AI threat information-sharing. Congress could update the Cyber-
security Information Sharing Act of 2015, set to expire in September 2025, to strengthen public-private
collaboration and ensure that legal protections clearly apply to Al labs. Covering Al labs and expanding
these definitions to explicitly include Al-specific vulnerabilities may give developers greater confidence
to share sensitive information with the federal government.!

o Establish an AI-focused ISAC or ISAO to support industry-led information-sharing. Should AT labs
give a strong demand signal, the federal government could support creating an Al-focused ISAC or
ISAO to strengthen industry-led information-sharing. An Al-specific organization, possibly as a special
interest group within the existing Information Technology-Information Sharing and Analysis Center
(IT-ISAC), could enable trusted sharing of threats, vulnerabilities, and best practices among labs.?® A
complementary Al supply chain ISAO could broaden participation to key supporting entities, such as
hardware vendors and service providers, offering more flexibility and liability protections to enhance
resilience across the Al ecosystem.?!

Convene a Dialogue to Identify the Types of Information and Intelligence That
Are Most Valuable for Strengthening Al Lab Security

To launch effective information-sharing efforts, the federal government and AI labs should begin with a
clear “demand signal” to identify what information is most valuable and actionable for AI labs’ security
needs. Some frontier model developers have already expressed a need for establishing classified and unclassi-
fied channels to share information and create “systematic collaboration between frontier AI companies and
intelligence community agencies.”?? Because much of the data collected by both AI labs and the federal gov-
ernment are nonpublic, a logical first step is to convene a dialogue in which AI labs articulate their specific
information needs and the federal government outlines the categories of data it can share, collect, or broker.

Promote Government Intelligence- and Information-Sharing Across Strategic,
Operational, and Tactical Levels

The federal government may be best positioned to provide private industry with certain types of informa-
tion critical to securing AI model weights. To determine what information is most valuable, government and
AT labs can draw on established models to characterize critical information needs and align information-
sharing priorities. One useful precedent distinguishes between strategic (high-level and long-term) informa-
tion, operational (campaign-level) information, and tactical (time-sensitive) information (see Table 5.3).23
As in national security, the federal government may be especially privy to one information type—such as
strategic-level knowledge of espionage activities by state actors—while labs may have greater visibility in oth-

19 public Law 114-113, Consolidated Appropriations Act, 2016; Division N, Cybersecurity Information Sharing Act of 2015,
December 18, 2015; CISA, 2023-2024 CISA Roadmap for Artificial Intelligence, November 2023c.

20 IT-ISAC, “Who We Are,” webpage, undated-b.
21 1SAO Standards Organization, “CompTIA ISAO,” webpage, undated.
22 Anthropic, 2025b, p. 6.

23 For a detailed discussion of cyber threat intelligence-sharing, see Christopher S. Johnson, Lee Badger, David Waltermire,
Julie Snyder, and Clem Skorupka, Guide to Cyber Threat Information Sharing, National Institute of Standards and Technology,
NIST SP 800-150, October 2016.
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TABLE 5.3
Comparison of Information and Intelligence Categories

Category Description Optimal Audience

Strategic High-level analysis and trends that inform Suitable for executives, managers, and analysts
long-term risk management and security
investments

Operational Analysis and insights on campaign-level threats Suitable for managers and analysts

and vulnerabilities that inform defense measures
and resource allocation

Tactical Time-sensitive insights and data that inform Highly actionable for immediate use by security
real-time detect and respond to threats teams

SOURCE: Palo Alto Networks, “What Are the Types of Cyberthreat Intelligence (CTI)?” webpage, undated.

ers.?* Clearly identifying information categories can help ensure that each sector contributes its comparative
strengths and receives the most relevant, actionable insights in return.

At the strategic level, the federal government can support Al labs by sharing high-level intelligence on
whether—and to what extent—nation-state actors are targeting frontier AI models. Such analysis can help
labs determine the scale and focus of their security investments. One industry stakeholder interviewee noted
that government information-sharing is too heavily weighted toward tactical data that private-sector firms
can often obtain themselves and not focused enough on assessments that could guide executive-level deci-
sionmaking.?> The government could also support threat modeling by contributing analytical expertise to
assess the likelihood of various attack methods, such as attempts to compromise AI systems or steal model
weights—areas in which private firms may lack sufficient data, visibility, or access to classified intelligence.

At the operational level, intelligence on cyber or hybrid campaigns by nation-state and other threat actors
and their specific tactics and methods can help Al labs design targeted defenses. Such agencies as the NSA,
the Federal Bureau of Investigation (FBI), and CISA have published joint assessments detailing state-backed
campaigns—including an October 2024 report on Iran’s use of brute-force cyberattacks against U.S. criti-
cal infrastructure—that offer actionable guidance.?® The federal government can also offer best practices in
identifying and mitigating common security weaknesses across Al systems, as was done in the January 2025
report “Product Security Bad Practices” by CISA and the FBI, which outlines common cybersecurity pitfalls.?”

At the tactical level, the U.S. government could provide real-time threat data, such as threat signatures
indicating compromises of AI firms and models, as well as known infrastructure vulnerabilities. This infor-
mation can help AI labs detect intrusions early, prioritize patching efforts, and implement rapid contain-
ment measures. Such resources as CISA’s “Known Exploited Vulnerabilities” catalog offer timely insights
to inform patching and hardening efforts around systems that support model development, training, and
deployment.8

24 For example, in 2023, several federal agencies issued a joint intelligence alert warning several private entities of a China
state-sponsored cyber actor, known as Volt Typhoon, targeting various sectors of U.S. critical infrastructure sectors (CISA,
“People’s Republic of China State-Sponsored Cyber Actor Living off the Land to Evade Detection,” Cybersecurity Advisory
AA23-144A, May 24, 2023b).

25 Industry expert, interview with the authors, March 12, 2025.
26 NSA, “Iranian Cyber Actors Access Critical Infrastructure Networks,” press release, October 16, 2024a.
27 CISA and FBI, “Product Security Bad Practices,” version 2, January 2025.

28 CISA, “Known Exploited Vulnerabilities Catalog,” webpage, undated-e. The FBI has also published known vulnerabili-
ties and exploits (FBI, “HiatusRAT Actors Targeting Web Cameras and DVRs,” Private Industry Notification 20241216-001,
December 16, 2024).
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Table 5.4 summarizes the types of strategic, operational, and tactical information that may pertain to
attackers and defenders.

Evaluate and Leverage Existing Platforms and Forums

The federal government has established numerous forums and platforms to facilitate intelligence- and
information-sharing with the private sector, some of which could serve as a foundation for engaging Al labs.
These efforts have traditionally focused on the defense industrial base and critical infrastructure sectors,?
but more recent initiatives have begun addressing Al security.’® Many technology companies, such as Micro-
soft and Google, already participate in classified intelligence-sharing—useful precedents for how AT labs
(typically less embedded in traditional national security structures) might engage.

However, many existing platforms may not fully address the unique needs of AI labs. For example, there
is not an ISAC specifically tailored to frontier AI model developers.*? A dedicated ISAC could help foster a
trusted sector-specific community, as long as the industry establishes a strong “demand signal” so that new

TABLE 5.4
Examples of Potential Federal Government and Al Lab Information-Sharing

Data Type Data About Attacker Data About Defender
Strategic e Strategic intelligence assessments and e Strategic business context that affects
briefings on new or emerging threats to Al sensitive data exposure (e.g., planned foreign
systems data center investments)
e Forecasting how threats to Al systems are e Threat modeling to assess likely threat vectors
likely to evolve in the future and mitigations for Al systems
Operational e Threat group profiles, campaign information, ¢ Insights from internal and external security
and attack patterns observed in incidents assessments and exercises that reveal
e Specific malicious tactics, techniques, and weaknesses in model training, inference, or
procedures, including reconnaissance and deployment
attack e Best practices and security protocols for Al

systems, such as model containment and
secure model weight handling

Tactical ¢ |ndicators of compromise, such as Internet ¢ Deployment and configuration insights for
Protocol (IP) addresses and domains, tools and controls
malware, or vulnerabilities exploited e Vulnerability information, independent of
e Malicious use of U.S. Al products by threat attacker use
actors, such as creation of malware, phishing e Workflows and techniques for detection and
lures, or cyber operations research?® response

SOURCES: Features information from NSA, “Guidance Urges Visibility and Device Hardening Against PRC-Affiliated Threat Actor,” press
release, December 3, 2024b; Mandiant, “Cyber Threat Profile,” datasheet, undated; and Randy Watkins, “Strategic Cyber Defense: Balancing
Threat-Centric and Risk-Centric Approaches,” CPO Magazine, May 15, 2024.

& Al labs, including OpenAl and Google, have published reports about malicious use (Ben Nimmo, Albert Zhang, Matthew Richard, and Nathaniel
Hartley, Disrupting Malicious Uses of Our Models: An Update, OpenAl, February 2025; Google Threat Intelligence Group, “Adversarial Misuse of
Generative Al,” Google Cloud blog, January 29, 2025).

2% Department of Defense Cyber Crime Center, “DoD-Defense Industrial Base (DIB) Collaborative Information Sharing
Environment (DCISE),” webpage, undated.

30 The NSA’s Cybersecurity Collaboration Center launched an Al-focused initiative in September 2023 aimed at developing
best practices and frameworks to encourage secure adoption of Al in the national security space (Joseph Clark, “Al Security
Center to Open at National Security Agency,” U.S. Department of Defense, September 28, 2023).

31 Industry expert, interview with the authors, March 12, 2025.

32 Although there is an ISAC for the IT sector broadly (IT-ISAC), there could be value in an ATISAC for frontier model devel-
opers to share threat and vulnerability information specific to AI systems.
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platforms do not risk going unused.** Moreover, persistent concerns around trust and data privacy often
undermine meaningful participation in such forums. Before creating new structures or agencies, the govern-
ment should carefully assess whether these barriers can be addressed and whether the proposed platforms
would be seen as valuable by AI developers.

The government and Al industry can look to leverage and improve existing federal information-sharing
platforms, such as those outlined in Table 5.5. These include

o the NSA’s AI Security Center, established in 2023 as part of the NSA’s Cybersecurity Collaboration
Center to advance Al security among the defense industry, including private-sector contractors.>* The
center has published joint cybersecurity guidance that outlines best practices for securely deploying and
operating Al systems and offers other services to industry partners, such as sharing threat intelligence
and penetration testing.

 CISA’sJoint Cyber Defense Collaborative (JCDC), developed to enable reciprocal information-sharing
between the federal government and nongovernment entities. The agency provides a platform for non-
government entitles to voluntarily share unclassified information on cyber incidents and vulnerabili-
ties, which CISA subsequently analyzes and anonymizes, before sharing unclassified information with
additional industry partners to inform mitigations.3> JCDC has already collaborated with the Al indus-
try in conducting tabletop exercises focused on cyber incident response and developed an AI collabora-
tion playbook to provide guidance to the industry for how to share information.3¢

Promote an Active Role of Private Industry to Share Information with the Federal
Government and Each Other

Just as the federal government can provide critical information to advance AI model weight security, private
Allabs can generate valuable threat intelligence and vulnerability insights through their cybersecurity inves-
tigations based on vendor reporting, intelligence provided by peer-sharing groups, and internal tools, such
as endpoint detection and response (EDR) and network intrusion detection. (Figure 5.1 illustrates the poten-
tial value of two-way information-sharing between Al labs and the federal government.) Sharing observed
malicious activity with the U.S. government can improve visibility into common challenges across the Al
sector, provide metrics related to the effectiveness of current security controls, and increase the relevance of
government-issued alerts and guidance. Labs can also contribute operational incident data, including reports
on attempted exploits, breaches, or suspicious activity affecting AI systems. Post-incident analyses outlining
remediation steps and lessons learned further strengthen collective defenses and inform more effective secu-
rity practices across both industry and government.

The federal government can also promote peer-to-peer information-sharing among AI labs. Such
arrangements, in which AI labs exchange information directly with one another, may serve as a valuable

33 Survey IT practitioners whose organizations use threat intelligence as part of their cybersecurity program indicate that
only 17 percent of respondents consider ISACs/ISAOs as the primary source of threat information and only 15-18 percent of
respondents indicate a government sharing program as the primary source (Ponemon Institute, The Value of Threat Intelli-
gence: Annual Study of North American & United Kingdom Companies, February 2019).

34 NSA, “Artificial Intelligence Security Center,” webpage, undated-a.
35 CISA, JCDC AI Cybersecurity Collaboration Playbook, January 14, 2025a.

36 CISA, “Joint Cyber Defense Collaborative (JCDC) Artificial Intelligence Cyber Tabletop Exercise Series,” webpage,
undated-d. For alist of the existing partnerships, see CISA, 2025a. The information targeted by the existing playbook includes
cybersecurity incidents and vulnerabilities related to AI systems, and this playbook could be expanded to explicitly include
sharing threat information, such as indicators of compromise.
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TABLE 5.5
Select Federal Government Information-Sharing Entities

Entity (Agency) Description Activities
Cybersecurity Collaboration Promote secure development and adoption e Share threat intelligence
Center, Al Security Center of Al among defense contractors through e Perform penetration testing to inform
(NSA) no-cost services and information-sharing mitigations
e Develop Al security best practices and
standards
JCDC (CISA) Strengthen cyber defense capabilities e Conduct tabletop exercises with
by fostering collaboration and industry partners®
information-sharing between government e Share day-to-day information analysis
and industry and cyber threat information
e Conduct long-term planning based on
responses
InfraGard (FBI) Share cyber threat and vulnerability e Share information on specific threats
reporting to U.S. critical infrastructure with critical infrastructure sectors
sectors
Defense Industrial Base Enable classified and unclassified cyber e Share actionable, non-attributable
Collaborative Information threat information-sharing between DoD and indicators
Sharing Environment (DoD) defense contractors e Provide no-cost forensics, malware

analysis, and cybersecurity services for
defense industrial base partners

SOURGCES: Features information from NSA, undated-a; Andrew Sekela and Sharon Shattuck, “Joining InfraGard,” Federal Bureau of Investigation,
June 5, 2024; and Department of Defense Cyber Crime Center, undated.

& CISA, undated-d.

complement to exchanges with the federal government. Literature on cybersecurity information-sharing
suggests that these forums can enable faster, more targeted dissemination of threat intelligence among a
small, trusted community. This helps ensure that the information is both relevant and actionable. Peer-to-
peer models may also help private entities overcome reluctance about sharing sensitive cyber incidents or
vulnerability data with federal government.

A well-established model for peer-to-peer information-sharing is the IT-ISAC, which provides a central
resource for collecting and analyzing cyber threat and vulnerability information.?” The IT-ISAC provides
subsector special interest groups (SIGs) to enable collaboration for elements of the IT sector, such as data cen-
ters.8 Creating a SIG dedicated to Al frontier model developers might enable focused information-sharing
among this group.

Another peer-to-peer avenue for information exchange is the formation of AI industry consortia that
convene representatives from leading frontier model developers to conduct research, identify best practices,
and develop shared platforms for exchanging security-relevant information. Recent examples include FMF,
through which AI firms share information on vulnerabilities, threats, and risks, and CoSAI, which convenes
companies, academia, and civil society organizations (organization activities are summarized in Table 5.6).%

37 IT-ISAC, undated-b.
38 IT-ISAC, “IT-ISAC Special Interest Groups,” information sheet, undated-a.
39 FMF, 2025; CoSAI undated-a.
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FIGURE 5.1
Example of How Government and Al Lab Information-Sharing Could Advance Security
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TABLE 5.6
Activities of Select Industry-Led Information-Sharing Entities

Entity Description Activities
ISACs Sector-specific organizations established by e Share threat information and best practices
industry consortiums to allow peer-to-peer among members
information-sharing ¢ Provide protocols and infrastructure for sharing
information
FMF An industry nonprofit to advance safety and e Develop best practices and standards for frontier
security of frontier Al models Al safety and security

e Share information about technical vulnerabilities,
threats, and high-risk capabilities
e Advance safety and security research

CoSAl A nonprofit technical organization for convening e Share defensive approaches, threat modeling, and
experts from industry to share knowledge and tips best practices
on how to better secure Al technologies e Encourage adoption of common security

standards and best practices

e Build technical open-source “solutions and
methodologies for secure Al development and
deployment™@

SOURCES: Features information from FMF, “FMF Announces First-of-Its-Kind Information-Sharing Agreement,” March 28, 2025; CoSAl,
undated-a; and CoSAl, homepage, undated-b.

& CoSAl, undated-b.

Technical Expertise

The federal government can support Al labs in securing their systems by providing or augmenting technical
expertise. With extensive experience in screening and vetting, background checks, and information security,
the government may be well positioned to collaborate with AI labs on these objectives. In particular, we rec-
ommend that the federal government

o support red team evaluations and penetration testing, including by leveraging classified intelligence
and advanced adversary emulation techniques to identify threats

o support personnel security for Al labs by collaborating with labs to conduct preemployment screen-
ings and post-hire monitoring.

Support Red Team Evaluations

Red teaming and penetration testing—exercises that emulate real-world adversarial attempts to exploit a
system to test its defenses—could provide AI labs with an independent evaluation of their security pos-
ture and help identify vulnerabilities, particularly related to model weight security. Although several AI
labs already conduct red-teaming exercises using third-party or in-house teams, leveraging federal agency
services—such as those provided by NSA, CISA, and the military services—could provide unique value and
complement existing efforts (examples are overviewed in Table 5.7).40

40 Microsoft and Google maintain in-house red teams to assess their overall security controls, as well as dedicated Al-specific
red teams focused on testing the security and robustness of their models. Newer firms, such as Anthropic and OpenAl, have
established Al-specific red teams and, in some cases, appear to engage third-party red teamers to periodically test their net-
work security. See, for example, Ram Shankar Siva Kumar, “Microsoft AI Red Team Building Future of Safer AI,” Microsoft
Security blog, August 7, 2023; Daniel Fabian, “Google’s AT Red Team: The Ethical Hackers Making AT Safer,” The Keyword,
Google, July 19, 2023; Anthropic, “Frontier Threats Red Teaming for Al Safety,” July 26, 2023; and Open AI, “OpenAI Red
Teaming Network,” September 19, 2023.
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TABLE 5.7
U.S. Government Red Team Adversary Emulation

Entity Description

NSA e Conducts assessments that simulate advanced adversary attacks on DoD,
the Department of Energy, and other government information networks
¢ Can evaluate security controls of defense industrial base organizations

DHS/CISA e Test people, processes, and technologies defending a network against
advanced persistent threats
e Offer services to public and private organizations at no cost

Military service cyber e A multidisciplinary DoD team authorized to simulate advanced cyber threats
red teams to test and improve mission or system cybersecurity
e Certified by the NSA and accredited by U.S. Cyber Command

SOURCES: Features information from Chairman of the Joint Chiefs of Staff Instruction 6510.01F, Information Assurance and
Support to Computer Network Defense, June 9, 2015; National Security Agency, “DIB Cybersecurity Services,” webpage,
undated-b; CISA, “Cyber Assessment Fact Sheet: Red Team Assessment, February 2022; and Naval Sea Systems Command,
“NSWCDD-Based Capabilities Providing Leading Edge in Combat System Cybersecurity,” August 5, 2021.

Red teaming conducted by federal agencies could offer several unique benefits. For example, some gov-
ernment red teams draw on classified threat intelligence, enabling them to simulate the tactics and meth-
ods of highly capable nation-state actors, such as China and Russia.*! DoD’s Cyber Assessment Program, for
example, works with several intelligence community agencies to integrate classified reporting into red team
operations to enhance the realism of adversary emulation.*? This capability allows red teamers to draw on a
broader range of tools, exploited vulnerabilities, living-off-the-land techniques, and “hands-on-keyboard”
approaches while protecting classified sources. Such capabilities and accesses can enhance the sophistication
of their assessments, enabling a more comprehensive evaluation of an organization’s security posture.

Government red teams also conduct extended red-teaming campaigns that emulate advanced cyber
threat actors attempting to gain persistent access to protected networks. These long-duration engage-
ments help uncover cybersecurity weaknesses that may be overlooked in shorter-term assessments, which are
more typical of third-party red team providers.*3 For example, CISA’s red team conducted an eight-month
assessment of a federal civilian executive branch agency, spending nearly 200 days testing defenses to emulate
the tactics of a sophisticated nation-state actor by gaining initial access, compromising the targeted network,
and identifying potential attack paths to other systems.**

In addition, government red teams have experience operating across a variety of complex network
environments—including IT, operational technology, and production networks—as well as sensitive, iso-
lated systems used to store classified information on government networks.*> This expertise could be applied

41 DoD Instruction 85858.01, “DoD Cyber Red Teams,” U.S. Department of Defense, January 11, 2024.

42 Director, Operational Test and Evaluation, “Cyber Assessment Program (CAP),” in FY2024 Annual Report, U.S. Depart-
ment of Defense, January 2025.

43 Our review of websites for several third-party red-teaming and penetration-testing providers suggests that engagements
typically span an average duration of two to three months (John Gormally, “How Much Does Red Team Penetration Testing
Cost Today?” Network Assured, August 7, 2024).

44 CISA, “CISA Red Team’s Operations Against a Federal Civilian Executive Branch Organization Highlights the Necessity of
Defense-in-Depth,” Cybersecurity Advisory AA24-193A, July 11, 2024a.

45 Michael Jenks, “We Got Owned by the Red Team, and Then . . .,” Adapt Forward Cyber Security blog, January 9, 2019;
National Security Agency Cybersecurity Services, Defense Industrial Base services, NSA Cybersecurity Collaboration Center,
November 2024; CISA, “Enhancing Cyber Resilience: Insights from CISA Red Team Assessment of a U.S. Critical Infra-
structure Sector Organization,” Cybersecurity Advisory AA24-326A, November 21, 2024b; Official Cybersecurity Summit,
“Christopher Callahan,” webpage, undated.
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to safely test security controls related to frontier AI models while ensuring that adversarial simulations do
not damage or disrupt network operations. Government red teams also undergo a rigorous training process
that includes unique time pressures and skill requirements and are accredited by NSA to ensure that high
standards and authorized procedures are consistently applied. Since at least 2022, DoD red teams have col-
laborated with national labs and academia to develop AI- and ML-focused assessments—potentially enabling
red team efforts tailored to test protections for critical assets, such as model weights.*¢ Continued collabora-
tion with these partners, along with direct engagement with U.S. Al companies, could enhance red teams’
understanding of the AI development life cycle and associated security practices.

Government red teams also document findings and provide prioritized remediation guidance to
strengthen network security. With the Al lab’s consent, anonymized findings from such reports could benefit
the broader AI community by highlighting common vulnerabilities and systemic weaknesses. For example,
in October 2023, NSA and CISA issued a joint advisory identifying cybersecurity issues across large organi-
zations, based on multiple government red team assessments.*” Similar advisories could support efforts to
secure model weights and other sensitive AI components. Finally, government red teams offer red team ser-
vices at no cost to private-sector organizations within the defense industrial base and critical infrastructure
sectors. Extending this service to U.S.-based AI frontier labs could help identify and close security gaps.*8

Challenges and Trade-Offs

Chronic challenges affecting government red teams, including staffing and retention issues and high demand
across DoD, may limit effective implementation of this recommendation without significant resource increas-
es.* Additionally, government efficiency reviews in early 2025 resulted in a decrease in the number of CISA
red team personnel, further challenging their availability to test AI lab security control.>

Given that many Al labs already engage in red teaming through in-house teams or third-party providers,
the labs may be hesitant to allow government red teams access to their networks. This reluctance can stem
from a variety of concerns, including protecting sensitive intellectual property or privacy and data protection
obligations. Labs may also worry about exposing vulnerabilities that may motivate additional government
scrutiny or disruption to operations during testing.

To address potential concerns and build trust, an initial dialogue between the parties could establish
clear goals and boundaries, define the scope of red team activities, and set expectations for how findings
may be shared.

As an interim step, engagements could begin with a “purple team” approach, in which the govern-
ment collaborates openly with an AI lab’s cybersecurity team (i.e., the blue team) to test defenses. Unlike
traditional red teaming, which typically is conducted without the defender’s knowledge, purple teaming
involves real-time coordination, allowing defenders to observe tactics, identify gaps, and refine detection

46 Director, Operational Test and Evaluation, “Cyber Assessment Program (CAP),” in FY2022 Annual Report, U.S. Depart-
ment of Defense, January 2023; Director, Operational Test and Evaluation, “Cyber Assessment Program (CAP),” in FY2023
Annual Report, U.S. Department of Defense, January 2024; Director, Operational Test and Evaluation, 2025.

47 NSA and CISA, “NSA and CISA Red and Blue Teams Share Top Ten Cybersecurity Misconfigurations,” Cybersecurity
Advisory AA23-278A, October 5, 2023.

48 NSA, undated-b; CISA, 2022.
49 Director, Operational Test and Evaluation, 2025.

>0 Tain Thomson, “CISA Pen-Tester Says 100-Strong Red Team Binned After DOGE Canceled Contract,” The Register,
March 12, 2025; CISA, “Statement on CISA’s Red Team,” press release, March 12, 2025b.
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and response procedures.’! This transparent, cooperative model can deliver security benefits while fostering
trust between participants.

Support Personnel Security for Al Labs

Through a partnership, the government may help Al labs reduce insider threats by directly supporting per-
sonnel security procedures or the processes of vetting individuals for suitability and trustworthiness for posi-
tions involving sensitive information. Some Al labs have reportedly begun implementing personnel vetting
measures to prevent intellectual property theft, although details about these efforts remain limited.>? The
U.S. government already possesses unique authorities and mechanisms to support private-sector personnel
security and could potentially bolster these efforts within AT labs.

Under a PPP, the federal government may conduct background investigations on select AI lab personnel
using the same resources and processes applied to traditional clearance investigations. Two implementation
approaches are as follows:

» Extending security clearances to Al researchers in sensitive roles. The government may extend exist-
ing national security clearance processes to private-sector Al lab employees whose work, while not tied
to a federal contract, is deemed of national interest. Under this model, the Defense Counterintelligence
and Security Agency (DCSA) would conduct full background checks and, if eligible, grant a security
clearance.>® Cleared individuals would also be enrolled in government continuous vetting practices,
which monitors criminal, financial, and terrorism-related databases for emerging risks.>* This approach
has the constraint that it requires that employees be U.S. citizens.

« Conducting tailored background investigation without formal clearance. The government could use
select components of the background investigation clearance process—such as checks for association
with foreign intelligence agencies—without issuing a formal clearance. The goal would be to assess
risk and share findings with the lab, allowing the company to decide on employment or access restric-
tions. This approach provides flexibility and may allow for vetting of foreign nationals, without the
constraints of formal clearance eligibility. However, the approach would also require newly authorized
and developed authorities, programs, and procedures before the DCSA could undertake such a process.

Another approach involves AT labs proactively submitting the names of individuals seeking access to
sensitive roles for screening against security databases to identify potential risks—such as ties to foreign
intelligence agencies, terrorism, or serious criminal activity. A lead federal agency—such as DHS, the
Department of Justice, or a newly designated Al security entity—could oversee this process and provide Al
labs with simple pass-fail screening outcomes for the categories of concern.

This approach mirrors vetting practices already used in critical infrastructure sectors (see Table 5.8). For
example, chemical facilities were once required to screen employees against the Terrorist Screening Data-
base under CFATS.>® The program identified at least ten individuals with suspected links to terrorism who

51 SentinelOne, “What Is a Purple Team in Cybersecurity?” webpage, updated April 29, 2025.

%2 “Silicon Valley Steps Up Staff Screening over Chinese Espionage Threat,” Financial Times, June 19, 2024; Darius Rafieyan,
“OpenAl Is Hiring Someone to Investigate Its Own Employees,” Business Insider, August 26, 2024.

53 DCSA, “Personnel Security,” webpage, undated-b.
54 DCSA, “Continuous Vetting,” webpage, undated-a.

55 CISA, “Chemical Facility Anti-Terrorism Standards (CFATS) Personnel Surety Program,” webpage, undated-b; CISA,
“Chemical Facility Anti-Terrorism Standards; Personnel Surety Program Implementation Notice,” Federal Register, Vol. 84,
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TABLE 5.8
Overview of Government Vetting Programs for Nongovernment Entities

Program Lead Agency Description

CFATS Personnel Surety CISA Screens chemical facility personnel
Program and visitors against terrorism watchlist
Transportation Worker Transportation Security Conducts identity, criminal, and
Identification Credential Administration terrorism screening for port workers

SOURCES: Features information from CISA, undated-b; and Transportation Security Administration, undated.

sought access to chemical facilities.*® In addition, transportation workers with access to maritime ports must
undergo identity, criminal history, and terrorism checks through the Transportation Worker Identification
Credential program.®”

Challenges and Trade-Offs

Although government-supported background investigations and personnel vetting can help reduce insider
risks at AT labs, it also presents several trade-offs and challenges:

« Impact on talent recruitment and diversity. Al research relies heavily on a diverse workforce, includ-
ing highly skilled foreign-born researchers.>® Requiring security clearances for sensitive AI roles may
inadvertently restrict access to this talent pool and slow progress in developing advanced Al systems.

» Legal and compliance considerations. Employers must navigate complex employment laws when
implementing vetting and hiring restrictions. For example, California law prohibits employers from
asking about criminal history on initial job applications, aiming to reduce bias against individuals with
past convictions.>

o Administrative and financial costs. Government background investigations and continuous vetting
programs require significant administrative capacity and financial resources. The DCSA, which man-
ages federal clearances, already faces a substantial backlog in processing investigations.®® Extending
these processes to private-sector Al personnel risks adding further delays. Tailored vetting approaches
may reduce some burden but could still involve substantial costs for both the government and Al labs.

o Privacy and civil liberties concerns. Enhanced vetting often involves the collection and sharing of
sensitive personal information, raising privacy and civil liberties issues. To maintain public trust and

No. 131, July 9, 2019; Jerome P. Bjelopera, The Terrorist Screening Database: Background Information, Congressional Research
Service, R44529, June 17, 2016.

56 David Mussington, “Can We Afford the Risk? Measuring the Cost of the Expiration of the Chemical Facilities Anti-Terrorism
Standards Program,” Cybersecurity and Infrastructure Security Agency, October 26, 2023.

57 Transportation Security Administration, “Transportation Worker Identification Credential (TWIC),” webpage, undated;
Heather J. Williams, Kristin Van Abel, David Metz, James V. Marrone, Edward W. Chan, Katherine Costello, Ryan Bauer,
Devon Hill, Simon Veronneau, Joseph C. Chang, Ian Mitch, Joshua Lawrence Traub, Sarah Lovell, Zachary Haldeman, Kelly
Klima, and Douglas C. Ligor, The Risk-Mitigation Value of the Transportation Worker Identification Credential: A Compre-
hensive Security Assessment of the TWIC Program, Homeland Security Operational Analysis Center operated by the RAND
Corporation, RR-3096-DHS, 2020.

>8 Matthias Oschinski, Jacob Feldgoise, Jeremy Neufeld, and Sophie Alcorn, “Strengthening America’s AT Workforce: 11 Rec-
ommendations to Recruit the World’s Top Al Talent,” Institute for Progress, March 19, 2025.

59 California Civil Rights Department, “Fair Chance Act: Criminal History and Employment,” CRD-E13P-ENG, November
2022.

60 Anastasia Obis, “DCSA Backlog of Security Clearance Investigations Down 24 Percent,” Federal News Network, May 29,
2025.
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comply with privacy laws, Al labs and government agencies would need to establish clear guidelines for
data use, storage, and protection and would need to ensure consistent application of screening and vet-
ting procedures. This includes developing transparent rules and criteria for determining employment
eligibility, particularly when considering such factors as criminal history.

o Potential for false positives and limited coverage. Screening against government databases can flag
individuals based on incomplete or outdated information, leading to false positives that unfairly affect
candidates or employees. Moreover, many vetting processes focus on national security threats, such as
terrorism or espionage, and therefore might not detect insider risks stemming from negligence or finan-
cial incentives.
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CHAPTER 6

Conclusion

In this report, we seek to help the U.S. government and AI industry navigate complex questions about how
to strengthen security practices in a rapidly evolving Al landscape. Given the fast pace of Al development,
decisionmakers are grappling with how to promote security that adequately reduces risks posed by these
systems without imposing undue burdens that could stifle innovation and undermine U.S. competitiveness.
Although highly capable frontier AT models are relatively new, the challenge of securing critical infrastruc-
ture is not. Therefore, to inform decisionmaking on this topic, we examined how government and industry
have approached security in other high-risk sectors—such as the nuclear energy, electricity, and health care
industries—to draw lessons relevant to the AI industry.

Informed by this analysis, we identified four broad policy approaches to strengthen security practices
among developers of advanced AI systems. These approaches span a spectrum, offering policymakers and
industry stakeholders a variety of choices. Three proposed approaches are illustrative compliance regimes for
advanced Al systems that enforce the adoption of common security requirements:

o government-enforced Al security standards for high-risk model developers
o government-led Al developer authorization program conditioning federal use on security compliance
o industry-led AI security certification.

A fourth approach focuses on advancing specific elements of security—rather than imposing uniform
standards—through collaboration between government and industry. This approach relies primarily on
self-regulation and offers more limited security benefits compared with a comprehensive, standards-based
regime, but it can still strengthen protections in targeted areas. Opportunities for such collaboration that we
highlighted in this report include joint efforts in standards setting, intelligence- and information-sharing,
and expanding AI developers’ access to government resources, such as penetration testing and personnel
vetting programs.

The decision about which pathway to pursue should be guided primarily by the underlying rationale for
the regime, the perceived level of risk posed by Al systems, and the extent to which market incentives are
deemed sufficient to address them. If decisionmakers believe that frontier Al could eventually pose cata-
strophic societal harms, government-led compliance regimes and strict security standards may be necessary.
Conversely, if Al risks are viewed as more moderate, less burdensome frameworks—such as industry-led
initiatives or voluntary public-private partnerships—may be more appropriate.
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APPENDIX

Interview Protocol

This appendix includes the questions used in our initial interviews with federal government officials, Al
industry representatives, and security experts. The questions were tailored to each group; for example, inter-
views with government officials focused on government engagement with the Al industry, while those with
industry representatives explored challenges in implementing security measures and opportunities for gov-
ernment assistance.

Interview Protocol for Federal Government Stakeholders

Introduction
o [Interviewer to provide brief overview of project objectives.]
« What are your roles/responsibilities/title? How long have you been a part of this organization?
o What background, if any, do you have related to AI security?

Federal Government Assistance to AI Model Developers

o Can you please describe any federal government efforts to support AI model developers improve secu-
rity of Al systems, particularly model weights?
- Are there specific programs, grants, partnerships, standards, guidance documents or other efforts

aimed at advancing security measures for Al systems?

- How do you ensure that the support provided aligns with the needs of AI developers?

« What challenges, if any, does the government face in implementing these programs and supporting Al
developers improve security?

Future Plans to Improve Security of AI System Ideas for Incentivizing Adoption of Model Weight Security
o Are there any upcoming policies, funding opportunities, or programs focused on Al security or the
protection of model weights?
o Areyou familiar with the securitylevels discussed in the prior RAND work on protecting model weights?
« Given the scope of this work, are there any additional ways the federal government can incentivize and
help developers of frontier models adopt the security levels?
- For example, could the federal government offer technical or financial assistance, share intelligence
and information, develop technical standards, or invest in research and development in emerging
security measures

Considering Federal Government Partnerships and Regulation
o Do you think there would be value to the government playing a bigger role in incentivizing adoption of
model weight security among frontier model developers?
- This could range from regulation that requires adoption of security measures to voluntary partner-
ships, similar to the AI Safety Institute’s collaboration on model evaluations.
- Why or why not?
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o Are there existing frameworks or partnership approaches in other sectors that you believe could be
adapted for this purpose?

Wrap-Up
o Is there anything else you would like to share about your experiences or thoughts on securing AI model
weights?
« Would you be open to participating in follow-up discussions or providing additional insights in the
future?

Closing
o Thank the participant again for their time and valuable insights.
o Reiterate the importance of their contributions to understanding and improving AI model weight
security.

Interview Protocol for Al Industry and Security Experts

Introduction
o [Interviewer to provide brief overview of project objectives.]
» What are your roles/responsibilities/title? How long have you been a part of this organization?
« What background, if any, do you have related to securing AT labs?

General Understanding of Security at AI Labs
o We'd like to understand your general approach to security at the lab and how you determine whether
and how to implement additional measures to reduce risk. Can you describe your approach?
« What do you see as the most significant risks to the lab, and specifically model weights?

Challenges and Constraints Implementing Security Measures
« Areyoufamiliar with the securitylevels discussed in the prior RAND work on protecting model weights?
« Can you say what levels of security you've implemented at the lab (e.g., SL 2-5)?
o Among these security levels, what measures present the greatest challenge to implement, and why?
o Please discuss any challenges or constraints you might have in implementing the security levels:
— What technical or operational challenges have you faced in implementing security measures for
model weights?
- Are there resource constraints (e.g., time, budget, personnel) that limit your ability to enhance security?
- Have you faced challenges balancing security with model performance or accessibility?
- What, if any, third party tooling (anti-virus, IDS [intrusion detection system], EDR, etc.) do you use?
What could be a useful feature of those tools that is currently missing?

Considering Federal Government Assistance
« Given the challenges and constraints you discussed, are there programs or assistance the federal govern-
ment can offer that would provide greater incentive to implement the measures?
- For example, could the federal government offer technical or financial assistance, share intelligence
and information, develop technical standards, or invest in research and development in emerging
security measures?
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Interview Protocol

Considering Federal Government Partnerships and Regulation
o Do you think there would be value to government playing a bigger role in incentivizing adoption of
model weight security among frontier model developers?
- This could include regulation that requires adoption of security measures to voluntary partnerships,
similar to the AT Safety Institute’s collaboration on model evaluations.
- Why or why not?

Wrap-Up
o Is there anything else you would like to share about your experiences or thoughts on securing AT model
weights?
« Would you be open to participating in follow-up discussions or providing additional insights in the
future?

Closing
o Thank the participant again for their time and valuable insights.
« Reiterate the importance of their contributions to understanding and improving AI model weight secu-
rity.
o Provide contact information for any follow-up questions or clarifications.
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Abbreviations

3PAO third-party assessment organization

Al artificial intelligence

AI-ISAC Al Information Sharing and Analysis Center

AISSI AT Safety and Security Institute

ATO authorization to operate

CAP corrective action plan

CFATS Chemical Facility Anti-Terrorism Standards

CIP Critical Infrastructure Protection

CISA Cybersecurity and Infrastructure Security Agency
CMMC Cybersecurity Maturity Model Certification

CoSAI Coalition for Secure Al

CPG Cybersecurity Performance Goal

CSP cloud service provider

DCSA Defense Counterintelligence and Security Agency
DFARS Defense Federal Acquisition Regulation Supplement
DHS U.S. Department of Homeland Security

DoD U.S. Department of Defense

EDR endpoint detection and response

FASSO Frontier AI Security Standards Organization

FBI Federal Bureau of Investigation

FedRAMP Federal Risk and Authorization Management Program
FLOP floating point operation

FMF Frontier Model Forum

HHS U.S. Department of Health and Human Services
HIPAA Health Insurance Portability and Accountability Act
HSM hardware security module

IEC International Electrotechnical Commission

ISAC Information Sharing and Analysis Center

ISAO Information Sharing and Analysis Organization
ISO International Organization for Standardization

IT information technology

IT-ISAC Information Technology-Information Sharing and Analysis Center
JCDC Joint Cyber Defense Collaborative

ML machine learning

NERC North American Electric Reliability Corporation
NISP National Industrial Security Program

NIST National Institute of Standards and Technology
NRC Nuclear Regulatory Commission
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NSA
OMB
PCI

PCI DSS
PII

PMO
PPP
SAFE-AI
SOC

National Security Agency

Office of Management and Budget

Payment Card Industry

Payment Card Industry Data Security Standard
personally identifiable information

program management office

public-private partnership

Securing Advanced Frontier Environment—AI

System and Organization Controls
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