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About This Report

The analysis in this report models the economic implications of two contrasting boundary
scenarios for artificial intelligence (AI) development: restricting Al to purely assistive tools that
augment human productivity versus enabling agents that can autonomously perform tasks at least
as well as humans and replicate themselves. The Agent World scenario represents the potential
emergence of artificial general intelligence (AGI) capabilities, whereas the Tool World scenario
represents Al progress as a variety of narrow, specialized systems that enhance human productivity
but do not achieve general intelligence. These stylized scenarios are not meant to be interpreted as
predictions; rather, they are meant to establish a variety of potential economic outcomes for
policymakers, economic advisors, and researchers working at the intersection of technology policy
and economic strategy. Using a calibrated endogenous growth model and Monte Carlo simulations
from 2025 to 2045, the analysis suggests that embracing AI agents could result in the economy
growing 3.8 percentage points faster annually, on average, than limiting AT to tools would. This
difference compounds to make Agent World economies nearly four times larger by 2045.
Although the Agent World scenario assumes successful resolution of Al safety and alignment
challenges, the results highlight the substantial economic incentives driving toward autonomous
Al development and illustrate the economic trade-offs that are inherent to different Al
development strategies.
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States, its allies and partners, and the world. For more information, contact tasp@rand.org.
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Summary

The analysis in this report models the economic implications of two contrasting boundary
scenarios for artificial intelligence (AI) development: restricting Al to purely assistive tools that
augment human productivity versus enabling agents that can autonomously perform tasks at least
as well as humans and replicate themselves. The Agent World scenario represents the potential
emergence of artificial general intelligence (AGI) capabilities, whereas the Tool World scenario
represents Al progress as having a variety of narrow, specialized systems that enhance human
productivity but do not achieve general intelligence. These stylized scenarios are not meant to be
interpreted as predictions; rather, they are meant to establish a variety of potential economic
outcomes for policymakers, economic advisors, and researchers working at the intersection of
technology policy and economic strategy. Using an endogenous growth model calibrated with
Monte Carlo simulations from 2025 to 2045, the analysis suggests that embracing AI agents could
result in the economy growing 3.8 percentage points faster annually, on average, than limiting Al
to tools would. This difference compounds to make the Agent World economy three times larger
by 2045. Although the Agent World scenario assumes successful resolution of Al safety and
alignment challenges, the results highlight the substantial economic incentives driving toward
autonomous Al development and illustrate the economic trade-offs that are inherent to different
AT development strategies.

Key Findings

This analysis contrasts two stylized boundary scenarios that span existing Al capabilities to
potential AGI and artificial superintelligence: a Tool World in which AI remains strictly assistive
under humans and an Agent World in which Al is fully autonomous and can completely replace
human workers. Agent World assumes safe, aligned, and successfully deployed advanced Al
systems, which are unproven. The results, as follows, establish an upper bound on potential
economic upsides without implying that such solutions are guaranteed:

¢ Building on established economic growth theory and using Monte Carlo simulation
methods, the results indicate that Agent World exceeds Tool World by an average of 3.8
percentage points in annual gross domestic product (GDP) growth, with a median
difference of 2.6 percentage points.

e By 2045, the model suggests that Agent World's GDP is approximately 3.6 times larger
than Tool World's GDP, assuming successful AI deployment without major transition
costs or policy constraints. Some simulations suggest that Agent World GDP is several
orders of magnitude larger.

® Regression tree analysis of model simulations identifies the conversion rate from compute
to Al agents and the compute-specific investment rate as the most important predictive
factors for growth differentials.

e Using the model, Agent World economies with 90 percent or more Al-agent share of the
research and development (R&D) workforce achieve 25 or more percentage point growth



advantages over Tool World by 2045, while partial integration creates smaller
improvements, suggesting that complete transformation unlocks qualitatively different
growth regimes.

On average, the economic opportunity cost of forgoing Agent World development
through 2045 would require nonmodeled benefits (such as safety, stability, or
distributional advantages) that are equivalent to 1.2-2.8 times the existing annual GDP,
depending on risk preference.
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Quantifying Al’s Economic Potential:
Growth Differentials Between
Assistive and Autonomous
Development Scenarios

Recent breakthroughs in artificial intelligence (AI) have sparked a debate over how Al should
be integrated into economies and society. Some experts advocate for Al as a powerful but strictly
assistive tool that should remain under tight human supervision. Others foresee (or warn of) Al as
an autonomous agent that is capable of making decisions and performing tasks without direct
human oversight. This divide defines the following policy challenge: Should we accelerate agentic
Al to capture its unprecedented upsides or limit Al to being only a tool to guard against
potentially catastrophic or even existential risks?

The degree of autonomy that is permitted in Al systems represents a policy dimension with
significant implications for economic growth, labor markets, global competitive dynamics, and
humanity’s long-term safety. As of this writing, this debate has limited empirical grounding, while
seemingly unbounded potential for scientific advancement and growth is weighed against
potentially catastrophic costs. This report contributes to this discourse by modeling the potential
economic implications of different levels of constraint on Al In it, I establish quantitative
reference points that may help policymakers understand the magnitude of the economic trade-offs
that are involved in various approaches to Al governance, alongside safety concerns, transition
costs, and distributional effects that are not captured in this analysis.

Economists have long recognized that technology is a primary driver of economic growth. In
classical growth theory, advances in total factor productivity (TFP) (which is often interpreted as
technology) are necessary to sustain long-term growth because capital accumulation faces
diminishing returns (Solow, 1956). Endogenous growth models further formalize how intentional
research and innovation investments can produce new ideas that drive TFP upward (Romer,
1990). A key insight from this literature is that an effective supply of researchers (or more
generally, problem-solvers) is critical for innovation. If more minds are devoted to research and
development (R&D), more ideas can be developed, although with diminishing returns as existing
knowledge grows (Bloom et al., 2020; Jones, 1995)." However, in the existing human-centric
paradigm, the stock of researchers is ultimately constrained by population, demographics, and
training pipelines. This observation has led to concerns that idea production is slowing down.

! Advanced AL systems might potentially alter this dynamic by excelling at knowledge synthesis across increasingly
fragmented and specialized research frontiers, which would change the quantity of research inputs and the efficiency of the
research process itself. However, even superintelligent Al researchers might encounter diminishing returns, whether to the
fundamental complexity of remaining unsolved problems, the time required for real-world experimentation and validation,
or even coordination costs as research teams’ scale up. The analysis treats such structural research relationships as fixed
parameters that are calibrated to historical experience, but, as discussed in the limitations section, transformative AI might
endogenously alter these relationships in ways that could amplify the growth effects estimated here.



Evidence suggests that, despite rising R&D effort (or spending), research productivity per
researcher is declining in many fields (Bloom et al., 2020).> In other words, ideas are getting harder
to advance, and the exponential growth of knowledge may be decelerating under human-only
research.

AT has the potential to alter this equation. If Al systems can take on research tasks or even
improve Al itself, the number of effective “researchers” could increase far beyond the human
workforce. Historically, each major technological era (e.g., steam, electricity, computing)
accelerated growth for a time but eventually faced diminishing returns in part because humans
remained the central actors in innovation. Advanced Al that can either significantly augment
human researchers (in the Tool paradigm) or replicate and replace human researchers (in the
Agent paradigm) might break through some of these limits.

Recent research has begun exploring these possibilities. Aghion, Jones, and Jones (2019)
considers Al as a form of automation in R&D and ask whether it could lead to ever-accelerating
growth or even a “singularity” scenario. The authors’ analysis suggests that AI-driven growth could
sharply increase innovation. However, various bottlenecks (including the need for human input in
some stages of innovation) might still cap growth rates (Aghion, Jones, and Jones, 2019).
Similarly, Nordhaus (2021) examines whether rapid progress in Al and computing could lead to
an economic singularity (essentially unbounded growth) and concludes that such a regime shift is
not imminent under base-case assumptions, although it remains a longer-term possibility. More
recently, Jones (2024) frames the situation as the “Al dilemma”: On one hand, removing the
human constraints on innovation via Al could usher in a period of unprecedented economic
growth; on the other hand, such a development raises concerns of existential risk if AI systems
become too powerful or misaligned. Jones argues that if human labor is a bottleneck for Al
progress, growth will remain somewhat constrained and manageable; if AI gains the ability to
effectively self-replicate (in terms of research efforts), then explosive growth and loss of human
control become real. Similarly, Acemoglu and Lensman (2024) examines optimal adoption paths
for transformative technologies that offer productivity gains but pose potential disaster risks,
finding that gradual adoption can be optimal to enable learning about risks over time.

This report contributes to this discourse by providing a quantitative modeling exercise focused
on the economic growth implications of Al tools versus Al agents. I construct an endogenous
growth model in the spirit of Romer (1990), Jones (1995), and Bloom et al. (2020), with the
following two modifications:

1. Al can contribute to the production of goods and services either indirectly as a tool raising
human productivity or directly as robot labor replacing humans (AI in production).

2. Al can contribute to idea generation either as a research-augmenting tool or as an
autonomous researcher that adds to the total R&D workforce (AI in innovation).

I define two stylized scenarios for the future: one in which Al is never allowed (or never able)
to fully replace human workers or researchers (Tool World) and one in which AT is free to
substitute for human labor and can be replicated as needed (Agent World). Tool World
represents the continuation of existing Al development trajectories, having powerful but narrow
systems that augment human capabilities that still require some degree of human oversight and

2 Some research suggests that the declining research productivity documented in Bloom et al. (2020) is overstated and that
approximately half of the stated decline can be explained by selection effects. For instance, Ekerdt and Wu (2025) find that
the ability of the average researcher has declined by roughly 48 percent as the R&D workforce has expanded over time.



control. Agent World represents a potentially fundamental shift toward artificial general
intelligence (AGI), or even artificial superintelligence, in which AI systems achieve human-level or
superhuman cognitive capabilities across all domains and can operate fully autonomously.
Although a mix of these scenarios may unfold, examining extremes is useful to bound the potential
outcomes, Importantly, my aim is not to advocate one path or the other but to illuminate the
economic stakes involved.

This report contributes empirical analysis to the Tool Al versus Agent A(G)I debate, which
often proceeds on normative grounds alone. Max Tegmark has emphasized the value of
controllable Tool Al systems that can deliver transformative advances in health care, climate, and
development while avoiding the existential risks of unbounded AGI.?> Conversely, Gwern (the
independent researcher known for influential writing on AI development and capabilities) argues
that Agent Al systems inherently outperform Tool AI across various tasks, yielding superior
economic efficiency (Gwern, 2019). I model two extreme futures (Agent World versus Tool
World) and quantify their economic growth differential under the assumption that technical
safety and alignment challenges can be successfully resolved in the Agent World scenario. Rather
than adjudicating which paradigm is preferable from a welfare or policy perspective, I aim to
establish the scale of potential economic gains from autonomous Al systems, providing one input
for policymakers weighing these benefits against safety risks, transition costs, and distributional
concerns.

Given the model setup, under most parameter ranges, Agent World grows at a significantly
faster pace than Tool World, which is unsurprising because the model explicitly defines Tool
World as bottlenecked by the human population growth rate, a constraint that is resolved in
Agent World. However, this growth difference is not a hard and fast law. In approximately 2
percent of simulations, Tool World outgrows Agent World over the 20-year horizon. These cases
emerge only when Agent World is populated by relatively inefficient agents and compute-starved.
However, in the vast majority of cases, Agent World offers a significant growth boost relative to
Tool World. The average growth differential between the two worlds is nearly 4 percentage points
per year, and the median differential is slightly lower. By 2045, Agent World's gross domestic
product (GDP) is approximately three times larger than Tool World's on average.

The projected growth rates align with the broader literature on AGI's potential economic
impact. Agent World's average annual growth of 4—6 percent matches scenarios discussed by
leading researchers. For example, Jack Clark of Anthropic has suggested that AGI could plausibly
drive approximately 5 percent of annual GDP growth (Cowen, 2025). The right tail of the
distribution of model simulations reflects scenarios of economic singularities and
superintelligence-driven acceleration (Davidson, 2021; Erdil and Besiroglu, 2024; Korinek and
Suh, 2024). At the conservative end, the average Tool World scenario projects an additional 0.2
percentage points of growth above baseline, which is close to Acemoglu’s (2024) estimate of 0.10—
0.16 percentage points over a decade. In this report, the Monte Carlo simulations span the
spectrum from conservative estimates to transformative AGI scenarios, providing a comprehensive
assessment of plausible economic futures.

I also evaluate which factors contribute the most to the growth rate differences between Tool
World and Agent World, finding that factors relating to the rate at which society invests in Al-
specific capital (e.g., compute, data centers) and the conversion between compute and full-time

3 Max Tegmark has written and spoken extensively on this topic, including on social media (Tegmark, 2025), in interviews
(Tegmark, 2024), and in writing (Tegmark and Omohundro, 2023).



equivalent (FTE) Al agents are the most important predictive factors. This finding suggests that
even in a world in which Al agents can fully replace human workers and rapidly multiply, there are
still tangible constraints on growth.*

I also assess mechanisms. Specifically, the model suggests that the benefits of Al-research
integration exhibit sharp threshold effects, with economies that achieve over 90 percent of the Al-
agent researcher share experiencing growth rate advantages exceeding 15 percent annually by
2045, while partial integration (10-50 percent) delivers marginal improvements. This nonlinearity
reflects the “burden of knowledge” mechanism by which only Agent Worlds that reach sufficient
agentic scale can overcome this constraint and achieve transformative acceleration after 2040.
These results are conditional on modeling assumptions; however, they suggest that partial AI
agent integration strategies may capture only a fraction of the potential benefits, while complete
transformation can create qualitatively different growth regimes.

Beyond quantifying growth differentials, the analysis provides tentative economic benchmarks
for weighing safety against development speed over the next two decades. Despite modeling Agent
World with maximum economic benefits while assuming away implementation challenges, the
analysis finds that safety benefits worth approximately one to three times existing GDP
(depending on risk aversion) would justify choosing more-restrictive AI development policies
through 2045. Although this result is highly contingent on modeling assumptions, it is similar to
those in Jones (2024), which finds that even explosive economic growth scenarios may not justify
extreme risks under certain risk preferences. The analysis also suggests that advancing Agent
World development by one year could be worth approximately 60 percent of GDP (with
substantial uncertainty), revealing strong economic incentives for rapid deployment.

In what follows, I first outline the model’s structure and assumptions, including how I
incorporate Al into the growth model. I then describe the calibration of parameters and empirical
foundations of the simulation. Next, I present simulation results that compare GDP growth in the
two scenarios. I discuss the policy and economic insights from these findings and address the
model’s limitations and simplifying assumptions. I conclude by reflecting on what the analysis
implies for economic policy in an era of rapid Al progress.

Model

I develop a two-sector endogenous growth model that extends the classic semi-endogenous
growth framework (Jones, 1995; Romer, 1990) by explicitly including Al as a factor of production
and innovation. The model distinguishes between human and AI contributions in both the
production of output (goods and services) and in the production of new ideas (R&D). In essence,
the model is a standard growth model that is augmented with an AI workforce and an Al-driven
research process.

The analysis models two stylized extremes bound by potential economic outcomes rather than
forecasting realistic scenarios. The Agent World scenario assumes that technical safety, alignment,
and control challenges are successfully resolved, allowing Al systems to operate fully
autonomously without causing harm or pursuing goals that are misaligned with human welfare.

4 Because the parameters are estimated in reduced form, they should be interpreted as “net” of a variety of real-world
constraints, including energy requirements for operating data centers and training models, supply chain limits, and
infrastructure bottlenecks. The growth rates, therefore, reflect the combined influence of technological potential and these
practical limitations. I discuss energy demand more explicitly later in the report.



This assumption is not made because such a resolution is guaranteed but because quantifying
economic upsides provides the necessary input for policy decisions that must weigh potential
benefits against safety risks.

The model also assumes frictionless economic transitions without the social disruption or
political backlash that could constrain AI deployment. Additionally, the model treats aggregate
GDP growth as the primary welfare metric, abstracting from distributional effects, resource
constraints, and environmental impacts that could significantly alter real-world outcomes.

These simplifying assumptions enable quantitative analysis of economic mechanisms while
acknowledging that actual AI development will involve hybrid approaches, gradual transitions, and
complex risk-benefit trade-offs that are not fully captured in this framework. The section on
“Limitations,” which appears later in this report, provides a more detailed discussion of how these
assumptions affect the interpretation of the results and their relevance for policy decisions.

Model Overview

Figure 1 presents a high-level visual overview of the model mechanisms. The model begins
with the human population, which supplies human labor. Together with the capital stock
accumulated from past investment, labor flows into production that generates the economy’s
output (GDP).” A portion of that output is reinvested, adding new machines, buildings, and,
importantly, new Al systems to the Al stock.

A separate but connected pathway governs technological progress. Resources devoted to R&D
enlarge the economy’s idea stock, a shorthand referring to the body of knowledge that lifts
productivity across all sectors of the economy. In both Tool World and Agent World, AI systems
can act as tools for researchers. The blue arrow from the Al stock to R&D shows how these
systems help with such tasks as literature review, code generation, data-cleaning, software
development, and other time-consuming tasks, allowing human workers to discover useful ideas
quicker. The resulting expansion of the idea stock feeds into the production block as technology,
raising the output per worker in the familiar way.

The dashed, red arrows mark the capabilities that are activated only in Agent World. First,
autonomous agents enter directly into the production process, performing work alongside or
potentially fully substituting for humans. This is the red link that runs straight from the AI stock
to production. Second, agents are able to replicate themselves by marshalling computational
resources,® which creates a self-reinforcing loop. These two features mean that the productive
capacity of the economy can grow faster than the human labor force, opening the door to much
steeper output trajectories than are possible when Al remains a tool.

> Although this model is calibrated using U.S. demographic and economic data, it is intended to represent advanced
economies more generally. The wide parameter ranges used in the Monte Carlo simulations (see Table 1) capture effectively
variation across developed countries with similar technological capabilities and institutional frameworks. The United States
serves as a reasonable benchmark for advanced economies, but the results should be interpreted as applying to countries with
comparable research infrastructure, capital markets, and technological adoption patterns rather than being specific to U.S.
economic conditions alone.

© The model does not differentiate between compute used by AI agents and that used by human researchers. I assume a
competitive market for computational resources in which compute flows to its highest-value applications. The parameter y
thus captures both the technical efficiency of converting compute into Al agents and the market-determined allocation of
compute toward agent creation versus other uses, including human research activities (discussed in Figure 1).



Figure 1. Model Schematic
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NOTE: This is a simplified schematic of the economic model.

The diagram highlights the model’s intuition. When Al is confined to being a tool, growth is
limited by the size of the human population and the pace at which new ideas can be discovered.
Once Al becomes an agent, it decouples economic growth from demographics, allowing for a
potentially compounding expansion of effective labor in the form of autonomous agents. In the
formal model that follows, these visual flows are translated into equations.

Aggregate Output Production

Output Y (t) is produced using physical capital, labor, and level technology. In the spirit of
Korinek and Suh (2024), I assume a Cobb-Douglas aggregate production function with constant
returns to scale in capital and effective labor.’

Tool World (Harrod-neutral): Al tools raise productivity indirectly by contributing to the
technology frontier A(t).® Effective labor consists of human workers only:

7 My modeling approach differs slightly from that in Korinek and Suh (2024). Like them, T assume that AGI is a perfect
substitute for human labor, but whereas they model AGI as part of the capital stock (automation capital), I fold AGI into the
labor input as agent labor. In addition, Korinek and Suh (2024) include a fixed “materials” input (M) in the outer Cobb-
Douglas aggregator, whereas in my model, I treat physical capital as the second factor alongside effective labor.

8 This report specifies technology as Harrod-neutral (labor-augmenting) rather than Hicks-neutral (factor-augmenting).
The Harrod formulation is common in the semi-endogenous growth literature and preserves consistency with Kaldor’s
stylized facts, which emphasize the long-run stability of growth rates and factor shares (Jones 2022). However, AGI labor
here is modeled as a composite input that already embeds substantial capital services (e.g., compute, robotics hardware,
sensors, power electronics) so that the framework allows AGI to enhance capital productivity indirectly. By contrast, the
residual capital stock is treated as the portion of capital that not directly affected by AGI. By holding the capital share



Y() = K@®)*[A@®)Ly ()] “.

Agent World (automation capital): Al functions as an additional accumulable labor input.
Effective labor is the sum of human workers and Al agents, with each agent scaled by a relative
productivity factor. In this world, AI contributes both to the technology frontier A(t) through
innovation and directly to production through L4;(t).” Following the literature on automation
capital (Acemoglu and Restrepo, 2018; Fornino and Manera, 2022; Gries and Naudé, 2022;
Korinek and Suh, 2024; Trammell and Korinek, 2025), and to create a strong upper bound on
Agent World's growth potential, I assume that Al and human labor are perfect substitutes in
production:

Y(t) = KOAW® (Ly (6) + wLy(®)] "

In both Worlds, K (t) is the stock of physical capital at time t, A(t) is the level of technology
(TEP), Ly (t) is human labor (the number of human workers), and the parameter 0 < o < 1 is
the capital's share of output.'’ In Agent World, L4;(t) is the number of Al agents deployed as
labor.

The term w in the Agent World production function represents the productivity equivalent of
one Al worker relative to one human worker. If w = 1, one Al agent is as economically productive
as one human on average; if w > 1, each Al agent could potentially perform the work of multiple
humans (e.g., an Al that works 24/7 or is more efficient). In the Tool World scenario, effectively,
L,; = 0 (AI does not independently contribute to labor). In that scenario, w = 0.

In Agent World, L4;(t) can be positive and potentially grow rapidly as Als are replicated,
boosting the effective labor input. I allow w to be uncertain in Agent World, and in simulations I
draw w from a range of 1 to 10 (reflecting the wide uncertainty about how powerful Al agents
could be in performing labor tasks in the future)." In the appendix, I discuss the empirical and
theoretical justification for this range.

parameter fixed at its historical baseline, the composition of capital can evolve over time, while this unaffected capital
continues to receive roughly one-third of output, which is in line with long-run empirical regularities. At the same time,
readers should note that this choice may not fully capture the range of channels through which AGI could raise productivity.

9 Assuming a Cobb-Douglas production function with a constant capital share & imposes a structure that simplifies the
model. Although some accounts suggest capital’s share has been rising for decades, much of that increase stems from
housing; once housing is excluded, estimates of & are relatively flat (Rognlie, 2015). In practice, the distributional effects of
advanced Al could shift factor shares, especially if labor is displaced substantially. In this report, I do not address
distributional impacts, although I discuss these limitations further.

10 Although the aggregate production function does not explicitly model sectoral heterogeneity that drives Baumol effects
(Baumol, 1967), the wide parameter ranges that are used to calibrate AI productivity effectively also capture scenarios in

which certain economic activities remain resistant to Al-drive efficiency gains. Similarly, the model implicitly incorporates
the Jevons paradox (Jevons, 1865) through the interaction between declining compute costs and the elastic demand for AI
services, in which efficiency gains drive exponential increases in Al deployment rather than proportional resource savings.

n Strictly speaking, @ could be less than one if Al agents are less productive than the average human worker. Existing AI
systems may fall into this range. I restrict the lower bound to one to focus the analysis on scenarios in which advanced AI
agents are at least as competitive with average human labor, which is a central case of interest in economic discussions of
AGI (e.g., see: Davidson, 2021; Korinek and Suh, 2024; OpenAl, undated). The upper bound is speculative and based on
the possibility that an Al agent could work 24/7, resulting in an output boost that is four times that of a human worker who
works eight hours per day, five days a week. To account for the possibility that an AT agent might also be more effective or
faster than a human, I extend the upper bound to ten, meaning that an AI agent not only works more hours per week but
might also be roughly twice as productive as the average human.



It is worth noting that the term A(t) in the production function captures general productivity
improvements that augment all labor (human or AI). This A(t) will be determined endogenously
by the idea production (innovation) process described in the following paragraphs. By including
A(t) multiplicatively, I assume that technological progress is labor augmenting (as is standard in
growth models). AI contributes to production both through increasing labor quantity (L4;) and
through accelerating the growth of A(t) via research. I do not include any exogenous trend in
A(t); all TFP growth comes from the endogenous innovation sector.

Capital Accumulation

Physical capital K (t) accumulates in the usual way:
K(t) = sY(t) — 6xK(t),

where s is the gross savings (investment) rate out of output and 8y is the depreciation rate of
capital. The left-hand side, K (t), denotes the change in the aggregate capital stock over time. In
calibrating the model, I allow for a range in both the savings rate and depreciation rate. These
parameters are assumed the same in both the Tool and Agent scenarios.

In addition to undifferentiated capital stock, I introduce a separate capital stock for computing
hardware (or Al-specific capital), denoted K¢ (t). This captures the idea that building and running
advanced Al requires investments in computing infrastructure (e.g., data centers, specialized
chips). The stock of compute capital evolves with its own investment rate and depreciation:

. Y (t)
Kc(t) = s¢ Pe@® 8¢ Kc(t).

Here, s is the fraction of output invested into new computing hardware and P¢(t) is the price
of compute (an index representing the relative cost of one unit of K¢). I allow P¢(t) to decline over
time, reflecting technological progress in hardware (e.g.,, Moore’s Law). Specifically, I assume that
the price of compute falls at a constant proportional rate up to a certain floor:

P-(2025) (1 — u)t72925 while P, > P,,;,,
Pe() = | .

Prin, once the floor is reached,
where §t is the annual rate of price decline and P,,;;, is the asymptotic minimum price (as a fraction
of the 2025 baseline price). In calibration, Iset 4 = 0.15 (i.e., 15 percent cost decline per year,
roughly in line with 2025 trends in computing price-performance) and P,;,;,=0.01 (a 99-percent
reduction floor, meaning compute could eventually cost only 1 percent of its 2025 price per FLOP
or similar metric). The depreciation rate for compute capital 8¢ is set a bit higher (10 percent
annually versus five percent for other capital) to account for faster obsolescence of high-tech
equipment. The investment share S¢ is more speculative; I explore a range from 0.3 percent up to
10 percent of GDP devoted to purchasing compute to reflect uncertainty about how much
societies will invest in Al capabilities. The lower bound roughly matches investment rates in 2025,
while the upper bound is speculative. In the appendix, I discuss how these bounds were created.

Labor and Population

Human labor supply Ly (t) (total workers available) is treated as exogenous, following a
predetermined demographic trajectory, with identical paths for both Tool and Agent Worlds.



However, in some Agent World scenarios, this assumption becomes less consequential because
effective labor input is eventually dominated by Ly, (t). For concreteness, I use the United States
population projection (Vespa, Armstrong, and Medina, 2020) as an approximate path for the
workforce. This entails a slowing growth rate: e.g., annual population growth around 0.7 percent
in 2025 declining to around 0.5 percent by 2045. I do not explicitly model labor force participation
changes, implicitly assuming a roughly constant participation rate so that labor growth mirrors
population growth. To focus on conditional growth, I abstract away from labor-market
displacement effects that accompany Al adoption.

Critically, the availability of Al labor Ly, (t) differs by scenario. In Tool World, by
assumption, Al agents cannot function as independent workers, so effectively L,; = 0 in the
production function. Al exists only as an augmenting technology used by humans (indirectly
accounted for in A(t) growth, discussed later). In Agent World, firms can create or “hire” Al
workers by investing in compute capital. I assume that the number of Al agents (that can perform
labor tasks) is proportional to the stock of compute up to some scaling factor. This assumption
captures the notion that scaling compute resources directly governs the number of active AI agents
that can be deployed, similar to how capital investment enables the expansion of human-operated
machinery. Specifically,

Ly (t) = x Kc(2),

where ¥ is a conversion factor indicating how many FTE Al workers can be sustained per unit of
compute hardware. This factor depends on the efficiency of software algorithms and hardware,
essentially capturing how much computing power is needed to run one Al worker at human-level
capacity. y is highly uncertain; in simulations I draw it from a broad range (e.g., 1 x 107°t0 0.01,
meaning one unit of K could support anywhere from 0.00001 to 0.01 AI FTEs). This range is
benchmarked by the computational requirements for the human brain and by petaFLOP-days
(PF-day) of compute.'? I discuss how this range was derived in the appendix. The lower end might
correspond to very compute-intensive Al (needing enormous hardware for one AI), and the upper
end to very efficient Al (many Als per unit of hardware). Because K. can grow as investments
accumulate (and especially as P falls), Agent World can see a growing L4, over time.

I introduce one additional feature: Al self-replication feedback. The idea is that at some point,
sufficiently advanced Al agents might be able to build or improve additional Al, creating a positive
feedback loop that accelerates their own growth.

I model this in a reduced-form approach by designating a future takeoff period (earliest
possible year Trgkeosy) after which the growth of the agent labor force (Ly;) can accelerate beyond
the linear growth from hardware accumulation alone. Specifically, for ¢ = Tiqkeofy, if compute is
cheap enough, I allow the possibility that the number of Al agents grow super-linearly with
respect to compute capital (K¢).

In practice, I implement this by increasing the effective y as P¢ drops. Intuitively, if Al agents
are cheap to run, firms deploy more of them at an increasing rate. I capture this with an elasticity
parameter 7) that governs how sharply L; responds to further declines in P below a threshold.

12 A PF -day is a widely used, hardware-agnostic measure. PF-day is also referred to by OpenAl as being similar to a kilowatt
hour for energy, making it a suitable unit for this analysis. I discuss how the bounds of the y parameter are calculated in
greater detail in the appendix.



P(2025)
Pc(t)
yields the baseline linear case). If this elasticity is greater than zero (1 > 0), as the compute price

n
For example, one could write y(t) = x, ( ) for t after the takeoff (ensuringn = 0

falls (P¢), then y rises (i.e., more Al per hardware unit, or equivalently, firms devote more
resources to replicating Al agents). I treat Tygxeoss and 7 as uncertain and draw it uniformly from
2026-2030 in simulations, and 1 from 0.1 up to 1.0. High 7 values produce a potential “explosive”
growth in Al agent population once conditions are ripe (akin to the intelligence explosion
scenario), whereas low 77 means Al agent growth remains roughly proportional to hardware

investments only.

Innovation (Ideas Production) Function

The accumulation of technology A(t) (which drives TFP and thus labor productivity) is the
result of research activity. I model knowledge production with an approach inspired by Jones
(1995) and Bloom et al. (2020), including the notion that ideas get harder to find as knowledge
accumulates. A general form for the knowledge or TFP growth is:

A(®) = AR(PA()?OD,

where R(t) is the effective research effort (the number of researcher-equivalents devoted to R&D
at time t), A is a productivity parameter, [ is an elasticity determining returns to scale in research
effort, and @ (t) captures the “difficulty of ideas” (how the existing stock of knowledge affects new
idea production). If ¢ > 0, it implies diminishing returns to scale: As A gets larger, more research
is needed to produce the next increment of A. In the special case f = 1 and ¢ = 0, this reduces to
the original Romer model (ideas proportional to researchers and no diminishing returns, leading
to strong scale effects). Empirical evidence, however, suggests diminishing returns. Bloom et al.
(2020) estimate that ¢ is around 0.5 in various industries (research productivity declines roughly
in proportion to the growth of knowledge, requiring exponentially more researchers to sustain
constant growth).

However, AGI could either increase the rate of diminishing returns if agents exponentially
crowd each other out or reduce the diminishing returns factor if agents are better organized than
human researchers have been historically. Thus, I allow ¢ to evolve over time in response to the
share of Al agents in the research sector:

B0 = do+dy O, b =5,

where ¢, is the baseline level of ¢, based on historical values, h(s) is a function of the share of Al
agents in the R&D workforce (s = shap (t)), T controls where the S-curve bends, and & controls
how steep the curve is at the bend. The parameter 4 is uncertain. Positive values would mean
that an increased number of Al agents in the research process creates additional bottlenecks above
what humans create. This could happen because of Al agents crowding each other out. On the
other hand, negative values would mean that AI agents are more efficient at organizing than the
human baseline, and the historical diminishing returns abate as more agents take over research.
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Note that this formulation keeps ¢ (t) = ¢ for Tool World because the R&D workforce
remains entirely human.

Following Bloom et al. (2020), I adopt f = 1 (assuming each “researcher” contributes
additively to idea production) and set ¢ in the range of 0.45 in the calibration." For simplicity, I
fix the shape parameters to 7 = 0.5 and § = 1, while [ allow 4 to vary within —0.03-0.03, which
is a small range but can produce extreme growth effects.*

The critical variable is R(t), the effective research labor. I assume a fraction of human labor is
engaged in R&D: LE (t) = pLy(t), with p (the share of the human labor force engaged in R&D)
calibrated to 0.5 percent in 2025 (roughly consistent with World Bank data; see World Bank
Group, 2024). This share is allowed to grow over time (more people become researchers over
time). This share is allowed to grow over time at an annual rate of 1.8 percent based on recent
trends, meaning the research workforce share doubles roughly every 40 years (World Bank Group,
2024). This assumption reflects a long-term structural shift toward knowledge-intensive
occupations, which has characterized advanced economies throughout the 20th and early 21st
centuries. This expanding human research workforce, even without Al assistance, sustains TFP
growth sufficient to maintain historical economic growth rates.”

Al can also contribute to research. Let L4’ (t) be the number of Al agents working as
researchers at time t. In Tool World, by assumption, Al cannot conduct research independently;
however, Al tools can boost the productivity of human researchers. I model this by effectively
giving each human researcher an “assistant.” The output of a human researcher is multiplied by a
factor when using Al tools. Equivalently, we can say that an Al tool researcher counts as a fraction
of a full researcher. I introduce a parameter Y, representing the “idea productivity of one Al-as-
tool (assisting a human) relative to one human alone.” If {);,,; = 0.5, for example, an AI-
augmented human might produce 1.5 times as many ideas as a human without Al In extreme
cases, if Y40 is very low, Al tools provide only a modest boost to each researcher; if high, they
provide a substantial boost. In the model, because I am counting researchers in R(t), one way to
incorporate this is R(t) = LA () + Yool L) = (1 + Yr00r) LE(L), effectively scaling the
human researcher count by a factor of 1 + ;. Another interpretation of this is that there is a
number of “effective Al research assistants” equal to Y0 X LB (t), but these assistants cannot
operate alone, they only function paired with humans. I calibrate Y44, from a broad range of 0.1
to 0.9 (10 percent to 90 percent of a human researcher’s productivity) to reflect uncertainty about
how much existing and near-term Al tools can boost research output (see the appendix for
empirical justification for this range).

In Agent World, Al can perform research autonomously. We then have two sources of
research labor: humans L%} and Al researchers L4'. The total effective research effort can be
written as R(t) = LE(t) + Yagent Li' (t), where g gon; is a parameter for the idea productivity

13 Although the calibration of ¢ follows historical evidence (Bloom et al., 2020), it is unclear whether these empirical
regularities would hold in an AGI world. One could conceive of scenarios in which AGI creates weaker or stronger
diminishing returns to ideation.

¥ The (-0.03, 0.03) range for Ay allows for a total span of 0.04 around the baseline ¢ parameter. This is a conservative
range but has substantial impacts on growth differentials. A simple regression of the growth differential on ViPS and Aé
suggests that 2 0.01 change in Ay can shift growth differentials by nearly 1 percentage point near the center of the range and
up to 3 percentage points when A¢ is more extreme, which implies that even small adjustments in this slope can translate
into large long-term growth outcomes.

15 Over time, the baseline TFP growth decelerates moderately, but the average annual TFP growth over the 20-year analysis
period is 1.1 percent per year.
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of one Al agent researcher relative to one human. If g geny = 1, an Al researcher is as effective as
a human researcher; if Y, gene = 3, each Al can generate ideas three times faster than a human
(e.g., they might operate continuously or have superior cognitive abilities in certain domains). I
sample Y g gene from a range of 1 to 10 in the simulations (see the appendix for a justification of
this parameter range).

Finally, I choose A (the base productivity of research) such that the initial TFP growth in 2025
matches an observed baseline of about 0.9 percent per year for TFP (Federal Reserve Bank of St.
Louis, 2025). This calibration ensures the model starts on a realistic footing. The baseline TFP
growth arises from human researchers and whatever Al assistance is assumed in 2025.

To summarize, Table 1 outlines the key model parameters, their interpretation, and the
baseline calibrated value or ranges (for those I treat as uncertain and vary in the simulations). I
provide a justification for the values in Table 1 in the appendix.
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Table 1. Key Model Parameters, Interpretation, and Calibration (Justification in the

Appendix)

Parameter Interpretation

Calibration (Value or Range)

Well-established (strong empirical basis)

a Output elasticity of physical capital
Ok Depreciation rate of physical capital (annual)
n,(2025) Population growth rate, 2025 (initial)

n,(2045) Population growth rate, 2045 (later)

Gross saving or investment rate (share of GDP to
all capital)

s (saving rate)

A (research productivity |deas productivity parameter (calibrated to initial
factor) TFP growth)

Moderately grounded (some empirical evidence)
S¢ Depreciation rate of compute capital (annual)

bo Baseline diminishing-returns exponent in idea
production (“ideas get harder to find”)

p(2025) Share of population that are researchers (2025)
9y Growth rate of researcher share of population
u Annual proportional decline in compute hardware

prices

Floor on the compute price index (baseline =1in
2025)

Pin (price floor)

Weakly grounded (limited evidence)

WYiool Idea productivity of one Al Tool World researcher
(relative to one human)

s¢ (compute investment Share of GDP invested specifically in new
rate) compute hardware

Highly speculative (no direct evidence)

w (Al labor productivity Human-labor equivalents contributed to
factor) production by one Al agent

Idea productivity of one Al Agent World
researcher (relative to one human)

lpagent

Full-time-equivalent Al workers per unit of
compute capital (PF-day)

x (Al agents per
compute unit)

Pure speculation (unprecedented phenomena)

Tiakeors Earliest year Al self-replication can begin

Elasticity of Al agent growth with respect to
compute price drop

1 (self-replication
elasticity)

ViPS Change in ¢ for an increase in the share of Al
agents in the R&D sector

0.35 (standard value)
5 percent

0.7 percent per year

0.5 percent per year

20 percent to 30 percent

Calibrated for initial TFP
growth of 0.9 percent

15 percent

0.45 (elasticity)

0.5 percent
1.8 percent per year

15 percent (until floor)

0.01 (99 percent cost
reduction)

0.1x to 0.9x

0.3 percent to 10 percent

1x to 10x

1x to 20x

1x10 - 510 0.01

2026-2030
0.1t0 1.0

—0.03t0 0.03

NOTE: This table displays the values and ranges used to calibrate each parameter of the economic model.
Detailed empirical justifications, data sources, and literature references for all parameter choices are provided in

the appendix.
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A few comments on the calibration in Table 1: Many macroeconomic parameters are chosen
to be standard or empirically grounded so that the non-AI baseline of the model behaves
reasonably. The Al-specific parameters are far more uncertain, and I assign wide ranges because
many of these parameters represent unprecedented phenomena with no historical data for
calibration. The wide ranges acknowledge the epistemic limitations while allowing for the
exploration of scenarios that span from conservative assumptions tied closely to existing Al
performance to speculative possibilities involving transformative systems. For instance, w (Al
productivity in production) ranging up to 10 allows for the possibility that a single AI system
could effectively do the work of ten humans (perhaps via extreme speed-up or multitasking),
whereas @ = 1 would mean each Al is just as good as one human.'® The self-replication elasticity
1 being as high as 1.0 means that if compute costs plunge, the growth of AI population could be
very rapid (potentially doubling for every order of magnitude price drop), an optimistic scenario
for Al proliferation. Lower 17 (0.1) means even cheap compute does not massively accelerate Al
deployment without bounds.

Empirical Calibration and Simulation Methods

To analyze the model, I simulate it over the period 2025-2045 under both the Tool World
and the Agent World assumptions. I use a Monte Carlo approach to account for uncertainty in
many of the parameters listed in Table 1. Each simulation draws a random combination of
parameters from the specified ranges using Latin hypercube sampling to span the
multidimensional space efficiently, and then I integrate the model’s differential equations year by
year. I track the GDP growth rate over the period for each scenario.

The model is initialized in 2025 with the same starting conditions for both scenarios: They
have identical initial GDP, capital stocks, population, and TFP levels. The only difference between
the scenarios lies in whether AI can contribute to labor and research going forward. Differences
emerge as the two scenarios evolve.

My primary metric for comparison is the compound annual growth rate (CAGR) of real GDP
over the 2025-2045 period in each scenario. I compute the CAGR for each Monte Carlo run for
Tool World and Agent World and then look at the difference in growth rates (Agent minus
Tool), as well as the ratio of GDP levels by 2045. I note that I do not impose any exogenous catch-
up or additional growth outside the modeled mechanisms; all differences arise endogenously from
the model’s structure.

Before turning to the results, I briefly validate the baseline. In the absence of AI, the model
behaves like a standard semiendogenous growth model with slowing population growth.
Eventually, TFP growth would decline as idea difficulty increases and GDP growth would
converge to the rate of the labor force growth (plus a contribution from capital deepening until
reaching a steady state). The baseline model provides a reasonable counterfactual: an economy
growing at a compound annual rate of approximately 2 percent under existing trends. In the

16 Bostrom (2014) introduces the idea of speed superintelligence, which refers to an Al that can operate significantly faster
than a human mind. A parameterization of w = 10 might align with such a concept. An AI agent running 24/7 could
produce three times the output of the average human that is limited to eight hours of work per workday, if the agent were
limited to the same speed as a human and was equivalent productivity. The upper bound of the range could be thought of as
an approximation of an agent working 24/7 at twice the speed of a human.
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baseline case, shown in Table 2, the model projects an average of 1.8 percent annual growth. Note
that the sub-2 percent growth rate aligns with projections from the Congressional Budget Office
(Congressional Budget Office, 2025), which predict a CAGR of approximately 1.8 percent growth
per year between 2025 and 2045." The introduction of Al in either tool or agent forms can then
be seen as a perturbation to this baseline.

Results

Given the model setup and assumptions, the simulations consistently show that enabling Al to
act autonomously leads to substantially higher economic growth than confining Al to a purely
assistive role. Figure 2 illustrates the growth trajectories: The Agent World economy starts to pull
away from the Tool World economy within 10—15 years in most simulations, and, by 2045, the
gap is very large in many cases. I detail the quantitative outcomes in the following section.

Figure 2. Trajectories of Agent World GDP Relative to Tool World GDP
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NOTE: This figure displays the difference in GDP growth for Agent World and Tool World for 1,000 Monte Carlo
growth simulations. The black line is the average across all simulations.

Growth Rate Differential

Across the 1,000 simulation draws, the average annual GDP growth rate in Agent World
exceeds that in Tool World by an average of 3.8 percentage points. The median difference is
slightly lower (around 2.6 percentage points). To put these numbers in perspective, a growth
advantage of 3—4 percentage points would be highly transformative. Even the lower end (3
percentage points) is akin to moving from a moderate growth economy to an East Asian “miracle”-
level growth economy for two decades, while the higher end (4 percentage points) suggests growth
rates approaching those of the most explosive historical episodes.

17 The Congressional Budget Office’s The Long-Term Budget Outlook (2025) reports point to estimates of real GDP growth
of 2.1 percent in 2025, 1.8 percent in 2035, and 1.5 percent in 2045. Assuming a linear decline between these discrete
benchmarks, compounding those interpolated annual rates forward, and calculating the single constant rate that generates
the same total change gives a CAGR of approximately 1.8 percent per year.
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Table 2. Growth Results by Scenario

Median Annual Mean 2045 GDP Mean 2045 GDP Level

Mean Annual GDP GDP Growth Level (relative to (relative to Tool World =
World Growth (CAGR) (CAGR) no-Al world = 1.0) 1.0)
Baseline 1.8 1.8 1.00x
Tool 2.0 2.0 1.03x 1.00x
Agent 5.8 4.6 3.68x 3.55x%

NOTE: This table shows the mean, median, and relative differences in GDP growth rates for different scenarios.

It is worth mentioning that, in a small share of simulations (2 percent), Agent World
underperformed Tool World in terms of GDP by 2045. The overall magnitude of the growth
differential is small (about —0.1 percentage points on average). This outcome is possible given the
structure of the model: When agents fail to achieve sufficient scale because of inefficient self-
replication or limited compute resources and when their advantages in R&D productivity and
general production remain marginal, output growth may actually lag behind the Tool World
scenario.

However, the opposite extreme is far more dramatic. In other simulations, Agent World vastly
outperforms Tool World, generating growth differentials that sometimes exceed more than 10
percentage points annually. Figure 3 shows the distribution of growth differentials, highlighting
the extreme right tail where Agent World grows extremely rapidly relative to Tool World. Such
cases represent economic singularity scenarios in which Al drives an exponential boom in output.
These cases are the tail of the distribution but are not impossible under certain parameter

combinations.

Figure 3. Distribution of Growth Differentials Between Agent and Tool Worlds
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NOTE: This figure displays the distribution of differences between Agent World and Tool World CAGR.
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GDP-Level Outcomes

The compounding effect of those growth differentials leads to a massive divergence in output
levels over the 20-year horizon. On average, by 2045, Agent World's GDP is about 3.6 times
larger than Tool World’s GDP, and 3.7 times larger than the no-Al baseline. In some of the high-
end simulations, the 2045 GDP in Agent World was several orders of magnitude higher than that
of Tool World. These outliers correspond to assumptions according to which Al becomes
extremely powerful early on. In such a scenario, by the late 2030s, the model might have Al-driven
growth in double digits annually, whereas the Tool World growth is limited by population growth
and idea limits. Although such extreme numbers should be viewed with caution (and likely would
trigger other dynamics outside the model’s scope), they highlight the theoretical upper bound of
how much faster Agent World could grow.

In summary, the results indicate robustly that there is a much larger economic gain from
Agent World. The exact magnitude is uncertain, but, even under cautious assumptions, I find a
substantial boost; under optimistic assumptions, I find a revolutionary (though potentially
implausible) jump in growth.

Mechanisms

What drives these stark differences? The fundamental engine is the expansion of the research
sector and effective labor in Agent World. By 2045, many simulations show that Agent World has
millions to billions of AI workers contributing to output and R&D—well beyond the human
workforce.'* Meanwhile, in Tool World, the number of human workers and researchers grows
only modestly. By the late 2030s, in many runs, the AI agents become the dominant drivers of new
idea generation, and TFP growth increases. Figure 4 shows the relationship between the growth
differences between Agent and Tool World and the number of Al agents (in billions). On average,
the elasticity is approximate 0.03 percent, meaning that a 1-percent increase in the number of Al
researchers contributes an approximately 0.03—percentage point difference in growth rates.

18 The model assumes that Al agent labor and research contribute positively to human welfare, effectively treating AT agents
as highly productive workers and researchers whose output benefits human economy. This assumption may be problematic
if Al agents develop interests that diverge from human welfare or if the returns from Al labor accrue primarily to AI systems
rather than human society. However, this abstraction serves several analytical purposes in the existing framework. First, the
analysis aims to quantify the economic trade-offs between Al development approaches under the assumption that technical
alignment challenges can be resolved. This provides a baseline for understanding the economic stakes involved in policy
decisions about Al agent development. Second, if Al agents cannot be reliably aligned with human interests, this strengthens
the case for Tool World approaches. Third, the economic growth effects analyzed here represent a separate analytical
question from the alignment problem, and treating them independently allows for a cleaner assessment of each challenge.
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Figure 4. Growth Rate Differentials and Number of Al Agents
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NOTE: This figure plots the number of Al agents in Agent World and the difference in Agent and Tool World
CAGRs for each of the 1,000 Monte Carlo scenarios.

Although the model allows for scenarios with agent populations ranging from a fraction of
human workforce size to several orders of magnitude larger, it does not explicitly incorporate
energy consumption constraints that might limit the practical deployment of Al agents. The wide
variation in simulated outcomes, spanning worlds with less than one-tenth as many agents as
humans to scenarios with thousands of times more agents, reflects parameter uncertainty rather
than energy-constrained feasibility analysis. In reality, massive agent populations would face
physical bottlenecks from electricity generation, cooling requirements, and hardware
manufacturing capacity, which could constrain the upper bounds of the y parameter. For instance,
Pilz, Mahmood, and Heim (2025) finds that global AI-data center power demand could reach
327 gigawatts by 2030, which is nearly four times the 2022 level.

Sensitivity and Distributions

I explore how sensitive the growth differential is to certain parameters using a random forest
regression tree analysis.' I fit two separate models. First, I fit a regression tree to evaluate the most
important factors contributing to the difference in the Agent World versus Tool World growth.
Second, I fit a classification tree model to identify the most important parameters in explaining
whether the growth differential is negative to evaluate the conditions in the 2 percent of scenarios
in which Agent World underperforms relative to Tool World. I use permutation-based
importance scores to measure each variable’s importance. Permutation importance measures how
much prediction accuracy deteriorates when each parameter’s values are randomly shuffled,
indicating that parameter’s explanatory power (Breiman, 2001). Higher importance scores indicate
parameters that, when varied, produce larger changes in the growth differential.

19 Random forests are ensemble machine learning methods that fit many decision trees to bootstrap samples of the data and
average their predictions (Breiman, 2001) and are generally well-suited for identifying key drivers in complex, nonlinear
models with parameter interactions.
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Figure 5 displays the results of this analysis. The gray bars correspond to the classification
tree’s predictions of whether the growth differential is negative, and the purple bars correspond to
the regression tree’s predictions of the raw growth differential value. I find that the most important
factor for both outcomes is the conversion from raw compute into agent FTEs (). The compute-
specific savings rate (S¢) and the efficiency of agents in R&D (Y agent) are also highly predictive for

both outcomes. Other parameters contribute much less to the difference.

Figure 5. Factor Importance in Explaining Growth Differentials
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NOTE: This figure shows the normalized importance scores of the uncertain parameters in predicting the growth
rate differentials between Agent World and Tool World (gray bars), as well as in predicting whether the growth
differential is negative (purple bars).

R&D Workforce Transformation and Growth Dynamics

Although the aggregate results demonstrate a potentially substantial growth advantage for
Agent World economies, they may hide a critical underlying question: Does the degree of AI-
research integration fundamentally matter, or is presence sufficient? This distinction carries policy
implications. If modest Al-research integration captures most available benefits, then a gradual
risk-averse approach to Al agent deployment might achieve a near-optimal outcome while
minimizing disruptions. However, if the relationship between Al research dominance and
economic performance exhibits threshold effects in which benefits only materialize at high levels of
integration, then incremental strategies could systematically underperform, potentially leaving
adopters permanently disadvantaged in global competition.

To examine this question, I analyze how Al research—workforce composition relates to
economic performance across the complete distribution of simulation outcomes. The analysis
exploits the wide variation in Al research penetration generated by different parameter
combinations, ranging from scenarios in which Al researchers never exceed 10 percent of the total
research workforce to cases in which Al effectively completely displaces human researchers by the
2040s. For each simulation and year, I calculate both the share of Al researchers in the total
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research workforce and the corresponding growth premium (Agent World CAGR minus Tool
World CAGR).

Figure 6 shows the growth rate trajectories for economies with varying degrees of Al-research
integration. The results suggest that threshold effects exist. Economies with modest Al-research
integration, such as those in which Al agents make up less than 25 percent of the total R&D
workforce, experience only marginal improvements in growth rates. These modest gains suggest
that partial Al-adoption strategies may deliver limited returns.

In contrast, economies approaching complete Al-agent research dominance appear to have
dramatically different growth dynamics. The economy with 90 percent or more Al agent research
integration achieves growth rate differentials exceeding 30 percentage points annually by 2045,
which is an order of magnitude that is higher than that of the partially integrated economies. The
growth dynamics are nonlinear as well. The jump from 50 percent to 90 percent Al-research
integration (a 40-percentage point increase) generates far larger growth improvements than the
equivalent jump from 10-percent to 50-percent integration. This pattern suggests that partial Al-
research adoption strategies may capture only a fraction of the potential benefits, whereas
complete transformation unlocks qualitatively different growth regimes.

Figure 6. Growth Dynamics and Al Agent Workforce
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NOTE: This figure shows the year-over-year growth rate differences between Agent World and Tool World across
different levels of the Al agent share of the Agent World R&D workforce. Lines are the average growth differential
within each bin.

To better understand why these threshold effects occur, Figure 7 examines the relationship
between knowledge accumulation and research productivity over time for the economies in which
Al agents make up 90—100 percent of the R&D workforce (the 90-100-percent line in Figure 6).
This analysis reveals the burden of knowledge mechanism, which refers to a phenomenon in which
research becomes progressively more difficult as the existing knowledge base expands.”

The technology level (representing the cumulative stock of knowledge) exhibits steady,
accelerating growth throughout the simulation period, reaching approximately four times its initial
level by 2045. This growth reflects knowledge’s cumulative nature, on which each discovery builds

20 Jones (2009) discusses the burden of knowledge mechanism and demonstrates its implications for economic growth,
suggesting that the mechanisms can partially explain why productivity growth did not match research expansion through the

late 20th century.
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on existing ideas, creating an ever-expanding foundation for future innovation. However, TFP
growth, which measures the economy’s existing rate of generating new ideas, follows a different
pattern. From 2037 to approximately 2040, TFP growth declines below its initial level, reaching a
trough around 2040. This decline occurs because the knowledge stock is expanding rapidly during
this period. In economic models of idea production, this expanding knowledge base enters with a
negative coefficient, reflecting that it becomes progressively more difficult to make a new discovery
as existing knowledge grows.

After 2042, however, TFP growth recovers, ultimately reaching 1.4 times its initial level by
2045. This recovery represents the Al-agent researchers reaching sufficient scale to overcome the
burden of knowledge constraint. Enabled by declining computing costs and self-replication
dynamics, the expanding workforce of Al agents eventually achieves the critical mass that is
necessary to more than compensate for the increasing difficulty of new discoveries. This dynamic
explains why the benefits of Al-research integration shown in Figure 6 are highly nonlinear rather
than smoothly increasing with adoption rates.

Figure 7. Agent World TFP Growth

== A(t) Level (normalized)
TFP Growth (normalized)

Index (First Year = 1.0)

2038 2040 2042 2044
Year

NOTE: This figure shows the average relative growth of the level of technology, A(t), and TFP growth for Agent
World economies with at least 90 percent of the R&D workforce composed of Al agents.

These findings suggest that complete Al-research transformation represents a qualitatively
different economic regime rather than simply an incremental improvement over partial adoption,
even within Agent World economies. Although my parameterization allows ¢ to vary with Al-
agent share in the R&D workforce, more dramatic structural changes, such as Al reversing
research difficulty or creating severe coordination bottlenecks, would either amplify these
threshold effects or potentially eliminate them entirely. Under my parameterization of ¢ (t), the
burden of knowledge effect creates a threshold at which only Agent World economies that achieve
sufficient scale in Al agents can overcome the diminishing returns to research efforts that constrain

innovation productivity.

Required Level of Risk Aversion Through 2045

Given Agent World's economic advantages, a relevant question is: How valuable would Tool
World's safety benefits need to be to justify forgoing those gains? Rather than trying to model
catastrophic risks directly, I calculate the minimum noneconomic benefits Tool World must
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provide to offset Agent World's economic advantages across different risk preferences. I conduct a
constant relative risk aversion (CRRA) expected-utility comparison over the distribution of
outcomes across simulations. Specifically, I assume the following CRRA utility function for a

social planner:

cl-v

—— y#1
u@ ={1-y" 7

log(c), y =1,

where ¢ is the present value of output, and y is the coefficient of relative risk aversion.
The certainty equivalent, defined as the guaranteed present value of output that, if received in
2025, would provide the same expected utility as the uncertain distribution of present values, is

then defined as:
1

CE(Y) = |EY* 7717, y#1
Ellog(")], v =1,

where the expectation is taken over all simulations. With this certainty equivalent, the planner
would prefer Tool World if CE (Y T 00/) > CE (Y“81%), Given the extreme output differences
between Agent and Tool Worlds, Agent World strictly dominates Tool World at all levels of risk
aversion. To draw a comparison, I define a handicap for Tool World, a proportional boost b(y)

that explicitly makes Tool World tie Agent World at risk aversion level ¥ and solves
CE (1 +b(rent)) = CE(Y™):

E[(r™e)' 7]\
1+b(y) = E[(yAgent)l—y]

, ¥*1
exp(E[log Y %] — E[logY45™]), y = 1.

This boost represents the minimum noneconomic value that Tool World must provide to
offset Agent World’s economic advantages. Put differently, Tool World's safety benefits,
regulatory advantages, or other non-modeled features would need to be worth at least b(y)
percent of Agent World's total economic output to make the two approaches equivalent, from a
welfare perspective, over the 20-year period analyzed in this study. This equation provides a
threshold for evaluating whether concerns about Al safety, labor displacement, or loss of human
control might justify forgoing the substantial economic gains projected in the Agent World
scenario.

Table 3 presents the results using a discount rate of 8 percent. The first column shows
different levels of risk aversion, with lower values associated with a more risk-averse planner. The
second column shows the resulting Tool World boost value as a percentage. The last column
provides the dollar value of the boost, evaluated relative to output in 2025.

Across all cases, Tool World requires a sizable proportional increase in output to match the
certainty-equivalent value of Agent World. For a planner with very low risk aversion (y = 0.5),
Tool World would need a 23-percent boost, which is equivalent to roughly three times 2025
output, to tie Agent World. For a highly risk-averse planner (y = 10), Tool World would require
a 10-percent boost, corresponding to about 1.2 times 2025 output.
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Table 3. Required Boost for Tool World Relative to Agent World Through 2045

Coefficient of Relative Risk b(y) Value (Multiples of
Aversion b(y) (Percentage) Y,025)

0.5 23 2.8

1 21 25

2 18 2.2

5 14 1.7

10 10 1.2

NOTE: This table reports the proportional boost that Tool World output would require to yield the same certainty-
equivalent welfare as Agent World under constant relative risk aversion (CRRA) preferences. Results are based
on present discounted values of simulated output streams using an 8-percent annual discount rate. The final
column expresses the required boost in multiples of 2025 output.

The results suggest that the economic threshold for justifying Tool World approaches is
relatively modest. Even a highly risk-averse planner would require Tool World to provide safety
benefits worth only about 1.2 years of the existing GDP to offset Agent World’s economic
advantages (approximately $32 trillion, if evaluated at the 2025 U.S. GDP). This could be seen as
a low bar when considering catastrophic risk because preventing human extinction or permanent
disempowerment would plausibly be worth an infinite amount. The analysis suggests that
relatively conservative valuations of Al safety could justify the Tool World approach, which is a
surprising finding given the modeling framework’s objective of maximizing economic
considerations and assuming away implementation challenges. However, it is important to note
that this threshold reflects only the economic differences accruing through 2045. Growth
differentials between the two scenarios may expand significantly in subsequent decades, potentially
raising the economic opportunity cost of safety measures over longer horizons while
simultaneously increasing the cumulative value at stake from catastrophic risk prevention.”

The Value of Pulling Takeoff Forward

The risk aversion analysis demonstrates that the economic threshold for justifying Tool
World approaches is relatively modest, requiring safety benefits worth approximately 1.2 times the
2025 GDP, which raises a complementary question: What is the economic value of timing
decisions within the Agent World scenario? If one concludes that Agent World development
should proceed, how much economic value hinges on the pace of that development?

To address this question, I quantify the present value of advancing the takeoff year (T paeos)
which represents the point at which it becomes possible for agents to self-replicate. This analysis
shifts the focus from the choice between development paradigms to the timing of implementation
within the Agent World framework, providing a metric for evaluating whether safety research,
regulatory processes, or international coordination efforts that delay deployment are economically
justified.

21 Eor instance, using a growth-in-perpetuity model, which allows the post-2045 growth differential to persist beyond the
20-year window and capitalizes it with a Gordon tail (convergent for > g,), I find that the safety benefits of Tool World
need to reach 2.4 to 7.7 times baseline GDP, depending on risk preference.
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In this section, I quantify the potential economic value of advancing the replication takeoff year
by exactly one calendar year, using the realized trajectories from the Agent World simulations.
Specifically, I denote the incremental output in year Z from a one-year pull-forward as the forward
difference on the realized path:

AYZ =Tz — Yz' Z = Ttakeoff_ 1) Ttakeofﬁ T =1

The discounted present value at real discount rate 7, discounting to period t;, is then

PV(T‘) — ZT_l Yo41-Y,

T takeofr—1 (1+47r)z—to"

I scale the present value by the baseline output Y;, to put the value in terms of period one GDP.

Table 4 presents the results under different discount rates, ranging from 5 to 12 percent. The
median value of pulling the takeoff year forward is between 40 and 80 percent of baseline GDP,
depending on the discount rate. However, there is a wide spread in present values: The value at the
fifth percentile ranging from 20 to 30 percent of GDP, and the value at the 95th percentile ranges
from 230 percent to nearly 600 percent of GDP. Taking the median present value with an 8-
percent discount rate, and assuming a linear rate of change, each month that the takeoff year can
be pulled forward is worth approximately 5 percent of GDP. If evaluated at the 2025 U.S. GDP,
this comes to approximately $1.4 trillion. However, this figure represents the economic upside of
successful acceleration within the model’s growth scenarios, not a policy recommendation. The
value calculation does not address how rushing development might compromise safety efforts that
enable the positive scenarios modeled in this report.

Table 4. Present Value of Pulling the Takeoff Year Forward

Discount Rate Median 5th Percentile 95th Percentile
5 percent 0.7 03 59
8 percent 0.6 0.2 3.8
12 percent 0.4 0.2 23

NOTE: This table shows the present discounted value of shifting the Agent World takeoff year forward by one
year.

The timing results shown in Table 4 suggest some concrete constraints for the results
established in the risk aversion analysis. The earlier analysis showed that even a highly risk-averse
planner would require Tool World to provide safety benefits worth 1.2 times the existing GDP to
justify foregoing Agent World's economic advantages. With acceleration valued at approximately
5 percent of GDP, this implies that safety measures causing delays of roughly 24 months or more
would exceed the economic threshold that makes Tool World approaches justifiable (1.2 X GDP
/ 0.05 X GDP per month). However, this framework applies specifically to the next two decades,
when foundational Al capabilities and governance structures will likely be established. The
economic stakes in subsequent decades (a period when growth differentials may compound
significantly) could alter these timing calculations substantially.
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Limitations

Although the model provides estimates of the potential scale of economic differences between
AT paradigms, it is built on simplifying assumptions that warrant discussion. Several limitations
could affect the interpretation of the results.

Extreme Scenarios

I modeled two polar worlds, but reality is likely to be a spectrum. In practice, we are already
seeing a mix of tools and autonomous agents. As of this writing, Al is a tool (e.g., a language model
that assists programmers), and nascent forms of autonomy are emerging (e.g., Al running
automated experiments or managing other AI). Over the next two decades (until 2045), it is
plausible that we will have significant AT automation in some sectors and only augmentation in
others. For instance, as of this writing, there is uneven Al adoption across economic activities and
businesses (Nygaard, Welburn, and Nergui, 2025). The analysis in this report does not capture
partial adoption or the transition dynamics between tool and agent regimes, although Tool World
could be seen through this lens. By comparing the extremes, I bound the outcomes: Actual
economic growth could lie somewhere in between, depending on how pervasively Al agents are
deployed. The implication is that the results somewhat overstate the immediacy of the divergence.
It is more likely the world might gradually shift toward Agent World rather than make a sudden
jump.

No Multiregion or Strategic Interaction

My model represents an aggregate advanced economy and does not incorporate multiple
countries or strategic competition. In a geopolitical context, if one country embraces Agent World
and another does not, the model would imply that the former could grow far faster economically.
Such divergence could lead to large shifts in global power and welfare. However, I did not
explicitly model trade, technology diffusion, or conflict. One limitation is that I cannot directly
assess issues, such as whether an agent-rich country would export Al services to others or whether
the laggards would catch up by importing Al-driven technology or permanently fall behind. Also, I
ignore the possibility of war or disruption. Thus, the results should not be interpreted as “GDP
triples” without considering how such outcomes might be unevenly distributed and contested.

No Consideration of Transitional Frictions or Distributional Effects

The model focuses on aggregate output and abstract “workers.” In doing so, it glosses over the
adjustment frictions in moving to an economy populated by Al agents. In the real world, if Al
suddenly can do the jobs of humans, there may be massive labor displacement, unemployment (at
least temporarily), and the need to reallocate human labor to other tasks or provide social support.
Such disruptions could cause short- to medium-term slowdowns or even crises that the smooth
model does not capture. I implicitly assume that any human labor freed by Al can either enjoy
leisure or move into other productive roles (perhaps mostly into R&D or new tasks, which echoes
the idea of “new tasks” creating labor demand as in Acemoglu and Restrepo, 2019). If, instead,
mass unemployment leads to social unrest or underused human capital, the gains might be less
widely shared or could prompt policy responses that the model does not include. Therefore, the
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model might overestimate output by assuming frictionless reallocation and an infinite appetite for
investment in Al. Even without rapid, widespread labor displacement, AI could widen the gap
between capital and labor income (Acemoglu, 2024).

Assuming Al Safety or Alignment and No Negative Shocks

I assume that AT agents work reliably for human ends. Specifically, the Agent World scenario
implicitly assumes that issues of Al alignment, control, and safety are solved sufficiently that AI
agents contribute positively to the economy and do not cause large-scale harm or require
shutdowns. This is a meaningful assumption because many have pointed out that powerful
autonomous Al could pose risks, including accidents or even existential threats (Bostrom, 2014;
Russell, 2019). Jones (2024) explicitly pairs the growth scenario with existential risk
considerations, whereas my model has no notion of AI misbehavior or catastrophe. If pushing for
maximum Agent World deployment carries a risk of catastrophic failure (even a small probability),
a rational policy might throttle AI despite the growth potential (Acemoglu and Lensman, 2024).

Similarly, I ignore other possible negative impacts of hyper-growth, such as environmental
constraints, resource depletion, and climate impacts. If GDP triples over a 20-year period, energy
use and resource demands might accelerate rapidly as well (unless Al enables very sustainable
growth, which is uncertain). As noted in Pilz, Mahmood, and Heim (2025), Al energy demand is
expected to grow rapidly over the next several years. Such pressures could slow growth or cause
crises. The model implicitly assumes that any such issues can be managed and are not binding

through 2045.

Uncertain Parameters and Possibly Overestimated Ranges

I chose wide ranges for key Al parameters to reflect uncertainty, but it is possible that some of
the high values (like @ = 10 or Yy gene = 20 by 2045) are overly optimistic. If, in reality, Al
agents in 2045 are, for instance, on par with humans (not ten times as efficient) and their
population is limited by costs or diminishing returns that I do not model, then the highest growth
estimates will not materialize. Conversely, there might be scenarios that I did not consider, such as
breakthroughs that take AI far beyond the range (e.g., an Al could potentially be thousands of
times more efficient than a human in certain tasks).

Cobb-Douglas and Perfect Substitution

I used the Cobb-Douglas production function with constant factor shares and perfect
substitutability between human and Al labor in Agent World. Although capital's share has
remained stable historically, even during technological transitions (Rognlie, 2015), an AI
transformation involving potentially billions of autonomous agents might represent an
unprecedented structural break that challenges this empirical regularity. Although common in
forward-looking AGI growth models (e.g., Korinek and Suh, 2024), the perfect substitutability
assumption may overstate the growth potential by ignoring coordination costs between Al agents
and complementarities between human and Al labor. For instance, studies of existing generation
Al suggest that human labor and Al are complements rather than substitutes (Brynjolfsson, Li,
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and Raymond, 2025; Mikeli and Stephany, 2025), which is consistent with Tool World
outcomes rather than Agent World.

These assumptions have important implications for the growth projections. If Al and human
labor are complements rather than substitutes, growth rates in Agent World would likely be
significantly lower than those in this report because the human workforce would constrain
economic expansion (as it does in Tool World). If AT agents exhibit strong complementarities
with physical capital, factor shares could shift dramatically, potentially accelerating growth beyond
these estimates. More critically, even if aggregate factor shares remain stable, the concentration of
labor income among Al system owners (or agents themselves) could alter both the sustainability of
high growth rates and the welfare interpretation of the results.

Evaluation Horizon

I stopped at 2045 for the analysis, providing a 20-year horizon. This is relatively short in terms
of growth. This was done in part to avoid extreme extrapolations, but one could argue that the full
impact of AI agents might only manifest after 2045. Conversely, if conditions were to accelerate
quickly, even 2045 might be late, and the singularity or saturation could happen earlier. By ending
in 2045, I may undercount some benefits (Agent World might continue pulling away beyond
that), but I also avoid dealing with too many speculative post-2050 issues. However, policymakers
might care about longer term beyond 2045, especially for such topics as AGI and its impact on the
second half of the century.

The present value calculations presented should be interpreted with this limitation in mind.
For instance, the risk aversion analysis suggests that Tool World would need to provide safety
benefits worth approximately 1.3 times the existing GDP to justify forgoing Agent World's
economic advantages. However, this threshold reflects only the economic differences that accrue
through 2045. Given that growth differentials compound exponentially, the economic opportunity
cost of safety measures could expand dramatically in subsequent decades, potentially raising the
bar for justifying Tool World approaches to multiples of existing GDP. The timing analysis
showing that advancing takeoff by one year is worth approximately 60 percent of GDP further
illustrates how the economic stakes accelerate over longer horizons. Delays that appear
manageable over a 20-year window could represent astronomical opportunity costs when extended
across multiple decades of compound growth differentials.

In summary, the model's simplifications likely bias it toward highlighting the upside of AI
agents by ignoring many real-world frictions and risks. The stark comparison (tool versus agent) is
instructive for understanding potential but should not be read as a precise forecast. The real world
will have a mix of these dynamics along with others (e.g., regulation, public opinion, global
cooperation or conflict). These conclusions should be contextualized: they demonstrate the
directional economic incentive (Al agents can vastly increase growth) but not that this will
automatically happen exactly as modeled. In particular, policymakers might choose to restrict Al
from becoming agents because of considerations that fall outside this model (e.g., safety, ethics).
The results measure the “opportunity cost” of that choice in output terms, abstracting from the
benefits (avoidance of risk) that are hard to quantify in growth terms.
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Structural Parameters and Technological Transformations

This analysis treats most technological relationships as structural constants while allowing
limited flexibility in key parameters. Most notably, the parameter ¢, which captures how existing
knowledge makes new ideas harder to find, is allowed to vary with AI agent penetration in the
research workforce but within bounded ranges that anchor the analysis to historical evidence while
allowing for departures from past relationships. This approach recognizes that transformative Al
might alter research dynamics while acknowledging the deep uncertainty about how such changes
would occur,

The model incorporates uncertainty about whether AI will exacerbate or alleviate the
historical “burden of knowledge” problem through the parameter 4 ry which can be positive (ideas
become harder to find with more Al researchers) or negative (Al reduces research difficulty).
However, this flexibility operates within predetermined ranges based on a researcher’s judgment
rather than empirical evidence because no data exist on how AI affects research productivity at
scale. More dramatic structural changes remain outside the model’s scope.

The modeling choice between exogenous and endogenous parameters affects the
interpretation of the results. By holding some of these structural relationships fixed, this analysis
provides estimates of AI’s relative growth impact within existing economic frameworks. The
projected growth differentials represent what happens when AT operates under existing
technological constraints rather than transforming those constraints themselves. If AT actually
makes research more efficient over time or enables entirely new production relationships, the true
growth effects could substantially exceed these estimates. Although making parameters
endogenous to Al development would capture these possibilities, such an adjustment would
require specifying evolutionary relationships we have never observed, trading empirical grounding
for speculative complexity.

Conclusion

This analysis quantifies the economic implications of denying Al agency versus embracing it.
Using an endogenous growth model with an AI-augmented research and production sector, I find
that an economy that fully exploits AI with autonomous agents could grow significantly faster—
on the order of several percentage points more per year—than an economy that restricts Al to
being used as a tool. Over a 20-year horizon, this difference translates into an economy that is
roughly three times larger in Agent World compared with Tool World. The intuition is
straightforward: Allowing AT to replicate and scale up the workforce (both in production and in
innovation) lifts fundamental growth constraints, whereas keeping AI that is tethered to human
operators leaves growth ultimately limited by human population and human cognitive bandwidth.

These results require context. The analysis explicitly excludes the potential challenges that
transformative Al might bring, including alignment failures, distributional impacts, labor
displacement, and energy constraints that could limit large-scale deployment. Although some of
these constraints may be implicitly captured in the model’s reduced-form parameters, they are not
explicitly modeled or quantified. Consequently, this analysis should be understood as
approximating the economic benefits side of a cost—benefit framework rather than providing a
comprehensive welfare assessment. The findings offer one input for policymakers weighing Al
development approaches but must be evaluated alongside safety risks, transition costs, and
governance challenges that fall outside this model's scope.

28



For economists and technologists, these findings underscore Al's potential role as a general-
purpose technology with transformative impact. In the long history of automation, Al agents
represent the next logical step because machines not only aid workers but also become workers and
innovators. The model suggests that if this step is achieved, the classic diminishing returns of ideas
could be offset by an unprecedented expansion of R&D inputs, at least for some time. This impact
could usher in an era of productivity growth, perhaps reminiscent of or even exceeding past
industrial revolutions in scale.

The results of this analysis highlight the tension between economic incentives and risk
management. The projected growth advantages could incentivize rapid Al-agent deployment,
particularly given competitive pressures. However, this analysis excludes the costs that may
motivate caution, providing only an input for the benefits side of a complex cost—benefit analysis.
The magnitude of these projected gains does not automatically justify accepting unmodeled risks,
nor does it resolve the fundamental challenge of weighing quantifiable economic benefits against
potentially catastrophic but uncertain costs.

From a welfare perspective, an Agent World that is three times richer presents complex trade-
offs that extend beyond aggregate income measures. Higher GDP could provide resources to
address material deprivation and fund public goods, but, critically, this outcome depends on how
Al-generated wealth is distributed. If AI ownership concentrates among a small number of
entities, extreme inequality could worsen even as total output grows. The model's focus on
aggregate GDP also overlooks other welfare dimensions that might deteriorate even amid
economic abundance. Tool World presents different but equally uncertain welfare implications.
Although Tool World potentially offers greater human control and more familiar economic
relationships, constraining Al development might sacrifice transformative benefits in health care,
scientific research, and other domains in which accelerated innovation could reduce human
suffering. However, characterizing this as slowing innovation overstates the case because Tool
World still incorporates significant Al-driven productivity gains.

Both scenarios involve fundamental uncertainties about technological feasibility, social
adaptation, and institutional responses that make welfare comparisons highly speculative. The
economic differentials quantified in this analysis represent only one dimension of a multifaceted
choice, which involves incommensurable values, such as human autonomy versus material
abundance or familiar risks versus novel uncertainties. No economic model can resolve these value
conflicts or determine which world better serves human flourishing.

In conclusion, the economic differentials in this report represent one dimension of policy
choices involving technological uncertainties and social values that extend beyond this model's
scope. Although the results suggest strong economic incentives for autonomous Al development,
realizing these theoretical gains requires navigating unprecedented challenges in alignment and
governance that the model does not address. Therefore, this work quantifies potential economic
stakes in Al development decisions by providing one input for choices that ultimately require
weighing competing values in the context of profound uncertainties.
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Appendix. Parameter Calibration and
Justification

This appendix provides a justification for the parameters used in the growth model presented
in the main report. The objective is to document the empirical and theoretical foundations for
each calibrated value or range (see Table 1).

There are two categories of parameters used in the model. First, there are established
parameters, which have well-documented empirical estimates in the macroeconomic and
demographic literature. Second, there are speculative Al-specific parameters for which direct
historical data and established empirical estimates are unavailable. For these parameters, the
primary goal is not to claim precision but to justify the exploration of a wide range of possibilities
that reflect the profound uncertainty surrounding the technology.

Output Elasticity of Physical Capital (a)

The parameter @ in the Cobb-Douglas production function represents the output elasticity of
physical capital, which corresponds to the share of national income paid to capital.

The choice of @ = 0.35 is a standard assumption in the economic growth literature, and this
conventional wisdom is supported by empirical research. For instance, Vollrath (2024) estimates
the capital elasticity for the United States is between 0.23 and 0.37 between 1996 and 2018.

Population and Labor Force Growth (nL)

I assume that the human labor supply, Ly (t), grows at an exogenous and decelerating rate, nL.
Iset nL(2025) = 0.7 percent and nL(2035) = 0.5 percent. These values are derived directly
from demographic projections published by Vespa, Armstrong, and Medina (2020).

Depreciation Rate of Physical Capital (6x)

I use an annual depreciation rate of 5 percent for the aggregate capital stock. This is a standard
and widely used convention (“Capital Accumulation,” undated). The value is understood to be a
blended average that reflects a capital stock that is composed of long- and short-lived assets.

Gross Savings Rate (s)

I use a range for the gross savings rate of between 20 and 30 percent of GDP. This range
brackets the observed gross domestic savings rates for the world as a whole and for major economic
blocs over recent decades. World Bank data for the global economy show that gross savings as a
percentage of GDP have fluctuated in the mid-20 percentages over time (World Bank Group,
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undated-b). However, for the United States, the savings rate has typically been closer to the lower
end of the range (World Bank Group, undated-c). A savings rate of 20 percent is typically used as
a baseline in Solow growth models (“Capital Accumulation,” undated). By exploring a range from
20 to 30 percent, the model captures both this convention, as well as the higher savings rates
observed in periods of robust global investment.

The Research Workforce (p and g,)

I calibrate the model with the share of the workforce engaged in R&D (p) at 0.5 percent and
the growth rate of this share (g, ) at 1.8 percent per year. These values reflect the existing scale (as
of 2025) and recent historical trends in this workforce (World Bank Group, 2024). The initial
share comes directly from World Bank data on the U.S. workforce in R&D in 2021. The growth
rate comes from the average annual growth in this share from 1996 to 2021.

The “Ildeas Getting Harder to Find” Exponent (¢, 44)

This parameter captures the rate at which generating new ideas becomes more difficult,
requiring an increasing amount of research effort to maintain a constant rate of technological
progress (and growth). I use a value of 0.45, based on the direct empirical estimates from Bloom et
al. (2020).

The parameter 4y represents how the baseline value of ¢ responds to changes in the share of
AT agents in the R&D workforce. I use a range of —0.03 to 0.03 for this purely speculative
parameter. Although this range is narrow, it has wide-ranging impacts on growth differentials.
Growth differences are extremely sensitive to values around this threshold, and further research
should focus on evaluating and empirically estimating how much AT agents working at a large scale
are likely to shape the process of diminishing returns to research.

Depreciation Rate of Compute Capital (6.)

I assume that Al-specific capital depreciates at a rate of 15 percent per year. This rate reflects
the significantly shorter economic lifespan of R&D equipment than for general capital. For
instance, Nadiri and Prucha (1993) estimates that R&D capital depreciates at 12 percent per year,
as opposed to 6 percent per year for general capital. More-recent estimates suggest that the average
depreciation rate for R&D capital is around 15 percent per year, although the rate is faster in some
industries (Li and Hall, 2016).

The Cost of Computing (¢ and P;,)

These parameters govern the evolution of the price of computing hardware, P (t). I assume
that the annual price decline pt is 15 percent. A study by Epoch Al finds that the price-
performance measure of graphics processing units (measured in floating point operations per
second [FLOP/s] per dollar) doubled approximately every 2.5 years (Hobbhahn and Besiroglu,
2022). This is equivalent to an annual improvement rate of about 32 percent. Although other
estimates suggest a much slower rate of improvement in recent years, with an order of magnitude
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improvement taking 10 to 16 years (Al Impacts, 2015), which implies an annual rate below 20
percent.

The price floor Py, = 0.01 sets a limit on this decline, assuming that the real cost of
computing cannot fall by more than 99 percent from its 2025 baseline. This limit is based on
economic and physical intuition. Exponential trends cannot persist indefinitely, and, ultimately,
the cost of computing hardware is constrained by the cost of physical inputs, such as raw materials
and energy. A 99-percent reduction in real costs represents a transformative technological leap.
This floor serves as a long-run anchor in the model, which prevents the generation of infinite
compute capital from a finite investment stream.

Investment in Compute (s.)

This parameter captures the share of GDP invested in compute hardware. I assume a range
between 0.3 and 10 percent of GDP. The extremely wide range is intended to capture the
enormous uncertainty about the priority that societies will place on building out Al infrastructure
in the coming decades and spans scenarios from a continuation of existing trends to a future of
intense global competition for Al supremacy.

The lower bound of 0.3 percent is anchored in existing, observable data. Global spending on
cloud infrastructure services was approximately $91 billion in the fourth quarter of the business
calendar of 2024, which annualizes to more than $360 billion (Richter, 2025). Relative to GDP of
roughly $100 trillion (World Bank Group, undated-a), this number represents an investment
share of approximately 0.36 percent.

The upper bound of 10 percent is not based on historical data for technology investment;
instead, it is designed to model a plausible upper limit in a future scenario of transformative change
with geopolitical rivalry. The upper bound represents a level of resource mobilization akin to a
wartime effort in which building Al capability is seen as the single most critical driver of economic
power, national security, and global influence. (For reference, total U.S. state and local spending is
approximately 10 percent of GDP [Vandenbroucke, 2020].)

Al Labor Productivity Parameter (w)

This parameter measures the productivity of one Al agent relative to a human worker in the
production of final goods and services. I use an extremely wide range of @ (between 1 and 10).
The lower bound represents a conservative baseline according to which an Al agent is, on average,
exactly as productive as a human worker. The upper bound is speculative and based on the
possibility that an AT agent could work 24/7, resulting in an output boost that is four times that of
a human worker who works eight hours per day, five days a week. To account for the possibility
that an Al agent might also be more effective or faster than a human, I extend the upper bound to
10, meaning that an Al agent not only works more hours per week but might also be roughly twice
as productive as the average human.

Al Productivity in Research (¥, and ¥ 4en¢)

These parameters capture the impact of Al on the innovation process itself. Starting with the

parameter Y;,0;, I parameterize a range of 0.1 to 0.9, which implies that Al-augmented research is
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10 to 80 percent more productive than unassisted research. This range is grounded in emerging
empirical research. Empirical estimates suggest that Al tools increase productivity across a range of
occupations and tasks by 14-60 percent (Amodei et al., 2018). I set the bounds of this parameter
to match this range, with the potential for future gains and a lower bound that is slightly lower to
account for the potential that early use cases of Al tools have higher productivity effects than later
uses.

The parameter Y4 gen represents the productivity of an autonomous Al researcher relative to
a human researcher. I use a wide range of 1 to 20 for several reasons. First, the lower bound of one
is a useful benchmark in which agents are no more productive than a human. Second, I set the
upper bound to 20 to account for the potential that an AI agent may be able to work four times
more hours than a human (similar to the justification for the upper bound of the parameter w),
but, unlike the physical production tasks captured in w, agents may be particularly well suited for
research tasks, many of which require less interaction with the physical world, reducing potential
bottlenecks to growth. Therefore, the upper bound reflects a case in which Al researchers work a
little more than four times more than humans at four times the productivity. This upper bound is
highly speculative.

Al Population Dynamics (x, Ttqkeors, 1)

The Al-population parameters are the most speculative and govern the conversion of compute
into Al agents and the potential for explosive self-replication. Starting with y, which represents
the number of Al agents per compute unit, I set a bound of 1 X 107° to 0.01 to reflect the deep
uncertainty about future architecture requirements for AGI. The lower end of the range
corresponds to a scenario in which a single AI agent is extremely compute-intensive, and the upper
bound represents a future in which algorithmic breakthroughs allow for agents that require little
compute.

To arrive at this bound, I use a PF-day as the unit of compute, which is defined as the work that
one petaFLOP processor does if it runs for a full day, which translates to 8.64 X 101° FLOP. A
PF-day is a general yardstick used in the literature. For instance, OpenAl refers to the unit as
being a similar compute-time metric to a kilowatt-hour for energy (OpenAl, 2018).

As of this writing, the estimates of the FLOPs of a brain are 10715 FLOP/s (Carlsmith,

2020), and the U.S. federal FTE year is 2,087 working hours, or about 5.7 hours per calendar day.
1015FLOP

Therefore, I assume that a brain-level agent, working 5.7 hours per day will require *

5.7hrs X 3600s = 2.0 X 10"19FLOP per agent-day. At y = 0.01, firms could host an agent
by renting approximately 100 PF-days, while the upper end of the range y = 1 X 107° would
mean that same agent would need 1 X 10° PF-days. This range is naturally extremely
speculative, but spanning three orders of magnitude captures the uncertainty.

For the earliest year for self-improvement takeoff Tygkeor 5, I use a range of 2026 to 2030. This
range broadly aligns with forecasts from leading figures in the Al field. For instance, Sam Altman
has speculated that AI might be capable of novel scientific insights as early as 2026 (Altman,
2025). Kokotajlo et al. (2025), authors of the AI 2027 scenario, set 2027 as their median guess for

when recursive self-improvement occurs. Manifold Markets show an expectation of AGI by 2030
(Manifold Markets, 2025).
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Finally, the parameter 7) represents the agent self-replication elasticity. I set the bounds atn €
[0.1,1.0]. The lower end of the bounds represents a weak feedback loop in which the AT agent
population growth remains tightly linked to the rate of hardware investment. A high value
represents a strong feedback loop, and a value of 1.0 represents the scenario in which the efficiency
of converting compute into agents grows in direct proportion to how much the price of compute
has declined, the pathway to an “economic singularity.” These bounds are not based on empirical

analysis because Al self-replication has yet to occur.
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Abbreviations

AGI
Al
CAGR
CRRA
FTE
GDP
PF-day
R&D
TFP

artificial general intelligence
artificial intelligence
compound annual growth rate
constant relative risk aversion
full-time equivalent

gross domestic product
petaFLOP-day

research and development

total factor productivity
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