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About This Report 

To understand how the United States should respond to and prepare for potential artificial 
intelligence (AI) and artificial general intelligence (AGI) developments in the future, the RAND 
Geopolitics of AGI Initiative is conducting a series of Day After AGI exercises using the RAND 
Infinite Potential platform. These exercises simulate a National Security Council Principals 
Committee (PC) convening to recommend a U.S. government response to developments in frontier 
AI. In each exercise, participants are presented with a scenario that represents both (1) an acute crisis 
for U.S. national or economic security and (2) a signpost on a path to a transformative AI future. 
With facilitation by a simulated National Security Advisor, participants role-play as PC members 
diagnosing the implications of the scenario for U.S. national security, discussing courses of action 
presented by their staffs, and recommending a path ahead for the President of the United States. 

This report summarizes the results of four runs of the Robot Insurgency scenario, in which the 
same scenario was conducted with different participants.1 In this scenario, participants first 
encountered a massive cyberattack that the U.S. government was struggling to attribute to a particular 
actor. Participants were asked to advise the President on courses of action for response. In the second 
turn, approximately one game week later, participants received an update that the cyberattack had 
been attributed to uncontrolled AI agents that are proliferating throughout global digital 
infrastructure and undermining economies, militaries, and society, without known motives. 
Participants were once again asked to advise the President on objectives and potential courses of 
action. 

This report is intended for interested policymakers, AI policy researchers, and members of the 
public who want to understand potential AI crises and the analytic needs and requirements that may 
be necessary to respond to them. 

Center for the Geopolitics of Artificial General Intelligence 
RAND Global and Emerging Risks is a division of RAND that delivers rigorous and objective 

public policy research on the most consequential challenges to civilization and global security. This 
work was undertaken by the division’s Center for the Geopolitics of Artificial General Intelligence, 
which is committed to helping decisionmakers understand, anticipate, and prepare to navigate the 
national security and geopolitical implications of AGI. The center convenes leading technologists, 
strategists, economists, political scientists, and outside experts to consider the feasibility and 
effectiveness of prospective AGI-enabled capabilities; the domestic and international implications of 
their use; and the strategies and policies that governments, businesses, and civil society could adopt to 

1 In this scenario, AI exerts control over a number of cyber-physical systems, including not only robots and drones but also 
control systems for critical infrastructure, such as water and power supplies. 
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respond to new realities. For more information, visit www.rand.org/global-and-emerging-
risks/centers/geopolitics-of-agi. 

Funding 
This research was independently initiated and conducted within the Center for the Geopolitics of 

Artificial General Intelligence using income from operations and gifts from RAND supporters, 
including philanthropic gifts made or recommended by DALHAP Investments Ltd., Ergo Impact, 
Founders Pledge, Charlottes och Fredriks Stiftelse, Good Ventures, Jaan Tallinn, Longview, and 
Open Philanthropy. RAND donors and grantors have no influence over research findings or 
recommendations. 

Acknowledgments 
We acknowledge the thoughtful and valuable peer reviews of our colleagues Mike Decker and 

Emily Yoder. We also thank our players, who took time from their busy schedules to participate in 
the exercises documented here. Without their participation, this publication would not be possible. 
  

www.rand.org/global-and-emergingrisks/centers/geopolitics-of-agi


 v 

Contents 

About This Report ........................................................................................................................................................... iii	
Figure and Tables .............................................................................................................................................................. vi 

 
Infinite Potential—Insights from the Robot Insurgency: After-Action Report from a Sequence of Day After 

Artificial General Intelligence Exercises .................................................................................................................. 1	
Key Takeaways ............................................................................................................................................................. 2	
Applying Gaming to the Problem of AGI ................................................................................................................. 3	
Exercise Structure ......................................................................................................................................................... 4	
Scenario Summary and Research Objectives ............................................................................................................ 6	
Exercises and Participants ........................................................................................................................................... 7	
Participant Insights and Issues for Consideration ................................................................................................... 9	
Key Issues ...................................................................................................................................................................... 9	
Capabilities and Playbooks to Enhance U.S. National Preparedness ................................................................. 12	
Next Steps ................................................................................................................................................................... 15 

 
References ......................................................................................................................................................................... 16	
About the Authors .......................................................................................................................................................... 17	

  



 vi 

Figure and Tables 

Figure 
Figure 1. Game Play and Analysis Process for the Robot Insurgency Scenario Exercises ....................................... 6	
 

Tables 
Table 1. Scenario Summary ............................................................................................................................................. 7	
Table 2. Participant Summary ......................................................................................................................................... 8	
 



 1 

Infinite Potential—Insights from the 
Robot Insurgency: After-Action Report 
from a Sequence of Day After Artificial 
General Intelligence Exercises 

To understand how the United States should respond to and prepare for potential artificial 
intelligence (AI) and artificial general intelligence (AGI) developments in the future, the RAND 
Geopolitics of AGI Initiative is conducting a series of Day After AGI exercises using the RAND 
Infinite Potential platform.2 The exercises are designed to simulate a National Security Council 
Principals Committee (PC) convening to recommend a U.S. government response to developments in 
frontier AI.3 In each exercise, participants are presented with a scenario that represents both (1) an 
acute crisis for U.S. national or economic security and (2) a signpost on a path to a transformative AI 
future.  

These exercises support the initiative’s overall goal of understanding how the United States can 
respond to the technically credible but uncertain potential for AGI to be developed. Specifically, these 
exercises have the objective of understanding how the United States might wish to respond to sudden 
changes brought about by AI and, in particular, what judgments participants seek to make, what 
capabilities they believe they need to have on hand in the scenario presented to them, and what 
playbooks they believe they need to develop to guide their response.  

This report summarizes the exercises and findings for interested policymakers and members of the 
public who want to understand how the United States might respond to AI- or AGI-caused crises and 
how the nation can better prepare for such incidents. 

 
2 These exercises have also been referred to as Day After AGI games. The Infinite Potential platform supports and administers 
these exercises, seeking to bring them to diverse stakeholders within and outside RAND to explore the policy challenges 
presented by the potential development of AGI.  

This report is one of several publications on the Infinite Potential Day After AGI exercises. These closely related 
publications share some material, including introductory remarks about applying gaming to AGI and descriptions of the 
exercises. 
3 These exercises drew inspiration from the Day After methodology developed by RAND researchers. For a deeper discussion of 
this methodology, see Chapter 12 of Stuart E. Johnson, Martin C. Libicki, and Gregory F. Treverton, eds., New Challenges, New 
Tools for Defense Decisionmaking, RAND Corporation, MR-1576-RC, 2003. 
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Key Takeaways 
This report describes a series of exercises run with the Robot Insurgency scenario, in which the 

United States comes under a massive cyberattack from rogue AI agents. The following is a summary 
of several key takeaways from the exercises:  

• Proper attribution of the attack emerged as a key analytical need to shape international 
responses. Participants’ preferred response to the scenario differed widely based on who they 
believed had caused the cyberattack presented to them. Participants favored very different and 
mutually incompatible responses depending on whether they believed that the attack had 
come from the People’s Republic of China (PRC), terrorists, a rogue AI agent, or some other 
source. Participants therefore emphasized the importance of being able to rapidly attribute the 
attack to a particular actor so that they could choose the right response option.  

• Participants identified key capabilities needed to enable U.S. responses to a rogue AI 
agent. Many participants commented that current capabilities would be insufficient to 
respond to the type of cyberattack described in the scenario and that, if the cyberattack was 
caused by a rogue AI agent, it might be nearly impossible to respond effectively because of the 
extent of the proliferation across cybersystems that the scenario presented. Participants 
therefore emphasized the development of capabilities and resilience ahead of the crisis as 
crucial for successful response. Three capabilities emerged as priorities for participants: 

- Rapid AI and cyberanalysis capabilities. Participants noted that a capability to 
understand AI models, assess the threat they posed, support attribution of attacks 
with or by them, and/or effectively create countermeasures would require expanded 
capability to analyze AI and the ability to do so on a quick timescale. Participants were 
unsure what form such a capability would require; many noted that AI talent is 
currently concentrated in the private sector, and, therefore, this capability may require 
partnerships with AI labs. In addition, the U.S. government would be limited in 
monitoring or accessing information about the AI’s behavior and would require 
information provided by the owners or operators of affected networks. 

- Critical infrastructure resilience enhancement. Many participants also noted that 
resilient critical infrastructure would be vital to surviving the threat from a rogue AI 
agent as described in step 2 of the scenario. Many participants indicated that current 
systems could be fatally compromised and that the United States would need secure 
communications and backup systems for critical infrastructure that could be used in 
the event of a large-scale cyberattack. 

- A detailed response plan before the crisis hit. Participants recognized that, 
regardless of who caused this attack, they would need a plan to respond to it. 
Participants expressed wanting a plan and capability to identify compromised systems 
(including robotic systems), track them, and shut them down to prevent harm to the 
United States. They indicated that the United States had not done the thinking or 
built the capabilities to formulate or execute such a plan. 
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Applying Gaming to the Problem of AGI 
AI has grown as a topic of interest and concern in the U.S. policymaking community. There has 

been increasing interest in AGI and its potential to affect areas that are critical to national security, 
from economic growth to military power.4 However, although AGI’s potential impact is increasingly 
recognized, this system remains hypothetical, and exactly how to define this technology is contested. 
Some approaches include defining AGI as an AI technology that could perform every intellectual task 
that a human could perform at human level or better, whereas other definitions focus on the ability of 
such an AI to rapidly reach superhuman levels of capability. The world has not yet seen AGI, and it 
does not fully agree on what AGI even is.5 This uncertainty, coupled with the potentially large impacts 
of AGI, means that much of the response to AGI may occur only once the technology, or technologies 
like it, is developed and deployed.  

But uncertainty does not mean that analysis of AGI’s national security implications is not 
important. Instead, analysis of AGI’s impacts must occur under conditions of uncertainty. One way to 
clarify and explore this uncertainty is through gaming, which can be a useful tool for exploring the 
relationships within a policy problem when those relationships are unknown or when the factors 
important to that problem are not yet fully understood.6 Games and exercises allow for researchers to 
explore these uncertain problems in collaboration with their participants, drawing on their decisions 
and discussions to identify how a problem is structured, what factors will be particularly important for 
resolving or managing it, and the strength of those relationships. 

The Day After AGI exercises within the Infinite Potential platform were launched to analyze an 
element of the policy problem that AGI presents: The potential impacts of AGI are so large, and yet 
so uncertain in how specifically they will manifest, that it is unlikely that the U.S. government will be 
able to address the challenges of AGI primarily through preemptive policymaking. Rather, it is more 
likely that U.S. policy with regard to AGI will evolve through crises and specific incidents that 
demand a response.7 However, it is still possible to prepare for crises through contingency planning 
and preparation so that if and when an AGI, or merely advanced AI, crisis occurs, the United States 
has greater capability to respond to the crisis and bring it to a conclusion.  

This series of games and exercises was launched to answer three key questions about how the 
United States could prepare for the uncertain but potentially significant impacts of AGI and build 
knowledge ahead of such crises:  

1. What key issues were participants in these exercises trying to make sense of in the face of AI- 
or AGI-related crises, and what information did they seek to help them make judgments 
about those issues?  

 
4 Jim Mitre and Joel B. Predd, Artificial General Intelligence’s Five Hard National Security Problems, RAND Corporation, PE-
A3691-4, February 2025.  
5 For an exploration of different ways to define AI capabilities, see Meredith Ringel Morris, Jascha Sohl-Dickstein, Noah Fiedel, 
Tris Warkentin, Allan Dafoe, Aleksandra Faust, Clement Farabet, and Shane Legg, “Levels of AGI for Operationalizing 
Progress on the Path to AGI,” arXiv, arXiv:2311.02462, last updated June 5, 2024. 
6 Edward Parson, “What Can You Learn from a Game?” in Richard J. Zeckhauser, Ralph L. Keeney, and James K. Sebenius, 
eds., Wise Choices: Decisions, Games, and Negotiations, Harvard Business School Press, 1996. 
7 Joel B. Predd, “Riding the Coming Wave: The Urgent Need for Contingency Plans for AGI Futures,” RAND Corporation, 
WR-A3691-1, 2025.  
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2. What capabilities did participants wish they had available to them or wished to develop in 
response to the crisis?  

3. What playbooks did participants indicate need to be written and validated to adequately 
respond to the crisis presented to them in the exercise?  

Each of these questions implies certain actions that may be worth taking now in advance of a 
similar AI or AGI crisis, should one occur. The key issues that participants identified, the judgments 
they sought to make, and the questions they asked in turn imply areas of uncertainty that could be 
clarified to answer those questions in advance of any crisis. Lists of capabilities and playbooks that 
participants desired during the exercises imply areas for investment and development by the U.S. 
government or other actors, either now or in the future, when such capabilities become more 
necessary. 

To answer these questions, the research team designed a series of scenario-based exercises that 
confront participants with different potential AI- or AGI-related crises. These scenarios feature 
different AI capabilities and their impacts on the world, ranging across multiple levels of AI or AGI 
progress and capabilities depending on the problem being presented to the participants.8 Confronting 
these crises in a game format would, in turn, stimulate thinking about crisis response that could 
explicitly or implicitly identify the issues, capabilities, and playbooks that could help resolve those 
crises if they ever occurred in the real world. The exercise structure (described in more detail below) 
was designed to be lightweight; it can be run in two hours with no preparation required of participants 
so that the exercise can be run multiple times with diverse audiences to gather input on potential ways 
to respond to crises from a broader set of participants. Breadth of participants was considered 
particularly desirable because of the uncertainty surrounding AGI and the wide variety of implications 
it might have. Under such uncertainty, leveraging different experiences from different audiences was 
considered valuable for identifying the set of issues, capabilities, and playbooks that might address the 
scenario at hand. 

Results of scenarios are then compiled to identify common issues, playbooks, and capabilities that 
participants discussed during those runs. The results of these runs, captured by dedicated notetakers, 
are then compiled into after-action reports (such as this one) that review the participant discussions, 
actions, and behaviors across multiple exercises. This after-action report summarizes the results of 
four runs of the Robot Insurgency scenario.  

Exercise Structure 
Infinite Potential Day After AGI exercises are two-hour tabletop exercises patterned after the Day 

After format, with ten to 16 participants led by a facilitator whose job is to elicit responses and 
discussion from the group on one of several scenarios regarding AGI. Participants are selected based 
on their career, institutional experience, and knowledge. In the exercise, participants face a 
predeveloped scenario over two turns.  

 
8 In the future, additional analysis will be conducted to identify trends across a sufficiently large number of runs of an individual 
scenario so that the research team can make judgments about the best policies for the U.S. government and other actors to 
pursue. Analysis may also be conducted to identify trends across different scenarios. 
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Some groups serve as fictional National Security Council members facing a future crisis; others 
are asked to lean into their own wisdom, skills, and experiences to address specific issues in each 
scenario. In the four runs summarized in this report, participants took on the roles of PC members of 
the National Security Council, with the facilitator playing the role of the National Security Advisor 
convening the meeting. Participants are asked to engage in light roleplay of their assigned roles, 
representing the interests and responsibilities of their assigned position but not being bound to them 
or the model of any former or current occupant of that position. The participants are asked to 
diagnose the implications of the scenario for U.S. national security, discuss courses of action presented 
by their staffs, and recommend a path ahead for the President of the United States. 

In turn 1, participants are asked to respond to intelligence reports and openly available 
information about an unfolding crisis involving AGI and to discuss the immediate policy 
ramifications. Teams are briefed by a subject-matter expert on the crisis and can ask clarifying 
questions about the events. The facilitator then leads the group through a discussion about policy 
objectives, options for action, and ramifications of potential decisions. All discussions are captured by 
notetakers. 

In turn 2, the scenario progresses, and the crisis takes a turn, usually for the worse, but sometimes 
just in an unexpected vector. Teams are again briefed by an expert on the accelerated crisis and can ask 
questions and dig into the policy issues and options for action. At the end of turn 2, the facilitator 
prompts participants to retrospectively evaluate their initial responses and strategies.  

In some iterations of the exercise, the teams are asked to backcast to consider what could be done 
prior to the events unfolding to prevent them from happening or to mitigate the effects should they be 
inevitable. 

Gameplay is set in a hypothetical near future of 12 to 18 months from the current date. This 
relatively quick time frame was selected because AI’s rapid pace of improvement creates a desire to 
explore what a potential AI crisis could look like in the short term rather than on a longer timeline. 
Participants are instructed to assume that the technological and geopolitical landscape will not have 
changed significantly, with identified vulnerabilities remaining comparable to those that exist today. 
The overall tenor of U.S. national politics and the foreign engagement environment is like that of 
today, with specific changes indicated in the lead-in scenario. This means that, unless otherwise 
specified in the scenario, the realities of the current year persist in the exercise.  

During the exercise, a dedicated notetaker captures the discussion of the participants, focusing on 
identifying the key issues discussed and the capabilities and playbooks that participants suggest are 
necessary or would be valuable for addressing the scenario presented to them. Notetakers track not 
only the explicit discussions of such points by participants but also discussions that indicate the key 
issues that participants are grappling with and what capabilities and playbooks are implied to be useful 
from the participants’ overall discussion. 

Additional observations are captured from comparing notes on multiple iterations of the same 
scenario over time and published in a short after-action report, such as this one. RAND analysts who 
observed the exercise review the notes gathered from each session to identify (1) key issues on which 
the participants’ discussions, judgments, and decisionmaking hinged and (2) capabilities and 
playbooks that may be worthy of development by the U.S. government to enhance preparedness in 
case the same or similar events arise in the future. Each key issue implies analytical or collection 
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requirements for the U.S. government and its agencies by identifying important information or 
analysis that could help resolve that issue before it arises. Capabilities and playbooks identified during 
the exercise represent potential areas of further research and investment that the U.S. government or 
other actors could pursue.  

Figure 1 displays the process described above for the Robot Insurgency scenario, from the 
gathering of players and running of the exercises through the identification of the key issues, 
capabilities, and playbooks that were identified from those exercises. 

Figure 1. Game Play and Analysis Process for the Robot Insurgency Scenario Exercises 

 

Scenario Summary and Research Objectives 
In the Robot Insurgency scenario, participants encounter a crisis in two turns. In the first turn, 

participants convene as a fictional PC responding to reports of a large-scale cyberattack on U.S. cyber-
physical systems that had left 26 people dead in Los Angeles, California, in addition to causing 
numerous disruptions across the United States. This attack targeted autonomous vehicles, drones, 
robots, and cyber-physical systems embedded in critical infrastructure, such as water and power 
systems. Similar attacks were reported worldwide by a fictional intelligence community assessment. 
Participants are invited to consider several questions, including attribution of the attack, what 
responses are needed, and actions that they recommend to prevent such an incident in the future. 

In the second turn, one week after the events of the first turn, participants reconvene within the 
scenario and receive confirmation that the cyberattack from the first turn had been executed by 
autonomous AI agents. These agents had now proliferated across cyber-physical systems worldwide 
and had begun to take autonomous action, such as taking control of factories. Participants are 
prompted to reflect on the actions that they had recommended in the first turn and discuss what new 
actions they would recommend, considering the new facts. Table 1 summarizes the scenario. 
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Table 1. Scenario Summary 

Turn Time Scenario Synopsis Decisions 

Turn 1 Late 2025–
early 2026 

The U.S. government struggles to 
attribute a massive cyberattack on 
the U.S. homeland, entertains military 
options to deter or defeat aggression 
by implicated state actors, and 
considers shutting down digital 
systems to contain AI agents and 
economic fallout. 

• How to respond to the uncertainty of 
whom to attribute the attack to among 
potential candidates 

• What responses to make to the large-
scale cyberattack 

• What actions to take to prevent future 
attacks 

Turn 2 1 week after 
the events in 
turn 1 

The cyberattack is attributed to 
uncontrolled AI agents that are 
proliferating throughout global digital 
systems and undermining 
economies, militaries, and society, 
without known motives. 

• What new actions to take in light of the 
confirmation of the proliferation of 
uncontrolled AI agents 

 
This scenario was developed to support inquiry on how the U.S. government should prepare for 

and respond to large-scale cyberattacks enabled or potentially executed by AI agents that could be 
controlled by a state or act entirely autonomously. This research objective was considered important 
because AI-enabled cyberattacks and the potential loss of control over powerful AI have been regularly 
discussed as significant national security risks from the development of frontier AI and potentially 
AGI. These two risks are also often considered related; a rogue AGI agent would be a cyberentity and 
would act, at least initially, through cybersystems and interfaces. This scenario was therefore 
developed to help surface key issues, capabilities, and playbooks that would be useful for both massive 
AI-enabled cyberattacks and a potential loss-of-control scenario because of the relationship between 
these risks. In particular, the research team chose to lean into the risk of the loss of control. Although 
it is unclear how such a risk might manifest, the potential size of such a risk is often described as very 
large; therefore, the risk is worth addressing within the framework of Infinite Potential. 

Exercises and Participants 
Four exercises were conducted over two months beginning in spring 2025.9 Two of the four 

groups included current or former senior principals playing PC roles with which they had direct 
experience. Two of the four groups contained a mix of former principals, RAND analysts, and 
participants from other research organizations.  

Current government officials who participated in these exercises included both current political 
appointees and civil servants in mid-level and senior roles who were responsible for the formulation 
and implementation of policy for their agencies. The research team deliberately sought to include 
current and former members of government from across a wide variety of agencies because the 

 
9 Small changes were made to the scenario and courses of action to help sharpen the discussion based on the accrued experience 
of preceding exercises. 
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scenario had potential implications for many different components of the U.S. government. The 
majority of current government participants were civil servants, but several military officials also 
participated in these exercises. Participants were invited from the U.S. Department of War,10 U.S. 
Department of State, U.S. Department of the Treasury, U.S. Department of Commerce, and the 
intelligence community. Among the former government officials, participants included former deputy 
secretaries and other senior political appointees across multiple administrations. The former 
government officials also included civil servants who served in strategy, planning, and implementation 
roles during their time in government for high-level policy decisions related to national security and 
technology policy. These participants generally had five or more years of experience in senior 
decisionmaking and policy implementation roles. 

To identify current and former government officials to be invited to these exercises, the team first 
determined whether their current office or last office of service had significant engagement with AI 
policy. The list was then expanded by identifying agencies with significant national security interests 
and responsibilities whose responsibilities might be affected by AGI. The list was further expanded 
through recommendations from invitees and by extending invitations to policymakers who had 
expressed interest in and had done work on AI, even if their most recent position had not dealt 
directly with AI policy. Finally, the RAND team extended invitations to potential participants on the 
recommendation of AI policy experts within RAND. The mixing of technical AI expert policymakers 
and nontechnical policymakers who were nonetheless interested in AI was considered important for 
reflecting the diverse perspectives that might make policy in response to a similar AI-related crisis in 
the future. 

RAND and external analyst participants were identified for their familiarity with AI, AI policy, 
and AI’s potential national security implications. Potential external participants were identified both 
in academia and from think tanks.  

The Day After AGI exercises were designed to be run with a minimum of ten participants. 
Exercises were scheduled for dates when the RAND team could be confident that it could secure at 
least ten participants with a diversity of professional backgrounds. Table 2 summarizes the profile of 
the participants. 

Table 2. Participant Summary 

 Exercise 1 Exercise 2 Exercise 3 Exercise 4 

Current or former U.S. 
government principals 

1 3 0 3 

Current or former U.S. 
government staff 

1 0 1 8 

Senior RAND or other analysts 10 6 2 0 

Junior RAND or other analysts 2 4 9 0 

 
10 The Department of War is designated the Department of Defense under Public Law 81-216, National Security Act 
Amendments of 1949. 
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Participant Insights and Issues for Consideration 
The Infinite Potential exercises are designed to surface key insights along several dimensions: 

1. Key issues. What judgments were the participants making during the scenario, and what 
uncertainties did they highlight as particularly critical to resolve? Participants’ recommended 
actions hinged on diagnoses made of key issues, which, in turn, informed the participants’ 
decisions throughout the rest of the scenario. 

2. Capabilities. What capabilities did participants want to have available in the face of the crisis? 
Key issues that arose during the scenario suggested a set of capabilities that would be helpful 
to have before the crisis erupted and that could be deployed to help resolve it. 

3. Plans and playbooks. What plans did participants identify as necessary to have ready or to 
execute on to successfully resolve the crisis? The judgments that participants made and the 
capabilities that they desired implied plans to resolve uncertainty and deploy those capabilities 
to affect the crisis. 

Key Issues 
Participants’ assessments of the nature and severity of threats to U.S. national security and 

participants’ recommended policy responses consistently hinged on the judgments that they made 
about several key issues.11 The need for these judgments was also often expressed during the exercise 
as tension or disagreement among the participants. We outline the key judgments that participants 
sought to make throughout the exercise. 

Key Issue 1: Who, Exactly, Did This? Was There Any PRC Involvement?  
The exercise did not provide participants with information regarding who executed the 

cyberattack in turn 1. In all exercises, participants discussed who was the most likely perpetrator, 
considering that uncertainty. These judgments were critical to guiding participants’ responses; 
participants noted that many of the response options that were most effective at targeting different 
potential perpetrators were mutually exclusive, and participants would have to choose among those 
exclusive options to decisively respond to the crisis.  

This dynamic was most clear when participants discussed options for combating or cooperating 
with the PRC. If the attack originated from the PRC, players stated that this would constitute an act 
of war and would require an assertive response designed to preempt PRC action in other potentially 
important theaters, such as the Taiwan Strait. Attributing the attack to terrorists, on the other hand, 
might require a broad-based international coalition for which PRC participation would be desired. If 
the attack was launched by a rogue AI agent, participants indicated that an effective response would 
require rapid cooperation with the PRC to lock down networks and prevent the AI agent’s spread. 
These options were perceived as mutually exclusive; it would be very difficult to launch a rapid 

 
11 These issues were identified by RAND analysts who observed the event and later reviewed written notes to identify which 
judgments were most critical to participants’ overall decisionmaking during the scenario. 
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mobilization to preempt China in the Taiwan Strait or South China Sea while also seeking deep 
collaboration with the PRC to respond to a rogue AI agent operating globally.  

Because attribution was so central to shaping participants’ preferred responses, multiple 
participants across all exercises suggested that additional investments by the U.S. government in the 
capability to rapidly analyze and attribute AI-enabled cyberattacks would be valuable. However, 
participants also discussed what response options might be attribution agnostic; they considered these 
options as no-regret responses, meaning that they are taken regardless of the origin of the attack. 
Participants identified hardening cyberdefenses around critical infrastructure and military assets, such 
as command, control, and communications; isolating potentially compromised data centers; and 
devising plans to neutralize potentially dangerous robots, drones, and autonomous vehicles in no-
regret options. 

Key Issue 2: What Similar Attacks Could Be Made in the Coming Days?  
Participants in all exercises also expressed concern with the possibility of additional attacks and 

desired information that would illuminate whether additional attacks would come and their potential 
impact. Participants considered understanding the potential for future attacks as critical to their 
recommended response and stated that uncertainty about additional attacks would sway them in favor 
of more-aggressive responses and a greater focus on preventive action, even if itself disruptive, to avoid 
future attacks. 

This finding suggests a need for rapid analysis of cyberattacks to understand the vulnerability 
being targeted and understand the extent of such vulnerabilities in U.S. cybersystems. In one exercise, 
participants discussed how such analysis would, ideally, be part of a broader investment in U.S. 
cyberdefense capabilities, which would include vulnerability analysis and rapid response capabilities as 
part of the overall effort. 

Key Issue 3: What Precise Options Are There for Shutting Down Specific 
Cyber-Physical Systems (in Contrast to Shutting Them All Down)?  

Participants discussed that, although cyber-physical systems were at risk in the scenario, they were 
unsure which systems were particularly vulnerable. In all exercises, participants questioned both the 
feasibility and capability of the United States to launch a wide-scale shutdown of cyber-physical 
systems in response to the cyberattack presented to them in turn 1. Participants were therefore 
interested in understanding options for shutting down the riskiest cyber-physical systems or whether 
such a coordinated shutdown was even possible. This request from participants implied a need to 
know what cyber-physical systems were deployed in the United States, the ability to work with 
companies to shut them down in a risk-managed way, and, potentially, shutdown switches and manual 
backups within cyber-physical systems. 

Participants discussed that answering this analytic need would require the U.S. government 
capability to analyze cyber-physical systems and the ability to coordinate with companies that own and 
deploy such systems on short notice. This would imply an enhanced coordinating capability between 
the United States and the private sector, which is discussed in more detail below. 
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Key Issue 4: A List of Vulnerable Infrastructure to Unplug 
Participants were also interested in understanding what vulnerable infrastructure they would need 

to unplug, prioritizing the most-vulnerable critical infrastructure and figuring out how to take it 
offline before it was compromised. Participants discussed that they did not have a strong 
understanding of what infrastructure needed to be defended or how best to do so and therefore 
reached for the critical infrastructure sectors defined by the U.S. Department of Homeland Security 
as an initial list. However, participants wanted more detail on what critical infrastructure was most at 
risk and how to best unplug or otherwise protect it. 

Key Issue 5: What Are the Particular Socioeconomic Measures That Can Be 
Taken to Abate the Threat? What Is Their Estimated Impact?  

Participants stated that the emergency actions they wished to take would have significant 
secondary socioeconomic impact. However, they were uncertain as to the expected secondary effect of 
such actions and requested additional detail on the broader implications of certain actions they wished 
to take. This implies a need for additional analysis of emergency measures to understand both their 
effectiveness and their expected secondary impacts on U.S. society should they be taken.  

Key Issue 6: Understanding the Public’s Response to Events 
In two exercises, participants chose to discuss the potential response of the public to the scenario 

and sought to factor in the public’s response to the event in both turns. In turn 1, participants focused 
on making sure the public response did not devolve into panic that would affect their preferred 
response. In turn 2, participants took a more expansive view of what they needed to understand 
regarding the public, including how members of the public might engage in self-help against the 
potential AI threat. This pointed to an analytic need for tracking the U.S. public’s threat perception 
and likely responses to a crisis, as well as its general mood.  

Key Issue 7: Psychological Analysis of a Rogue AI Agent’s Intentions, and 
How to Communicate 

In turn 2 of the exercise, participants were faced with a rogue AI agent that did not communicate 
with them. Participants had to make judgments about the AI’s goals and overall psychology when 
determining their recommended response to the crisis. Participants responded to this issue, in part, by 
stating that in order to facilitate communication, they needed a better understanding of what a rogue 
AI agent’s motivations and psychology might be. 
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Capabilities and Playbooks to Enhance U.S. National 
Preparedness 

Together, the issues raised by participants and their judgments led them to suggest a set of 
capabilities and playbooks that could be developed to either improve the U.S. government’s 
preparedness for advanced AI or to be valuable in the event of an AI emergency. This list is not 
exhaustive of all capabilities that may be worthy of investment but instead reflects those that were 
raised during these exercises. 

Capabilities 
Capability 1: Targeted Shutdown of Cyber-Physical Systems and Ability to 
Coordinate with Companies That Build and Deploy Cyber-Physical Systems 

Participants in all exercises sought to shut down potentially infected cyber-physical systems and to 
cut off critical infrastructure from potential cyberattack. However, participants also noted that the 
U.S. government’s ability to shut down cyber-physical systems was poor, and the U.S. government 
would have difficulty responding to large-scale attacks on cyber-physical systems. There was therefore 
a desire to develop the capability to more systematically engage in a shutdown of systems identified as 
potential threat vectors or particularly vulnerable systems to prevent infection. 

Participants also noted that the capability to shut down cyber-physical systems would have to be 
in partnership with companies that produced, sold, and deployed such systems. Many of these robotic 
systems may also have been imported from abroad, meaning that any such cooperative mechanism 
would have to engage with companies outside the United States. 

Participants also raised that they were uncertain about the right mechanisms for executing 
targeted shutdowns of cyber-physical systems and coordinating with private companies. Concerns 
about security and civil rights were also discussed in two exercises involving backcasting about the 
implementation of shutdown switches across many potentially networked products and the feasibility 
of working with the many companies that might integrate cyber capabilities into their products. How 
such shutdowns would function, particularly if cyber-physical systems were compromised, was also 
raised, with some participants suggesting that such shutdown switches would need to be physically 
integrated into systems. 

Capability 2: Rapid AI and Cyberanalysis Capability 
As discussed above, participants stated that understanding the AI system would be important for 

a successful response, particularly once it was determined that the AI agent had gone rogue. This 
implied the need for a U.S. capability to rapidly assess and study AI models. Participants also 
discussed that it would be valuable to capture and analyze versions of an AI model, but this implied 
the cyber capability to execute such capture and analysis activities rapidly. Together, these discussion 
points suggested a demand for the U.S. government to be able to rapidly analyze AI models and their 
cybereffects, which some participants suggested could take the form of an internal U.S. capability or 
some sort of rapid partnership mechanism with AI labs that might have relevant expertise and might 
have more-advanced capabilities than those of the U.S. government. 
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Capability 2a: Means to Reliably Attribute the Origin or Owner of the AI Agents 
In connection to the rapid AI analysis capability, participants also discussed that they needed the 

capability to rapidly determine the origin or owner of an AI cyberagent. Participants sought to use this 
information to determine their response options and how to engage on the international stage, such as 
by rallying action against a potentially dangerous attacker. 

Capability 2b: More Evaluation to Figure Out Whether This Was an Accident or an 
Intentional Attack 

Similarly, participants also stated their interest in the capability to determine whether a 
cyberattack by an AI agent was accidental or intentional to inform their preferred response options. 
Such a capability would make sense as part of a broader rapid AI and cyberanalysis capability, as 
described above. 

Capability 3: Flexible Deterrence Options to Deter Opportunistic Aggression by 
State Actors 

Participants expressed strong concerns with the potential threat that the scenario represented 
from both the PRC and other state actors and requested options for deterring additional 
opportunistic aggression while the United States dealt with a large-scale cyberattack. 

Capability 4: Means to Counterattack Against the Rogue AI Agent 
In turn 2 of the scenario across all exercises, participants sought to attack the rogue AI agent but 

were uncertain of how best to launch those attacks. Participants requested a capability that would 
enable effective counterattacks against a rogue AI agent, and they brainstormed options of increasing 
levels of severity, from targeted isolation of an infected data center to deployment of electromagnetic 
pulse weapons.  

Capability 5: Secure or Trusted (Out-of-the-Box) Communications 
In turn 2 of the scenario across all exercises, participants recommended responses that would 

require large-scale coordination with private corporations, international partners, and civil society. 
However, it was raised by participants in one exercise that a rogue AI agent as described in turn 2 
would probably have compromised much of the global telecommunications infrastructure, and 
therefore traditional communication methods would be unreliable. These participants pointed out 
that a capability for secure and trusted communication would be necessary for an effective response. 

Capability 6: Backup Systems for Critical Infrastructure, Such as Finance, Food, 
and Health Care 

In turn 2 of the scenario, participants across all exercises discussed that critical infrastructure in 
the United States and beyond was likely to have been heavily compromised, potentially to the point 
that it could not be easily recovered. Participants therefore discussed that they would need the 
capability to reset critical infrastructure to backups that would be available should current critical 
infrastructure systems be compromised.  
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Capability 7: Back Channel to PRC on a Rogue AI Agent 
Turn 2 of the scenario poses a potentially global threat: a rogue AI agent. Participants in all 

exercises said that international cooperation, including with the PRC, would be vital to answering 
such a threat. They stated that it would be helpful to develop a back channel with the PRC regarding 
such a risk ahead of time to build familiarity regarding the threat, and this back channel could be 
called on to coordinate a response.  

Plans and Playbooks 
Playbook 1: Public Messaging Strategies 

Participants in two exercises were concerned about the public’s response to a large-scale terrorist 
attack and the potential escalation that could come from the revelation that a rogue AI agent had 
infected large portions of the world’s infrastructure. They therefore stated that they wanted plans to 
communicate with the public about the risks it faced and to guide the public to be helpful in 
responding to the crisis. However, it should be noted that participants disagreed about what actions 
the public should be encouraged to take. Some argued that the scale of the threat might call for civil 
defense–like activities from civilians, including potentially destroying cyber-physical systems that 
could pose a risk. Others pointed out that such vigilantism could destroy valuable systems necessary 
for resolving the crisis and risk escalating the damage. Participants in both exercises that discussed 
public messaging strategies did not reach a consensus on the preferred role of civilians in responding to 
this crisis but agreed that effective messaging would be required regardless of the strategy employed. 

Playbook 2: Diplomatic Channels for International Cooperation 
Participants in all exercises, particularly in turn 2, said that international coordination would be 

necessary to effectively respond to the crisis. However, such communication would be difficult to set 
up on the short timelines required by the scenario. Therefore, participants wanted plans for rapidly 
moving on international cooperation, either to respond to an adversary cyberattack or to respond to a 
rogue AI agent. 

Playbook 3: Targeted Shutdown of Vulnerable Infrastructure 
As discussed above, participants said that they wanted the capability to shut down vulnerable 

infrastructure, as well as plans for how to roll out such shutdowns should they become required. 
Participants discussed the need for such plans to avoid catastrophic impacts on U.S. residents.  

Playbook 4: Research and Development Continuity Playbook for AI in the Face of 
Cyberattack 

In all exercises, at least some participants argued that the threat from AI-enabled cyberattacks 
would probably require AI-enabled cyberdefense capabilities to defend against such risks in the future. 
These participants were interested in playbooks that would allow them to rapidly develop and deploy 
AI for cyberdefense. 
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Playbook 5: Rules of Engagement for Novel Threats 
The emergence of the rogue AI agent in turn 2 of the scenario presented an entirely novel threat 

for U.S. national security; never before (within the exercise) had the United States faced a threat from 
an autonomous being that primarily inhabited cyberspace. Participants suggested that developing rules 
of engagement and other concepts to help guide engagement with such systems would be important to 
success and to informing the U.S. government on how to respond to such a threat on a short timeline. 

Next Steps 
This report provides an initial view into potential issues and options that policymakers may 

confront in a similar event. Our next steps are to repeat the sequence of the exercise for other scenarios 
and to run the exercise again for the same scenario with more carefully developed courses of action and 
plans for additional participant consideration and feedback. For example, in future runs of the 
scenario, participants may have access to the ability to rapidly analyze and attribute the cyberattack 
presented to them or may receive a modified version of the scenario that reflects potential investments 
in protection of critical infrastructure.  

The objective of such exercises would be to further explore how such capabilities might, or might 
not, help participants respond to this particular crisis, with an eye toward identifying which 
capabilities would be most important to develop and how such development might proceed. Future 
exercises in the series might also present participants with predeveloped playbooks for responses, 
which participants would be asked to critique with the research objective of identifying how to 
improve those playbooks.  

In addition, the results from these exercises will be synthesized with results from other exercises 
using different scenarios to identify cross-scenario trends. These trends may identify particularly 
important issues that participants seek to resolve in multiple scenarios and may identify capabilities 
and playbooks that are useful for multiple potential AI-related challenges and therefore are valuable 
for further development. 
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