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About This Report

The purpose of this report is to represent the ongoing policy debate on the race to artificial general intelli-
gence (AGI) in a mathematically neutral model that allows policymakers to compare the outcomes of alterna-
tive strategies in international technology competition. The analysis assumes that outcomes are driven by a 
strategic choice of whether to accelerate the development of AGI based on the trade-off between the perceived 
benefits of securing a first-mover advantage and the perceived risks, such as developing an uncontrolled 
or unaligned AGI, misuse by non-experts to create new weapons of mass destruction, instability between 
great powers that escalates to conflict, and other threats to human survival, flourishing, and global secu-
rity. Although our model does not capture the full complexity of present-day racing dynamics, it suggests 
that incentives will continue to be aligned with accelerated development until coordination mechanisms are 
designed that are grounded in a common knowledge of the global risks of advancing toward AGI. This report 
is intended for policymakers and general audiences who are interested in understanding these racing dynam-
ics and geopolitical implications.
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A Prisoner’s Dilemma in the Race to Artificial 
General Intelligence

Introduction

Technology companies in the United States and around the world are racing to develop artificial general 
intelligence (AGI), a type of artificial intelligence (AI) that can substitute for human cognition on most or all 
economic and military-relevant tasks (Bostrom, 2014). Although some may debate the timelines, technical 
paradigms, and implications surrounding AGI, the goal of creating AGI is explicit. 

At the heart of this race lies the promise of AGI, which could revolutionize such sectors as health care, 
infrastructure, science, and education. The stakes are high: Those who achieve decisive advances in AGI first 
could plausibly reap significant “first-mover” advantages, including influence over standards, access to new 
markets, geopolitical strategic leverage, and military advantage (Kerin, Varadarajan, and Peterson, 1992; 
Mitre and Predd, 2025).

These first-mover advantages are compounded by the potential magnitude of impacts. The economic and 
strategic rewards of AI are high, with some estimates of up to $17.1–$25.6 trillion annually globally (Chui 
et al., 2023) and annual private investment projected at $200 billion (Goldman Sachs, 2023). This has, in turn, 
created intense competitive pressure, with proponents of acceleration emphasizing the need to stay ahead 
in AI development (Ji et al., 2025). For example, the White House’s July 2025 AI action plan highlights the 
importance of national leadership in AI (White House, 2025), and industry leaders, such as Sergey Brin, have 
also stressed the urgency of the AGI race; Brin recently pushed Google’s AI team to work 60-hour weeks, 
describing this as necessary to win the AGI race (“Sergey Brin Pushes Google’s AI Team to the Limit,” 2025).

Despite the allure of first-mover advantages, there are risks to developing AGI that are substantial and 
extend well beyond market or geopolitical competition (Lieberman and Montgomery, 1998; Kerin, Varadara-
jan, and Peterson, 1992; Kahl and Mitre, 2025). AGI could be weaponized, destabilize infrastructure, disrupt 
financial systems, or enable the creation of weapons of mass destruction (Hendrycks, Mazeika, and Wood-
side, 2023; Ji et al., 2025; Mitre and Predd, 2025; Brundage et al., 2020). Even well-intentioned AI systems may 
interact unpredictably with other technologies, leading to errors or catastrophic unintended consequences 
(Vermeer, Lathrop, and Moon, 2025; Shevlane et al., 2023). This is apparent in existing AI systems, which 
already amplify existing concerns about individual liberties, such as algorithmic bias, privacy violations, 
copyright infringement, and increased energy consumption (Ferrara, 2024).

These risks have led experts, organizations, and industry actors to call for robust governance to manage 
the risks of this novel technology (Amodei et al., 2016; Hendrycks, Mazeika, and Woodside, 2023). Examples 
include the European Union’s 2024 AI Act, the world’s first comprehensive legal framework for AI, priori-
tizing risk mitigation (European Commission, 2025b); leading AI labs, including OpenAI and Anthropic, 
publishing extensive safety and alignment (Open AI, undated; Anthropic, 2025); and DeepMind CEO Demis 
Hassabis publicly stating that society may not be ready for AGI and urging caution (Perrigo, 2023; Singh, 
2025).

These perspectives are opposite ends of a much larger, more complex, multifaceted race. As recent work by 
RAND researchers has shown (Chase and Marcellino, 2025; Kahl and Mitre, 2025), there are multiple, over-
lapping races among states, firms, and researchers, each with distinct incentives and constraints. Developers 
and governments face difficult choices that feature trade-offs, such as how to balance speed with alignment, 
openness with control, and national advantage with collective security (Grant and Weise, 2023). 
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Governments in particular face significant choices and are increasingly intervening to secure their own 
strategic interests. In recent years, successive administrations in the United States have employed a variety 
of industrial and trade policies, including export controls and investment restrictions, to shape the develop-
ment and diffusion of advanced technologies. These measures have been used both to promote domestic 
innovation and to restrict access to critical technological inputs for strategic competitors (see, for example, 
U.S. Department of Commerce, 2019; U.S. Bureau of Industry and Security, 2022; White House, 2018; White 
House, 2025; Freifeld, Shalal, and Shepardson, 2023). Similar initiatives have also been launched by China 
and the European Union (Goh et al., 2025; European Commission, 2025a). This competitive dynamic is fur-
ther compounded by strategic choices regarding adoption and diffusion, a central factor in reaping the full 
benefits of technological advancement. 

Ultimately, these dynamics create a collective action problem: Individual actors are incentivized to race 
for first-mover advantage, but uncoordinated development, both among firms and among countries, may 
increase the risk of catastrophic outcomes for everyone (Vermeer, Lathrop, and Moon, 2025). In this setting, 
a positive feedback loop emerges, in which each actor’s decision to accelerate development pressures others 
to do the same. As Ji et al. (2025) noted, even those who wish to proceed cautiously may feel compelled to 
rush, fearing that competitors will outpace them if they choose actions that prioritize alignment over speed.

Our Contributions
The purpose of this report is to present the dynamics of AGI development in a simple, mathematically neu-
tral, game-theoretic model that allows policymakers to compare alternative strategies in international tech-
nology competition characterized by mixed incentives. We focus here on the development of AGI while 
allowing for incremental progress on AI where applicable. We define AGI throughout this report as a tech-
nology that represents a discontinuous change relative to existing AI, such that AGI confers payoffs that are 
materially different from those that are due to current AI applications. Our model, by construction, provides 
a neutral, objective way for policymakers to discuss these issues and, in doing so, highlights which risks come 
from advanced technology itself and which are due to problems that could be solved through international 
cooperation.

In our setup, complicated trade-offs are reduced to a single consideration: whether the benefits of achiev-
ing AGI before competitors outweigh the risks and potential costs of accelerated AGI development. We use 
this stylized model to explore underlying incentives that drive country-level behavior and to identify levers 
that might support policymakers as they try to steer racing dynamics toward globally desirable outcomes. 
We are especially interested in understanding the conditions under which international cooperation might 
emerge, even when competition for first-mover advantage is intense. 

Our methodology involves defining a two-player game as follows: 

•  We map the real-world choices and trade-offs facing governments onto a tractable game-theoretic 
model.

•  We analyze how beliefs about first-mover advantage, the risks and costs of accelerating development, 
incremental progress, and AGI timelines affect strategies.

•  We draw out implications for strategy by highlighting which levers might alter competitive dynamics in 
line with a country’s goals.

Our main result is intuitive: When the benefits of being the first mover are higher than the perceived risks 
of accelerated development of AGI, competitors are more likely to accelerate AGI development to capture a 
first-mover advantage. Conversely, if the perceived costs of AGI are higher than the first-mover advantage, 



Prior Work

3

competitors may still choose to accelerate AGI development, but international cooperation becomes more 
stable as a means to de-escalate risky racing dynamics.

Of course, these factors do not capture all the details of practical realities, such as nuanced country 
dynamics. Still, by outlining the broad contours of the race, our analysis shows how two countries, such as 
the United States and China, can end up stuck in a situation in which neither can change its strategy with-
out losing out, but both would benefit if they changed together. Whether countries can escape this situation 
depends on the risks and rewards and on the use of strategic interventions to encourage cooperation when 
appropriate.

The remainder of this report is organized as follows. In the next section, we discuss prior work on this 
topic. In the “Game Theory Model” section, we describe our stylized model for two symmetric countries and 
their strategic considerations. In “The Temporal Race to AGI,” we modify the game to account for dynamic 
strategies over time. In “Strategic Implications,” we examine the strategic implications of our analyses. In 
“Limitations and Extensions,” we discuss limitations and directions for future research. In the final section, 
we conclude.

Prior Work

Racing dynamics are not a new phenomenon. Seminal works—such as those by Schelling (1960), Snyder 
(1971), and Downs, Rocke, and Siverson (1985)—have shown how countries can become locked into subop-
timal outcomes from which they cannot unilaterally escape. Arms races, driven by the security dilemma, 
exemplify this dynamic (Jervis, 1978): As countries seek to bolster their own security, they often inadvertently 
threaten others, especially when offensive and defensive capabilities are indistinguishable. This indistinc-
tion reduces the competition to a one-dimensional issue, in which uncertainty about capabilities and inten-
tions compels all sides to escalate in order to avoid being exploited. Security dilemmas are often resolved by 
expanding the decision space, allowing de-escalation to become both possible and preferable for all parties.

Recent studies have made important contributions to understanding AI and AGI racing dynamics. For 
example, Armstrong, Bostrom, and Shulman (2016) developed a foundational framework to examine how 
research capability, enmity between teams, and information uncertainty influence countries’ strategic choices 
of safety precautions and, consequently, the likelihood of an AI-related disaster. Although their model dem-
onstrates that certain interventions decrease disaster risk, it does not account for the incentives motivat-
ing players’ investment decisions. Understanding the strategic incentives requires examining how countries 
weigh the benefits of technological leadership against the risks of acceleration, as well as how their choices 
are influenced by the trade-offs among speed, the risks of unaligned AGI, and shared costs. This approach is 
taken by Katzke and Futerman (2024), Young (2025), and Dung and Hellrigel-Holderbaum (2025), who ana-
lyzed the conditions under which international cooperation is both mutually desirable and stable. To achieve 
stability, these authors recommended interventions—such as a global AI governance consortium, modeled 
after Cold War–era arms control frameworks—that would incentivize, verify, and enforce safe AGI devel-
opment through such mechanisms as real-time access to cutting-edge models and verification protocols to 
penalize defection.1

Other recent work has examined how peer incentive mechanisms (e.g., rewards, punishments, and sanc-
tions) (Han et al., 2021), manipulation of compute costs (Jensen, Emery-Xu, and Trager, 2023), and changes 
to information structure (Emery-Xu, Park, and Trager, 2024) can promote cooperation in racing dynamics. 
Our present work complements this line of research by providing a formal mathematical basis for describing 

1	 See also Dafoe (2018) for a useful discussion of these issues.
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stable cooperation in both single-shot and repeated-decision settings, similar to the collective action prob-
lems for military arms races posed by Hendrycks (2025) and Hendrycks, Mazeika, and Woodside (2023). 
Given the policy and research debates on racing to AGI, straightforwardly modeling the basic contours of 
the game and its implications has value. By representing the race to AGI with only a few parameters in a 
mathematically neutral model, we offer a common foundation for policymakers to distinguish between risks 
that stem from advanced technology itself and those that arise from incentives, which could be addressable 
through international coordination. 

Game Theory Model

To study the strategic dynamics of the race to AGI, we use a simplified game-theoretic model that focuses 
on the main incentives and trade-offs of AGI development. The model examines how two countries must 
choose between a baseline strategy and an accelerated strategy for developing AGI. We do not consider spe-
cific tactics used by firms; instead, we assume that countries guide these choices, and they can always choose 
to accelerate progress by shifting resources away from risk mitigation.

Model Structure and Key Assumptions
Players and Actions
There are two countries in the model, each indexed by ​​i  ∈  ​{​​1,2​}​​​​. Each country chooses one action: either a 
baseline strategy or an accelerated strategy, which represents a faster approach that deprioritizes risk mitiga-
tion (i.e., ​​​a​ i​​  ∈  ​{​​Baseline, Accelerated​}​​​)​​​​.

Game Setup
The game setup is as follows:

•  The game is played once, with both countries making their decisions simultaneously.
•  AGI is guaranteed to be developed by exactly one country.
•  Each country chooses its strategy without knowing the other’s choice.
•  There are two possible types of AGI: one with lower risks (from the baseline strategy) and one with 

higher risks (from the accelerated strategy).
•  All countries have the same information and correspondingly have the same perceptions about the ben-

efits of first-mover advantage and the risks of accelerated development. 

Payoff Structure
The payoff structure is as follows:

•  The country that develops AGI first (the “first mover”) receives payoff (​A  >  0​) (first here refers to the 
outcome of developing AGI first and is unrelated to the simultaneous nature of the game). The first-
mover advantage reflects the expected present value benefits associated with both development and 
diffusion/adoption, discounted and adjusted for uncertainty. 

•  The other country (the “second mover”) receives payoff (​B  >  0​). This reflects the payoffs associated 
with diffusion/adoption of the AGI once it is developed by the other country. 

•  The probability that a country becomes the first mover depends on both countries’ choices. This prob-
ability is denoted as ​​Pr​(FM  =  i |​ ​a​ 1​​, ​a​ 2​​​)​​​​.
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 – If one country chooses baseline and the other chooses accelerated, the accelerated country is more 
likely to be the first mover. Let ​x​ be the probability that the baseline country is the first mover, with ​​
x  ∈  (0, ​1 _ 2​​)​​​​. 

 – If both choose the same strategy, each has a 50-percent chance of being first.
•  If either country develops a risky AGI (by choosing accelerated), both countries incur a shared cost 

(​c  >  0​), representing catastrophic or systemic risk, because our assumption is that speeding up devel-
opment increases risks for everyone. This could include risks of model misuse (e.g., to create new bio- 
or cyberweapons or other weapons of mass destruction), the risk of unaligned or uncontrolled AGI, or 
instability between great powers. Note that this is a terminal risk cost realized only on AGI arrival and 
when at least one country pursues an accelerated path to develop the AGI.

•  Both countries are treated symmetrically in terms of payoffs.

Game Definition and Payoff Calculation
Each country picks its strategy at the start of the game. The payoffs depend on both the chosen strategies 
and which country becomes the first mover. Following from our simultaneity assumption, rational players 
should make their choices based on their expected payoffs.2 We denote the payoffs for player ​i​ in Table 1 as 
 ​​​​u​ i​​​​ ​(​​1​)​​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​​​ and in Table 2 as ​​​​u​ i​​​​ ​(​​2​)​​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​​​. Then, the expected payoff for country ​i​ is

​​u​ i​​​(​a​ 1​​, ​a​ 2​​)​  =  ​​u​ i​​​​ ​(​​1​)​​​​(​a​ 1​​, ​a​ 2​​)​Pr​(FM  =  1​|​​ ​a​ 1​​, ​a​ 2​​)​ + ​​u​ i​​​​ ​(​​2​)​​​​(​a​ 1​​, ​a​ 2​​)​Pr​(FM  =  2 | ​a​ 1​​, ​a​ 2​​)​​,

as represented by Table 3.

2	  For a comprehensive treatment of the case when players may not be rational, see Schelling (1960). Also see Vineberg (2022).

TABLE 1

Payoff Matrix for Country 1 If Country 1 Is the First Mover

Country 2: Baseline Country 2: Accelerated

Country 1: Baseline ​A, B​ ​A − c, B − c​

Country 1: Accelerated ​A − c, B − c​ ​A − c, B − c​

TABLE 2

Payoff Matrix for Country 1 If Country 2 Is the First Mover

Country 2: Baseline Country 2: Accelerated

Country 1: Baseline ​B, A​ ​B − c, A − c​

Country 1: Accelerated ​B − c, A − c​ ​B − c, A − c​

TABLE 3

Expected Payoff Matrix

Country 2: Baseline Country 2:  Accelerated

Country 1: Baseline ​0.5A + 0.5B,​ 
​0.5A + 0.5B​

​xA + ​(1 − x)​B − c,​ 
​​(1 − x)​A + xB − c​

Country 1: Accelerated ​​​(​​1 − x​)​​A + xB − c,​​ 
​​xA + ​(​​1 − x​)​​B − c​​

​0.5A + 0.5B − c,​ 
​0.5A + 0.5B − c​
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Strategic Outcomes: Two Worlds 
Table 3 highlights several insights about the game. In particular, it establishes two mutually exclusive worlds 
based on the value of ​​​(​​0.5 − x​)​​​(​​A − B​)​​​​ relative to ​c​. Here, risk is represented by ​c​, while the reward for being 
the first mover is ​​​(​​0.5 − x​)​​​(​​A − B​)​​​​, the additional expected value gained by choosing ​Accelerated​ when the 
other country chooses ​Baseline​. In effect, this captures whether the risks ​c​ outweigh the reward gap ​A − B​.3 If 
the rewards are higher, competition prevails. If the risks are higher, there exist incentives for the countries to 
cooperate. Thus, the model presents us with two different scenarios depending on the risk-to-reward ratio, 
described below.

World 1: Prisoner’s Dilemma
The prisoner’s dilemma game was developed by mathematicians Merrill Flood and Melvin Dresher while 
at RAND in 1950 and later coined by the mathematician Albert Tucker (Flood, 1952; Kuhn, 2024). In the 
canonical setup, two suspects are interrogated separately and can either cooperate (remain silent) or defect 
(betray the other). Regardless of the other’s choice, each has an incentive to defect, yet mutual cooperation 
yields a better outcome for both countries than mutual defection. This creates a dilemma: The dominant 
strategy is to defect, even though both would be better off cooperating.

Table 3 exhibits the structure of the prisoner’s dilemma as long as​ ​(0.5 − x)​​(A − B)​  >  c​. Thus, ​​(Acceler-
ated, Accelerated)​ ​is not only a Nash equilibrium but also a dominant strategy equilibrium: Each country pre-
fers ​Accelerated​ regardless of the other’s choice.4 As a result, any attempt to coordinate on ​​​(​​Baseline, Baseline​)​​​​ 
is likely to fail, because both countries are incentivized to defect and choose ​Accelerated​.

World 2: Coordination Game:
Now, consider the case when​ ​(0.5 − x)​​(A − B)​  < c​. In this case, both ​​(Baseline,  Baseline)​ ​and (​​Accelerated, Accel-
erated​)​​ ​​are Nash equilibria, although ​​(Baseline, Baseline)​ ​yields a higher expected payoff for both countries. 
This situation is known as a coordination game.5 In other words, mutual baseline development is as stable 
as mutual acceleration. Thus, the problem shifts from a dilemma, in which defection is always tempting, to 
a coordination challenge: Cooperation becomes viable, but only if both countries can align on the preferred  
(​​Baseline, Baseline​)​​ ​​outcome at the outset of the game.

The Temporal Race to AGI

Moving Beyond One-Shot Decisions: Repeated Games
The previous model assumed that countries select their research and development strategies once, at the 
outset, and implement them simultaneously. That is, national priorities are set and subsequently followed by 
each country’s companies. This was done to reinforce key aspects of the game and how they might influence 
players. In practice, however, AGI development is likely to be an incremental, ongoing process: Countries and 
firms regularly update their strategies in response to new information and shifting priorities. Modeling this 

3	  See the appendix for more detail.
4	  A Nash equilibrium in game theory is a state in which no player can improve their outcome by unilaterally changing their 
strategy; this assumes that the other players keep their strategies the same.
5	  See the appendix for more detail. The coordination game is very similar to the prisoner’s dilemma in that (​Defect, Defect​) is 
a Nash equilibrium. Given that Country 2 is choosing ​Defect​, it is better for Country 1 to defect and vice versa. However, what 
is different is that (​Cooperate, Cooperate​) is also a Nash equilibrium. This suggests that there is the possibility of stable coop-
eration between the players because, once in a stable state, neither party has an incentive to unilaterally change its behavior.
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process as a repeated game better reflects the stepwise progress toward AGI, as knowledge and capabilities 
accumulate over time.

It is well established in game theory from prior to the 1970s that repeated strategic games can foster coop-
eration over time. In a repeated game, players make choices over multiple rounds (​t = 1, 2,​ . . .), receiving 
payoffs each round. The number of rounds, ​T​, may be finite (i.e., played a fixed, known number of times) or 
infinite (i.e., played an infinite or unknown number of times). If the stage game is a prisoner’s dilemma and 
the game is repeated a finite number of times, the unique equilibrium is mutual defection (both countries 
choose accelerated development) in every round by backward induction. However, if the game is repeated an 
infinite or unknown number of times, the Folk Theorem of game theory shows that cooperation can be sus-
tained if players are sufficiently patient—that is, if they value future rewards highly (Fudenberg and Maskin, 
1986). In such cases, players may cooperate in every round, using the threat of future punishment (unilateral 
acceleration) to discourage short-term defection.

However, this standard repeated game model does not capture a critical feature of AGI development: 
AGI is a one-time event. Once AGI is developed, the game ends. Therefore, a more realistic model involves 
countries making repeated investments in the prospect of AGI, with the possibility that AGI could emerge 
stochastically in any round. In the single-shot model, the only consideration that mattered for the possibility 
of cooperation was whether the risks of accelerated AI development outweighed the first-mover advantages. 
In the repeated-game case, other considerations started to matter as well, such as intermediate returns on 
investment. In this case, it is still true that the size of the first-mover advantage and the risks from accelerated 
development are important determinants of whether cooperation is possible. We model this below. 

Model 
In the temporal race-to-AGI game, two countries repeatedly invest in technology over an indefinite sequence 
of rounds (​t = 1, 2, ​. . .). In each round, both countries choose either a baseline or accelerated rate of develop-
ment. The remaining model parameters are as follows: 

•  States:
 – No AGI (the starting state)
 – AGI is developed (by either Country 1 or Country 2, whoever becomes the first mover).

•  Transition between states:
 – With probability ​p​ (where ​0 < p < 1​), AGI is not developed in the current round and the state remains 
No AGI.

 – With probability ​1  −  p,​ AGI is developed. The probability that Country 1 is the first mover is ​​
Pr​(FM = 1 |​ ​a​ 1​​, ​a​ 2​​​)​​​​; for Country 2, it is ​​Pr​(FM = 2 |​ ​a​ 1​​, ​a​ 2​​​)​​.​​

•  Actions:
 – Each round, countries choose actions ​​a​ 1​​​ and ​​a​ 2​​​ (either ​Baseline​ or ​Accelerated​).

•  Rewards:
 – If AGI is developed, payoffs are given by those shown previously in Table 3.
 – If AGI is not developed, both countries receive an interim return on investment (ROI) from incremen-
tal progress, according to Table 4, where ​C, D, E​, and ​F​ are real numbers representing interim benefits.

TABLE 4

ROI Payoff Matrix

Country 2: Baseline Country 2: Accelerated

Country 1: Baseline (​C, C​) (​E, F​)

Country 1: Accelerated (​F, E​) (​D, D​)
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TABLE 5

Closed-Form Payoff Matrix

Country 2: Baseline Country 2: Accelerated

Country 1: Baseline ​​​(​​1 − p​)​​​(​​0.5A + 0.5B​)​​ + pC​​,  
​​​(​​1 − p​)​​​(​​0.5A + 0.5B​)​​ + pC​​

​​​(​​1 − p​)​​​(​​xA + ​(​​1 − x​)​​B − c​)​​ + pE,  
​(​​1 − p​)​​​(​​​(​​1 − x​)​​A + xB − c​)​​ + pF​​

Country 1: Accelerated ​​​(​​1 − p​)​​​(​​​(​​1 − x​)​​A + xB − c​)​​ + pF, 
 ​(​​1 − p​)​​​(​​xA + ​(​​1 − x​)​​B − c​)​​ + pE​​

​​​(​​1 − p​)​​​(​​0.5A + 0.5B − c​)​​ + pD, 
 ​(​​1 − p​)​​​(​​0.5A + 0.5B − c​)​​ + pD​​

NOTE: Payoffs are multiplied by ​(1 − p​) for ease of readability.

Fixed (“Historyless”) Case
In the “historyless” version, countries commit to a fixed strategy (​Baseline​ or ​Accelerated​) until AGI is devel-
oped. Let

•  ​​​u​ i​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​​​: expected payoff for country ​i​ if AGI is developed this round, given actions ​​a​ 1​​, ​a​ 2​​​ (from Table 3).
•  ​​​v​ i​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​​​: interim ROI payoff for country ​i​ if AGI is not developed (from Table 4).

Then, long-term expected utility for country ​i​, denoted ​​​q​ i​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​,​​ satisfies

​​​q​ i​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​ = ​(​​1 − p​)​​ ​u​ i​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​ + p​(​​ ​v​ i​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​ + ​q​ i​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​​)​​​​.

Solving for ​​​q​ i​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​​​,

​​​​​q​ i​​​(​a​ 1​​, ​a​ 2​​)​  =  ​ 
​(1 − p)​ ​u​ i​​​(​a​ 1​​, ​a​ 2​​)​ + p ​v​ i​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​

  ____________________  1 − p  ​  =  ​u​ i​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​ + ​(​​p / ​(​​1 − p​)​​​)​​ * ​v​ i​​​(​​ ​a​ 1​​, ​a​ 2​​​)​​​​.

Thus, the long-term value is a weighted sum of the expected AGI payoff and the stream of interim ROI 
payoffs. 

Conditions for Sustaining Cooperation
Table 5 represents the closed-form payoff in a given round (multiplied by ​(1 − p​) for ease of readability).

The cooperative outcome (​Baseline​, ​Baseline​) is a Nash equilibrium if, for either country, choosing ​Base-
line​ is better than ​Accelerated​ when the other country chooses ​Baseline​ in a given round:

​​​(​​1 − p​)​​​(​​0.5A + 0.5B​)​​ + pC > ​(​​1 − p​)​​​(​​​(​​1 − x​)​​A + xB − c​)​​ + pF​​.

Rearranged, this is

​​​(​​​(​​0.5 − x​)​​​(​​A − B​)​​ − c​)​​ * ​(​​1 − p​)​​ < ​(​​C − F​)​​ * p​​,

or equivalently, 

​​ 1 − p _ p ​​(​(0.5 − x)​​(A − B)​ − c)​  <  C − F​.

Thus, cooperation in this game is easier to sustain when

•  The interim payoff for the ​Baseline​ strategy (​C​) is greater than for ​Accelerated ​(​F​).
•  The probability ​p​ of not reaching AGI in any round is high (so interim payoffs matter more).
•  The first-mover advantage (​A − B​) is not too large.
•  The cost of unaligned or uncontrolled development (​c​) is relatively high. 
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Incorporating History and Reputation
Now suppose that strategies can depend on the history of play. In this case, more sophisticated cooperation 
is possible. For example, under one particular “grim trigger” strategy, both countries agree to the ​Baseline​ 
strategy in every round. However, if either country defects and chooses ​Accelerated​, both end up switching to ​
Accelerated​ permanently as punishment.

Conditions for Sustaining Cooperation
To determine the conditions for sustaining cooperation in this particular grim trigger strategy, we must com-
pare the long-term value of always cooperating (choosing ​Baseline​) with the value of defecting (i.e., a one-shot 
deviation), followed by both countries choosing ​Accelerated​ thereafter. 

The long-term value of cooperation is given by the following: 

​​(1 − p)​​(0.5A + 0.5B)​ + p​(C + ​q​ 1​​​(Baseline, Baseline)​)​ =

 ​(1 − p)​​(0.5A + 0.5B)​ + p​(C + 0.5A + 0.5B + ​ p _ 1 − p ​ C)​ =

 0.5A + 0.5B + ​ p _ 1 − p ​ C. ​

The long-term value of defecting once and then facing future defection is given by the following:6

​​(1 − p)​​(​(1 − x)​A + xB − c)​ + p​(F + ​q​ 1​​​(Accelerate, Accelerate)​)​ = 

​(1 − p)​​(0.5A + 0.5B + ​(​​0.5 − x​)​​​(​​A − B​)​​ − c)​ + p​(F + 0.5A + 0.5B − c + ​ p _ 1 − p ​ D)​ = 

0.5A + 0.5B − c + ​ p _ 1 − p ​ D + ​(1 − p)​​(0.5 − x)​​(A − B)​ + p​(F − D)​.​

Thus, cooperation in this scenario occurs when 

​0.5A + 0.5B + ​ p _ 1 − p ​ C >  0.5A + 0.5B − c + ​ p _ 1 − p ​ D + ​(1 − p)​​(0.5 − x)​​(A − B)​ + p​(F − D)​​.

The left-hand side represents the long-term benefit from cooperating, while the right-hand side reflects the 
long-term benefit of defecting plus one-shot benefits from defection. 

We can analyze the conditions that lead to cooperation by examining ​​ p _ 1 − p​​ as a function of ​​p  ∈  ​(​​0,1​)​​​​. As ​
p​ approaches 1, this factor goes to infinity. Mathematically, the equation above then approaches its leading 
terms: 

​​ p _ 1 − p ​ C  >  ​ p _ 1 − p ​ D​.

Hence, for large enough ​p​, as long as ​C  > D​, stable long-term cooperation is possible because the long-term 
interim rewards are higher than short-term exploitation potential.

6	  This analysis assumes that it is preferable for Country 1 to choose ​Accelerate​ over ​Baseline​, given that Country 2 plays ​
Accelerate​ indefinitely. Technically, the long-term value of defecting once and then facing future defection uses ​​max​{​​ ​q​ 1​​​(Accel-
erate, Accelerate)​, ​q​ 1​​​(Baseline, Accelerate)​​}​​​​ rather than the stated value ​​q​ 1​​​(Accelerate, Accelerate)​.​ The implication of the subse-
quent discussion is the same, so we write the simpler form for ease of readability.
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Conversely, when ​p​ is not as large, the other variables have a more substantial effect. In this case, the 
cooperative outcome (​Baseline​, ​Baseline​) can still be sustained as long as ​C  > D​ substantially (i.e., the interim 
rewards from cooperating outweigh defecting), ​A​ is not too much larger than ​B​ (i.e., the first-mover advan-
tage is not enormous), ​x​ is sufficiently high (i.e., choosing to ​Accelerate​ does not result in a significantly 
higher probability of being the first mover), and ​F​ is not too large (i.e., the benefits of deviating and choosing 
accelerated development are not too large). This corresponds, again, with the long-term ROI rewards associ-
ated with the baseline strategy being higher than the short-term exploitative payoff of choosing accelerated 
development.

Strategic Implications

The strategic dynamic between the United States and China in the race to AGI is fundamentally determined 
by their shared perceptions of risk and reward, as well as the institutional mechanisms available for coordi-
nation. If both the United States and China have the same shared assessment that the benefits of being the 
first to achieve AGI outweigh the risks, they are effectively locked in a prisoner’s dilemma. Each country is 
incentivized to accelerate the development of AGI, fearing that more cautious development will allow the 
other to gain a decisive advantage, reinforced by the logic of first-mover advantage (Mitre and Predd, 2025). 
As a result, both the United States and China will prioritize acceleration over risk mitigation. 

Alternatively, if a common shared assessment emerges that the risks of catastrophic harm from acceler-
ated development of AGI exceed the potential benefits of a first-mover advantage, the incentives of the United 
States and China can be aligned toward cooperation. In this context, both countries would benefit from 
coordinating their AGI development strategies to mitigate shared risks. Historical analogs, such as nuclear 
arms control agreements and the Biological Weapons Convention, illustrate how recognition of existential 
or systemic risks can motivate adversaries to pursue collective restraint and risk mitigation (Young, 2025).

However, aligned incentives for this type of cooperation will be implementable only if there are robust 
mechanisms for the United States and China to share information to establish common knowledge and verify 
mutual commitments to AGI development strategies (Boudreaux et al., 2025). In all of the games that we have 
analyzed, a country will want to accelerate development if it believes that its rival will accelerate development. 
In these contexts, verification methods that allow countries to credibly signal that they are cooperating can 
increase the chance that cooperation can be sustained. Recent proposals for global governance and shared 
verification protocols have echoed this logic (Dafoe, 2018; Young, 2025). These mechanisms are even more 
relevant in repeated-decision contexts; punishments can be effective only if countries have a way of detecting 
that their rivals are not cooperating. In the absence of these mechanisms, mistrust is likely to persist, and the 
opportunity for genuine cooperation, especially when it is most vital, could be lost. 

Limitations and Extensions 

As with all game-theoretic models, ours necessarily has limitations. It simplifies the complex landscape 
of AGI development by reducing the trade-offs, benefits, and risks to just two key variables: the benefit of 
first-mover advantage and the global cost of developing an unaligned or uncontrolled AGI. Although our 
model captures essential features of the race to AGI—including the possibility of adversarial competition or 
cooperation—it does not capture all elements of reality. In future work, the following assumptions could be 
altered, which may correspondingly affect the game:
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•  Second-mover advantage. Second-mover advantage, the possibility that lagging developers might ben-
efit from the efforts of a first mover, is both plausible and significant (see, for example, Gal-Or, 1985). 
If a second-mover advantage is present, or larger than the first-mover advantage, this would change 
the game, the payoffs, and, correspondingly, the strategy chosen by each country (Garicano and Saa-
Requejo, 2025). 

•  Relationship between pace of development and payoffs. Our model assumes that accelerated development 
increases the chance of achieving the first-mover advantage (i.e., x < 0.5). However, it may be plausible 
that accelerated AI development could cause minor accidents to occur, leading to public backlash that 
stalls AI development momentum and thus reduces the first-mover advantage. Relatedly, accelerated 
development in our model results in the shared catastrophic costs because the assumption is that speed 
is positively correlated with risk. However, if this assumption is broken via other mechanisms (i.e., 
speed is not correlated with risk), then strategies may change.

•  Asymmetric payoffs for countries. Countries may experience different benefits and costs because of a 
particular action. For example, a given country might receive higher payoffs from being a first mover as 
compared with a peer country, or it may be able to externalize risks associated with unaligned AGI more 
effectively than a peer country, which would affect the strategy chosen by each country. 

•  Alterations to costs and rewards based on player actions. Our existing model assumes that one country 
accelerating is sufficient for producing a fixed catastrophic risk, c; however, if both countries choosing 
accelerated development increases the likelihood of catastrophic risk (relative to just one country), this 
would change the game and thus player strategies. Similar adjustments could be made to the first-mover 
or second-mover advantage, in which both countries’ decisions influence the relative magnitude of the 
advantages.

•  Dependence between costs and rewards. Our existing model also assumes that catastrophic risk is inde-
pendent from the rewards from being the first (or second) mover. If, instead, a higher reward (A or B) is 
associated with a higher (or lower) cost c, then this could change player strategies. 

•  Bundling of payoffs from development, diffusion, and adoption. Our existing model bundles together the 
payoffs from development, diffusion and adoption. However, these might be separated and pursued as 
different strategies. Indeed, there is evidence that the United States may be more focused on develop-
ing frontier models, whereas China is potentially more focused on pursuing widespread diffusion and 
adoption of these models once they are developed (“You Don’t Have to Be America or China to Win in 
AI, Says Rishi Sunak,” 2025; Gerwitz, 2025).

•  Probability of AGI. Our model assumes a fixed probability of AGI being developed in each round. In 
practice, this probability may be dynamic as technology advances—for example, if one believes that a 
growing stock of knowledge and research in each round increases the probability that AGI is developed. 
Future work could explore how a time-varying probability affects strategic incentives and equilibrium 
outcomes. Similarly, the assumption that AGI is a guaranteed outcome could be relaxed to include sce-
narios in which AGI might never emerge.

•  Nonsimultaneous country actions. Government decisions are complex and influenced by factors beyond 
simple payoffs. These decisions might be implemented via nonsimultaneous moves not captured in the 
current model. This would change the nature of the game from a simultaneous-move game to a sequen-
tial game. 

•  Incomplete information. The current analysis assumes complete information about payoffs, risks, and 
probabilities. In reality, countries may have private (asymmetric) information or uncertainty about 
others’ actions and incentives. Incorporating games of incomplete information could reveal new stra-
tegic dynamics.



A Prisoner’s Dilemma in the Race to Artificial General Intelligence

12

•  Differing perceptions. The current analysis assumes that there is a shared, common assessment based on 
the information about the benefits and risks of AGI development, so countries have the same percep-
tions. In reality, countries may have differing perceptions based on the same information. A game in 
which countries do not have the same shared assessment and perceptions would change the expected 
payoffs and, correspondingly, strategic choices.

•  N-player (multi-actor) games. Our analysis focused on two countries, but the global race to AGI involves 
multiple actors, including private firms and additional states. Extending the model to multiplayer set-
tings would more accurately capture the complexity of international competition and cooperation.

Conclusion

The global pursuit of AGI is shaped by a complex interplay of competition and cooperation, in which coun-
tries, such as the United States and China, must navigate not only the desire for technological leadership but 
also the shared risks and uncertainties that technological advancement brings. This report represents the 
ongoing policy debate on the race to AGI in a simple, mathematically neutral model that allows policymak-
ers to compare the outcomes of alternative strategies for engaging in international technology competition.

Our analysis demonstrates that the race to AGI is a dynamic process marked by incremental progress, 
evolving incentives, and multiple pathways to both risk and reward. By mapping real-world choices onto 
tractable strategic models, we identify how such factors as first-mover advantage, the perceived costs of risky 
development, and beliefs about AGI timelines shape strategic choices by countries.

Importantly, the model suggests that the payoffs and timing of technological advances associated with 
AGI can be leveraged to promote more desirable outcomes for global security. Shifting these parameters can 
potentially help break out of purely competitive dynamics and foster more robust forms of cooperation when 
needed. Future work that extends this model to capture the diversity of actors, the possibility of incomplete 
information, and the evolving nature of technological progress would be valuable for understanding coun-
tries’ strategic choices. Clearly articulating these strategic choices would allow policymakers to identify the 
interventions that could help manage both the extraordinary opportunities and profound risks that AGI 
presents.
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APPENDIX

Technical Discussion

Prisoner’s Dilemma 

The prisoner’s dilemma is depicted in an abstract form in Table A.1. In this two-player, two-action game, 
each player ​i  ∈  ​{1,2}​​ submits one of two actions ​​a​ i​​  ∈  ​A​ i​​, ​|​A​ i​​|​  =  2​. The outcome is the quadrant correspond-
ing with the pair of actions selected: ​​q​(​​ ​a​ 1​​, ​a​ 2​​​)​​  ∈  ​{​​Q1, Q2, Q3, Q4​}​​​​. Each player ​i​ then receives a payoff  
​​u​ i​​​(q​(​​ ​a​ 1​​, ​a​ 2​​​)​​)​  ∈  ℝ​ associated with the chosen quadrant. The prisoner’s dilemma is played if the following 
inequalities hold (Axelrod and Hamilton, 1981):

•  Player 1’s payoffs follow the order ​​​u​ 1​​​(Q3)​  >  ​u​ 1​​​(Q1)​  >  ​u​ 1​​​(Q4)​  >  ​u​ 1​​​(​​Q2​)​​​​.
•  Player 2’s payoffs follow the order ​​​u​ 2​​​(Q2)​  >  ​u​ 2​​​(Q1)​  >  ​u​ 2​​​(Q4)​  >  ​u​ 2​​​(​​Q3​)​​​​.

In the prisoner’s dilemma game, regardless of what Player 2 chooses, it is better for Player 1 to defect (i.e., 
Action 2) than cooperate (i.e., Action 1): ​​u​ 1​​​(Q3)​  >  ​u​ 1​​​(Q1)​​ and ​​​u​ 1​​​(Q4)​  >  ​u​ 1​​​(​​Q2​)​​​​. The same goes for Player 2: ​​
u​ 2​​​(Q2)​  >  ​u​ 2​​​(Q1)​​ and ​​​u​ 2​​​(Q4)​  >  ​u​ 2​​​(​​Q3​)​​​​. Following these incentives leads rational players to choose actions 
that result in the outcomes in Quadrant 4. 

Quadrant 4 is known as the dominant strategy Nash equilibrium (DSNE). A DSNE is a special case of the 
Nash equilibrium in which each player’s strategy is dominant—that is, it yields the highest payoff for that 
player regardless of the other player’s action. Although Quadrant 1 is Pareto optimal, the equilibrium occurs 
in Quadrant 4 because both players choose their dominant strategies.

Following from the above inequalities, the payoff matrix in Table 3 constitutes a prisoner’s dilemma as 
long as each of the following inequalities hold:

	​ ​(1 − x)​A + xB − c  > 0.5A + 0.5B​.	 (A.1)

	​ 0.5A + 0.5B  >  0.5A + 0.5B − c​.	 (A.2)

	​ 0.5A + 0.5B − c  >  xA + ​(1 − x)​B − c​.	 (A.3)

TABLE A.1

Abstraction of a 2 × 2 Normal-Form Game

Player 2: Action 1 Player 2: Action 2

Player 1: Action 1 Quadrant 1
​​u​ 1​​​(Q1)​, ​u​ 2​​​(Q1)​​

Quadrant 2
​​u​ 1​​​(Q2)​, ​u​ 2​​​(Q2)​​

Player 1: Action 2 Quadrant 3
​​u​ 1​​​(Q3)​, ​u​ 2​​​(Q3)​​

Quadrant 4
​​u​ 1​​​(Q4)​, ​u​ 2​​​(Q4)​​
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The actions ​Baseline / Accelerate ​are synonymous with Action 1/Action 2 in Table A.1. Equations A.2 and A.3 
guarantee that it is better for a player to choose ​Accelerate​ than ​Baseline​, regardless of the action taken by 
the other player. Equation A.3 is the cornerstone of the “dilemma” in the prisoner’s dilemma by guarantee-
ing that the cooperative action pair (​Baseline​, ​Baseline​) is more rewarding for both players than the defective 
action pair (​Accelerate​, ​Accelerate​). Simplifying these equations yields the following binding inequality: 

	​ ​(0.5 − x)​​(A − B)​  > c​. 	 (A.4)

Thus, Equation A.4 highlights the condition under which a prisoner’s dilemma emerges.

Coordination Game 

By contrast, a coordination game emerges when the following conditions hold: 

•  ​​u​ 1​​​(Q1)​  >  ​u​ 1​​​(Q3)​​ and ​​​u​ 1​​​(Q4)​  >  ​u​ 1​​​(​​Q2​)​​​​, and
•  ​​u​ 2​​​(Q1)​  >  ​u​ 2​​​(Q2)​​ and ​​​u​ 2​​​(Q4)​  >  ​u​ 2​​​(​​Q3​)​​​​.

Using the payoff matrix in Table 3, this corresponds to the following set of inequalities: 

•  ​0.5A + 0.5B  >  ​(1 − x)​A + xB − c.​
•  ​0.5A + 0.5B − c  >  xA + ​(1 − x)​B − c.​

Simplifying these equations yields the following binding inequality: 

	​ ​(0.5 − x)​​(A − B)​  < c​.	 (A.5) 

Equation A.5 dictates the conditions under which a coordination game exists (note that ​Action 2​, ​Action 2​ is 
also in this strategy profile).

Other Game Forms

Chicken Game
A chicken game arises when each country prefers to take the opposite action of the other. Here, the Nash 
equilibria are asymmetric: (​Baseline​, ​Accelerate​) and (​Accelerate​, ​Baseline​). Neither mutual cooperation nor 
mutual defection is stable.

This game form is possible if 

•  the probability of becoming the first mover is higher for the ​Baseline​ actor (x > 0.5), and either
•  the second-mover payoff is higher (​B  >  A​), or 
•  the cost of accelerated development is negative (​c  <  0​).

However, within the context of our model, these conditions are generally unrealistic for AGI: It is unlikely 
that choosing the ​Baseline​ strategy would increase a country’s probability of being the first mover (​x  >  0.5​), 
and it is similarly implausible that the cost of ​Accelerated ​development (​c​) would be negative, resulting in a 
net benefit to society.
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Pareto-Optimal Game
A Pareto-optimal game arises when (​Baseline​, ​Baseline​) is both the only Nash equilibrium and the outcome 
that is best for both countries. In our model, this scenario occurs only when both of the following conditions 
are met:

•  The cost of accelerated AGI development (​c​) is extremely large compared with the first-mover advantage ​​
(0.5 − x)​​(A − B)​  < c​.

•  The probability structure favors the baseline actor (​x  >  0.5​), meaning that choosing ​Baseline​ develop-
ment actually increases your probability of becoming the first mover—a reversal of the usual dynamic. 
This typically requires that the second mover’s payoff (​B​) exceeds that of the first (​A​), so there is little 
incentive to race ahead.

In this configuration, mutual cooperation to choose ​Baseline​ development is both individually rational and 
collectively optimal.

Adjusted Prisoner’s Dilemma and Implausible Cases
There are also less realistic possibilities in which the structure of the game fundamentally changes. If the cost 
of unaligned or uncontrolled development becomes negative (​c  <  0​), the incentives flip: Mutual defection 
(​Accelerate​, ​Accelerate​) becomes both the Nash equilibrium and Pareto optimal, suggesting that unaligned 
or uncontrolled AGI development would benefit both countries—an implausible scenario for real-world AGI 
risk. If all the core inequalities are reversed, the game can become a “reverse” prisoner’s dilemma, in which 
(​Baseline, Baseline​) is the only Nash equilibrium but (​Accelerate​, ​Accelerate​) would be Pareto superior, again 
reflecting assumptions that do not match the risks of AGI.
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