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A
rtificial intelligence (AI) governance is increasingly being asked to manage capabilities 
that are powerful, useful, and difficult to keep scarce. A growing literature argues that 
advanced AI could enable serious misuse in such domains as cyber operations, biological 
risks, surveillance, and strategic competition while emphasizing that AI differs from ear-

lier proliferation problems because many of its key inputs are intangible, reproducible, and widely 
diffusing (Sastry et al., 2024; Vermeer, 2024; Boudreaux et al., 2025). Recent policy analysis and 
commentary have sharpened this point by distinguishing frontier targets from fixed-capability tar-
gets. Frontier systems may remain expensive and concentrated for some time, while any given level 
of capability can become cheaper and more widely available after it is first reached (Scharre, 2024; 
Toner, 2025).

Existing work has begun to map pieces of this challenge. Studies of AI trends show that the cost 
of training frontier systems is rising, even as the cost of reproducing a fixed level of capability may 
fall quickly through hardware progress, algorithmic efficiency, and knowledge diffusion (Scharre, 
2024; Cottier, Rahman, et al., 2025; Cottier, Snodin, et al., 2025). Work on compute governance 
explains why advanced compute is an attractive point of intervention, since it is more observable, 
excludable, quantifiable, and supply chain–concentrated than many other AI inputs (Sastry et al., 
2024). Work on verification and historical analogies suggests that AI governance can benefit from 
lessons learned from nuclear, cyber, encryption, and biological governance while warning that none 
of these analogies fits AI cleanly (Vermeer, 2024; Boudreaux et al., 2025; Harack et al., 2025).

This report focuses on a narrower problem that underpins the frontier debate: How long can a 
regime keep a dangerous fixed capability away from actors it does not trust as the cost of reproduc-
ing that capability falls, and what determines when existing tools stop working well? I address three 
formal research questions in the next section to sharpen this focus. 

In the analysis that follows, I have framed AI counterproliferation as a behind-the-frontier 
problem. The frontier tells us what danger is coming, but not how it spreads; what proliferates is a 
dangerous fixed capability that is becoming cheaper to reproduce. Frontier-constraining tools, such 
as compute export controls, advanced cloud restrictions, and frontier model access rules, matter for 
how quickly entirely new capabilities first reach actors at the frontier. 
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However, those same tools may have a declining 
purchase on the spread of any given capability once it 
has been demonstrated, because the cost of reproduc-
ing a fixed capability falls through hardware progress 
(Rahman, 2024), algorithmic efficiency (Hernandez 
and Brown, 2020), and knowledge diffusion (Seger 
et al., 2023). A control that works at one point in time 
may face a different problem later if the number of 
motivated actors grows or if the bottleneck moves 
from a governable input, such as advanced compute, 
to less governable inputs, such as open weights, dis-
persed expertise, commodity hardware, or pathway-
specific downstream complements. 

Research Questions and Scope

In this report, I define AI proliferation as the spread 
of deployable AI capabilities to actors outside the 
set that a governance regime is prepared to tolerate, 
especially when those capabilities could materially 
enable misuse, coercion, or strategic instability. This 
framing extends the nonproliferation tradition of 
limiting access to consequential capabilities to the AI 
setting, where the relevant inputs include compute, 
model weights, data, algorithms, and technical exper-
tise (Boudreaux et al., 2025; Sastry et al., 2024; Ver-
meer, 2024). Proliferation is narrower than diffusion, 

KEY FINDINGS
	■ Controls on dangerous artificial intelligence (AI) capabilities can weaken on their own, even when 

policy stays unchanged. Once a capability has been demonstrated, the cost of reproducing it tends to 
fall. Each drop in cost pulls new actors past the point at which the capability is worth more than it costs to 
acquire. A regime that holds its rules fixed must therefore govern a steadily growing pool, and the mem-
bers of that pool gain more from evasion as acquisition gets cheaper. Thus, a regime that is fully effective 
at one point in time can fail without any change in policy.

	■ Tools that raise acquisition costs change the calculus for actors near the adoption margin. Export 
controls or cloud access rules shift the behavior of actors whose gain from the capability sits close to 
what acquiring it would cost. Determined, well-resourced actors sit far past that break-even point, so 
realistic cost increases are unlikely to reverse their decision to acquire, while actors with little to gain may 
never choose to acquire the capability. A useful measure of such a control is how many marginal actors 
that control pushes back below the break-even point, not whether the most determined adversary could 
find a way around it. Keeping a specific actor out is a separate problem that requires separate tools, such 
as sanctions and end-use restrictions.

	■ The failure of a counterproliferation regime requires three conditions to hold at once, and policy 
can influence two of them. Such a regime is overwhelmed only when the pool of motivated acquir-
ers keeps growing, when gains in enforcement and deterrence cannot keep pace with that growth, and 
when the misuse pathway has enough realistic adopters to exhaust enforcement capacity. Enforcement 
that carries a low cost per actor, including, potentially, AI-assisted monitoring, works against the second 
condition. A narrower target aimed only at the most dangerous uses works against the third. Durability 
depends on a specific combination of regime, target, and pathway rather than on the technology alone. 

	■ Export controls and similar tools can buy time but may not deliver permanent containment. These 
tools raise costs through inputs that governments can reach, such as advanced chips, cloud accounts, or 
licensed services. Their force is proportional to the share of an acquirer’s cheapest route to the capability 
that still runs through these inputs. Two trends push that share down: (1) knowledge that was once scarce, 
such as model weights and training recipes, moving into the public domain and (2) efficiency gains that 
shrink the amount of controlled hardware a project needs. When the share approaches zero for the actors 
that a regime is trying to hold back, the control stops mattering however vigorously it is enforced. 

	■ In the long run, AI counterproliferation is less about controlling the models than about controlling 
what turns them into AI harms. Converting a capability into damage still requires pathway-specific 
inputs. For instance, biological misuse may need deoxyribonucleic acid (DNA) synthesis services and 
laboratory equipment. These inputs may stay scarce and observable long after the models themselves 
are not. The time that upstream controls buy should go toward building these downstream control points, 
alongside the defenses and verification measures that have to outlast the controls.
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which refers to the broader spread of AI systems, 
methods, and uses across firms, states, research-
ers, and the public, including for many beneficial or 
ordinary uses (Scharre, 2024; Pilz, Heim, and Brown, 
2024). It is also separate from AI harms, which are 
the adverse outcomes that may follow when a capa-
bility is used in a particular pathway, such as cyber 
operations, biological misuse, surveillance, or manip-
ulation (Boudreaux et al., 2025; Hendrycks, Schmidt, 
and Wang, 2025). The analysis, therefore, focuses on 
the economic conditions under which dangerous or 
strategically important capabilities become available 
to more actors and on how long governance tools can 
slow or shape that process as costs fall and bottle-
necks migrate.

To explore the economic aspects of proliferation, 
I ask the following three questions about the nature 
of AI proliferation and the durability of nonprolifera-
tion governance regimes:

1.	 As capability acquisition costs decline, how 
does the privately profitable adopter set 
expand and what enforcement burden does 
this create for a regime trying to hold prolif-
eration below a target level?

2.	 Under what conditions can an AI contain-
ment regime remain durable despite growing 
private incentives for circumvention?

3.	 How does bottleneck migration (the process 
by which the inputs that determine whether a 
regime can reach the marginal actor change 
over time) affect the durability of cost-shifting 
policies (such as export controls, licensing, 
and access restrictions that raise the cost of 
acquiring a fixed capability), and when must 
AI governance shift from upstream contain-
ment to downstream controls or resilience?

To begin answering these questions, I developed 
a stylized model of AI proliferation from three foun-
dational assumptions. The first is that deployable AI 
capability is produced from both non-rival knowl-
edge (such as model weights, algorithms, training 
recipes, and technical expertise) and rival comple-
ments (such as compute, cloud access, energy, financ-
ing, and distribution). The second is that actors differ 
in their incentives and resources, so falling costs 
bring new actors into the set for whom acquisition is 
privately worthwhile. The third is that governance 
operates by changing the costs, benefits, or feasibility 
of acquisition through policy that acts on inputs the 

Glossary of Key Terms

•	 AI proliferation: the spread of deployable AI capability to actors outside the set that a governance regime 
is prepared to tolerate. Narrower than diffusion (the general spread of AI systems and uses, much of it 
benign), and distinct from AI harms (the adverse outcomes of a specific use).

•	 Capability threshold: the fixed level of AI capability that a regime is trying to keep away from untrusted 
actors.

•	 Proliferation set: the set of actors whose privately optimal deployment decisions reach the capability 
threshold. The set expands as the cost of reaching the threshold falls.

•	 Adoption margin: the point at which an actor enters the proliferation set, determined by where the actor’s 
private value from the capability first exceeds the cost of acquiring and deploying it.

•	 Disequilibrium gap: the wedge between the actors who would acquire the capability under their own 
incentives and the smaller set the regime is prepared to tolerate. It is the quantity that a regime must 
actively manage.

•	 Enforcement burden (and capacity): the cost of holding realized proliferation below what private incen-
tives would produce. The regime fails when the burden exceeds the maximum that the regime can sustain 
(its capacity).

•	 Cost-shifting policies: policies that raise the cost of acquiring a fixed capability to push marginal actors 
back below the adoption margin.

•	 Bottleneck migration: the drift over time of the inputs that determine whether a regime can reach the 
marginal actor.
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regime can reach. In developing the model, I drew 
from the growth economics on non-rival knowl-
edge and rival complements (Romer, 1990a), formal 
work on strategic complementarities and monotone 
comparative statics (Milgrom and Roberts, 1990), 
empirical work on AI cost decline and capability 
diffusion (Hernandez and Brown, 2020; Rahman, 
2024; Scharre, 2024; Pilz, Heim, and Brown, 2024), 
the economics of AI diffusion (Wang, 2026), and the 
governance literature on nonproliferation, compute 
controls, verification, and nuclear analogies (Ver-
meer, 2024; Sastry et al., 2024; Boudreaux et al., 2025; 
Allison and Herzog, 2025; Harack et al., 2025).

I modeled several processes that organize and 
formalize the durability of containment: (1) cost 
decline expands the privately profitable adopter set; 
(2) enforcement technology– and policy-induced 
frictions can offset some of the resulting pressure; 
and (3) bottleneck migration reduces the force of 
upstream controls as acquisition pathways shift from 
governable inputs toward more-dispersed knowledge, 
commodity inputs, or pathway-specific downstream 
complements. These processes matter because they 
determine whether containment remains a manage-
able regulatory problem, becomes an increasingly 
costly enforcement problem, or has to give way to 
downstream controls and resilience. The model 
should be read as a stylized, price-theoretic mecha-
nism model rather than as a full institutional design 
exercise. Building on work that treats economic 
models as deliberately simplified structures for isolat-
ing selected forces in complex settings, this analysis 
abstracts from many institutional details to make 
the core mechanism visible (Gibbard and Varian, 
1978; Sugden, 2000; Rodrik, 2015). This approach is 
close to the price theory tradition described by Weyl 
(2019), in which rich and incompletely specified 

environments are reduced to a small set of price-like 
objects that clarify a lower dimensional allocative 
question. In this analysis, those objects include actor 
valuations, acquisition costs, policy interventions, 
enforcement capacity, and the inputs that policy can 
reach. The results should therefore be read as struc-
tural claims about pressure on a containment regime, 
not as a complete theory of institutional design or a 
forecast of any policy’s success.

Within the scope of this analysis, the framework 
addresses the three hypotheses:

1.	 Falling costs for a fixed-capability level 
expand the privately profitable adopter set and 
create growing pressure on any regime that 
holds allowed proliferation below that level. 
The size of this pressure depends on several 
factors. These include the pace of the cost 
decline, the density of actors near the adop-
tion margin, and the strength of incentives for 
actors who would acquire a capability outside 
the regime to evade its controls. Whether 
the regime’s total enforcement burden grows 
in step with this pressure depends, in turn, 
on two opposing forces: (i) improvements 
in enforcement technology can reduce per-
actor monitoring and policing costs, and 
(ii) enforcement itself can impose frictions 
on excluded actors that compress their incen-
tives to evade the regime’s controls. Under the 
framework assumptions, the component of 
pressure that comes directly from falling costs 
rises steadily over time, and whether the net 
burden rises with it depends on how strongly 
these offsetting forces respond. 

2.	 Regime durability is conditional rather than 
guaranteed. A regime with finite enforce-
ment capacity fails when three things hold: 
(i) the gap between private incentives and 
allowed access keeps growing, (ii) improve-
ments in enforcement technology and deter-
rent frictions offset only part of that growth, 
and (iii) the misuse pathway in question has 
enough realistic adopters to overwhelm capac-
ity. Durability requires at least one of these 
conditions to fail. Whether they hold is largely 
an empirical question and partly a policy 

Regime durability is 
conditional rather than 
guaranteed.
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choice, since a regime with a narrower target 
can tolerate more ungoverned access before 
its capacity binds. Durability is therefore best 
understood as a property of the combination 
of regime, target, and pathway, rather than of 
the regime alone.

3.	 Cost-shifting policies can extend containment 
only while actors whose adoption decisions are 
plausibly movable still depend on governable 
bottlenecks. The mechanism is the share of the 
marginal actor’s cost-minimizing acquisition 
path that runs through governable inputs. As 
that share falls, the same policy has less effect 
on the proliferation set. Two forces push the 
share down in the AI case: (i) knowledge diffu-
sion, which moves model weights, recipes, and 
engineering practices from scarcely to widely 
available knowledge; and (ii) substitution away 
from governed inputs as algorithmic effi-
ciency, distillation, and smaller models reduce 
a marginal actor’s dependence on advanced 
compute. As knowledge diffuses and acquisi-
tion pathways migrate toward less governable 
inputs, upstream controls lose force and gover-
nance must shift toward downstream controls, 
pathway-specific complements, target harden-
ing, or resilience. In the biological pathway, for 
example, screening of deoxyribonucleic acid 
(DNA) synthesis orders and controls on other 
laboratory inputs are natural successors to 
controls on models and compute, and the same 
logic applies to analogous shifts in cyber and 
other pathways as upstream bottlenecks erode.

Several open questions remain for future 
research. First, the framework identifies the direction 

of several pressures but does not estimate their mag-
nitudes. Future work should measure how quickly 
fixed-capability costs are falling, how many actors 
sit near relevant adoption margins, and how enforce-
ment costs scale as the excluded actor set grows. 
Second, the model treats governance instruments at 
a high level of abstraction. More-applied work should 
compare specific institutional designs, such as dif-
ferent licensing systems, export control regimes, 
compute-monitoring architectures, cloud access 
rules, liability schemes, and insurance requirements, 
including these designs’ administrative costs, eva-
sion risks, spillovers, and political feasibility. Third, 
the framework treats the regime’s target as given, but 
policy design requires a theory of what level of resid-
ual proliferation or harm is socially tolerable. Future 
work should examine how targets differ across 
misuse pathways and how the acceptable level of 
risk changes with defensive capacity, warning time, 
and expected benefits from AI diffusion. Finally, the 
model abstracts from domestic politics, international 
bargaining, and rent-seeking by regulated actors. 
These forces may determine which regimes can be 
built and sustained, even when the economic struc-
ture of the containment problem is clear.

The individual mechanisms described in this 
report are deliberately simple: The cost of reaching 
a fixed AI capability falls over time, so more actors 
find acquisition worthwhile, and a counterprolifera-
tion regime that tries to keep access below a specific 
threshold must hold back a growing set of motivated 
actors. The analysis that follows traces what this 
growing pressure on the regime implies for how long 
existing policy tools can work and what a regime 
should do with the time that it provides. 

The cost of reaching a fixed AI capability falls over 
time, so more actors find acquisition worthwhile, 
and a counterproliferation regime that tries to keep 
access below a specific threshold must hold back 
a growing set of motivated actors.
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From Falling Costs to Regime 
Durability

The governance problem that I have laid out under-
pins the frontier debate and concerns how long a 
regime can hold a given capability scarce against 
a falling cost curve rather than how to slow the 
arrival of the next frontier system. The economic 
intuition behind the formal model used in this 
analysis is set out below; the full model is pro-
vided in the appendix. The core argument is that 
AI counter proliferation is a problem of choosing 
the right instrument at a point in time, as well as a 
durability problem. As the cost of acquiring a dan-
gerous fixed capability falls, the set of actors with 
private incentives to acquire it expands. A gover-
nance regime that holds access below that privately 
profitable level must therefore sustain a widening 
gap. Whether the regime remains viable depends 
on how quickly enforcement capacity improves, 
how much policy can continue to raise acquisition 
costs, and whether the relevant bottlenecks remain 
reachable by governance. Propositions 1–4 in the 
appendix provide the formal scaffolding for this 
discussion.

The Governance Target

AI counterproliferation is easiest to analyze when the 
object of governance is a specific capability threshold. 
The relevant question is whether a particular level 
of AI capability becomes available to actors whom a 
regime would prefer to exclude. That threshold might 
involve advanced cyber operations, assistance with 
biological misuse, strategic surveillance, autonomous 
persuasion, or some other pathway in which model 
capability materially changes what an actor can do.

This focus matters because AI capabilities dif-
fuse unevenly. Frontier systems may remain expen-
sive and concentrated, while a fixed-capability level 
can become cheaper after it is first reached. The 
same task that once required frontier infrastructure 
may later be achievable with smaller models, cheaper 
hardware, better algorithms, open weights, improved 
tooling, or accumulated know-how. Panel A of 
Figure 1 shows this dynamic visually. While the cost 
of frontier capabilities grows over time, the cost of a 
given fixed-capability level  _x   declines. A governance 
regime therefore faces an evolving economic envi-
ronment, even when its safety target remains fixed. 

In this report, the unit of analysis is the actor 
who can acquire and deploy a capability above the 

FIGURE 1

Behind-the-Frontier Cost Declines Expand the Proliferation Set
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relevant threshold. Actors may be states, firms, labo-
ratories, criminal groups, or coalitions. They differ 
in resources, technical capacity, access to inputs, 
willingness to bear risk, and expected benefit from 
deployment. These differences determine which 
actors find acquisition privately worthwhile at a given 
point in time. The difference in how actors value a 
fixed-capability level is shown in the distribution 
curve in Panel B of Figure 1. Actors on the far left tail 
place a low value on reaching the threshold, and cost 
declines would need to be drastic for them to acquire 
the capability. Actors on the far right tail of the pri-
vate value distribution curve might place such a high 
value on the capability that only an extreme acquisi-
tion cost could deter them from acquiring it. 

A fixed-capability threshold (​​ _ x ​​ in Panel A of 
Figure 1) creates a simple organizing question for 
the rest of the analysis. At any time, which actors 
would acquire the capability if they faced only their 
private costs and benefits? As acquisition costs fall, 
that privately profitable adopter set expands. Some 
new entrants may be ordinary commercial users. 
Others may be actors whose access creates security, 
misuse, or strategic stability concerns. In Panel B of 
Figure 1, the shaded region marks the proliferation 
set at the earlier time period, P(t0 ), and the hatched 
region marks the new entrants pulled in as costs fall, 
P(t1 ) \ P(t0 ). As the cost of acquiring ​​ _ x ​​ falls between 
time period t0 and time period t1, new actors enter the 
set of those who have acquired the capability (i.e., the 
proliferation set, described further below).

The governance problem begins when the pri-
vately profitable adopter set grows beyond the set of 
actors that the regime is prepared to tolerate. The size 

and composition of that difference shape the regime’s 
enforcement problem. The larger the population of 
excluded actors with incentives to acquire the capa-
bility, the more the regime must rely on monitoring, 
screening, access controls, audits, interdiction, or 
downstream resilience to keep realized proliferation 
below its target.

The Adoption Margin

The next step is to identify the point at which an 
actor enters the proliferation set. In the formal 
model, actor i in the set of all possible actors, A, 
combines an information artifact, wi, with scarce 
complements, ki, to produce an effective deployed 
capability:  ​​​x​ i​​ = ​A​ i​​​(​​ ​w​ i​​, ​k​ i​​​)​​​​. Information artifacts 
include such inputs as model weights, algorithmic 
knowledge, and training recipes (i.e., inputs that are 
largely non-rival once produced), and scarce comple-
ments include such things as advanced compute, 
cloud access, energy, financing, and distribution 
infrastructure (i.e., inputs that are rival and exclud-
able). Actor i belongs to the proliferation set (P(t)) 
when its equilibrium deployment decision ​​​x​ i​ *​​(​​t​)​​​​— 
determined by its private cost-benefit calculation—
reaches the threshold ​​ _ x ​​. The proliferation set is thus 
defined as follows:

​​P​(​​t​)​​ = ​{i ∈  𝒜 |​ ​x​ i​ *​​(t)​  ≥ ​ _ x ​​}​​​​.

This definition is useful because it keeps the object 
of governance tied to an actual capability. The regime 
is not trying to regulate interest in AI, research activ-
ity, or adoption in general. It is trying to limit access to 

The larger the population of excluded actors, 
the more the regime must rely on monitoring, 
screening, access controls, audits, interdiction, or 
downstream resilience to keep realized proliferation 
below its target.
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a capability level that matters for a particular misuse, 
coercion, or strategic-stability pathway.

To better understand this concept, the same 
threshold-crossing logic can be expressed as an adop-
tion condition for actor i. Let Vi denote actor i’s pri-
vate value from reaching the fixed-capability ​​ _ x ​​. We 
treat this value as the present value at the decision 
date, which keeps the notation symmetric with the 
time-indexed cost and leaves the qualitative analysis 
unchanged if we instead allow it to vary over time. 
Let ci(t) denote the minimum cost that actor i must 
bear to reach that threshold at time t. Actor i crosses 
the adoption margin when ​​​V​ i​​ ≥ ​c​ i​​​(​​t​)​​​​.

This condition should be read as a reduced-form 
expression of the richer deployment model. The 
behavioral object remains ​​x​ i​ *​​(t)​​. The valuation-cost 
expression simply summarizes why an actor’s equi-
librium choice may reach the threshold. If the private 
value of a capability exceeds the cost of acquiring and 
deploying it, the actor has a private incentive to enter 
the proliferation set.

Both terms vary across actors: Vi can be high 
because a capability produces commercial value, 
military value, intelligence value, coercive lever-
age, or misuse value, and ci(t) can be low because an 
actor has privileged access to compute, cloud infra-
structure, technical talent, financing, data, model 
weights, or tacit know-how. The latter term can also 
be low because an actor operates in a jurisdiction 
where controls are weak or because the actor can 
draw on illicit procurement channels.

The Monotonic Expansion of 
Proliferation

The adoption margin yields the first result. As the 
cost of reaching a capability threshold falls, the pri-
vately profitable proliferation set expands. In the full 
model, this result is stated in terms of equilibrium 
deployment. Actor i belongs to the proliferation set 
when ​​x​ i​ *​​(t)​  ≥  ​ _ x ​​. If marginal deployment costs fall 
over time, each actor’s best response shifts outward. 
When deployment choices are strategic complements, 
this outward shift can be reinforced by the choices 
of other actors. The result is that the set of actors 
whose equilibrium deployment exceeds the threshold 
weakly expands over time.

This result does not imply that every new entrant 
creates the same risk. Some actors may use the 
capability for ordinary commercial purposes. Other 
actors may be risk-relevant because they can use it 
for cyber operations, biological misuse, surveillance, 
coercion, or strategic competition. The result says 
only that the number and variety of actors with pri-
vate incentives to acquire the capability grows as the 
threshold becomes cheaper to reach.

The Disequilibrium Gap and 
Governance Pressure

The second result follows once a regime tries to hold 
realized proliferation below the level generated by 
private incentives. Let M(t) denote the mass of actors 
whose private value exceeds the cost of reaching the 
capability threshold. In the simplified durability 
model, this is written as ​M​(t)​ = 1 − F​(c​(t)​)​​, where F 
is the distribution of actor valuations and c(t) is the 
common cost threshold. M(t) is the measure of the 
proliferation set defined earlier: in the simplified 
durability model, the differences across actors enter 
through the valuation distribution alone, and M(t) 
counts the mass of actors above the threshold rather 
than tracking which specific actors are in the set.

Let m* denote the target mass of adopters the 
regime is prepared to tolerate.1 The disequilibrium 
gap is then expressed as ​Γ​(t)​ = ​​[M​(t)​ − ​m​​ *​]​​ +​​​. We use 
the term disequilibrium here to refer to the wedge 
between the ungoverned private-adoption alloca-
tion and the access level sustained by policy, not to 
a failure of market clearing. Figure 2 displays the 
disequilibrium gap visually as the shaded region 
between the mass of actors who find it privately 
profitable to acquire the capability and the mass 
of adopters the regime is prepared to tolerate. At 
time ​​ ̂  t ​​ the regime sets a tolerated mass m* that lies at 
or above the privately profitable mass ​​M​(​​​ ̂  t ​​)​​​​, and the 
disequilibrium gap is zero. As the cost of reaching the 
capability threshold falls in the later period ​​t​ 1​​​, ​​M​(​​t₁​)​​​​ 
rises above m* and the gap opens.

If c(t) falls over time, M(t) rises. If m* remains 
fixed, ​​Γ​(​​t​)​​​​ weakly rises as well. This is the basic 
durability problem. The regime must manage a 
growing difference between the actors who would 
acquire the capability under private incentives and 
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the level of access that the regime is prepared to toler-
ate. Hence, the governance regime must maintain a 
disequilibrium. 

This gap is not in itself the total enforcement 
burden. Enforcement technology may improve, 
potentially making monitoring cheaper. Audits, 
access controls, penalties, and other governance 
tools may impose frictions that reduce the incentive 
of actors to circumvent the regime. The result here 
is narrower in scope; it identifies the component of 
pressure that comes directly from falling costs. As 
more actors cross the adoption margin, the regime 
has more privately motivated actors to exclude, deter, 
or manage.

When the Gap Becomes Unsustainable

The disequilibrium gap becomes a durability problem 
because exclusion is costly. A regime that holds real-
ized proliferation below the level generated by private 
incentives must monitor, screen, deter, or otherwise 
manage actors who would prefer to acquire the capa-
bility. Let ​E​(Γ​(t)​, ​ρ​ eff​​​(t)​, e​(t)​)​​ denote the enforcement 
burden associated with that task. The term ​Γ​(t)​​ is 
the size of the disequilibrium gap, ​​ρ​ eff​​​(t)​​ captures 
the effective circumvention rents of excluded actors, 
and e(t) captures the state of enforcement technol-
ogy. All else being equal, the enforcement burden is 
increasing with the size of the gap (more actors to 

monitor and deter), increasing in effective circum-
vention rents (actors with more to gain from evasion 
are harder to contain), and decreasing in the state of 
enforcement technology (better monitoring, attesta-
tion, and verification reduce the per-actor cost of 
exclusion). The dynamic question is whether enforce-
ment technology and rent-compressing tools can 
improve fast enough to offset the secular growth in 
the gap.

Let ​​ 
_

 E ​​​ deno​te the maximum burden the gover-
nance authority can sustain through fiscal, political, 
and institutional capacity. The regime fails to sustain 
its target when the enforcement burden exceeds that 
capacity. In the formal model, the regime collapse time 
is the first time t such that ​E​(Γ​(t)​, ​ρ​ eff​​​(t)​, e​(t)​)​ > ​ 

_
 E ​​. 

This condition does not mean collapse is inevitable, 
however.

The third result is that a regime with finite 
enforcement capacity fails to sustain its target when 
three conditions hold together. First, the disequi-
librium gap must continue growing long enough to 
reach a critical level. This requires continuing cost 
decline and a sufficient density of actors near the 
adoption margin. The cost decline appears plau-
sible in the AI case. Scharre (2024) projects that the 
cost to train a model at any fixed-capability level 
falls by roughly three orders of magnitude every 
five years. The density condition is the claim that as 
costs decline, the inflow of new actors into the dis

FIGURE 2

Falling Costs Widen the Disequilibrium Gap

adopter mass

time

Γ(t1)

M(t) = 1— F (c(t))

m*

t1t̂

disequilibrium
gap

NOTE: The privately pro�table adopter mass M(t) rises as the cost of reaching the �xed-capability threshold falls. If the regime holds 
tolerated access �xed at m*, the disequilibrium gap opens once private adoption exceeds the target and grows as M(t) continues to rise.
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equilibrium gap does not slow toward zero. This con-
dition would fail if the actor population were concen-
trated in a narrow range of valuations so that costs 
could fall through some interval without recruiting 
new entrants. That is possible, but the relevant popu-
lation likely spans states, large firms, medium-sized 
firms, research labs, and individual developers, with 
valuations distributed across many orders of magni-
tude. If current cost decline rates hold, Scharre (2024) 
projects that a capability requiring $10 billion to train 
in 2028 could be trained for $10 million by 2033.

Second, enforcement offsets must be finite. Two 
kinds of offsets shrink the regime’s burden: improve-
ments in enforcement technology (cheaper monitor-
ing, attestation, automated compliance checking) and 
enforcement-induced frictions that reduce the value of 
circumventing the regime (penalties, loss of access to 
legitimate infrastructure, interoperability costs, repu-
tational costs). The condition is that these offsets sub-
tract a finite amount from the burden, leaving some 
residual cost that still rises with the size of the gap. It 
is possible that offsets could grow without bound. For 
example, if enforcement automation drove the mar-
ginal cost of covering an additional regulated entity to 
zero, the burden could stay below capacity even as the 
gap grew arbitrarily large. However, collapse would not 
follow from gap growth alone.

This second condition is arguably the most 
uncertain one. It fails if the enforcement architec-
ture has returns to scale that are strong enough 
to drive the marginal cost of covering additional 
actors toward zero as ​Γ​(t)​​ grows. Many compute-
governance proposals are designed around architec-
tures with substantial fixed costs and low marginal 
costs once deployed (Sastry et al., 2024; Harack et al., 
2025). Where enforcement relies on such fixed-cost 

architectures, the per-unit cost of monitoring an 
additional regulated entity may be low and largely 
amortized across the population. The same AI capa-
bilities that expand the disequilibrium gap may also 
improve enforcement through automated monitor-
ing, attestation, compliance checking, or anomaly 
detection. If enforcement automation improves at the 
same pace as the capability frontier, the finite-offset 
assumption weakens further.

Several forces could push in the other direction. 
Actors excluded from the governed channel capture 
circumvention rents that rise as capability acquisi-
tion becomes cheaper, and they may invest more in 
evasion as the rents at stake grow. The enforcement 
burden therefore depends not only on the number 
of excluded actors but also on each actor’s incentive 
to circumvent the regime. The maximum sustain-
able enforcement burden, ​​ 

_
 E ​​, may also change over 

time as visible proliferation incidents could increase 
political willingness to spend on enforcement, while 
legitimacy crises or institutional fatigue may reduce 
it. The formal model treats ​​ 

_
 E ​​ as a fixed variable, but 

policy analysis should treat it as partly endogenous.
Third, the gap level that would overwhelm 

enforcement must actually be reachable in practice. 
Formally, there must be some gap level Γ* at which 
the enforcement burden exceeds sustainable capac-
ity for the governance regime, and that level must 
lie below the realistic active adopter population for 
the pathway in question. This condition depends 
on the misuse pathway and on the regime’s target. 
Some pathways require substantial downstream 
complements, tacit expertise, physical infrastructure, 
or operational reach. Biological weapon develop-
ment and sophisticated attacks on hardened criti-
cal infrastructure may fall closer to this category. 

Two kinds of offsets shrink the regime’s burden: 
improvements in enforcement technology and 
enforcement-induced frictions that reduce the 
value of circumventing the regime.
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These requirements can keep the realistic active 
adopter population small. Other pathways require 
less beyond the model itself. Automated cyberattacks 
at moderate scale, large-scale influence operations, 
and low-quality synthetic media may push the active 
adopter population much closer to the potential 
adopter population.

The regime’s target also matters. The allowable 
mass m* is a policy choice rather than a property of 
the technology. A regime that targets only the most 
dangerous uses can tolerate a larger ungoverned mass 
before enforcement pressure becomes unsustain-
able. A regime that tries to prevent any unauthor-
ized acquisition above a low-capability threshold has 
a tighter target, a larger gap, and less room before 
capacity binds. The same underlying technology can 
therefore support a durable regime under one target 
and an unsustainable regime under another.

This analysis does not commit to a forecast on 
the finite-offset condition. The condition is more 
likely to hold for pathways whose governable inputs 
remain physically scarce (specialized fabrication 
equipment), geographically concentrated (advanced 
semiconductor manufacturing centered in a handful 
of facilities), or institutionally administrable (cloud 
KYC [Know Your Customer] rules, on-chip geoloca-
tion, and licensing arrangements with well-defined 
chokepoints) (Sastry et al., 2024; Harack et al., 2025). 
The condition is more likely to weaken as the relevant 
inputs migrate into commodity hardware (Cottier, 
Snodin, et al., 2025), open-released model weights 
(Seger et al., 2023), ordinary software, or downstream 
complements that are too dispersed to govern at tol-
erable cost. In any pathway where all three conditions 
hold, finite enforcement capacity places an upper 
bound on the lifespan of containment. The duration 
of that lifespan then depends on how quickly bottle-
neck migration erodes the instruments that keep the 
disequilibrium gap manageable.

Bottleneck Migration and the 
Expiration of Cost Shifting

In the previous section, I identified the conditions 
under which a growing disequilibrium gap can 
become unsustainable. The next question is what 

can delay that outcome. One direct candidate is cost 
shifting. If falling acquisition costs expand the pro-
liferation set, policies that raise acquisition costs can 
shrink the set of actors for whom acquisition is pri-
vately worthwhile.

This logic depends on where the acquisition cost 
comes from. Actor i reaches the capability threshold 
by combining such inputs as compute, cloud access, 
energy, financing, distribution infrastructure, model 
weights, training recipes, and technical expertise. 
Some of these inputs are reachable by governance at 
acceptable institutional and political costs. Others are 
too diffuse, too widely embedded in ordinary activ-
ity, or too easy to substitute around for the regime 
to control without imposing costs that the political 
system is unlikely to bear. Let ​​K​​ G​​(t)​​ denote the set of 
governable complements required to produce fixed-
capability level ​​ _ x ​​ at time t. These inputs are observ-
able, sufficiently concentrated, and administrable at 
tolerable institutional cost. What counts as tolerable 
institutional cost varies with a regime’s political con-
straints and with the perceived severity of the misuse 
pathway, so different regimes may draw the line at 
different places. The structural claim that follows 
operates on whatever set of inputs the regime in 
question treats as governable, regardless of where the 
line is drawn.

A cost-shifting policy raises acquisition costs 
only through inputs in ​​K​​ G​​(t)​​. Compute export con-
trols, cloud KYC rules, on-chip geolocation, licensing 
requirements, and restrictions on specialized infra-
structure all work through this channel. They matter 
when the marginal actor still needs the governed 
input to reach the capability threshold.

Policies that raise 
acquisition costs can 
shrink the set of actors 
for whom acquisition is 
privately worthwhile.
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This gives us the fourth result. Cost shifting 
can materially extend regime durability only while 
marginal actors remain dependent on governable 
bottlenecks. Let ​​s​ i​ G​​(t)​​ denote the share of actor i’s 
cost-minimizing acquisition path that runs through 
governable complements. If most of the relevant 
acquisition cost runs through advanced compute and 
advanced compute is governable, then ​​s​ i​ G​​(t)​​ could be 
large. A feasible cost increase on that input can move 
actors back below the adoption margin, shrink the 
proliferation set, and reduce the disequilibrium gap. 
If actors can reach the same threshold through open 
weights, commodity-level hardware, dispersed exper-
tise, or unregulated downstream inputs, then  
​​s​ i​ G​​(t)​​ falls. The same policy has less effect on the total 
cost of acquisition. The effect of the policy is there-
fore limited by the share of the acquisition path that 
still passes through governable complements. As 
that share approaches zero for marginal actors, the 
policy’s effect on the proliferation set also approaches 
zero. This analysis focuses on marginal actors 
because regime durability depends on how many 
actors can be held just below the adoption margin: 
A policy that does not move marginal actors has little 
effect on the proliferation set, even if it raises costs 
for actors well inside or outside the regime. Concerns 
about specific actors are a separate problem, where 
sanctions, end-use restrictions, and other targeting 
instruments may matter more than the cost-shifting 
logic described here. Discrete acquisition through, for 
instance, exfiltration of frontier model weights sits 
outside this logic for the same reason, because this 
type of acquisition places an actor above the threshold 
without traversing the cost curve the regime acts on. 

Two mechanisms push the governable share 
downward in the AI case. The first is knowledge 
diffusion (Seger et al., 2023; Pilz, Heim, and Brown, 
2024). Model weights, training recipes, post-training 
methods, and engineering practices can move from 
scarce knowledge into widely available knowledge. 
As this happens, the remaining knowledge barrier 
falls. Downstream controls on compute, energy, or 
operational complements may still matter, but they 
cannot re-create the lost knowledge barrier unless the 
feasible cost increase is large enough to offset it.

The second mechanism is substitution away from 
governed inputs. For instance, hardware diffusion, 
algorithmic efficiency, distillation, smaller models, 
improved tooling, and better deployment infrastruc-
ture can reduce marginal actors’ dependence on 
advanced compute to produce a fixed capability. If 
advanced compute is the principal governable bottle-
neck, this weakens the pass-through from compute 
controls to total acquisition cost. A compute restric-
tion that once delayed proliferation at the frontier 
may later have little effect on the proliferation set and 
the disequilibrium gap because the relevant actors no 
longer need much of the restricted input.

This result does not make cost shifting 
unimportant. It clarifies the conditions under which 
it works. Cost shifting can buy time when the capa-
bility threshold still depends on inputs that are 
scarce, concentrated, and governable. Its durability 
depends on whether the regime can keep the relevant 
bottleneck inside the governable set as the technology 
and acquisition pathways change.

As upstream controls lose force, governance 
pressure moves downstream, and the relevant down-
stream complements depend on the misuse pathway. 
Turning AI capability into a biological weapon may 
require DNA synthesis services, lab automation 
equipment, pathogen samples, specialized supplies, 
procurement channels, and practical experimen-
tal skill (Sandbrink, 2023). Using AI capability to 
commit a cyberattack may require target access, 
attack infrastructure, exploit markets, scanning 
capacity, botnets, financial rails, and identity infra-
structure for evading detection (Hodgson, Horton, 
and Malone, 2025). These complements may become 
the next governable layer after frontier compute and 
frontier model access lose force.

Regime durability 
depends on how many 
actors can be held just 
below the adoption 
margin.
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Downstream migration may also run out of 
room. Some remaining inputs may be too dispersed, 
too embedded in ordinary commerce, or too politi-
cally costly to control. At that point, raising effective 
acquisition costs alone can no longer keep prolif-
eration below the regime target. Durability then 
depends more heavily on defenses, target hardening, 
resilience, incident response, and adaptation to a 
world in which more actors possess the capability.

Propositions 3 and 4, in the appendix, describe 
the lifespan of containment. Proposition 3 identifies 
when a growing disequilibrium gap can overwhelm 
finite enforcement capacity. Proposition 4 identifies 
how cost shifting can postpone that outcome while 
marginal actors depend on governable bottlenecks. 
The effective lifespan of containment is therefore 
determined by a race between bottleneck migration 
and institutional adaptation. The regime can remain 
durable if new controls, downstream safeguards, 
and resilience measures mature before the old cost-
shifting layer expires.

Conclusion and Strategy 
Implications

This analysis reframes AI counterproliferation as a 
problem of governing through scarcity whose eco-
nomic basis erodes over time. A governance regime 
tries to hold access to a fixed capability below the 
level that actors would reach if they faced only their 
own costs and benefits. Because the cost of reach-
ing that capability level falls over time, the privately 
profitable level keeps moving, even when policy stays 
fixed. Thus, the strategic problem is dynamic. A con-
trol that binds at one point in time can lose force on 
its own as the economic basis of scarcity erodes.

As acquisition costs fall, more actors find the 
capability worth acquiring. A counterproliferation 

regime that holds its tolerated level of access fixed 
must hold back a widening group of motivated actors, 
and that group is the direct source of enforcement 
pressure. In this report, this widening wedge is the 
disequilibrium gap, and it is the quantity a contain-
ment regime must manage even when its stated target 
never changes. 

Whether that gap becomes unmanageable is con-
ditional. Collapse depends on empirical magnitudes 
that the framework does not supply, such as how fast 
costs fall, how many actors sit just below the point 
where acquisition starts to pay, how enforcement 
costs grow as the excluded group expands, and how 
many actors could realistically pursue a given misuse 
pathway. Durability, therefore, belongs to a particular 
combination of regime, target, and pathway. A broad 
regime set at a low capability threshold faces a large 
gap and heavy enforcement pressure, while a nar-
rower regime aimed at the most dangerous uses of AI 
capability faces a smaller gap and can hold for longer. 
Pathways differ for the same reason, because biologi-
cal misuse, cyber operations, influence campaigns, 
and surveillance each depend on different down-
stream inputs and draw on adopter pools of very dif-
ferent sizes. The model locates these conditions, but it 
does not forecast how any particular case resolves.

Policies that raise acquisition costs can delay pro-
liferation, though not forever. Export controls, cloud 
access rules, licensing, and similar restrictions raise 
the cost of the capability through bottlenecks that the 
regime can reach. Their value depends on how quickly 
those bottlenecks decay or migrate toward inputs that 
the regime cannot govern. The strategic question to 
ask of any such control is what it buys time to build.

The time these controls buy has a specific use. 
It is the period in which successor layers of gover-
nance can mature, including pathway-specific inputs 
that turn AI capability into AI harms, such as the 

The strategic problem is dynamic. A control that 
binds at one point in time can lose force on its 
own as the economic basis of scarcity erodes.
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screening of DNA synthesis orders in the biological 
pathway, together with investment in defense and 
incident response. The work of strategy is to build 
and institutionalize those layers while the current 
bottlenecks still bind. The way to know how much 
time remains is to watch where the cheapest route to 
capability runs, because proliferation controls stop 
mattering once that route no longer passes through 
inputs that a government can reach.

In this sense, AI counterproliferation can be 
thought of as a life-cycle problem. Governance begins 
by preserving scarcity and must shift toward manag-
ing harm as the capability spreads. The question that 
matters for strategy is whether the delay that upstream 
controls provide can be converted into adaptation 
before the economic basis of containment erodes.

Appendix. Analytical Framework 
and Modeling Strategy

This appendix presents the formal model used in the 
analysis discussed in this report. It defines a general 
proliferation environment in which heterogeneous 
actors combine non-rival knowledge with rival scarce 
complements to produce deployable AI capability. 

Let ​𝒜 = ​{1, … , N}​​ be the set of actors (states, 
firms, labs, or coalitions). Each actor i has access to 
two classes of inputs for producing deployable AI 
capability (see Romer, 1990b):

1.	 an information artifact, ​​w​ i​​  ∈  ​ℝ​ +​​​ (e.g., model 
weights, algorithmic knowledge, training 
recipes), which is non-rival and imperfectly 
excludable

2.	 scarce complements, ​​k​ i​​  ∈  ​ℝ​ +​​​ (e.g., advanced 
compute, cloud access, energy, financing, dis-
tribution), which are rival and excludable.

Effective deployed capability for actor i is 

​​x​ i​​ = ​A​ i​​​(​w​ i​​, ​k​ i​​)​​,

where ​​A​ i​​​ is increasing in both arguments. 

Payoffs and Equilibrium

Actor i’s payoff from deployment profile 
​x  =  ​(​x​ 1​​, … , ​x​ N​​)​​, which represents the vector of all 
actors’ deployed AI capabilities, is 

​​π​ i​​​(x, t)​ = ​b​ i​​​(​x​ i​​)​ − ​c​ i​​​(​x​ i​​, t)​ + ​r​ i​​​(x)​ −  ​z​ i​​ ​x​ i​​​,

where,

•	 ​​b​ i​​​(​x​ i​​)​​ is the direct private benefit, with ​​b​ i​ ′​ > 0,  ​
b​ i​ ″​ ≤ 0​2

•	 ​​c​ i​​​(​x​ i​​, t)​​ is the private cost, with ​​c​ i​ ′​ > 0, ​ c​ i​ ″​ ≥ 0,​ 
and ​​∂ ​c​ i​​ _ ∂ t ​  <  0​, implying a secular cost decline

•	 ​​r​ i​​​(x)​​ is the strategic or relative-payoff return, 
with ​​ ∂ ​r​ i​​ _ ∂ ​x​ i​​​  >  0​

•	 ​​z​ i​​  ≥  0​ is a policy-induced marginal wedge.

The time dependence in ​​c​ i​​​ is the structural 
feature distinguishing AI from prior proliferation 
problems. The cost decline is driven by semiconduc-
tor scaling, algorithmic efficiency gains, and the 
non-rival accumulation of training knowledge.

Proliferation Set and Dynamics

Fix a capability threshold ​​ _ x ​  >  0​ and define the pro-
liferation set at time t as

​𝒫​(t)​  =  ​{i  ∈  𝒜 : ​x​ i​ *​​(t)​  ≥  ​ 
_

 x ​}​​,

AI counterproliferation can be thought of as a life-
cycle problem. Governance begins by preserving 
scarcity and must shift toward managing harm as 
the capability spreads.
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where ​​x​ i​ *​​(t)​​ is actor i’s equilibrium deployment at 
time t. The set is defined in terms of equilibrium 
deployment levels as the set of actors whose optimal 
deployment exceeds some capability threshold.

Proposition 1: Cost Decline Expands the 
Proliferation Set

Suppose for all ​i,​

•	 ​​π​ i​​​ is strictly concave in ​​x​ i​​​, so the best 
response is single valued

•	 the marginal deployment cost weakly falls 
over time, ​​​∂​​ 2​ ​c​ i​​​(​x​ i​​, t)​ _ ∂ ​x​ i​​ ∂ t ​ ≤ 0​

•	 deployment choices are strategic comple-
ments, ​​∂ ​r​ i​ 2​​(​x​ i​​, ​x​ −i​​)​ _ ∂ ​x​ i​​ ∂ ​x​ j​​ ​ ≥ 0​ for all ​j ≠ i ​,

then the equilibrium deployment vector is 
componentwise nondecreasing in time 
​​x​ i​ *​​(​t ′ ​)​ ≥ ​x​ i​ *​​(t)​​ for all ​i​ and ​​t ′ ​ > t​. Consequently, 
the proliferation set is monotonically expand-
ing: ​𝒫​(t)​  ⊆  𝒫​(​t ′ ​)​​ for all ​​t ′ ​ > t​.

Proof: The private first-order condition for 
actor ​i ​is 

​​​F​ i​​​(x, t)​  =  b​ i​ ′​​(​x​ i​​)​ − ​c​ i​ ′​​(​x​ i​​, t)​ + ​ ∂ ​r​ i​​ _ ∂ ​x​ i​​
 ​​(x)​ − ​z​ i​​​.

Strict concavity implies that ​​∂ ​F​ i​​ _ ∂ ​x​ i​​ ​  <  0​, so the best 
response ​B ​R​ i​​​(​x​ −i​​, t)​​ is well defined by  
​​F​ i​​​(B ​R​ i​​​(​x​ −i​​, t)​, ​x​ −i​​, t)​ = 0​. Differentiating implic-
itly, first with respect to time,

​​ 
∂ B ​R​ i​​ _ ∂ t ​  =  − ​ 

​(​∂ ​F​ i​​ _ ∂ t ​)​
 _ 

​∂ ​F​ i​​ _ ∂ ​x​ i​​ ​
 ​  =  − ​ 

− ​ ​∂​​ 2​ ​c​ i​​ _ ∂ ​x​ i​​ ∂ t​ ____ ​∂ ​F​ i ​​⁄ ∂ ​x​ i​​​ ​​.

By assumption, ​​ ​∂​ i​ c​ _ ∂ ​x​ i​​ ∂ t​ ≤ 0​, so ​​∂ ​F​ i​​ _ ∂ t ​ ≥ 0​. Since ​​∂ ​F​ i​​ _ ∂ ​x​ i​​ ​ < 0​, it 
follows that

​​∂ B ​R​ i​​ _ ∂ t ​  ≥  0​.

Next, with respect to rival deployment ​​x​ j​​​,

​​ ∂ B ​R​ i​​ _ ∂ ​x​ j​​
 ​  =  − ​ 

​(​∂ ​F​ i​​ _ ∂ ​x​ j​​
 ​)​

 _ 
​∂ ​F​ i​​ _ ∂ ​x​ i​​

 ​
 ​  =  − ​ 

− ​ ​∂​​ 2​ ​r​ i​​ _ ∂ ​x​ i​​ ∂ ​x​ j​​
​

 _ 
​∂ ​F​ i​​ ⁄ ∂ ​x​ i​​​

 ​.​

Strategic complementarity implies 
that ​​ ​∂​​ 2​ ​r​ i​​ _ ∂ ​x​ i​​ ∂ ​x​ j​​​  ≥  0​, and again ​​∂ ​F​ i​​ _ ∂ ​x​ i​​ ​  <  0​, so 

​​ ∂ B ​R​ i​​ _ ∂ ​x​ j​​
 ​  ≥  0​.

Thus, each actor’s best response is weakly 
increasing both over time and in rivals’ 
deployment. Since equilibrium is unique, 
standard monotone comparative statics imply 
that the equilibrium vector of ​​x​​ *​​(t)​​ is compo-
nentwise nondecreasing in time t. Therefore, if 
actor i exceeds threshold ​​ _ x ​​ at time t, the same 
actor will also exceed the threshold at any time ​​
t ′ ​ > t​. Hence

​𝒫​(t)​  ⊆  𝒫​(​t ′ ​)​ . □​

Proposition 1 formalizes a simple but important 
point: If marginal deployment costs fall over time and 
deployment choices are strategic complements, then 
each actor’s best response shifts outward over time. 
Under equilibrium uniqueness, equilibrium deploy-
ment is therefore weakly increasing componentwise.3 
Any fixed-capability threshold is crossed by a weakly 
expanding set of actors. Policy may slow this expan-
sion by altering costs or payoffs, but absent interven-
tion that changes those fundamentals, the equilibrium 
proliferation set does not contract. 

Regime Durability

In this section, I address the question of whether the 
governance regime can persist over time against the 
secular economic forces driving proliferation.

Enforcement Burden and Secular Cost 
Declines

Before turning to the governance problem, it helps 
to map the simplified objects in what follows onto 
the two primitives defined in the first section of this 
appendix. The composite capability is summarized 
by a scalar private valuation Vi for reaching a fixed 
capability threshold, with strategic complementari-
ties and direct benefits netted out. The composite 
acquisition cost is summarized by the scalar c(t), the 
marginal cost of reaching that same threshold at 
time t. Actors are distributed across valuations with 
cumulative distribution F. The framework here sup-
presses the equilibrium amplification channel from 
Proposition 1, allowing the analysis to focus on the 
enforcement question.
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Return to a simplified version of the proliferation 
set from earlier:

​𝒫​(t)​ = ​{i  ∈  A  : ​V​ i​​  ≥  c​(t)​}​​.

The durability analysis in this section uses  
​c​(t)​​ rather than ​​c​ i​​​(t)​​ to isolate the common secular 
decline in the cost of reaching a fixed-capability 
threshold. Actor-level differences in access, resources, 
and willingness to pay are represented in the distri-
bution of Vi . This simplification preserves the core 
mechanisms while keeping the enforcement burden 
result in this section transparent.4 In the next section, 
we revisit actor-specific costs. 

A governance regime ​𝒢​ holds realized prolifera-
tion to some target mass m*. Define the disequilib-
rium gap by 

​Γ​(t)​ = ​​[1 − F​(c​(t)​)​ − ​m​​ *​]​​ +​​.​

The disequilibrium gap is the difference between 
the mass of adopters without intervention and the tar-
geted mass of adopters under the governance regime.

Proposition 2: Secular Cost Decline Expands the 
Disequilibrium Gap

Suppose ​​c ̇ ​​(t)​ < 0​ and the mass of actors with 
private value above cost is

​M​(t)​ = 1 − F​(c​(t)​)​.​

If the governance regime holds realized prolif-
eration to a fixed allowable mass ​​m​​ *​​, the dis-
equilibrium gap

​Γ​(t)​  =  ​​[M​(t)​ − ​m​​ *​]​​ +​​​

is weakly increasing in time. If, in addition, 
​Γ​(t)​ > 0, ​c ̇ ​​(t)​ < 0, and f​(c​(t)​)​ > 0​, then 

​​Γ ˙ ​​(t)​ > 0.​

Proof: Differentiate ​​M​(​​t​)​​​​ as

​​M ˙ ​​(t)​ = − f​(c​(t)​)​​c ̇ ​​(t)​.​

Since ​​c ̇ ​​(t)​ < 0​ and ​f​(c​(t)​)​ ≥ 0,​

​​M ˙ ​​(t)​  ≥  0.​

So, the privately profitable set weakly expands 
over time.

Because ​​m​​ *​​ is fixed and ​M​(t)​​ is weakly increas-
ing, ​Γ​(t)​​ is weakly increasing. On any interval 
where ​M​(t)​ > ​m​​ *​​, the positive-part operator is 
locally inactive, so 

​​Γ ˙ ​​(t)​ = ​M ˙ ​​(t)​ = − f​(c​(t)​)​​c ̇ ​​(t)​.​

Thus, if ​Γ​(t)​ > 0, ​c ̇ ​​(t)​ < 0, and f​(c​(t)​)​ > 0,​ then 

​​Γ ˙ ​​(t)​. □​

Proposition 2 formalizes the sense in which a 
governance regime is sustaining a disequilibrium 
gap. As private acquisition costs fall, the mass of 
actors for whom ungoverned acquisition is privately 
profitable expands. If the governed target is held 
fixed, the number of actors the regime must actively 
deter rises over time. The relevant driver is falling 
costs interacting with the positive density at the 
private-profitability margin. 

Circumvention Incentives

Make the enforcement problem explicit. Each actor i​​ 
excluded from the mass m* faces a circumvention 
decision. Let ​​ρ​ i​​​(t)​ = ​V​ i​​ − c​(t)​​ denote the rent that 
actor ​i ​would capture from acquiring an AI capability 
outside the governance regime. This rent is the maxi-
mum cost that the actor would be willing to invest in 
circumvention. 

Let the governance regime’s enforcement cost 
function be ​E​(Γ, ρ, e)​​, where ​ρ = ​​(​ρ​ i​​)​​ 

i∈𝒫​(t)​\​m​​ *​
​​​ is the 

vector of circumvention rents, and ​e​(t)​​ represents the 
state of enforcement technology.5 Assume that the 
enforcement cost is increasing in both the number of 
actors to be deterred and the magnitude of their cir-
cumvention incentives and that enforcement technol-
ogy is declining, such that

​​ ∂ E _ 
∂ Γ

 ​  > 0,  ​ ∂ E _ 
∂ ​ρ​ 

i
​​ ​  > 0,  ​ ∂ E _ 

∂ e
 ​  < 0​.
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Importantly, the circumvention rents are 
not determined by the secular cost decline alone. 
Enforcement activity also alters the effective costs 
and benefits that actors outside the governed channel 
face. Let ​​c​ i​ eff​​(t)​ = c​(t)​ + ​ψ​ i​​​(t)​​ where ​​ψ​ i​​​(t)​ ≥ 0​ captures 
the enforcement-induced cost increases. Similarly, let ​​
V​ i​ eff​​(t)​ = ​V​ i​​ − ​ϕ​ i​​​(t)​​ capture the enforcement-induced 
benefit reductions (e.g., interoperability penalties, 
reputation costs). The effective circumvention rent 
is then

​​ρ​ i​ eff​​(t)​  =  ​(​V​ i​​ − ​ϕ​ i​​​(t)​)​ − ​(c​(t)​ + ​ψ​ i​​​(t)​)​​.

The enforcement burden evolves according to 
three competing forces:

1.	 the secular cost decline, which expands ​Γ​(t)​​ 
and raises circumvention rents

2.	 improvements in enforcement technology,  
​e​(t)​​, which reduce per-unit enforcement costs

3.	 enforcement-induced (effective) cost and 
benefit shifts, ​​ψ​ i​​​(t)​​ and ​​ϕ​ i​​​(t)​​, which compress 
effective circumvention rents.6

In general, the net enforcement burden grows 
over time if force 1 dominates forces 2 and 3 com-
bined. To see how, differentiating ​E​ with respect to 
time yields,

​​∂ E _ ∂ t ​  =  ​(​∂ E _ ∂ Γ ​)​​Γ ˙ ​ + ​∑ i​​ ​(​ ∂ E _ ∂ ​ρ​ 
i
​​​)

​​​ρ​ 
i
​ eff​ ˙ ​​ + ​∂ E _ ∂ e ​ ​e ˙ ​​.

The first term is positive by Proposition 2. The 
second term depends on ​​​ρ ˙ ​​ i​ eff​  =  − ​c ˙ ​​(t)​ − ​​ψ ˙ ​​ i​​ − ​​ϕ ˙ ​​ i​​​, 
which is positive when the secular decline outpaces 
the growth of enforcement-induced frictions and 
negative otherwise. The third term is negative when 
enforcement technology is improving (i.e., enforce-
ment automation capabilities). Therefore, the sign of ​​​​
∂ E _ ∂ t ​​ is indeterminate in general. 

Regime Collapse

Let ​​ 
_

 E ​​ denote the maximum enforcement expenditure 
the governance authority can sustain, measured as 
fiscal, political, or institutional capacity. Define the 
regime collapse time as 

​​t​​ *​ = inf​{t : E​(Γ​(t)​, ​ρ​​ eff​​(t)​, e​(t)​)​ > ​
_

 ​ 
_

 E ​​}​​.

The dynamics of the time derivatives of the 
enforcement burden introduce a complication in 
these dynamics. Enforcement-induced frictions (​​ϕ​ i​​​ 
and ​​ψ​ i​​​) can partially offset the secular cost trend, and 
enforcement technology, ​e​(t)​​, reduces the per-unit 
cost of enforcement. The question is then whether 
these forces can prevent a collapse indefinitely. Under 
a simple set of sufficient conditions, the answer is no.

Proposition 3: Finite Enforcement Capacity 
Implies Regime Collapse 

Suppose 

1. 	 threshold-reaching growth of the disequi-
librium gap: There exist constants ​​f _​ > 0,  
​c _​ > 0​, ​T​, and gap level ​​Γ​​ *​​, such that ​​Γ​​ *​​ is 
greater than ​Γ​(t)​​ and ​​Γ​​ *​​ is less than or equal 
to ​1 − ​m​​ *​​. For all ​t ≥ T, ​such that ​Γ​(T)​ < ​Γ​​ *​​, 
we have ​​c ̇ ​​(t)​ ≤ − ​c _​​ and ​f ​(c​(t)​)​ ≥ ​f _​​. 

By Proposition 2, this result implies that once 
the disequilibrium gap is active, ​​Γ ˙ ​​(t)​ > ​f _​ ⋅ ​c _​​ 
whenever ​Γ​(t)​ < ​Γ​​ *​​.

2.	 finite offset capacity: There exist constants ​
a > 0​ and ​b < ∞​, such that for all feasible 
values of ​Γ, ​ρ​​ eff​, ​and ​e​,

​E​(Γ, ​ρ​​ eff​, e)​ ≥ aΓ − b.​

This means that improvements in enforcement 
technology and enforcement-induced frictions 
can reduce the enforcement burden but only 
by a finite amount. They do not eliminate the 
fact that the burden rises with the size of the 
disequilibrium gap.

3.	 the gap level ​​Γ​​ *​​ is collapse-inducing, in the 
sense that 

​a ​Γ​​ *​ − b > ​ 
_

 E ​,​

then the governance regime collapse time ​​t​​ *​​ is 
finite.

Proof: If ​Γ​(t)​​ is already greater than or equal to ​​
Γ​​ *​​, then by assumptions 2 and 3, the enforce-
ment burden already exceeds capacity at or 
before time ​T​, so the governance regime col-
lapse time is finite.
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Otherwise, suppose ​Γ​(t)​ < ​Γ​​ *​​. By assumption 1, 
as long as ​Γ​(t)​​ remains below ​​Γ​​ *​​, the disequilib-
rium gap grows at a rate bounded below by the 
positive constant ​​f _​ ⋅ ​c _​​. Hence, for all ​t ≥ T​ up to 
the first time ​Γ​ reaches ​​Γ​​ *​​,

​Γ​(t)​ ≥ Γ​(T)​ + ​f _​ ⋅ ​c _​ ⋅ ​(t − T)​.​

It follows that ​Γ​ reaches ​​Γ​​ *​​ in finite time, no 
later than

​T + ​ ​(​Γ​​ *​ − Γ​(T)​)​ _ 
​f _​ ⋅ ​c _​
 ​.​

Call that date ​​ ̂  t ​​. At time ​​ ̂  t ​​, assumption 2 
implies that 

​E​(Γ​(​ ̂  t ​)​, ρ​(​ ̂  t ​)​, e​(​ ̂  t ​)​)​ ≥ aΓ​(​ ̂  t ​)​ − b ≥ a ​Γ​​ *​ − b.​

According to assumption 3, this quantity is 
strictly greater than ​​ 

_
 E ​​. Therefore, the enforce-

ment burden exceeds sustainable capacity at 
time ​​ ̂  t ​​. By the definition of collapse time, 
​​t​​ *​ ≤ ​ ̂  t ​ < ∞. □​

Proposition 3 identifies a sufficient condition 
under which finite enforcement capacity leads to gov-
ernance regime collapse. It requires that the disequi-
librium gap continues growing long enough to reach 
a level at which even the lowest feasible enforcement 
burden exceeds institutional capacity.

Bottleneck Migration and the Expiration of 
Cost Shifting 

Let actor ​i​’s minimum cost of reaching a capability 
threshold, ​x​, be expressed as ​​​c​ i​​​(​​t, τ​)​​​​, where ​τ​ denotes 
policy wedges applied to particular scarce comple-
ments. Examples include advanced semiconductors, 
cloud compute access, large-scale energy supply, 
financing, and distribution channels. The cost is 
given by 

​​c​ 
i
​​​(t, τ)​  =  ​min​ 

k
​ ​​​[​​​∑ 

l
​​ ​(​p​ 

l
​​​(t)​ + ​τ​ 

l
​​​(t)​)​ ​k​ 

il
​​​+ ​B​ 

i
​​ ​]​​​ subject to  ​A​ 

i
​​​(​w​ 

i
​​, ​k​ 

i
​​)​  ≥ x​.

Here ​​k​ i​​​ unpacks the scarce-complement term. 
The index ​l​ denotes such complement categories as 

advanced compute, cloud access, energy, distribu-
tion infrastructure, or domain-specific operational 
inputs. The term ​​B​ i​​​ is the remaining knowledge bar-
rier, which represents the residual cost of acquiring 
the non-rival knowledge inputs that actor i does not 
already possess, and the knowledge barrier declines 
as model weights, training recipes, or post-training 
methods diffuse. Here ​​e​ t​​​ indexes the state of knowl-
edge diffusion at time ​t​. As more weights, recipes, 
and methods enter the public domain, ​​e​ t​​​ grows and 
the knowledge barrier shrinks.

Not all scarce complements are reachable by 
policy. The algorithmic knowledge embedded in pub-
lished research, general-purpose consumer hardware, 
and routine software engineering labor are all inputs 
into AI development that no regime has a practical 
way to wedge. To capture this, let ​​K​ t​ G​ ​be the subset of 
scarce complements that are governable at time t, 
meaning that they are observable, sufficiently con-
centrated, and administrable at tolerable institutional 
cost. The regime can impose an effective wedge only 
on complements in ​​K​ t​ G​​. Complements not in ​​K​ t​ G​​ are 
ungovernable in the sense that the regime cannot 
administer a binding wedge on them at tolerable 
institutional cost, whether because they are too dis-
persed to monitor, too embedded in ordinary com-
merce to restrict, or too easy to substitute around. 
Assume feasible wedges are bounded, so ​ 
0 ≤ ​τ​ l​​​(t)​ ≤ ​​ _ τ ​​ l​​​ for each ​l​ in ​​K​ t​ G​​, and ​​​τ​ l​​​(​​t​)​​ = 0​​ for comple-
ments outside ​​K​ t​ G​​.

The proliferation set can then be described as a 
function of these wedges,

​​​P​ t​​​(​​τ​)​​ = ​{i  ∈  A : ​V​ i​​  ≥ ​c​ i​​​(t, τ)​}​​​,

and the corresponding disequilibrium gap is

​​Γ​(​​t, τ​)​​ = ​​[ ​P​ t​​​(τ)​− ​m​​ *​]​​ 
+
​​​​.

When ​τ = 0​ and ​​​c​ i​​​(​​t, 0​)​​​​ is summarized by the 
scalar ​​c​(​​t​)​​​​, this expression reduces to the disequilib-
rium gap shown in Proposition 2. 

Finally, to represent the surface on which policy 
wedges have traction, define the governable share of 
actor ​i​’s no-wedge acquisition cost as

​​s​ i​ G​(t)​​ = ​ 
​[​∑ 

l∈ ​K​ t​ G​
​​ ​p​ 

l
​​​(t)​ ​k​ il​ *​​(t, 0)​​]​

  _____________  
​c​ i​​​(​​t, 0​)​​  ​ ​,
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where ​​​k​ il​ *​​(​​t, 0​)​​​​ is actor ​i​’s cost-minimizing use of 
complement ​l​ absent the policy wedge. This govern-
able share is the fraction of the acquisition cost that 
flows through governable complements. If 80 percent 
of actor ​i​’s cheapest acquisition path runs through 
advanced compute and compute is governable, the 
lever is large. If actor ​i​ can substitute around to 
ungovernable inputs and bring the share to 5 percent, 
the lever’s purchase shrinks proportionally.

With this setup, we can characterize the condi-
tions under which a bounded cost-shifting instru-
ment can materially delay the governance regime 
collapse.

Proposition 4: Bottleneck Migration and Cost-
Shifting Durability 

A bounded cost-shifting instrument can mate-
rially extend governance regime durability 
only while marginal actors remain dependent 
on governable bottlenecks. If ​​s​ i​ G​(t)​​​ tends to zero 
for marginal actors, then any bounded wedge 
on governable complements has a vanishing 
effect on the proliferation set, provided the 
valuation distribution is continuous near the 
acquisition margin.

Proof: A nonnegative wedge on a governable 
complement weakly raises acquisition cost, so ​​​
c​ i​​​(t, τ)​ ≥ ​c​ i​​​(​​t, 0​)​​​​. Therefore, ​​​P​ t​​​(​​τ​)​​​​ is a subset of ​​​
P​ t​​​(​​0​)​​​​, and ​​Γ​(t, τ)​ ≤ Γ​(​​t, 0​)​​​​.

The actors deterred by the wedge are those 
with valuations in the interval between ​​​c​ i​​​(​​t, 0​)​​​​ 
and ​​​c​ i​​​(​​t, τ​)​​​​. Thus, the effect of a cost-shifting 
instrument is bounded by the mass of actors in 
that interval. For an ad valorem or otherwise 
bounded wedge, the maximum cost increase 
is proportional to the share of the cost-
minimizing acquisition path that runs through 
governable complements.

What remains to be characterized is how wide 
the interval can be. The width of the interval 
equals the increase in actor ​i​’s minimized 
acquisition cost induced by the wedge profile ​τ​. 
To bound it, apply the envelope theorem.

Actor ​i​’s acquisition cost, ​​c​ i​​​(t, τ)​​, is the value 
function of a constrained minimization prob-
lem in which the wedges, ​​τ​ l​​​ , enter as para
meters. At the optimum ​​k​ i​​​(t, τ)​​, the actor’s 

choice already satisfies the first-order condi-
tions for the problem, so a small change in ​​τ​ l​​​ 
induces no first-order change in ​​k​ i​​​. The only 
first-order effect of raising ​​τ​ l​​​ is the mechanical 
one of paying more for whatever amount of 
complement ​l ​the actor is already using. The 
envelope theorem expresses this as

​​ ∂ ​c​ i​​​(t, τ)​ _ 
∂ ​τ​ l​​
 ​  =  ​k​ il​​ ​​(t, τ)​​​ *​​.

A useful corollary is that ​​c​ i​​​(t, τ)​​ is concave in ​
τ​, since the actor’s ability to substitute away 
from taxed inputs at any positive wedge makes 
the realized cost increase weakly smaller than 
what one would compute holding ​​k​ i​ *​​ fixed at its 
no-wedge value. That gives an upper bound of

​​c​ i​​​(t, τ)​ − ​c​ i​​​(t, 0)​  ≤  ​∑ l​​ ​τ​ l​​​(t)​ ⋅ ​k​ il​ *​​(t, 0)​​​.

Where the right-hand side is the cost the actor 
would pay under wedge ​τ​ if they did not substi-
tute, and substitution can only reduce that cost.

For any bounded wedge profile, the logic gives 
an upper bound proportional to the maximum 
feasible wedge times actor i’s pre-wedge expen-
diture on the governable complements, which 
is proportional to 

​​s​ i​ G​​(t)​ ⋅ ​c​ i​​​(t, 0)​​.

The cost increase that a bounded wedge can 
impose on actor ​i ​is therefore proportional to 
the governable share, ​​s​ i​ G​​(t)​​. If the share tends to 
zero for marginal actors, the feasible increase 
in ​​c​ i​​​ tends to zero with it. With a continuous 
valuation distribution near the acquisition 
margin, the mass of actors deterred by a van-
ishing cost increase also tends to zero. Cost 
shifting therefore works only through comple-
ments that are both necessary to the cost-
minimizing acquisition path and governable 
by the regime. As that pathway migrates away 
from such complements, the instrument stops 
working materially. 

Proposition 4 shows that, under maintained 
assumptions, a cost-shifting instrument works only 
as long as the marginal actor’s cost-minimizing 
acquisition path still runs through governable 
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What downstream inputs look like depends on 
the harm in question. Turning AI capabilities into a 
biological weapon, for instance, still requires access 
to DNA synthesis services, lab automation equip-
ment, samples of pathogens, specialized lab supplies, 
channels for procuring restricted materials, and the 
practical experimental skill to put any of those com-
ponents to use. Turning AI capability into a cyber
attack still requires access to targets, infrastructure 
for running autonomous attacks at scale, markets for 
buying exploits, scanning and reconnaissance capac-
ity, botnets, financial rails for moving the proceeds, 
and identity infrastructure for evading detection. 
Governance strategy will need to develop tools and 
institutions for managing these downstream inputs 
as the upstream tools lose their effectiveness.

Even this downstream migration could eventu-
ally run out of room. If the remaining inputs are too 
dispersed or too embedded in normal commerce to 
control, or if controlling them would require a level 
of intervention that no political system would accept, 
then cost shifting will reach the end of its usefulness. 
The regime can no longer hold proliferation below 
its target level by raising effective prices. At that 
point, durability has to come from a different type of 
investment. Strategic work shifts to building defenses 
against the harms that will get through, hardening 
the targets that attackers can now reach, increas-
ing the resilience of the systems that depend on AI 
behaving safely, and accepting that more actors will 
end up with the capability than the original regime 
aimed to allow. 

Corollary (containment lifespan). Propositions 3 
and 4 together describe the lifespan of containment. 
Without intervention, Proposition 3 shows that the 
regime collapses in finite time once the enforcement 
burden grows past institutional capacity. Cost shift-
ing on governable bottlenecks can postpone collapse, 
possibly for a long time, because raising acquisition 
costs holds down the size of the disequilibrium gap. 
Proposition 4 shows that the delay is bounded by how 
fast bottleneck migration erodes the cost-shifting layer. 
The regime’s effective lifespan is therefore determined 
by whether the institutions and defenses that will 
replace cost shifting can be built faster than the cost-
shifting layer expires. 

bottlenecks. Whether and how fast the instrument 
stops working depends on how the governable share 
evolves in practice. In the AI proliferation case, two 
mechanisms push that share downward. The first 
works through the composition of the governable set 
itself, since knowledge diffuses and passes out of the 
reach of policy. The second works through the weight 
of governable inputs in the cost-minimizing basket, 
which falls as algorithmic efficiency and substitution 
improve. The following two lemmas formalize each 
mechanism:

•	 Lemma 1: Knowledge release destroys the 
knowledge bottleneck. As model weights, 
training recipes, or post-training methods 
diffuse, ​​B​ i​​​ falls. This reduces the knowl-
edge component of ​​​c​ i​​​(​​t, 0​)​​​​. If the remaining 
acquisition path still depends on governable 
complements, cost shifting can continue to 
raise acquisition costs through those residual 
complements. If not, the collapse of ​​B​ i​​​ reduces 
or eliminates the cost-shifting lever. Once the 
knowledge barrier is gone, downstream wedges 
on compute, energy, or operational comple-
ments cannot re-create it, unless the feasible 
wedge exceeds the lost knowledge barrier.

•	 Lemma 2: Compute controls decay as com-
pute requirements fall. If hardware diffu-
sion, algorithmic efficiency, distillation, or 
post-training improvements reduce marginal 
actors’ dependence on advanced compute, 
then advanced-compute controls have declin-
ing pass-through to total acquisition cost. In 
the notation in the above proof for Proposi-
tion 4, ​​​k​ ​{i,compute}​​ *  ​​(​​t, 0​)​​​​ falls for marginal actors. 
If advanced compute is the principal ele-
ment of ​​K​ t​ G​​, then ​​s​ i​ G​(t)​​​ falls as well. Thus, the 
same compute wedge that once meaningfully 
delayed proliferation may later have little 
effect on ​​​P​ t​​​(​​τ​)​​​​.

The framework suggests that the focus of gover-
nance will shift over time. As the upstream controls on 
AI inputs lose their bite, the regime will need to shift 
its attention downstream to other things that actors 
need to turn raw AI capability into actual AI harms.
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Notes
1  Note that m* does not necessarily need to be zero. While I 
did not model the trade-off directly in this analysis, implicit in 
setting the optimal size of the proliferation set is the balance 
between the increasing marginal cost of stopping all actors and 
the expected AI harms themselves. Becker (1968) applies a simi-
lar logic to the level of crime in general. Additionally, m* may 
not be identical across all capabilities. Some particularly harm-
ful capabilities might have lower values, and others could have 
higher values.
2  I assume for simplicity that benefits are fixed. This assump-
tion puts all of the temporal dynamics on the cost side. In reality, 
benefits also vary over time. Adding ​​∂ ​b​ i​​ _ ∂ t ​  >  0 ​would reinforce all 
results shown in this appendix.

3  The monotone expansion result relies on the structure of 
supermodular games (Milgrom and Roberts, 1990), in which 
strategic complementarity guarantees that equilibrium bounds 
shift monotonically with exogenous parameters. 
4  The same monotonic logic from Proposition 1 holds with 
actor-specific costs if each actor’s threshold-reaching cost weakly 
declines over time. 
5  Enforcement-induced frictions introduced in this section  
(​ψ​ and ​ϕ​) are treated as features of the regime that compress 
residual circumvention rents. ​E​(⋅)​​ captures the policing burden 
that remains once those frictions are in place, not the full institu-
tional cost of creating and maintaining them.
6   This is true when the cost function is replaced by the effec-
tive cost function (​​c​ i​ eff​​(t)​​), which accounts for how enforcement 
actions affect the private costs that actors face (​ψ​(t)​​). 
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