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Executive summary

Artificial intelligence (Al) is becoming
embedded in the digital infrastructure
through which goods are forecast, routed,
documented, stored, monitored and delivered.
In transportation, logistics, warehousing and
inventory management, firms are applying Al
to demand forecasting, route optimisation,
predictive maintenance, parcel sorting,
warehouse robotics, inventory allocation, driver
and fleet monitoring, customs documentation
and operational anomaly detection. These
applications promise faster decision making,
improved visibility, lower costs and more
efficient use of vehicles, facilities, inventory
and labour. At the same time, they create new
forms of operational reliance on models, data
feeds, cloud services, software vendors and
automated decision rules.

This report examines how that operational
reliance may translate into insurance risk,
particularly where an Al-related failure does not
remain confined to one firm. Its central concern
is aggregation risk: the possibility that a shared
Al weakness, technology service failure,
cyberattack, or regulatory shock could generate
related losses across multiple policyholders at
the same time. Firms that appear independent
at the underwriting level may rely on the same
model provider, cloud platform, warehouse
robotics system, mapping service, document
processing architecture or logistics data
source. These hidden dependencies can
weaken assumptions that losses are diversified
across policyholders, sectors, locations and
insurance lines.

The report focuses on transportation and
logistics as well as warehousing and inventory
management. The analysis combines a review
of academic and industry literature, evidence

from Al-related incidents and lawsuits,
stakeholder interviews across operational,
legal, insurance, industry and technology
governance backgrounds, and structured
scenarios designed to test how Al-related
losses could aggregate across firms and
policy portfolios.

Al adoption in supply chains is likely to
increase over the next five years, but not
evenly across firms or functions. The fastest
growth is expected in applications that can

be added to existing digital workflows without
requiring a complete redesign of operations.
Visibility and monitoring tools such as delay
detection, anomaly identification, predictive
maintenance and fleet monitoring are likely

to spread most rapidly. Al systems that
generate operational recommendations,
including routing and maintenance, are also
likely to expand where firms have adequate
data and retain human review. Automated

or semi-automated execution will likely grow
more selectively, particularly in controlled and
high-volume environments such as advanced
warehouses, because these deployments carry
greater safety, liability, integration and business
continuity consequences.

Several factors are likely to accelerate
adoption. Logistics and warehousing firms face
persistent pressure to improve throughput,
asset utilisation, service reliability and cost
efficiency. Supply chain operations are also
increasingly digitised, allowing Al capabilities

to be introduced through upgrades to existing
transportation management, warehouse
management, telematics, visibility and



document processing platforms. Adoption
may therefore occur indirectly, without firms
making a discrete decision to procure an Al
system. Labour constraints, faster fulfilment
expectations and demand for improved
disruption monitoring provide additional
incentives. Large multinational firms and
technology platforms may further accelerate
diffusion by requiring suppliers and logistics
partners to interact with Al-enabled systems.

Adoption will nevertheless be constrained by
poor and fragmented data, difficulty integrating
new tools with legacy systems, limited
organisational capability, uncertain returns

on investment, safety and liability concerns,
and weak trust in high-stakes applications.
Smaller operators may be particularly
dependent on vendor-provided systems
without the expertise needed to evaluate

their limits. Regulatory obligations are also
changing across jurisdictions, while insurers
have not yet developed standard approaches
to underwriting or covering Al-related losses.
Adoption is therefore unlikely to be a uniform
transition to autonomous supply chains. Lower-
risk and less visible forms of Al may become
widespread faster than the governance
arrangements needed to manage them.

The incident and lawsuit review presented

in Section 2.3 shows that Al-related supply
chain risk rarely appears as frequent, obvious
model failure. Instead, it arises through several
recurring patterns. Small error rates can
become significant when automation operates
at high volume. Systems interacting with the
physical world can cause bodily injury, property
damage and business interruption. Automated
workforce and governance systems can

turn noisy indicators into difficult-to-contest
employment decisions. Al can also expand
attack surfaces when systems assume that
sensor readings, documents, credentials and
messages are authentic. Human judgement
remains important across these settings, but it
is not an adequate safeguard unless reviewers

have sufficient information, authority, time and
practical means to intervene.

The insurance market is beginning to respond
to Al, but no settled approach has emerged.
Some insurers are introducing exclusions
because Al exposure is diffuse, difficult to
price and potentially correlated. Others are
offering affirmative coverage for model errors,
harmful outputs, Al agent failures, regulatory
violations, data leakage, intellectual property
claims and Al-driven property damage. Many
policies remain silent, leaving uncertainty about
whether existing coverage will respond.

Al-related losses can implicate several lines
simultaneously, including property, business
interruption, cyber, marine cargo, products
liability, technology errors/omissions,
employment practices liability, director and
officer liability, crime and regulatory defence.

A warehouse robotics incident, for example,
could produce property, worker injury, business
interruption and vendor liability claims. An
agentic document processing failure could lead
to cargo theft, fraudulent payments, cyber losses,
professional liability and contingent business
interruption. Al risk is therefore unlikely to remain
confined to a standalone Al insurance product.

The scenario analysis identifies four principal
pathways through which losses could become
correlated. First, multiple firms may be exposed
to the same Al weakness, including a flawed
model update, common agent architecture,
shared perception system or recurring
vulnerability, such as prompt injection. Second,
many firms may lose access to a shared

Al or digital business service, including a

cloud provider, logistics platform, mapping
service, port community system (PCS) or data
feed. Third, attackers may use Al to scale
phishing, reconnaissance, malware, fraud and
data manipulation, producing aggregation
primarily across existing cyber, crime, cargo



and business interruption policies. Fourth, a
regulatory or governance shock may expose
many firms to similar claims if they fail to
comply with new requirements relating to
disclosure, auditability, human oversight,
employment decisions or other high-impact

Al uses. The six scenarios stress-test these
pathways across different operational settings
and insurance lines rather than representing six
separate aggregation mechanisms.

Supply chain operators and Al and technology
providers should establish baseline controls
before Al systems become operationally
indispensable. They should maintain a
continuously updated inventory of Al-enabled
systems, vendors, data sources, decision
authority and downstream actions. High-impact
decisions involving safety, cargo release or
employment should remain reviewable and
stoppable through meaningful human oversight.
Al permissions should be limited according to
least-privilege principles, separating untrusted
data from instruction and execution channels.
Operators and providers should institutionalise
data and model provenance, maintain audit
trails, authenticate important inputs and
updates, and document system versions

and limitations. Al systems embedded in live
operations should be continuously monitored
for abnormal inputs, outputs, tool use and
operational behaviour. Updates should be
introduced through staged deployment, with
defined rollback triggers and tested manual or
degraded mode procedures. Higher-exposure
deployments should also address concentration
in shared models and services and strengthen
defences against spoofing, prompt injection,
credential compromise and data tampering.

Insurers and reinsurers should incorporate
Al into underwriting and accumulation

management rather than treating Al use as
a binary exposure. Underwriters should ask

where Al is used, what operational authority it
holds, which vendors and models are involved,
whether updates are tested, and what human
review, monitoring and fallback arrangements
exist. Insurers should map shared technology
dependencies across policyholders, including
common cloud providers, logistics platforms,
models, data feeds and digital intermediaries.
Coverage terms, warranties, pricing and claims
practices can be used to reward documented
controls and encourage governance maturity.
Insurer responses should also be tailored

to the aggregation mechanism: shared

Al weaknesses require model and vendor
assurance, shared service failures require
redundancy and continuity planning, Al-enabled
cyberattacks require established cybersecurity
controls, and regulatory shocks require
compliance monitoring, auditability and clear
policy language.

National regulators should distinguish
manageable portfolio aggregation from
genuinely catastrophic Al risk. Carrier-level
underwriting, dependency mapping and stress
testing may reduce correlated exposure but be
insufficient for an event whose losses exceed
private market capacity. Further analysis
should assess whether catastrophic Al risk
warrants an ex-ante public-private insurance
mechanism, an ex-post compensation
scheme or another form of government
support. Existing arrangements, such as the
United Kingdom’s (UK'’s) Pool Re and the
United States (US) Terrorism Risk Insurance
Act, provide useful comparative models

for examining industry pools, government
backstops, insurer retention, eligibility
requirements and claims triggers. However,
neither should be transferred mechanically to
Al. Any proposed mechanism should preserve
incentives for responsible deployment, avoid
subsidising weak risk management, improve
pre-event resilience and operate across

the multiple insurance lines through which
catastrophic Al losses may emerge.
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Chapter 1. Introduction

Global supply chains are becoming more
digital, more data-dependent and more
automated. Transportation, logistics,
warehousing and inventory management
increasingly rely on software platforms that
collect operational data, optimise decisions
and coordinate activities across firms, borders
and modes of transport. Artificial intelligence
(Al) is now being added to this already digital
infrastructure with the promise of faster
decision making, lower operating costs and
more efficient use of assets (OECD 2025). Al is
changing supply chain dependency structures
in ways that create new forms of insurance
accumulation risk, which is the focus of the
current research work.

The integration of Al into supply chains is

not occurring evenly across the sector. Large
multinational firms, major logistics platforms,
parcel carriers, freight forwarders, warehouse
operators, retailers and technology vendors
are leading much of the integration because
they have both the operational incentive to
improve efficiency, throughput, visibility and
service reliability and the scale, data, capital
and technical capacity to experiment with

Al and embed it into operational workflows.
Smaller operators may adopt more slowly, but
they are still affected when Al features are built
into the transportation management systems,
warehouse management systems, visibility
platforms, telematics tools, port community
systems (PCS), electronic data interchange
(EDI) gateways and enterprise software they
already use (OECD 2026). In these cases,
adoption can occur indirectly through vendor
upgrades, default software features, integration
requirements imposed by larger customers, or

the need to remain compatible with Al-enabled
partners and platforms.

This report focuses on how Al changes
operational dependency and risk transfer

in global supply chains. Al systems often

sit inside workflows that connect multiple
actors: shippers, carriers, freight forwarders,
warehouse operators, ports, terminal
operators, customs brokers, software

vendors, cloud providers, insurers and
downstream customers. A routing model may
affect delivery timing across a trade lane.

A warehouse robotics system may affect
fulfilment capacity for many customers. An Al
document-processing tool may affect customs
filings, cargo release, payment instructions
and regulatory compliance. A predictive
maintenance system may affect fleet
availability and service reliability. A workforce
monitoring tool may shape labour practices,
retention and safety behaviour. In each case, Al
becomes part of the operational fabric through
which goods move, and risks are allocated.

This interconnectedness creates a new
problem for supply chain resilience. Many Al
systems are designed to improve efficiency
under normal conditions. However, supply
chains are often stressed by volatility: demand
shocks, labour disruption, weather events,
geopolitical disruption, cyber incidents, port
congestion, equipment failure and sudden
regulatory changes. A model that performs well
in steady-state conditions may behave poorly
when data patterns shift, inputs are incomplete,
external documents are manipulated, or real-
world conditions fall outside the cases on
which the system was trained or tested. For
supply chain operators, this means that Al



can simultaneously reduce some risks and
introduce new ones. While it may improve
visibility and responsiveness, for example, it
can also create brittle dependencies on data
quality, software vendors, model updates,
cloud services and automated decision rules.

The insurance relevance follows directly from
the operational reality. Supply chains are
already insured through a portfolio of policy
lines, including property, cargo, business
interruption, cyber, technology errors/
omissions, product liability, employment
practices liability and director/officer coverage.
Al-related losses may touch several lines at
once. For example, a warehouse robotics
failure may produce property damage, worker
injury, business interruption and product
liability claims; the loss may be Al-related, but
the claim may not appear under an explicitly
Al-labelled policy.

This distinction matters because the

insurance market is still adapting to Al as a
source of loss. Some insurers and reinsurers
are developing affirmative Al products or
endorsements that address model error, data
drift, Al output liability, Al-driven property
damage and regulatory exposure. At the same
time, other insurers are introducing exclusions
or narrowing coverage where Al-related losses
are difficult to price. The underlying problem

is that Al risk remains hard to quantify. With
limited claims history and fragmented incident
reporting, many losses may be attributed to
cyber failure, operational error, vendor failure or
human error rather than Al, creating uncertainty
for both insureds and insurers. Firms may

not know whether a loss involving Al will be
covered, while insurers may not know whether
they are silently accumulating Al-related
exposure across existing lines (Lloyd's 2024).

This report’s central concern is aggregation
risk: the possibility that a single Al failure,
shared vulnerability, service outage,
cyberattack or regulatory shock could generate

related losses across multiple policyholders
simultaneously. For insurers, the most
important question is whether losses can
occur across many policyholders at the same
time, as a single faulty model update, shared
data feed failure, prompt injection technique,
cloud outage, cyberattack or regulatory shock
could produce claims across multiple insureds
in the same reporting period. This scenario
represents the Al analogue of accumulation
risk already recognised in cyber insurance,
where shared digital dependencies can
undermine assumptions of diversification
(Lloyd's Market Association 2025).

The United Kingdom (UK) and United States
(US) are useful focal points for this analysis
because they sit at the intersection of globally
relevant supply chains, advanced logistics
markets, major technology adoption and
sophisticated insurance and reinsurance
ecosystems. Many multinational supply chain
firms operate across UK, US, European and
global corridors, while insurance markets play
important roles in underwriting marine, cargo,
property, cyber, liability and speciality risks.
The regulatory environment is also evolving on
both sides of the Atlantic. The UK has pursued
a context-based, pro-innovation approach

to Al regulation, relying heavily on existing
regulators and sector-specific interpretation
(UK Government 2023). Although not UK law,
the EU Al Act (European Parliament & Council
2024) is highly relevant to firms operating in
European markets, introducing obligations
around risk management, data governance,
documentation, human oversight, transparency
and high-risk Al systems. In the United States,
the National Institute of Standards and
Technology's (NIST) Al Risk Management
Framework (NIST 2023; 2024) and emerging
critical-infrastructure Al guidance provide a
practical reference point for managing Al risk
through governance, mapping, measurement
and management practices. These voluntary



federal frameworks now operate alongside

a growing patchwork of state laws, including
Colorado’s Artificial Intelligence Act (Colorado
General Assembly 2024), Utah'’s Artificial
Intelligence Policy Act (Utah State Legislature
2024) and the Texas Responsible Artificial
Intelligence Governance Act, which establishes
differing requirements related to high-risk
systems, consumer disclosures, prohibited
uses, governance and regulatory sandboxes
(Texas Legislature 2026). US federal policy is
also evolving through recent executive orders,
including Removing Barriers to American
Leadership in Artificial Intelligence in 2025
(The White House 2025), Ensuring a National
Policy Framework for Artificial Intelligence in
2025 (Executive Office of the President 2025)
and Promoting Advanced Artificial Intelligence
Innovation and Security in 2026 (Executive
Office of the President 2026). The International
Organization for Standardization (ISO) and the
International Electrotechnical Commission
(IEC) similarly provide ISO/IEC 42001, an
organisational management system standard

for responsible Al governance (ISO & IEC 2023).

Despite these developments, there is no widely
adopted methodology for assessing how Al
deployment in logistics creates operational
dependencies, correlated failure modes and
insurance accumulation risk. Although existing
Al governance frameworks provide useful
general principles, they do not by themselves
tell a marine, cargo, cyber, property or liability
underwriter how Al adoption in supply chains
changes the shape of exposure. Similarly, while
supply-chain-resilience literature recognises
the importance of visibility, digital readiness
and interdependence, it often gives less
attention to how Al-specific failure modes
translate into claims across insurance lines.
This report addresses that gap by linking three
pieces of analysis: (1) where Al is being used
in transportation, logistics, warehousing and
inventory management, (2) how Al-related

incidents and failure modes appear in practice,
and (3) how those failures could aggregate
across firms and insurance portfolios.

This report makes three contributions. First, it
maps relevant Al use cases in transportation
and logistics, as well as in warehousing and
inventory management, focusing on systems
that affect operational decisions rather than
purely administrative experimentation. Second,
it reviews incidents and lawsuits that illustrate
how Al-related failures can produce physical
harm, property damage, financial loss, labour
disputes, compliance failures, cyber exposure
and operational disruption. Third, it develops
aggregation scenarios that show how Al-related
losses could spread across firms, nodes and
policy lines. These scenarios are structured
stress tests intended to reveal plausible
pathways through which Al use could generate
correlated losses across multiple policyholders.

The analysis is intentionally insurance-facing.
It asks what insurers and regulators would
need to know to identify, monitor and mitigate
Al-related accumulation risk. The analysis
includes questions about Al decision authority,
vendor concentration, data provenance,
human oversight, fallback procedures, runtime
monitoring, incident reporting and governance
maturity. Through underwriting questions,
policy conditions, exclusions, warranties,
premium differentiation, claims requirements
and portfolio-level accumulation management,
insurers can influence how firms deploy Al. The
goal is to distinguish controlled Al adoption
from unmanaged Al dependency.

This report focuses on Al adoption within
parts of supply chain operations. Supply chain
operations span sourcing and procurement,
manufacturing and production, transportation
and logistics, warehousing and inventory
management, distribution and fulfilment, and



after-sales and returns. This report focuses

on transportation, logistics, warehousing and
inventory management because these domains
combine high operational intensity and
growing Al adoption with physical and digital
dependencies and clear insurance implications.
The analysis includes transportation and
logistics functions, such as route optimisation,
fleet monitoring, predictive maintenance,
autonomous freight systems and Al-enabled
cyber or fraud pathways. It also includes
warehousing and inventory functions such

as forecasting, stock allocation, automated
sorting, warehouse robotics, computer vision,
worker monitoring and inventory control.

In this report, Al includes both predictive

and generative systems. Predictive Al refers

to machine learning (ML) systems used for
forecasting, classification, optimisation and
anomaly detection. Generative Al refers to
systems, including large language models
(LLMs), that generate or transform text, code,
images, documents or recommendations.

The report also considers agentic Al systems
where models are connected to tools, data
sources or enterprise systems and can

retrieve information, generate outputs or
initiate downstream actions. The geographic
emphasis is on globally active firms with
significant relevance to UK and US markets,
while recognising that supply chain losses are
rarely confined to one jurisdiction. Although
the cross-border nature of supply chains can
widen the geographic spread of losses, it is not
by itself sufficient to establish aggregation risk.
The more direct concern is that firms operating
across different jurisdictions may depend on
the same Al vendors, cloud platforms, data
feeds, software architectures and logistics
infrastructure. These shared dependencies

can cause losses to arise across multiple
insureds and policy lines at the same time. We
examine this possibility in detail in Chapter 6,
which focuses specifically on the mechanisms
through which Al-related failures could
correlate across insurance portfolios.

The report is organised as follows: after a brief
introduction, Chapter 2 maps the principal

Al use cases in supply chain operations,

with separate attention to transportation

and logistics, warehousing and inventory
management and evidence from Al incidents
and lawsuits. Chapter 3 presents insights
from stakeholder interviews, focusing on
where adoption is occurring, what is driving or
constraining it, how stakeholders understand
emerging vulnerabilities, how the insurance
market is responding, and why responsibility
for Al-related failures remains fragmented.
Chapter 4 develops a five-year outlook for Al
adoption, distinguishing between signals that
point toward acceleration and factors likely

to temper deployment. Chapter 5 examines
the insurance implications of Al risk, including
potential losses, emerging exclusions,
affirmative coverage and the insurance lines
most likely to respond to Al-related supply
chain losses. Chapter 6 presents aggregation
scenarios that illustrate how Al-related failures
could generate correlated losses across
firms, supply chain nodes and policy lines.
Finally, Chapter 7 consolidates the findings
into policy recommendations for supply

chain operators, Al and technology providers,
insurers and regulators. The Annex describes
the research methods, including the literature
review, detailing the approach to characterising
risk exposure, the stakeholder interview
methodology and the scenario development
process.



Chapter 2. Al use cases in supply chain operations

Al integration in global supply chain operations
spans a broad set of functions, from upstream
planning and procurement through production,
transportation, warehousing, distribution

and returns. Across these functions, Al is
being applied to forecasting, optimisation,
anomaly detection, document processing,
predictive maintenance, workforce monitoring
and, increasingly, to semi-autonomous or
autonomous operational systems. In practice,
these applications vary considerably in their
maturity and operational significance. Some
systems provide decision support, such as
demand forecasts or route recommendations;
others are embedded more directly into
operational workflows, such as warehouse
robotics, automated sorting systems,

Table 2.0. Operational domain focus

Function
zg Planning and
v= procurement
i
0, I.I Manufacturing

Transportation and
logistics

Warehousing and
inventory

detection

Fulfilment and
returns

lllustrative Al use cases

Demand forecasting, supplier risk
scoring, contract analytics

Production scheduling, quality control,
predictive maintenance

Last-mile optimisation, returns
processing, customer delivery prediction

fleet monitoring platforms and Al-assisted
documentation tools.

This report focuses on two major operational
domains: (1) transportation and logistics, and
(2) warehousing and inventory management.
These domains were selected because they
combine several features especially relevant
to operational reliance and insurance risk:
they are already highly digitised, involve time-
sensitive and high-throughput decisions,
connect multiple actors across firms and
jurisdictions; and Al failures can translate into
physical damage, bodily injury, cargo loss,
business interruption, regulatory exposure, and
third-party liability. Table 2.0 below denotes
the focus of this report, alongside relevant
functions and illustrative use cases.

Treatment in this report

Limited treatment

Limited treatment

Route optimisation, fleet monitoring,
autonomous freight, customs/
document processing

Core focus

Robotics, automated sorting, stock
optimisation, computer vision, anomaly

Core focus

Covered where linked to
transport or warehousing
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This chapter reviews and synthesises the
substantive contributions from the available
literature relating to the selected domains,
covering logistics and transport optimisation,
predictive maintenance, intelligent warehousing
systems and related evidence from incidents
and lawsuits.

2.1.1. Overview

Within the broader field of supply chain
management, transportation and logistics

are a principal application domain for Al. Al

is most often presented across the reviewed
literature as a potential enabler of optimisation
within routing, scheduling, port and terminal
operations, and last-mile delivery (Richey et

al. 2023; Roy 2022; Toorajipour et al. 2021)
However, the evidentiary status of these
claims varies. While some studies report
modelled or case-specific improvements in
routing efficiency, asset utilisation or delivery
performance, much of the literature remains
conceptual, vendor-facing or based on
illustrative use cases rather than independently
measured operational outcomes. The common
claim across this literature is that Al systems
can combine real-time data streams, including
weather, traffic and vessel conditions, to
support more adaptive operational decisions
(Pham & Bris 2025; Vu et al. 2024; Yusuf

et al. 2025). In this report, these claims are
therefore treated as evidence of where Al

is being applied or expected to add value,
rather than as conclusive evidence that Al

deployment consistently improved efficiency,
responsiveness or coordination across
transport networks.

2.1.2. Transport network optimisation and
routing

Al-based optimisation of transport networks
has emerged as a major research theme
across multiple modes of logistics. Much

of the evidence consists of systematic
reviews, conceptual frameworks, modelling
studies, simulation-based demonstrations
and industry-reported examples. Though
useful for identifying where Al is being applied
or proposed, these sources provide more
limited evidence on independently validated
operational outcomes at scale.

A survey conducted by Toorajipour et al. (2021)
provides empirical evidence of Al adoption in
container terminal operations and management.
Al-driven optimisation is evident in various
facets of this domain, where advanced
techniques, such as heuristics' and automated
planning,? are employed to refine berth
allocation and crane assignment processes.
Additionally, this domain utilises agent-based
simulation and simulated annealing methods for
lot-sizing, supporting strategic decision making
in logistics resource allocation.?® Although these
applications are described as ways to improve
planning and responsiveness, the evidence is
often based on proposed models or reported
use cases rather than comparable before-and-
after operational measurement.

Roy (2022) delineates a complementary
set of Al functions within transportation,

1 In Al, a heuristic is a problem-solving shortcut in which a computer system uses educated guesses or experience
to quickly guide an algorithm toward a good-enough solution. Toorajipour et al. (2021) note the use of heuristics in
decision support systems to calculate the assignment of containers to their appropriate places.

2 Toorajipour et al. (2021) define automated planning as ‘an Al technique that studies a deliberation process that
chooses and organises actions by anticipating their expected outcomes computationally.

3 Simulated annealing is a metaheuristic, advanced training technique for solving optimisation problems. Toorajipour et
al. (2021) note that this technique has been used to solve lot-sizing problems more efficiently and cost-effectively.



encompassing route optimisation for

both last-mile and business-to-consumer
(B2C) logistics, predictive shipping and
intra-warehouse scheduling. Their analysis
highlights the potential capability of Al models
to generate routing solutions dynamically,
accounting for service levels, operational
disruptions and environmental variables.
Similarly, Richey et al. (2023) emphasise the
increasing use of generative Al in distribution

strategy formulation and logistics coordination.

According to their findings, generative

models are used to synthesise data on traffic,
weather, fuel cost and vehicle parameters to
design multimodal transport routes, optimise
distribution network layouts and improve
warehouse-picking processes directly linked to
transport activities.

Pham and Bris (2025) situate Al-enabled
transport optimisation explicitly within

the ‘Deliver’ process of the Supply Chain
Operations Reference (SCOR) model,
emphasising the relevance of reinforcement
learning (RL) and real-time analytics. Their
study emphasises how such methods
enable efficient route determination and
management of emergency shipments
through continuous analysis of live data
feeds related to traffic, weather and shipment
sensors (Pham & Bris 2025).

Yusuf et al. (2025) report the development of
Al-powered logistics routing systems capable
of dynamically adapting to traffic and weather
variability. These systems are used to improve
delivery efficiency while minimising emissions
and delays. Similarly, Pal et al. (2025)

observe the deployment of Al-driven logistics
technologies that optimise transportation
routes, reduce fuel consumption and decrease
delivery costs, particularly within global

trade logistics networks. In these cases, the
literature provides the most robust evidence of
anticipated or recorded capability.

Focusing on the maritime domain, Vu et al.
(2024) identify a range of Al applications,
including vessel route and speed optimisation
based on real-time metrics (fuel consumption,
weather and traffic conditions), berth
scheduling and cargo handling, and collision
avoidance supported by ML algorithms. These
technological developments align with logistics
and port operators’ transition toward higher
degrees of automation, as categorised by the
International Maritime Organisation (IMO)'s
Degree of Autonomy (DoA) (IMO Levels 1-4).

2.1.3. Predictive maintenance and risk
management within logistics

The literature also characterises predictive
maintenance as a core contribution of Al to
transport systems’ performance and reliability
(Pal et al. 2025; Samuels 2025; Yusuf et al.
2025). Pal et al. (2025), Samuels (2025) and
Yusuf et al. (2025) collectively highlight the
role of machine-learning-based predictive
maintenance in managing logistics assets,
specifically vehicles, containers and material-
handling equipment. Their analyses indicate
that predictive modelling facilitates proactive
servicing and minimises operational downtime.

Vu (2024) further supports these findings

in maritime logistics, identifying predictive
models used to forecast equipment and vessel
failures and to support condition monitoring.
These applications are reported to enhance
operational safety and continuity, underscoring
the contribution of Al-enabled predictive
analytics to broader risk mitigation and
performance management objectives within
logistics systems.

2.1.4. Integration vulnerabilities

These applications also present opportunities
for new vulnerabilities or operational
dependencies. Al-enabled routing, scheduling,
predictive maintenance and port optimisation
rely on timely and reliable data feeds, including



traffic, weather, telematics, vessel position
and shipment sensor data. If these feeds are
incomplete, delayed, spoofed or no longer
representative of operating conditions, Al
systems may produce inefficient or unsafe
recommendations. Where tools connect to
dispatch or execution systems, errors can
propagate quickly across fleets, terminals and
customer commitments.

2.1.5. Integration levels in logistics Al
systems

Researchers have proposed several ways to
classify the degrees to which Al is integrated
into supply chain processes, from decision
support to more autonomous execution (see
Box 2.1). These frameworks are useful for
interpreting the use cases reviewed above,
not as forecasts of inevitable automation. In
transport network optimisation and predictive
maintenance, most current applications appear
to sit at the assistive or advisory end of the
spectrum: Al systems analyse data, identify
patterns, forecast disruption, recommend
routes, or flag maintenance needs, while
human operators retain responsibility for final
decisions and expectation-handling.

Table 2.1. Richey et al's categorisation

This distinction matters because the risk
profile changes as Al moves from monitoring
and recommendation into operational
execution. The reviewed literature includes
more ambitious accounts of autonomous
supply chain management, and, in the
maritime sector, DoA adapted from the

IMO. However, these should be read
cautiously. Some framings, particularly those
describing fully autonomous or ‘Industry 6.0'
supply chains, remain largely conceptual

or aspirational. By contrast, the more
immediate insurance relevance lies in the
partial automation already visible in routing,
predictive maintenance, fleet monitoring, port
operations, and warehouse-linked logistics
workflows, where human oversight remains
central but operational application of Al
technologies is increasing.

Richey et al. (2023) provide a nuanced
categorisation of Al deployment stages
within supply chains, distinguishing between
assistive or advisory systems and more
autonomous Al approaches.

Assistive/advisory

Al functions as a decision-support tool through text generation, forecasting,

and descriptive analytics, but humans retain primary authority for
interpretation and final decisions.

Autonomous (implicit,
conceptual)

Al moves beyond support toward independently generating, selecting or
enacting decisions and operational responses within supply chain processes,

with reduced direct human involvement.

Human-in-the-loop
emphasis

Even where Al is highly capable or partially autonomous, humans retain
decision-making responsibilities, oversight, contextual judgement, error

correction and ethical accountability. ‘Seasoned professionals’ remain

indispensable.

Source: Richey et al. (2023).



Table 2.2. Samuels’ integration pipeline

Industry 4.0 Automation, digitisation and Al are utilised for real-time Assistive/advisory
decision making and predictive analytics.

Industry 5.0 A human-centric framework that enables collaboration Collaborative /
between humans and Al, where Al facilitates human decision  human-in-the-
making and enhances human roles. loop systems

Industry 6.0 Al autonomously manages supply chains with little need for Fully autonomous

human involvement.

Source: Samuels (2025).

Samuels’ (2025) integration pipeline, outlined autonomous learning by Al systems becomes
in Table 2.2, offers a structured perspective a defining feature.

on the evolving relationship between Al and
human roles within industrial settings. The
pipeline traces the progression from Industry
4.0, characterised by machine-driven processes
with minimal human involvement, through

to Industry 6.0, envisioned as a symbiotic
partnership between humans and Al, where

Similarly, Vu et al. (2024) conceptualise the
DoA as a continuum reflecting the progressive
integration of Al within logistics and supply
chains, as shown in Table 2.3. This framework,
adapted from the IMO, delineates four distinct
stages of automation, as outlined below.

Table 2.3. Vu et al's (2024) Degree of Autonomy (DoA)

N T

DoA 1 — Automated procedures and A ship that uses automated systems and decision support,
decision support while onboard crew operate and manage its functions.

DoA 2 — Remote-controlled ship (crew A ship operated remotely, with crew onboard and control
onboard) managed from elsewhere.

DoA 3 — Remote-controlled ship A remotely operated ship with no crew onboard.

(uncrewed)

DoA 4 — Fully autonomous ship A fully autonomous ship whose operating system can make

decisions and act independently.

Source: Vu et al. (2024).



The frameworks reviewed above are useful
because they clarify how Al changes
operational reliance. Both Samuel's (2025)
integration pipeline and Vu et al’s (2024)

DoA describe a progression from decision
support to more autonomous operations. Their
common value is that they draw attention

to where humans remain responsible for
interpreting, approving or correcting Al outputs,
and where systems begin to execute decisions
with reduced human involvement.

However, the frameworks should not be treated
as equivalent. Samuels’ (2025) discussion of
Industry 4.0 to 6.0 provides a broad and partly
speculative account of how industry systems
may evolve, with ‘Industry 6.0’ describing
autonomous, Al-managed supply chains. While
useful as a conceptual endpoint, however, this
is not strong evidence of current operational
practice. In contrast, Vu et al’s (2024) DoA
framework is more domain-specific and
operationally grounded, distinguishing between
decision support, remote control with and
without crew, and full autonomy.

For this report, the primary insight is that most
Al use observed in transport optimisation

and predictive maintenance remains

largely assistive or advisory. Al systems

may recommend routes, flag maintenance
risk, optimise berth allocation or support
scheduling, but human operators retain
responsibility for final decisions. Insurance
relevance may increase as systems move
toward autonomy: a recommendation model
may create different exposure from that of

a fully autonomous one. These frameworks
therefore help distinguish current operational
Al use cases from a more speculative vision of
a fully autonomous supply chain.

2.2.1. Overview

Al is increasingly embedded in warehouse
and inventory management systems. The
literature identifies several core application
areas, including demand forecasting, stock
optimisation, warehouse robotics and digital
twin modelling. Collectively, the reviewed
literature emphasises that Al-supported
systems enable better asset utilisation,

Box 2.1. Control tower platforms

Control tower platforms (e.g. FourKites) provide a useful reference
point for assessing Al integration in logistics (FourKites 2026). These
systems aggregate real-time data from carriers, facilities, orders

and enterprise systems to create a shared operating picture, then

LI/

apply predictive analytics and workflow automation to support tasks
such as shipment tracking, exception management, appointment
scheduling and carrier follow-up (Guduru 2025). Available evidence
from customer adoption, case examples and user reviews suggests
that these offerings can deliver practical gains in visibility, coordination
and execution efficiency (Guduru 2025). However, their strongest
current value appears to be in operational monitoring and workflow
orchestration, rather than fully autonomous, end-to-end logistics
planning or optimisation (Guduru 2025). As such, control towers
represent a mid-to-high level of Al integration and offer a concrete

benchmark for comparing broader frameworks of logistics Al maturity.



reduced manual intervention and faster
decision making across production and
distribution networks.

2.2.2. Inventory forecasting and
optimisation

Al techniques are being applied and — in some
cases — tested to enhance the precision of
inventory forecasting and to optimise stock
levels across distributed networks. Narendran
et al. (2024) examine Al-based forecasting
methods in the aviation supply chain using
supervised learning models, e.g. Support Vector
Machines, k-Nearest Neighbours and Random
Forests and deep learning (DL) networks, e.g.
Artificial Neural Networks (ANNs), Convolutional
Neural Networks (CNNs) and Recurrent Neural
Networks (RNNs). Their findings suggest that
these models outperform traditional techniques
in identifying demand patterns for different
types of spare parts, distinguishing between
different demand trends (Narendran et al.
2024). This capability may enable more efficient
inventory classification and forecasting.

Richey et al. (2023) identify generative Al

as a promising tool for developing flexible
inventory policies. Their work shows that
Al-generated scenarios can be used to
evaluate multiple policy options, helping firms
maintain just-in-time inventory practices while
controlling overstocking and stock-out risks.
These capabilities may contribute directly to
improved stock management and storage
utilisation. Similarly, Pham and Bris (2025)
present Al-driven inventory optimisation as a
solution for determining stock levels across
multi-tiered systems. Using neural networks,
genetic algorithms, random forests and

RL, these methods balance localised and
centralised inventories in transnational logistics
environments. Though promising, Pham

and Bris's review (2025) relies on reported
successful application and lacks primary
empirical validation in many cases. Pal et al.
(2025) and Yusuf et al. (2025) report similar

advantages, noting that Al-enhanced inventory
management improves stock accuracy, lowers
waste and supports automated replenishment.
Both studies point to the role of Internet-
of-Things-enabled (loT-enabled) sensing
technologies, which allow real-time tracking

of stock conditions and locations across
warehouse environments. These findings are
useful for identifying likely adoption pathways,
but should be interpreted as mixed evidence
rather than as a uniform proof of realised
operational benefit.

Roy (2022) proposes a digital-twin-enabled
approach that combines predictive analytics
with Al-based anomaly detection and
automated alert systems. This integration
provides real-time visibility across warehouses
and aligns maintenance and replenishment
decisions with actual process performance.
The model demonstrates how synchronised
digital and physical systems can reduce
downtime and support continuous operations
in global supply networks. However, the
strongest evidence is at the level of model
performance, reported capability or illustrative
industry use cases, rather than independent
measurement of sustained improvement in live
warehouse operations.

2.2.3. Warehouse automation and
operations optimisation

Warehouse automation represents another
significant application area for Al, where
efficiency gains are achieved through process
execution, predictive control and machine
collaboration. Toorajipour et al. (2021) discuss
early frameworks for integrating industrial
robotics with Al to improve efficiency in
material handling and picking operations. They
highlight the added value of radio frequency
identification (RFID) and Al-based tracking
systems, which enhance responsiveness and

traceability across logistics processes.



Roy (2022) similarly describes how warehouse
automation systems may leverage historical
and real-time logistics data to refine scheduling,
order picking and route optimisation tasks.
These data-driven systems continuously identify
opportunities for performance improvement,
translating predictive insights into actionable
operational strategies.

Pham and Bris (2025) broaden the discussion
through the concept of ‘Smart Warehouse
Management, which integrates machine
vision with Al algorithms to support product
inspection, item counting and safety
monitoring. The resulting systems extend Al's
utility to include quality control and workplace
safety metrics; two operational priorities in
automated environments. Vu et al. (2024) note
the extension of similar Al-driven capabilities
into port and maritime logistics, including
container handling and inventory tracking.

The cross-domain relevance lies in the use of
similar technical functions across different
sorts of logistics. Machine vision, robotics,
tracking, anomaly detection and optimisation
models are used in ports, terminals and
transport interfaces, as well as in warehouses,
where goods are identified, moved, stored
and dispatched. This suggests a gradual
convergence of warehouse automation and
wide logistics coordination. Rather than
treating warehousing, port operations and
transport as separate systems, Al-enabled
platforms may link inventory visibility, asset
movement and operational scheduling across
multiple parts of the supply chains. Here,
Samuels’ (2025) integration pipeline may be
helpful as a conceptual lens: cross-domain
application suggests movement from isolated
automation and decision-support toward more
collaborative, human-supervised Al-enabled
operations. This cross-domain application
illustrates how warehouse automation
technologies are evolving into fully integrated
logistics platforms.

2.2.4. Predictive analytics and anomaly
detection in warehouses

Using Al for predictive analytics and anomaly
detection is well-established across warehouse
operations. Multiple sources highlight how
computer vision, sensor data integration

and ML algorithms are combined to detect
irregularities in inventory counts, equipment
performance and process quality (Pham

& Bris 2025; Roy 2022; Yusuf et al. 2025).
Al-based monitoring systems issue real-time
alerts, enabling staff to address issues before
they disrupt operations (Roy 2022). These
predictive capabilities help maintain steady-
state performance and build resilience against
unplanned downtime or supply interruptions.

2.2.5. Implementation fragilities

Fragilities may appear in warehousing and
inventory management. Forecasting, computer
vision, robots and inventory-control systems
depend on a stable relationship between
products, labels, packaging, location, demand
patterns and physical workflows. When these
conditions change, e.g. through damaged
labelling, altered packaging, abnormal demand
or sensor faults, model performance may
degrade. In high-throughput environments,
even low error rates can become material if
they cluster or propagate into stock allocation,
fulfilment and replenishment decisions. Below,
we consider these issues against a series of
Al-related incidents.

In addition to our literature review, we identified
a set of real-world incidents spanning a useful
cross-section of Al's presence in supply chain
operations and where it fails. Details of these
cases can be found in Annex A.2. Across
transportation, warehousing and inventory
management, the incidents reviewed suggest



that frequent, obvious failures rarely drive
Al-related risk in global supply chains. Instead,
Al-related risk in global supply chains emerges
from a combination of (1) high-throughput
automation (where rare or low error rates
scale), (2) physical autonomy operating in
complex environments, (3) governance choices
that push decision authority onto opaque
systems, and (4) security and integrity gaps

at system boundaries. Collectively, these
cases provide a practical empirical base for
understanding how Al adoption changes
operational fragility and how such failures
translate into downstream financial exposure.

Automation tail risk in high-volume
operations. Several incidents demonstrate
the low-error-rate, high-consequence dynamic
central to logistics automation. The average
mis-sort rates of Al-powered sorting systems
in parcel hubs can be extremely low but still
produce meaningful operational disruption
when errors cluster during peak periods, or
when misreads occur on high-value or time-
sensitive shipments. The same structural
fragility appears in warehouse vision
deployments, where performance depends
on stable labels, packaging and consistent
visual cues. When those conditions degrade
due to damage, occlusion or vendor changes,
miscounts and mislocations can propagate
into downstream inventory errors. In one
case involving Zara, the international Spanish
clothing brand, an Al-based inventory and
supply planning system reportedly relied

too heavily on past sales and warehouse
distribution patterns that no longer matched
post-pandemic demand, causing stock to be
sent to the wrong places. The takeaway is that
the main risk is what happens when conditions
change, data patterns shift or the system
encounters messy real-world exceptions.

These cases connect directly to the inventory
forecasting, stock optimisation and warehouse
vision use cases discussed in Section 2.2.

The Zara example illustrates the risk that Al
inventory systems trained on historical sales
and warehouse patterns may misallocate
stock when demand patterns shift. Similarly,
warehouse vision failures show that computer-
vision-enabled counting and identification
systems depend on stable labels, packaging
and visual conditions.

Physical safety and autonomy failures. A
second cluster involves automation interacting
with the physical world, where failures can
produce direct injury, property damage and
operational interruption. Warehouse robotics
incidents (e.g. Amazon’s bear spray rupture
injuring workers) highlight a recurring pattern:
unsafe outcomes often reflect a mix of
control/perception limits, inadequate guarding
and safety envelopes, and weak human-
automation coordination (training, exclusion
zones and stop mechanisms). On-road
autonomy presents similar issues in a more
kinetic environment. Despite the presence

of backup drivers, the TuSimple crash into a
freeway divide highlighted that human-in-the-
loop is no guarantee of control when handoff
expectations are unclear, and that operators
become out of practice if automation performs
well most of the time. Meanwhile, smaller-
scale autonomy examples (e.g. Starship robots
struggling with terrain, becoming stranded

on tracks or wandering into restricted areas)
are operationally modest but analytically
valuable. They reveal brittle exception handling
and context interpretation that, if carried into
higher-stakes logistics nodes, can lead to
safety incidents or service disruptions.

These incidents also qualify the autonomy
framework discussed in Section 2.1. The
TuSimple crash illustrates that movement along
an autonomy spectrum does not remove the
need for effective human oversight, especially
where control handover is ambiguous or where
human operators become less practised in
intervening. Like Vu et al's (2024) DoA, these



incidents also reinforce the risk that partially
autonomous systems may still depend on
human intervention, even when the operational
tempo makes intervention difficult.

Governance and labour management failures
as operational risk. A third theme is that
many relevant incidents are not accidents but
governance failures in using Al to manage
work. Amazon's Time Off Task system,
automated performance management and
firing, automated evaluation of Flex drivers
and Al camera systems that allegedly penalise
drivers for mistakes they did not make share
a common structure: they make high-stakes
decisions using proxy indicators that can be
noisy, context-blind and difficult to contest.
Even when framed as fairness or labour
issues, these matter directly for supply chain
resilience because they shape incentives

and behaviour on the ground by encouraging
speedups, suppressing reporting of near
misses, degrading retention and training, and
increasing latent fragility during peak demand.
They also create predictable dispute and
liability pathways that can amplify costs even
when the initiating failure is informational
rather than physical.

Security and integrity vulnerabilities at system
boundaries. Finally, a subset of incidents

illustrates how Al can expand the attack
surface and weaken verification in logistics
systems. The Hive Box facial-recognition locker
breach demonstrates how poor biometric
implementation can collapse access control,
exposing parcels to theft and generating
downstream claims, reputational harm and
regulatory scrutiny. More generally, these
cases highlight that supply chain Al systems
often rely on assumptions about identity,
provenance and data integrity that do not hold
under adversarial pressure. The alleged trade
secret misappropriation dispute involving

an Al optimisation application (C3.ai and
Cummins) sits slightly upstream of operations
but remains relevant to governance.” It
underscores the importance of third-party
component trust, auditing and contracting in

a supply chain where critical decisions may
depend on vendor-provided Al.

These examples also connect to the data-
dependent routing, document-processing,
tracking and access-control system described
in Section 2.2. Al-enabled supply chain tools
often rely on the assumption that incoming
data, documents and sensor readings are
authentic and trustworthy. When those
assumptions fail, Al systems can amplify rather
than contain error.

4 C3.ai (an enterprise Al software company) and Cummins (a major American multinational engine and power
equipment manufacturer) were involved in a high-profile legal dispute regarding trade secret misappropriation and

breach of contract.



Chapter 3. Insights from stakeholder interviews

To complement the literature review on Al

use in supply chain operations and the desk-
based review of Al incident data on failures and
harms, we conducted eight semi-structured
stakeholder interviews. Conducted between
March 2026 and May 2026, these interviews
were designed to supplement our findings by
gathering expert perspectives on how Al is
being adopted across supply chain operations,
how associated risks are being understood
and managed, and how these developments
may affect resilience and insurance. We used
a semi-structured research protocol and
thematic analysis to capture and analyse

the issues and challenges that stakeholders
surfaced regarding their experiences or
perspectives on the adoption, deployment, or
insuring of Al technologies (Braun & Clarke
2006; Glaser & Strauss 2017). The interviews
added grounded, real-world insights into areas
where documentary evidence remains limited,
fragmented or outdated, particularly regarding
operational deployment and the insurers'’
evolving response.

In line with the project’s broader aims, these
interviews explored current and anticipated
uses of Al in transportation, logistics,
warehousing and inventory management,
and the perceived benefits, risks, emerging
vulnerabilities and implications for liability,
governance and insurability. The interviews
also helped us examine how different
stakeholder groups understand the relationship
between Al adoption and supply chain
resilience, including where Al is seen as
reducing risk, where it might introduce new
forms of fragility, and how responsibility is
allocated when Al-supported systems fail or
behave unexpectedly in practice.

We designed the interview sample to capture

a range of perspectives across the supply
chain ecosystem. Participants were based
across North America and Europe and
included representatives from a wide range

of backgrounds. Together, the interviews
provided insight from actors involved in
operational deployment, risk transfer, law,
industry representation and technology
governance. Table A.3 in the Annex provides a
short profile of interview participants. Interview
contributions are fully anonymised, and
referred to throughout this report as Participant
Identification (PID) and identified numerically,
1-8; for example: PID 4.

The interviews suggest that, while Al is already
embedded in several supply chain functions, its
adoption remains uneven, its benefits and risks
are distributed differently across stakeholder
groups and governance and insurance
responses are still evolving. The interviews also
helped to test and contextualise earlier findings
from Chapter 2 by reinforcing some of the
incident patterns identified there and qualifying
optimistic accounts of autonomous capability
with a more cautious picture of current
operational practice.

Participants across several interviews described
Al adoption in supply chains as uneven, with
uptake shaped by organisational size, risk
appetite, technical capability and operational



context. The interviews also suggested that
adoption differs by actor type: technology
providers and larger logistics or warehousing
operators were more likely to describe Al as
already embedded in operational processes,
while association and cross-sector interviewees
more often emphasised uneven uptake and
experimentation, especially among smaller
firms. Ports perspectives suggested a
somewhat different pattern, with Al framed
less as a fully transformative technology and
more as a tool for managing unpredictable and
complex operational environments. Interviewees
generally saw larger firms as better placed to
invest in Al, experiment with new tools and
integrate them into existing systems and
workflows. In comparison, they saw smaller
firms as facing greater financial, technical and
organisational barriers. Some interviewees
noted that many organisations remain in a pilot
or exploratory phase, rather than having fully
embedded Al across their operations.

Despite this unevenness, there was broad
agreement that, where currently in use, Al is
concentrated within a relatively consistent
set of functions. These include forecasting
and demand sensing, route and network
optimisation, predictive maintenance, fleet
and warehouse monitoring, and document-
heavy administrative processes such as
booking, customs processing and bill-of-lading
digitisation.® Interviewees also pointed to the
use of Al-enabled logistics optimisation in
ports, particularly to shorten planning cycles
and improve responses to volatility in cargo
handling and labour management. In this
sense, current adoption appears to focus less
on fully autonomous systems and more on
improving the speed, quality and efficiency

of existing operational and decision-support

processes. This finding broadly reinforces

the literature in Chapter 2, which identified
optimisation, forecasting, predictive
maintenance and intelligent warehousing as
the most developed areas of Al application,
while also suggesting that current deployment
remains more assistive than some of the more
advanced integration pathways discussed in
the literature.

Interviewees working closest to supply chain
operations described Al as already embedded
in several parts of transport and warehousing
workflows, including driver monitoring, vehicle
telemetry,® warehouse robotics and scheduling.
For example, the interviewee anonymised as
Participant Identification 4 (PID 4) described
Al-enabled telematics and fleet safety tools as
already operational within fleet management,
while PID 6 discussed the use of Al in
warehouse flow management and robotics.
Speaking from a ports perspective, PID 8
emphasised Al's value in helping operators
respond more quickly to weather-related
disruption and labour needs. By contrast, other
interviewees, particularly those speaking from
association or cross-sector perspectives,
emphasised that many firms still struggle

to distinguish clearly between Al and more
established forms of automation.

The interviews suggested that organisations
are not adopting Al for its own sake, but as
a means of improving efficiency, increasing
visibility into operations and supporting

5 ‘Bill-of-lading digitisation’ refers to the process of turning paper shipping contracts into secure electronic documents.

6 Telemetry refers to the automated collection and transmission of data from remote sensors or devices to a

centralised system for monitoring and analysis.



optimisation across complex logistics
systems. The latter includes port environments,
where weather and other factors - such as
vessel movement and labour management —
can cause disruptions. Interviewees linked Al
adoption to practical business goals, including
improving routing and asset utilisation,
managing inventory more accurately, speeding
up document processing, and identifying
operational problems earlier. For example,

PID 4 described using Al-enabled telematics

in trucks to predict vehicle breakdowns and
improve fleet safety, while PID 6 discussed
using Al in warehouse flow management,
including dock-door allocation, pallet
placement and truck scheduling. In this sense,
interviewees most often framed Al as a tool
for improving existing workflows rather than
fundamentally redesigning the supply chain.

At the same time, interviewees emphasised
that successful adoption depends on a set of
organisational and technical preconditions —
including data quality, organisational capability
and integration into existing systems — that
are unevenly distributed across the sector,
helping explain the uneven patterns of adoption
described in Section 3.1. Here, the interview
findings reinforce and extend the literature
reviewed in Chapter 2. While the literature
highlights Al's value when high-quality data and
integrated systems are available, the interviews
highlight that these enabling conditions are
often organisationally uneven in practice

and capability, showing that organisational
readiness can be as important as technical
functionality in shaping adoption.

Participants noted that Al systems are only
as effective as the data they rely on, and

that poor data quality, fragmented systems
and inconsistent record-keeping can limit

the usefulness of Al-enabled tools. This
observation was particularly clear in the
interview with PID 3, who stressed that

weak visibility beyond first- and second-tier
suppliers limits the usefulness of Al for supply

chain forecasting and disruption analysis. PID
6 noted that warehouse systems are often
designed and optimised around expected
demand and flow patterns, and that sudden
shifts — such as those seen during the
pandemic — can make those assumptions
less reliable and create bottlenecks or
operational disruption.

A second reported constraint relates to
organisational capability. Several interviewees
stressed that firms need the internal skills and
governance structures to adopt Al responsibly
and effectively. Such skills and structures
include staff understanding what Al tools

can and cannot do, the ability to interpret or
challenge outputs, and the capacity to integrate
new tools into established workflows. For
example, PID 7 emphasised the importance of
training and education across organisations,
particularly where Al tools are unevenly
adopted between office-based and warehouse-
based functions. PID 5 similarly noted that
adoption depends heavily on whether firms
can see a clear return on investment and have
enough confidence in, and understanding

of, the technology’'s capabilities to justify
implementation. In this respect, they described
adoption as a technical challenge as well as a
cultural and organisational one.

While interviewees described Al's potential to
reduce some operational risks and improve
resilience, they also expressed concerns about
its capacity to create new vulnerabilities,
including operational, cyber and governance
risks. The latter include poor or biased training
data, weak guardrails, expanded cyber
exposure and new opportunities for fraud

or error when digital systems are trusted



too readily. For example, PID 3 highlighted
risks arising from Al hallucination,” weak
oversight and poor visibility across supply
chains, while PID 6 gave examples of fraud
and cyber vulnerability in highly digitised
logistics environments. Several interviewees
also suggested that the pursuit of tighter
optimisation can create its own risks,
particularly where systems become more
dependent on real-time data or integrated
automation. These concerns broadly echo
the incident patterns identified in Section 2.3,
particularly around automation tail risk in
high-throughput systems, governance failures
linked to weak oversight or over-reliance on
automated outputs, and security and integrity
vulnerabilities at system boundaries.

A particularly consistent finding was that,
despite growing interest in automation, Al
adoption often still relies on human review,
intervention and general oversight, especially
in higher-stakes or more operationally
sensitive contexts. Rather than indicating a
fully established model of human oversight
across the sector, this appears to partly reflect
the limits of current systems and the reality
that governance arrangements for Al remain
fragmented and unevenly developed. In this
environment — where standards, controls
and organisational capabilities are still
catching up with operational use — human
judgement continues to serve as a practical
safeguard against error and system failures,
as outlined in Section 3.5. In this respect, the
interviews were generally more cautious than
some of the literature reviewed in Chapter 2,
which discussed more advanced pathways
toward autonomous operation. In practice,
interviewees more often described current
systems as assistive or partially embedded,

with human judgement still playing an
important role in higher-stakes settings.

Interviewees across stakeholder groups
stressed that Al tools still require people to
interpret outputs, check for errors, intervene
when systems fail and retain responsibility

for high-stakes decisions. This point was
especially clear in the interview with PID

4, where the interviewee emphasised that
Al-supported fleet tools are designed to keep

a human in the loop, and with PID 5, where Al
was framed as a tool that does not displace
existing legal responsibility. PID 1T and PID 6
similarly emphasised that complex underwriting
decisions regarding Al use in insurance and the
safe operation of industrial systems still depend
heavily on human judgement.

The interviews suggest that insurance markets
are beginning to respond to Al integration
within the supply chain, but that this response
remains incremental and not standardised.
Rather than a standalone market for Al
insurance, participants more often described
adaptation through changes to existing policy
wordings, exclusions, and case-by-case
assessments. This was particularly clear

in the insurance-focused interviews, where
participants described a market that is actively
engaging with Al-related exposures, but is still
working through how best to define, price and
allocate them.

For example, PID 3 explained that insurers
are starting to consider how to address

Al-related harms across existing lines such
as cyber, liability and business interruption,

7 The term ‘Al hallucination’ refers to when an Al system geneates false, incorrect, or fabricated information and

presents it as if it were true fact.



but emphasised that these developments

are still evolving and often handled on a
case-by-case basis. At the same time, some
interviewees pointed to examples of insurers
using Al and Al-enabled tools as indicators

of lower risk. PID 4 described how telematics
data are already used in insurance decisions
relating to commercial fleets, including as a
condition of coverage in some cases. PID 6
noted that insurers may offer better terms
where sensor data provide stronger evidence
that temperature-sensitive goods have been
handled safely. However, other interviewees
stressed that even when Al improves visibility
or monitoring, it is often difficult to isolate the
extent to which a single technology materially
changes a firm’s overall risk profile.

More broadly, interviewees suggested that

the difficulty of quantifying Al-related loss

is one of the main barriers to the insurance
market adjusting to Al integration. Participants
pointed to uncertainty about the frequency and
severity of Al-related failures, the challenge of
distinguishing Al-related failure events from
other causes of disruption, and the lack of
widely shared claims outcomes on which to
build consistent pricing. As PID 3 noted, these
challenges make it difficult for insurers to
move quickly from exploratory adjustments

to standardised products, even where the
direction of travel is clear. PID 6 reinforced this
point, describing a more limited adaptation
where insurers offer better terms where sensor
or monitoring data provide stronger evidence
that goods have been handled safely. This
suggests that insurers are currently more

able to respond to narrow use cases where

Al or Al-enabled tools improve visibility and
underwriting confidence than to build broadly
standardised products for Al-related risks. In
this respect, the interview findings support the
review findings in Chapter 2, which showed
that Al-related failures in supply chains do not
present as a single, stable class of events, but

instead span various errors and vulnerabilities.
This heterogeneity supports the conclusion
that insurer responses remain incremental and
use-case specific.

A final theme across the interviews was the
difficulty, in practice, of defining responsibility
for Al-related failures. Participants across
legal, insurance, operational and technological
domains all highlighted the challenge of
determining who is accountable when
Al-supported systems produce harmful
outcomes. However, they diverged on how
they framed this uncertainty, and how they
understood and allocated accountability. Legal
and policy-oriented interviewees emphasised
that existing responsibility continues to

sit with the human or organisational actor
using the system, whereas insurance-based
interviewees placed greater emphasis on the
difficulty of tracing fault and exposure across
the multiple actors and dependencies involved
in Al-enabled systems. In contrast, operational
and technology-based interviewees focused
more on the governance measures needed to
manage that complexity in practice, including
human oversight, explainability and attention
to dependencies.

Interviewees from legal and policy perspectives
stated that Al is still generally treated as a tool
in practice, rather than as an independent and
liable actor. PID 5 was particularly explicit on
this, arguing that existing legal responsibilities
still apply even where Al is involved, as was PID
1, who highlighted the difficulty of integrating
Al-supported decision making into legal
frameworks built around human judgment

and retrospective explanation. In short, they
argue that while Al may change how decisions
are made, it has not displaced the underlying
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expectation that a person or organisation
remains responsible for those decisions. From
this perspective, the central issue is how Al
complicates the exercise and interpretation

of responsibility within frameworks still built
around human or corporate decision makers.

By contrast, the insurance perspective
introduced a somewhat different emphasis.
For example, PID 3 stressed that it may be
difficult to identify a single responsible party
when Al-related failures occur, because
responsibility may involve multiple actors such
as manufacturers, suppliers, developers and
shippers, depending on how the system was
built and where the failure may have occurred.
This perspective shifts the focus from legal
responsibility to the practical problem of
causation within a socio-technical system that
involves multiple actors and organisations.
PID 7 reinforced the view that governance
challenges may stem from wider dependencies
within the supply chain, highlighting how
external providers, data storage arrangements
and even disruptions further upstream in the
technology stack can shape Al-related risk.

PID 4 added an operational governance
perspective, arguing for approaching
responsibility in a risk-proportionate way
according to the stakes of the decision at hand.
For example, they suggested that low-stakes
uses must be distinguished from higher-
stakes uses that impact safety or employment,
suggesting the latter requires stronger
explainability and clearer human oversight.

More broadly, the interview findings suggest
that Al governance in supply chains remains

fragmented across multiple layers, including
firms, insurers, regulators, technical providers
and contractual arrangements. PID 7 outlined
the role of third-party dependencies and external
providers in shaping Al-related risk, while PID

4 argued for stronger incident reporting and
shared learning across the field. Taken together,
these findings suggest that current governance
arrangements are still catching up with the
operational reality of Al deployment, and that
clearer standards, better transparency and
stronger cross-sector coordination may be
needed as adoption deepens.

Overall, the interview findings show that Al

is already becoming embedded in important
parts of supply chain operations, particularly
where organisations are seeking greater
efficiency, visibility and control. However,
adoption remains uneven, and many of

the risks, responsibilities and governance
considerations associated with Al systems
are still being worked out in practice. All
stakeholder groups discussed Al's potential
to both strengthen resilience and introduce
new vulnerabilities, with the expectation that
insurers, operators, technology providers and
regulators are all still adapting to this changing
landscape. What differed across stakeholder
groups was not whether accountability
matters, but how it is framed — as a question
of legal liability, operational oversight or
dependency management. These findings
point to the need for approaches that support
adoption while also improving transparency,
accountability and overall resilience.



Chapter 4. Five-year Al adoption outlook

The evidence reviewed in this report suggests
that Al adoption in transportation, logistics,
warehousing and inventory management

is likely to increase over the next five years.
However, the pace of adoption will vary across
firms, functions and levels of operational

risk (MHI 2026). Adoption is unlikely to move
evenly across the whole supply chain. Instead,
the strongest near-term growth is likely to
occur in areas in which Al can be added to
existing digital workflows without requiring

a full redesign of operations. These include
demand forecasting (Gartner 2025), inventory
allocation, parcel sorting, warehouse flow
management, predictive maintenance, driver
and fleet monitoring, document processing,
and route optimisation (Tilawat 2025). In these
areas, firms already collect large amounts

of operational data through warehouse
management systems, transportation
management systems, telematics

platforms, scanning systems, and electronic
documentation. This setup makes it easier to
layer Al on top of existing processes, first as a
decision support tool and later, in some cases,
as a system that can recommend or execute
actions with less human involvement.

Drawing on the integration frameworks
reviewed in Chapter 2 — including Samuels’
assessment of progression from assistive

to more autonomous Al use, and Vu et al’s
(2024) adaptation of the IMO's DoA - and
combining these with interview evidence on
current operational practices, we distinguish
three practical levels of deployment in supply
chain operations (Table 4.0). In the first level,
Al is used for visibility and monitoring, such
as identifying delays, predicting equipment
failure, detecting anomalies in inventory
counts or flagging unusual route behaviour.
This level will likely be the most widely
adopted form because it can improve decision
making without immediately transferring full
authority to the system. In the second level,

Al is used for operational recommendations,
such as suggesting routes, replenishment
plans, warehouse slotting changes or
maintenance schedules. This level is likely to
expand where firms trust the data and where
human managers can still review or override
recommendations. In the third level, Al is used
for automated or semi-automated execution,
such as autonomous warehouse robotics,
automated sorting, Al-assisted customs
documentation, automated dispatch and
agentic document processing systems that
can trigger downstream actions. This level will
likely grow more slowly and unevenly because
it carries greater safety, liability and business
continuity implications.
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Table 4.0. Deployment levels in supply chain operations

Visibility and monitoring

making.

Operational recommendations

Automated or semi-automated
execution
involvement.

Source: RAND Europe analysis.

Several trends point toward faster Al adoption
(Table 4.1). As Table 4.0 shows, however,
adoption is unlikely to progress evenly across
all deployment forms. The strongest near-term
acceleration will likely occur at the visibility,
monitoring and operational recommendations
levels, while movement into automated or
semi-automated execution will likely remain
more uneven. Cost and throughput pressures
are the first drivers for fast adoption. Logistics
and warehousing firms operate in highly
competitive environments where margins are
often thin, and service expectations are high.
Firms are under pressure to move more goods
faster, reduce delays, improve asset utilisation
and manage labour shortages or labour costs
(MHI2026). Al systems are attractive because
they promise to help firms make better use

of vehicles, warehouses, inventory and staff.
In parcel hubs and fulfilment centres, for
example, Al-enabled sorting, routing and flow-
management tools can help process large
volumes more quickly. In transportation, route
optimisation and predictive maintenance

can reduce fuel use, downtime and service
disruption. In inventory management, Al

Al identifies issues or predicts
problems while maintaining overall
human control and decision

Al suggests actions that humans
review or approve.

Al directly undertakes or triggers
actions with reduced human

Delay detection, predictive
maintenance and anomaly
detection.

Route recommendations,
replenishment plans and
warehouse slotting.

Warehouse robotics,
automated dispatch and
Al-assisted document
processing.

forecasting tools can help reduce overstocking
and stockouts (Pham & Bris 2025). These
practical business incentives are likely to
remain important over the next five years.

A second signal is the growing digitisation of
supply chain operations. As digital systems
become more Al-enabled, firms may adopt Al
through normal software upgrades rather than
through separate Al procurement decisions
(Vavra 2026). This shift matters because it
means adoption might accelerate quietly; a
company may not decide to become an Al
company, but might begin using Al-enabled
functions because its existing software
provider adds forecasting, routing, anomaly
detection or automated document review.
This kind of embedded adoption is especially
important for insurers because policyholders
might not always describe these functions
as Al use, even when Al materially shapes
operational decisions (Jia et al. 2025a).

A third signal is the expansion of Al into
document-heavy logistics processes. Global
trade depends on large volumes of structured
and semi-structured documents, including
invoices, bills of lading, packing lists, customs
declarations, warehouse receipts, certificates



of origin, delivery instructions, and customer
communications. These manual processes

are often time-consuming and may create
operational bottlenecks where errors occur.
Generative Al and document-processing models
create a strong incentive to automate parts of
this work, particularly for freight forwarders,
customs brokers, third-party logistics suppliers
(38PLs), and large shippers. As discussed in
Section 3.1, our interview findings support this
direction of travel, with participants pointing

to document-heavy administrative processes
including customs processing and bill-of-lading
digitisation as areas where Al is already being
introduced. In particular, PID 5 highlighted

trade documentation and customs-related
workflows, while PID 6 described how manual
bill-of-lading processing created delays and
constrained warehouse operations. Over the
next five years, this may be one of the fastest-
growing areas of adoption because it offers the
potential for faster document handling, fewer
manual checks, lower administrative costs and
improved customer service. This is also an area
where new risk may emerge, because document
processing systems can affect customs filings,
cargo release, payment instructions, delivery
routing and compliance obligations.

A fourth signal is the continued growth

of warehouse automation and robotics.
Warehousing and fulfilment are well suited

to Al adoption because they involve repeated
tasks, controlled environments, measurable
performance targets and high labour intensity
(Pham & Bris 2025). Al-enabled robotics,
machine vision, automated picking, flow
management and inventory counting are likely
to expand, particularly in large facilities that
handle high volumes or time-sensitive goods.
Adoption may be especially strong where firms
already use robotics or automation and can
add more intelligent perception, scheduling or
coordination systems to existing infrastructure.
However, this growth will likely be uneven.

Highly automated warehouses may continue
to advance rapidly, while smaller facilities

may remain dependent on manual processes
because of cost, integration complexity or lack
of technical expertise (Daios et al. 2025).

A fifth signal is pressure from large
multinational firms. Large retailers,
manufacturers, parcel carriers, freight
forwarders and logistics platforms can shape
industry norms because their operational
requirements often cascade through suppliers
and logistics partners. In this context, our
interview findings suggest that larger firms
are generally better placed to invest in Al
experiment with new tools and integrate them
into existing systems and workflows, while
smaller firms often face greater barriers.

If large firms expect faster visibility, more
accurate forecasting, better exception handling,
digital documentation or Al-assisted fulfilment,
smaller partners may feel pressure to adopt
compatible tools. This diffusion effect may

be particularly important in US- and UK-linked
supply chains, where large firms interact with
global logistics networks and where insurers
are exposed to multinational operations.
Therefore, adoption may spread because each
firm independently chooses Al and because
Al-enabled practices become part of doing
business with major supply chain actors.

The strongest signals of an uptick, therefore, will
include the embedding of Al features into major
logistics software platforms, expanded use of Al
in document processing workflows, increased
deployment of warehouse robotics and machine
vision, broader use of telematics and driver
monitoring, Al-enabled predictive maintenance
at scale, and greater reliance on automated
exception management (Robotics Tomorrow
2025; Vavra 2026). Other signals include

vendor consolidation, growth in Al-related
procurement requirements from large shippers,
rising numbers of Al governance or audit
questions in contracts and the appearance of
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Al-specific underwriting questions in insurance
submissions (Gambacorta & Shreeti 2025; Jia
et al. 2025). These are practical indicators that
Al'is moving from pilot projects into routine
operational infrastructure. As outlined earlier,
these signals point most clearly to growth in the
first two levels of deployment identified in Table

4.0: visibility and monitoring on the one hand,
and operational recommendations on the other.
Although some of the same pressures may also
support movement toward automated or semi-
automated execution, especially in warehousing,
adoption at that level is likely to remain more
selective and operationally constrained.

Table 4.1. Signals of accelerating Al adoption in supply chains

costs.

Growing digitisation
of supply chain
operations

Cost and throughput
@ pressure
o, e ke
o -0
of]o

Expansion into
document-heavy
logistics processes

workflows.

O,

Continued growth

N
)
A

® of warehouse
ET/O automation and
M robotics

mEr s

Pressure from large
multinational firms

adoption.

Source: RAND Europe analysis.

Al capabilities are introduced
through software upgrades,
application-programming
interfaces (APIs), and Al-enabled
platform features rather than
stand-alone procurement.

Al is used to support booking, bill-
of-lading digitisation, document
review, and other administrative

Greater use of robotics, machine
vision, flow management, and
inventory counting in large or
already-automated facilities.

Large retailers, manufacturers,
carriers, and logistics platforms
shape expectations around Al

_ What it looks like in practice Why it matters

Firms seek tools that improve
speed, reduce delays, and help
manage labour shortages or labour

Competitive and operational
pressure is likely to remain
a major driver of Al uptake.

Adoption may accelerate
quietly as firms begin
using Al-enabled functions
through existing systems,
even where they do not
describe themselves as Al
adopters.

Document-heavy processes
offer a clear business case
for automation, but also
create new exposure where
Al outputs affect filings,
routing, or compliance.

This is one of the clearest
areas of operational Al
expansion, but adoption
is likely to remain uneven
and can increase safety
exposure.

Adoption may spread
through a diffusion

effect, with smaller firms
adopting tools to meet
the requirements of larger
firms.



At the same time, several factors may temper
adoption or slow its movement into higher-
risk use cases (Table 4.2). These constraints
are unlikely to apply evenly across the levels
of deployment described in Table 4.0. They
are likely to become more significant as

firms move from visibility and monitoring

into more autonomous or execution-oriented
uses. The most important constraint is

data quality. Al systems in logistics often
depend on fragmented data from multiple
firms, systems and jurisdictions (Daios et al.
2025). Data may be incomplete, outdated,
inconsistent or difficult to reconcile across
platforms. A warehouse may have accurate
internal inventory data but poor visibility into
upstream delays. A freight forwarder may have
strong shipment documentation but limited
visibility into supplier practices. A carrier

may have telematics data but incomplete
information about cargo value or downstream
dependencies. If the data are weak, Al outputs
may be difficult to trust or operationalise. This
issue is particularly important in supply chains
because decisions often depend on data
produced by other parties. As discussed in
Section 3.2, interviewees also highlighted poor
data quality, fragmented systems and limited
visibility beyond first and second-tier suppliers
as important constraints on Al use.

A second constraint is integration complexity.
Al tools may need to connect to legacy
systems, vendor platforms, customer portals,
customs systems and internal operational
workflows. Even when an Al tool works well
in isolation, it may be difficult to integrate
safely into the broader workflow. This caveat
is especially true when the system does not
merely provide analysis but triggers operational
actions, such as changing routing, releasing
cargo, adjusting inventory or generating
customs documentation. Integration

complexity is likely to slow adoption in smaller
firms and in functions where mistakes can
create legal, safety or financial consequences.
This conclusion aligns with our interview
findings, which pointed to fragmented
governance and third-party dependencies as
recurring features of Al use in supply chains
(see Section 3.5).

A third constraint is organisational capability.
Firms need employees who understand how
to use Al tools, question outputs, respond to
exceptions and maintain fallback procedures.
They also need governance structures that
clarify who is responsible when Al-supported
decisions go wrong. Without these capabilities,
Al adoption may create a false sense of
control. Staff may rely on outputs they do

not understand, managers may assume

that automation is more reliable than it is,

and firms may struggle to detect failure until
losses have already occurred. Similarly, our
interview findings highlighted the importance
of internal skills, governance structures

and the ability to interpret or challenge Al
outputs. Smaller operators may face particular
challenges because they often lack dedicated
Al governance, model risk, cybersecurity or
data science teams, a pattern also reflected in
broader analysis of uneven capability across
Al supply chains (Brown 2023). This tendency
may create a two-tier adoption pattern:

large firms move faster, while smaller firms
adopt more selectively or rely on Al features
embedded in vendor platforms.

A fourth constraint is safety and liability
uncertainty. Al systems that operate in
physical environments, such as warehouse
robots, autonomous trucks and machine
vision safety tools, can cause bodily injury,
property damage and operational shutdowns
if they fail. Even where humans remain in

the loop, responsibility can be unclear. The
operator, deployer, software vendor, robotics
manufacturer, data provider or system
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integrator may all be involved in the chain

of causation. Similar uncertainty appears

in document processing and customs
automation, where a model error may
create regulatory penalties, cargo delays, or
contractual disputes. Interviewees similarly
highlighted the difficulty of determining
responsibility for Al-related failures in practice
(see Section 3.5). This uncertainty may slow
adoption in high-impact functions because
firms, insurers and regulators may not yet
agree on how to allocate liability.

A fifth constraint is trust. Our interview findings
suggested that many supply chain actors

see Al as useful, but do not yet fully trust

it for high-stakes decisions. Firms may be
willing to use Al to flag problems, generate
recommendations or improve visibility, but are
more hesitant to allow Al to execute actions
that affect safety, employment, cargo release,
compliance or customer commitments.
Interviewees emphasised that, in practice,
human oversight remains central, particularly
where Al outputs require interpretation,
challenge or intervention (see Section 3.3).
Trust will likely depend on whether systems
can explain outputs, preserve audit logs,
demonstrate performance under stress and
support human challenge. If vendors cannot
provide this evidence, adoption may continue
but remain concentrated in lower-risk, advisory
or back-office functions.

A sixth constraint is regulatory and governance
uncertainty. In the next five years, firms

using Al may face new obligations relating

to disclosure, worker monitoring, safety, data
protection, cybersecurity, discrimination,
explainability, auditability and incident
reporting, particularly as Al-specific regulatory
frameworks and sectoral rules continue

to develop across jurisdictions (European
Parliament & Council 2024). Such changes
are especially relevant for Al systems used in
workforce management, automated dispatch,

driver monitoring, customs documentation
and customer-facing decision making. If rules
change quickly or differ across jurisdictions,
firms may slow adoption until they understand
compliance requirements. Alternatively, some
firms may continue using Al without adequate
governance, creating exposure to later litigation
or regulatory action. Our interview findings
support this view, suggesting that governance
remains fragmented across firms, insurers,
regulators, technical providers and contractual
arrangements (see Section 3.5). For insurers,
this creates a distinct accumulation risk:
many policyholders may fail to adapt to a new
regulatory expectation at the same time.

A seventh constraint is insurance market
uncertainty. Al adoption may outpace insurers’
ability to price and underwrite its risk because
there is limited loss history for many Al-related
supply chain failures, and it is often difficult

to determine whether Al, human error, cyber
compromise, vendor failure or ordinary
operational disruption caused a loss. This
uncertainty makes it harder for insurers to
assess frequency, severity and accumulation
potential. As interviewees emphasised, insurers
are still working through how best to define,
price and allocate Al-related exposures, in

part because claims experience remains
limited and difficult to interpret (see Section
3.4). If insurers cannot distinguish safe from
unsafe Al deployment, they may respond with
exclusions, higher premiums, tighter terms or
more detailed underwriting questions (Jia et al.
2025). Such a response could temper adoption
in some areas, particularly where firms depend
on insurance coverage to support contracts,
financing or regulatory requirements.

The strongest signals of constraint will hence

be operational. Adoption may slow where firms
report poor data quality, failed pilots, unclear
return on investment, weak integration with
legacy systems, workforce resistance, regulatory
uncertainty, safety incidents or disputes over



liability. Insurers should also watch for signs
that firms are using Al but cannot explain where
it sits in the workflow, what decisions it affects
or what fallback procedures exist. The gap
between adoption and governance will likely be
one of the most important risk indicators over
the next five years. In practice, this means that
adoption may continue to expand relatively
quickly in lower-risk uses such as monitoring,
anomaly detection and decision support, while
higher-risk or execution-oriented uses are more
likely to be slowed by integration difficulty,
safety concerns, governance requirements and
weak trust.

The Al adoption constraints identified here are
consistent with broader research on monitoring
Al-related risks in critical national infrastructure,
where supply chain and insurance play a major
role. In particular, the constraints identified here
map closely onto signals on vulnerabilities and
gaps in relation to data quality (stakeholder
interviews), fragmented system visibility
(Mandiant 2026) and the growing complexity of
integrating Al into wider operational and digital
environments (Zhang & Strbac 2025). They also
reinforce evidence that adoption is shaped by
technical feasibility as well as by the ability of
organisations to maintain workforce capability
(Lokesh et al. 2024), clarify responsibility,

retain effective human oversight and establish
credible fallback, assurance and incident-
response arrangements. These findings are
mutually reinforcing: they explain why adoption
may slow or remain concentrated in lower-risk
uses, while wider monitoring effort will help
identify the practical conditions under which
those constraints become visible, monitorable
and operationally significant.

The acceleration and constraint signals
outlined above suggest that, over the next five
years, Al adoption will likely progress unevenly

across the three deployment levels described
in Table 4.0. Adoption will likely accelerate
most rapidly at the visibility and monitoring
level, where Al can be added to existing digital
workflows with relatively limited operational

or liability consequences. In many cases,

this may occur through software upgrades

and embedded platform features rather than
deliberate Al procurement, meaning that some
of the fastest-moving adoption may also be the
least visible to firms and insurers. As discussed
in Sections 3.2 and 4.1, organisations that have
already established one or more entry points
into Al adoption may broaden it internally as
they reuse existing infrastructure such as data
pipelines, software platforms and governance
arrangements across adjacent functions.
However, as Section 4.2 suggests, this internal
broadening of adoption will likely be strongest
across lower-risk use cases rather than as a
straightforward progression into higher-risk or
more autonomous deployment forms.

Operational recommendation tools are also
likely to expand, but more unevenly, because
their value depends on whether firms have the
data quality, internal capability and governance
needed to interpret, challenge and safely act on
Al-supported outputs. This may create a divide
between firms that can meaningfully supervise
Al-supported decision making and those that
are more likely to defer to system outputs.

By contrast, automated or semi-automated
execution is likely to remain more selective
over the next five years, concentrated in
controlled, high-volume or already automated
settings such as advanced warehouses. At this
level, the constraints identified in Section 4.2

— particularly safety, liability, trust, integration
difficulty and insurance uncertainty — are more
numerous and concrete than the drivers of
acceleration. The likely result is not a uniform
shift toward autonomous supply chains, but a
more uneven pattern in which lower-risk and
less visible forms of Al become widespread
more quickly than higher-risk forms.
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Table 4.2. Factors that may constrain Al adoption in supply chains

What it looks like in practice Why it matters

Poor data quality

Integration
complexity

@& [

Organisational
capability

Safety and liability
uncertainty

Limited trust in
high-stakes use

Regulatory and
governance
uncertainty

Insurance market
uncertainty

5D Q >

;

Source: RAND Europe analysis.

Incomplete, inconsistent,
outdated or fragmented data
across firms and systems.

Difficulty connecting Al tools
to legacy systems, vendor
platforms, customs systems
and existing workflows.

Limited internal skills,

weak governance, poor
understanding of model
outputs and a lack of fallback
procedures.

Unclear responsibility when Al
contributes to injury, property

damage, compliance failure or
operational disruption.

Firms use Al for monitoring or
recommendations, but hesitate
to let it execute actions
affecting safety, cargo or
compliance.

Changing or unclear rules
or disclosure, auditability,
discrimination and incident
reporting.

Exclusions, limited loss
history, unclear pricing and
more detailed underwriting
questions.

Al tools may be difficult to trust or
operationalise if the data they rely on
is weak, especially where decisions
depend on the completeness of
information provided by other
parties.

Even where a tool works well in
isolation, it may be difficult to
integrate safely into operational
processes that span multiple actors
and systems.

Firms may adopt Al without the
capacity to use it safely, challenge
outputs or respond effectively if a
system fails.

Uncertainty over accountability
may slow adoption in higher-risk
functions.

Adoption may remain concentrated
in lower-risk or advisory use cases
unless firms gain confidence in
system reliability and oversight.

Firms may delay adoption or face
growing exposure if they cannot
keep pace with evolving legal and
governance requirements.

If insurers cannot clearly assess Al-
related risk, reduced coverage may

slow adoption in parts of the supply
chain.



Chapter 5. Al adoption implications for insurance

Insurance for Al-related losses is an emerging
fleld. Not only are Al capabilities and

uses evolving, but so is insurers’ ability to
understand, assess and differentiate the risks
of these uses. While data regarding Al incidents
and lawsuits are starting to be collected,

they do not always translate into insurable
claims. Even when they do, they may relate to
different insurance lines, as discussed below.
Moreover, concerns about correlated losses
across insureds remain, which also complicate
insurance underwriting (we discuss correlated
losses in Chapter 6). Nevertheless, there are
unavoidable business growth opportunities for
insurers willing to take on this risk.

Consequently, insurers are taking alternative
approaches to managing Al risk, with some
excluding it in fear that losses will be large

and unpredictable, and others accepting it by
affirmatively covering it. Still, other insurers are
remaining silent, neither affirmatively covering
nor specifically excluding Al losses. In effect,
these insurers are gambling on the outcome of
any submitted claims. We discuss exclusions
and coverage in more detail below.

A complicating issue presented by Al risk is
that the resulting perils are spread across
many insurance lines. For example, Hinton
(2025) presents a notional mapping between
Al perils and responding insurance lines, as
shown in Figure 5.1.

Figure 5.1 emphasises several key points.
First, while certain insurance lines correspond
directly to specific types of losses, significant
ambiguity remains regarding coverage

for other categories of loss. For instance,
business interruption losses caused by failures
or malicious attacks against an Al system

may fall under a cyber insurance policy.
Misstatements made by executives concerning
their firm’s Al capabilities and uses may be
addressed by the firm’s Director and Officer
(D&O) insurance. Losses relating to alleged
copyright or trademark infringement could

be covered by a media, professional liability,
intellectual property or even a cyber policy.

In contrast, bodily injury or property damage
caused by an Al incident may be addressed
under a product liability, general liability or
perhaps even a cyber insurance policy.

Figure 5.1 also highlights the diversity of first-
and third-party Al losses. First-party losses
are those incurred by the firm itself, such as
business interruption, product recall, property
damages and costs related to data breaches
(which may involve forensic investigation), and
costs associated with repairing and restoring
any affected IT systems. Third-party losses
arise from harms suffered by others who bring
legal claims against the firm, such as lawsuits
for personal injury, damages to another’s
property, copyright or patent infringement,
defamation, deepfakes or other forms of
privacy or reputation injury.

A final key point highlighted by Figure 5.1 is the
uncertainty in policy coverage that emerges for
many of these Al-induced losses. Each policy
for each firm will have specific definitions,
triggers and accompanying exclusions, and

it is often unclear how a suite of policies will
respond to a loss until that loss materialises.
This ambiguity creates the potential for hidden
coverage gaps among insureds.
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Figure 5.1. Insurance lines that may respond to an Al loss

Media Tech E&O, Product General Intellectual Cvber Crime Er o m——,
liability MPL, PI liability liability property y ploy!

Faulty product or service
Copyright or trademark
Patent infringement

Discrimination or bias

Defamation, libel or
slander

Bodily injury

Tangible property
damage

Privacy and security
breaches

Loss of financial assets/
market manipulation

Product recall
Business interruption

Breach of D&O duties

Robotics

. Available ‘ Limited . Excluded unless custom contingent liability added

'Deepfakes’

Source: Hinton (2025).

5.2. Exclusions for Al risks

As discussed above, the complicated nature and Omissions (E&Q) and fiduciary liability

of Al risk has caused some insurers to policies, to exclude coverage with respect to
deliberately exclude Al losses from their "..any actual or alleged use, deployment, or
insurance policies. For example, the insurance  development of Artificial Intelligence’ (Berkley
carrier Berkley revised its speciality lines Insurance Company 2026, 1).

of liability coverage, including D&O, Errors



Box 5.1. Berkley Al exclusions

The Insurer shall not be liable to make payment under this Coverage Part for Loss on account of
any Claim made against any Insured based upon, arising out of, or attributable to:

(1) any actual or alleged use, deployment, or development of Artificial Intelligence by any
person or entity, including but not limited to:

(a) the generation, creation, or dissemination of any content or communications using
Artificial Intelligence;,

(b) any Insured’s actual or alleged failure to identify or detect content or communications
created through a third party’s use of Artificial Intelligence;

(c) any Insured’s inadequate or deficient policies, practices, procedures, or training relating
to Artificial Intelligence or failure to develop or implement any such policies, practices,
procedures, or training;

(d) any Insured’s actual or alleged breach of any duty or legal obligation with respect to the
creation, use, development, deployment, detection, identification, or containment of Artificial
Intelligence;

(e) any product or service sold, distributed, performed, or utilised by an Insured
incorporating Atrtificial Intelligence; or

(f) any alleged representations, warranties, promises, or agreements actually or allegedly
made by a chatbot or virtual customer service agent;

(2) any Insured’s actual or alleged statements, disclosures, or representations concerning or
relating to Artificial Intelligence, including but not limited to:

(a) the use, deployment, development, or integration of Artificial Intelligence in the
Company’s business or operations;

(b) any assessment or evaluation of threats, risks, or vulnerabilities to the Company’s
business or operations arising from Artificial Intelligence, whether from customers,
suppliers, competitors, regulators, or any other source; or

(c) the Company’s current or anticipated business plans, capabilities, or opportunities
involving Artificial Intelligence;

(3) any actual or alleged violation of any federal, state, provincial, local, foreign, or international
law, statute, regulation, or rule regulating the use or development of Artificial Intelligence or
disclosures relating to Artificial Intelligence; or

(4) any demand, request, or order by any person or entity or any statutory or regulatory
requirement that the Company investigate, study, assess, monitor, address, contain, or respond
to the risks, effects, or impacts of Artificial Intelligence.

Source: Berkley Artificial Intelligence Exclusion (Absolute), PC 51380 00 (06-24).
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The Berkeley exclusion policy quoted in Box
5.1 is extensive in describing how it will not
cover claims arising from almost any aspect
of artificial intelligence, including a company’s
use, development or deployment of Al or
Al-generated content or communications. In
addition, the policy excludes losses due to
failures to detect Al-created material from
others, weak or missing Al policies and training,
or problems caused by Al-enabled products,
services, chatbots or virtual assistants. It also
excludes claims based on the company’s
representations about Al, including statements
about how it uses Al, how it manages Al risk
or what it plans to do with Al in the future.
Finally, the policy excludes claims related

to the company breaking Al-related laws or
regulations, or the costs of responding to
regulatory or legal demands to investigate,
monitor or address Al risks.

In addition, Verisk Insurance Services Office
(ISO), a provider of data, analytics and
standardised policy forms for the US property
and casualty insurance market, published a
series of exclusions intended to be readily
adopted by insurers. The exclusions first define
generative Al as a ‘machine-based learning
system or model that is trained on data with
the ability to create content or responses,
including but not limited to text, images, audio,
video or code’ (Germond 2025). The language
then excludes any Al losses causing ‘bodily
injury, property damage or personal and
advertising injury’ (Germond 2025). Because
ISO policy forms serve as the underlying
template for around 80% of US property and
casualty policies, these exclusions are likely

to spread quickly across the market (Polales
Horton & Leonardi LLP 2026).

Similarly, other large insurers such as American
International Group (AIG), Great American,
Hamilton Insurance Group, Philadelphia
Indemnity, Chubb, The Travelers Companies
and Berkshire Hathaway have also moved

to exclude Al losses (PYMNTS 2026; The
Intelligence Council 2026).

Despite, or perhaps because of, Al exclusions,
both incumbent and startup insurers have
emerged to provide affirmative (explicit)

cover for Al losses (Jia et al. 2025; Lockton
Reinsurance & Armilla 2026; Munich Re &

HSB 2024). For example, in late 2024, AXA

XL began covering corruption or malicious
manipulation of the information used to train or
tune an Al model (data poisoning), regulatory
fines or fees, or lawsuits resulting from
violations of copyright or usage rights (AXA

AL 2024). Coalition, a cyber managing general
agent (MGA), revised its cyber insurance

policy to cover losses caused by a failure of

an Al system or Al-enabled malicious funds
transfers, such as via deepfakes (Coalition
2024). Munich Re provides cover for Al vendors
and users of Al systems for losses related to Al
performance issues, IP infringement, regulatory
fines and other model errors (Munich Re 2026).
In addition, Armilla, a startup Al insurance
company, covers losses resulting from the
following (Towner 2026):

‘Al Model Error Liability: Third-party
financial loss resulting from hallucination,
inaccuracies, drift, or measurable
underperformance

Al Model Output Liability: Claims tied to
harmful or misleading outputs, including
defamation, trade secret exposure, and
confidentiality breaches

Al Agent Failures: Claims arising from
incorrect decisions, improper tool use, or
escalation errors

Non-Breach Privacy & Data Leakage
Liability: Regulatory investigations or third-
party claims stemming from unintended
disclosures through Al outputs



Al-Driven Property Damage: Damage to
third-party property caused by Al-enabled
automation, generative Al and Al agents

Al Regulatory Violations: Defense costs and
insurable fines arising from investigations
under Al regulations such as the EU Al Act
and Colorado Al Act!

Testudo, another startup Al-insurance
company, covers losses for similar kinds

of Al model errors 2 intellectual property
infringement, bodily injury or property damage
resulting from an Al system output. In addition,
both Armilla and the Al Underwriting Company
(AIUC) affirmatively cover losses caused by

Al agents (such as business interruption),
something for which most other insurers
remain silent (Al Underwriting Company 2026).

These approaches reflect different risk
appetites across insurers regarding the
insurability of Al risk. Some incumbents are
broadly excluding Al because the exposure is
diffuse, hard to price, difficult to separate from
other perils and potentially correlated across
lines. At the same time, other insurers are
recognising the business opportunity of what
might become a massive book of business and
leading the market to affirmatively cover Al loss.

Nevertheless, many insurers are taking a third
approach: remaining silent on the risk. That
is, they are neither affirmatively covering nor
excluding Al risk, but instead waiting to see
how the risks will emerge and addressing
claims as they come. Such approaches
resemble a familiar reaction to novel risks, as
was seen with cyber risk, which experienced a
similar evolution (Woods & Moore 2020).

Which approach is ultimately most optimal
for insurers and policyholders remains to be
seen. Nevertheless, as Al exclusions spread
through standardised forms, firms may find
Al exposure quietly falling out of policies

they already hold, before they have sought
dedicated cover to replace it. Moreover, this
compounds the adoption dynamic discussed in
Chapter 4. If Al increasingly arrives embedded
in software rather than through deliberate
procurement (Vavra 2026), the firms least
aware they are using Al are also least likely

to notice the withdrawal of cover for it. The
market's response is therefore reshaping
what insurers will cover as well as silently
redistributing uninsured exposure back onto
the policyholders least able to see it.

It is typical for a firm to employ a portfolio of
insurance policies to cover the disparate losses
it faces in the course of its business, including
general liability, products liability, property and
workers’ compensation, among others (Tocco
2018). The lines of insurance that may respond
to aloss (i.e. the policy under which a firm may
file a claim) caused by an Al event depend

on the actual failure, type of loss and parties
involved. A given loss may even invoke multiple
insurance policies.

Based on the Al incidents identified above, the
policies most likely to respond to an Al-related
loss within these supply chain companies
include the following:

* Products liability covers damages
or injuries sustained by others (third
parties) due to a defect or malfunction

8 Specifically, ‘Financial loss suffered by a third party due to negligent acts, errors, omissions, misstatements, or
misrepresentations arising from Al outputs’ (Germond 2025).
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in a company’s product. For example, an
autonomous robot or vehicle that damages
another person's property (CFC 2023).

«  Property insurance covers losses incurred
by the company itself (first party), e.g. due
to loss, damage or theft of cargo while in
transit or storage (The Hartford 2025a).

*  Workers’ compensation covers harms
suffered by employees in the course of
their work, e.g. an employee injured by Al
machinery in a warehouse (Chubb 2021).

+ Technology E&O policies cover harms
suffered by others (third-party harms)
because of a vendor’s technology product,
service or IT platform. In the context of Al
systems, this could cover losses due to an
Al product’s errors (Relm Insurance 2026).

+  Employment practices liability insurance
covers workforce matters related to
wrongful termination, discrimination
and harassment, such as in the case of
Al-enabled employment or sanctioning
decisions (The Hartford 2025b).

«  Cyber policies cover (first-party) losses
due to business interruption in which
a company’s technology system fails
or interferes with its business services
(Piccirilli et al. 2025).

For example, in situations where Al-driven
machinery (e.qg. trucks or robots) damages
the firm’s own property (e.g. a warehouse
or facility), a firm would likely first turn to its

property insurance policy to recover losses.

If any injuries were sustained to employees,
the firm may file a claim under its workers’
compensation policy. Further, if defects or
errors were suspected in the Al product (where
the Al code is sold by a vendor), the company
may bring a legal claim against the technology
vendor, which may use its products liability
policy to cover losses and legal fees.

Additionally, we identified cases involving
companies relying on (at least in part)

the output of Al analysis for workforce
performance or monitoring, resulting in
employee sanctioning or termination. In such
situations, employees and former employees
may bring wrongful termination suits against
the company, which may trigger the firm's
employment practices liability policy. In
addition, if the firm later identified errors in

the Al software, it may again bring an action
against the software vendor for inaccuracies or
errors, which may trigger the vendor’'s tech E&O
policy.

In several Al incidents identified above, Al
systems failed to operate properly, resulting

in business interruption. For such first-party
losses, the firm may invoke its cyber insurance
policy to recover lost revenue. If the failure
was due to a problem with a vendor’s software
or product, it may bring a claim against that
vendor, which may turn to either its products
liability or tech E&O policies.



Chapter 6. Aggregation scenarios

Next, we sought to identify plausible scenarios
of Al use that could lead to aggregation

losses across stakeholder companies within
the supply chain sector. We developed the
scenarios in a structured, iterative process, as
described in Annex A.

The scenarios in this chapter address a key
insurance concern: Al-related losses may

not be limited to a single firm (see Chapter

2). For insurers and reinsurers, the central

issue is whether similar failures could impact
multiple policyholders simultaneously, creating
aggregation (or correlation/accumulation/
systemic) risk. While a logistics company may
appear independent from another insured at
the underwriting level, both may depend on the
same Al vendor, model provider, cloud platform,
warehouse robotics system, mapping provider,
PCS, EDI gateway or document processing
architecture. These hidden dependencies can
weaken assumptions about diversification
across policyholders, geographies, sectors and
lines of business (see Chapter 3). A faulty model
update, corrupted data source, adversarial
prompt injection technique, shared perception
stack, common software dependency or
industry-wide regulatory change could therefore
generate claims across multiple insureds in the
same reporting period and across several policy
lines, including property, business interruption,
contingent business interruption, cyber, marine
cargo, technology errors and omissions, product
liability, employment practices liability, directors

and officers coverage and regulatory defence
(see Chapter 5).

For this reason, the scenarios below focus
less on single firm failure and more on
aggregation mechanisms. The key question
is to understand what could cause multiple
insureds to experience related losses at

the same time. This framing is especially
important because different aggregation
mechanisms require different mitigations and
policy recommendations (see Chapter 7). We
synthesise four main aggregation pathways
from the preceding analysis. These should not
be understood as the only possible pathways,
or as a settled taxonomy; nor do they
correspond one-for-one with the six scenarios
that follow. Rather, the pathways describe the
main mechanisms through which Al-related
losses could become correlated across
multiple policyholders. The scenarios serve
to stress-test those mechanisms in different
supply chain settings and across different
insurance lines.

In some cases, more than one scenario
illustrates the same pathway because the
insurance implications differ materially
depending on the operational context, affected
policy line, or stakeholder group involved.
Aggregate risks may also arise from interaction
between independently deployed Al agents.
For example, procurement, inventory, pricing,
routing, or dispatch agents may respond to the
same demand, congestion, or market signal

in similar ways. Without safeguards (e.g. rate
limits, human review, coordination protocols

or stress testing), these interactions could
amplify ordinary disruption into wide cascades,
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including exaggerated bullwhip effects,®
synchronised over-ordering, capacity hoarding,
route congestion or shipment delays.

Finally, the mitigation strategies in each
scenario should be read as responses to the
analytical dimensions developed early in this
report. Chapter 2 and Chapter 4 demonstrate
that Al risk evolves as systems progress from
visibility and monitoring to recommendations
and automated or semi-automated execution.
The autonomy frameworks discussed in
Section 2.1, including Samuels’ (2025)
integration pipeline and Vu et al’s (2024) DoA,
are especially relevant where Al systems act in
physical environments, such as robotics and
autonomous vehicles. Table 2.3 is similarly
relevant for agentic document processing
systems, where Al outputs may move from
decision support to operational execution.
Across the scenario, the proposed mitigation
therefore focuses on recurring control
questions discussed in Chapter 5.

The first pathway identified is shared Al
weakness across many firms, which occurs
when multiple companies rely on similar

Al models, agent architectures, perception
systems, optimisation tools or document
processing workflows. A common weakness
may then fail or be exploited across many
deployments. For example, warehouse
operators using the same robotics perception
model may experience similar collision or
safety failures after a flawed update. Freight
forwarders using similar document-processing
agents may be exposed to the same prompt-
injection technique. Customs brokers using
the same Al classification tool may generate
the same erroneous filings across thousands
of shipments. In this pathway, the aggregation
risk comes from a shared technical weakness,

even when the affected firms are operationally
separate. In agentic settings, the shared
weakness may instead be a common design
pattern, such as similar objectives, escalation
thresholds or authority to place orders or
reroute shipments, causing many firms to react
in the same direction at the same time.

The second pathway concerns failure of a
shared Al or digital business service. In this
case, the problem is that many firms depend

on a common external service that fails, goes
offline, or pushes a faulty update. Relevant
services include Al cloud providers, model
hosting platforms, warehouse management
systems, transportation management systems,
visibility platforms, mapping systems, PCS, EDI
gateways, identity providers and logistics data
services. If one of these services is disrupted,
multiple policyholders may lose access to the
same critical function simultaneously. While this
pathway is closely related to existing technology
dependency and cloud concentration risks, Al
may intensify the problem as more operational
decisions depend on externally hosted models,
APIs and data services.

The third pathway arises with an Al-powered
cyberattack, whereby attackers use Al to

scale reconnaissance, phishing, malware
development, social engineering, fraud or data
manipulation. For example, attackers might
use generative Al to produce multilingual
spear-phishing messages, identify vulnerable
vendors, generate malicious code variants or
manipulate logistics documents and release
instructions. The resulting losses may include
business interruption, ransomware costs, cargo
theft, fraudulent payments, spoiled goods,
liability claims and incident-response expenses.
This pathway is important because the
aggregation may occur primarily through cyber,

9 A bullwhip effect is a supply chain phenomenon where a small variation at one end of the supply chain gets amplified

as it travels upstream across the chain.



crime, cargo and business interruption policies
rather than through a dedicated Al insurance
product. In other words, an Al-powered
cyberattack may not be labelled as an Al loss
in claims data, even though Al helped scale or
accelerate the event.

The fourth pathway follows the governance
and regulatory issues identified in Chapter
3 and Chapter 5, occurring when a new

law, court ruling, regulatory interpretation,
disclosure requirement or supervisory
expectation changes what firms must do
when they use Al. If many firms fail to adapt
in time, insurers may face correlated claims
involving employment practices liability,
directors’ and officers’ liability, regulatory
defence, fines, professional liability and
sometimes cyber or business interruption.
This pathway is especially relevant where Al
is used for worker monitoring, automated
termination, dispatch, pricing, customer
disclosure, customs documentation or high-
impact decision making. It is also relevant
to 'shadow Al use, where employees rely on
personal or unsanctioned Al tools outside
approved governance, procurement, data
protection and security controls. Such use
may create hidden aggregation risk if workers

across multiple firms turn to the same public
Al tools for drafting documents, analysing
customer or shipment data, preparing filings,
coding, translation or decision support without
adequate oversight, recordkeeping, validation
or disclosure. As the Commonwealth Scientific
and Industrial Research Organisation (CSIRO)
notes in its 2026 report, this can also interact
with deskilling and oversight reduction:
workers may become dependent on Al
outputs, managers may reduce human review
and organisations may lose the capability to
detect errors or intervene when systems fail
(CSIRO 2026).

A related employment risk is that applicants or
new employees may overstate their knowledge
or competence by using Al in applications,
assessments or interviews, leading firms

to rely on staff whose actual expertise is
weaker than represented. Unlike the first two
pathways, this mechanism is about a shared
governance failure across many policyholders.
Firms may continue using Al systems without
adequate disclosure, auditability, human review,
contestability or documentation after the legal
environment changes. Plaintiffs, regulators

or customers may then bring similar claims
against many firms at once.
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6.2.1. Scenario 1: Al perception model triggers a cascading robotic fire across multiple

fulfilment centres

e oo

Supply chain domain

Featured Al use

Warehousing & inventory.

Robotics: coordinated autonomous mobile robots (AMRs) and robotic arms

sharing a centrally trained computer-vision perception model.

Al failure mode
update).
Primary damage type  Property damage.

Potential scale of
impact'®

Model error (predictive Al/computer vision regression following an over-the-air

Medium-high: High hundreds of millions to low single-digit billions USS in
property, inventory and business interruption (BI) or contingent business

interruption (CBI)-related losses.

Source: RAND Europe.

A robotics platform vendor supplies perception
and navigation models to approximately 40
large, automated fulfilment centres across
North America and Europe. During peak pre-
holiday volume, the vendor pushes a firmware/
model update intended to improve object
classification under mixed lighting. Under
ordinary operating conditions, the model
performs within published accuracy bounds.
However, when autonomous mobile robots
(AMRs) encounter a specific combination of
reflective metallic packaging under mixed
low-angle lighting (conditions common at
pre-holiday peak), the perception model
systematically misclassifies totes and pallets.

During the first peak-shift morning, a 1.2 million
sq. ft. fulfilment centre in the US Midwest
experiences simultaneous misclassifications

across an aisle cluster. Multiple AMRs collide,
rupturing a pallet of lithium-ion power banks;
thermal runaway overwhelms localised
suppression mechanisms, and the fire spreads
to adjacent racks of flammable seasonal goods
before the facility-wide shutdown is complete.
Within 48 hours, two further fulfilment
scenarios of different companies operating

the same perception models experience near-
miss collisions under similar conditions and
are taken offline pre-emptively. Six weeks of
outage at the primary site, combined with
precautionary stand-downs at seven other
sites using the same model version, produce
regional fulfilment gridlock during peak season,
missed service-level commitments across
tens of millions of customer orders and partial
structural damage at the index facility.

10 The loss estimates here and in the other scenarios are illustrative, order-of-magnitude judgments intended to indicate
the potential relative scale of each scenario. They are not actuarial estimates, forecasts or modelled loss projections
and have not been validated against claims data. Actual losses would depend on factors including the number and
size of affected firms, duration of disruption, geographic spread, contractual relationships, insurance coverage,
deductibles, limits, exclusions and the extent of downstream business interruption.



Autonomy lens:

Viewed through Samuels’ (2025) integration
pipelines, this scenario sits beyond simple
decision support. The AMRs and robots

are executing physical movements in

a shared operational environment, with
humans supervising the system rather than
controlling each action. This setup increases
the consequence of model error because
perception and navigation failures can translate
directly into collision, property damage and site
shutdown. The scenario therefore illustrates

a higher-risk form of Al integration: human-
supervised automation, where Al outputs are
tightly coupled to physical execution rather
than full autonomy across the supply chain.

Aggregation dynamic:

Losses are correlated across different
insureds — unrelated retailers and 3PLs -
because they share a common vendor’s
compromised model. Insurers may face
multiple simultaneous large claims in one
quarter across policyholders that appear, at
the underwriting level, to be uncorrelated.

Insurance lines implicated:

-+ Warehouse operators:

»  Property (first-party facility and
inventory damage, including fire-
related structural loss).

» Business interruption under property
and/or cyber.

+ Robot vendors:
»  Products liability and tech EQO
(to cover third-party claims from
customers due to model errors).
«  Customers of warehouse operators:
» Contingent business interruption.

Plausible mitigation strategies:

Technical: Statistical outlier detection

on training batches, runtime behavioural
monitoring that profiles normal robot
movement patterns and flags drift from
baseline, adversarial red-team testing against
trigger-conditioned misclassification, and
physical segregation of lithium-ion storage
from high-traffic robotic zones.

Organisational: Controlled, staged roll-out of
model updates across sites with monitored
canary (gradual, isolated subset) deployments,
contractual data-integrity obligations on
subcontractors and incident-response
playbooks designed for multi-site Al failures.

Governance: Mandatory robustness audits,
immutable audit trails aligned with the NIST
Al RMF™ and ISO/IEC 42001, and third-party
certification of the data-labelling supply chain.

Regulatory/insurance market: Warranty
requirements in property and tech E&QO policies
regarding training-data integrity and vendor
assurance and disclosure requirements for
model version concentration across insureds.

11 The Al Risk Management Framework (Al RMF) is a voluntary guidance document released by the National Institute

for Standards and Technology (NIST) in January 2023.
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6.2.2. Scenario 2: Adversarial spoofing of an autonomous drayage corridor at a major

UK container port

Attribute Description

Supply chain
domain

Featured Al use

Transportation & logistics (port drayage).

Autonomous vehicles - level 4 autonomous heavy goods vehicles (HGVs) with a

shared HD-map and perception stack across operators.

Al failure mode

Adversarial ML attack and global navigation satellite system (GNSS)

spoofing (coordinated sensor-level and perception-level manipulation).

Primary damage
type

Potential scale
of impact

Source: RAND Europe.

An adversarial actor deploys portable global
navigation satellite systems (GNSS) spoofing
equipment affixed to motorway signage and
gantry structures along a 60 km stretch of
motorway and trunk roads serving the UK's
largest container port (which handles roughly
36% of national container traffic) and its
connected inland rail and distribution hubs.
Two autonomous trucking operators trialling
level 4 HGVs together account for an estimated
14% of drayage on the affected corridor.
Although they operate distinct fleets, they rely
on a common high-definition map provider and
a perception stack built on a widely adopted
open-source foundation model.

The attack is timed for a weekday morning
peak. Within a 20-minute window, 14
autonomous HGVs exhibit correlated failures:
four veer into the central reservation (two
jackknife across the inside and middle lanes,
one striking a passenger vehicle), five engage
emergency stops mid-motorway, causing a
multi-vehicle pile-up behind the lead HGV, and
five silently depart from planned routes based

Personal injury (secondary property and cargo damage).

Medium-high: Low hundreds of millions to low single-digit billions USS in casualty,
cargo delay and port disruption losses.

on spoofed GNSS, with one entering a weight-
restricted rural B-road and becoming stranded.
Casualty figures include two fatalities and 19
serious injuries across passenger vehicles
and HGV safety drivers. Motorway closures
exceed six hours, and a precautionary seven-
day grounding of both autonomous fleets
follows a joint investigation by the Department
for Transport, the Health and Safety Executive
and the Office of Rail and Road. Secondary
effects include ~2,100 delayed drayage
containers, berthing delays for two deep-sea
vessels and disruption to the port-Midland's
intermodal rail service.

This scenario reflects the higher-risk end of the
autonomy spectrum discussed in Section 2.1.4.
Although Vu et al’s (2024) DoA was developed
for maritime systems, the same distinction

is useful here: the risk increases as systems
move from automated decision support toward
remote or autonomous operation in which the
system perceives the environment, selects
action and executes manoeuvres with limited



human intervention. Level 4 Autonomous HGVs
therefore create a different exposure from
Al-assisted route planning. Sensor spoofing

or perception failure can immediately affect
vehicle behaviour, while human fallback may
be too slow to prevent harm. Hence, autonomy
— rather than Al use alone — is central to safety
and aggregation risk.

Aggregation dynamic:

Aggregation occurs along three vectors
simultaneously: (1) multiple fleet operators
affected through shared perception and
mapping infrastructure, (2) geographic
concentration of a small number of UK ports
magnifies downstream effects, and (3) a
single adversarial event generates both motor-
casualty claims and a wave of contingent
business interruption claims across unrelated
cargo owners.

Insurance lines implicated:

Autonomous trucking companies:
» Commercial auto liability

»  Employer’s liability (HGV safety
drivers)

» Personal injury / third-party auto
(passenger vehicle occupants)

»  Cyber (for the adversarial attack and
fleet business interruption).

Customers of shippers:
»  Contingent business interruption.

Plausible mitigation strategies:

Technical: Anti-spoofing GNSS receivers
(Septentrio 2026), adversarial-example
robustness training for perception models,
vehicle-to-everything (V2X) cryptographic
authentication of signage and roadside data
(Venkatasamy et al. 2024), and real-time
runtime monitoring to detect coordinated
anomalies.

Organisational: Diversified map providers
and perception stacks across fleets to avoid
monoculture or single point of failure, and
staged operational design domains (ODDs)
that require automatic degradation to human
control when sensor integrity cannot be
verified.

Governance: Mandatory incident-reporting
frameworks for autonomous fleet operators,
regulator-endorsed safety cases prior to
public-road deployment, and shared threat-
intelligence feeds for adversarial Al attacks on
transport systems.

Regulatory/insurance market: Minimum-
standard anti-spoofing requirements as
a condition of insurability, and pooled
reinsurance mechanisms for correlated
autonomous fleet events.
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6.2.3. Scenario 3: Cross-vendor prompt-injection exploit against document-processing

Al agents across the logistics sector

wtnie o

Supply chain
domain

Featured Al use

Transportation & logistics, warehousing & inventory, and distribution & fulfilment
(document interpretation and agentic workflow automation).

Generative Al — agentic LLM-based assistants connected to external document

inputs (invoices, bills of lading, customs declarations, warehouse receipts, customer
emails) and authorised to retrieve information and take limited downstream actions
in transportation, warehousing, customs and payment systems.

Al failure mode

Adversarial input attack (prompt injection) — exploitation of a common vulnerability

class at the Al application layer, in which agents executing across multiple model
providers and enterprise implementations are susceptible to instruction override

through untrusted input.

Primary damage Financial damage (with significant property loss components from misdelivered or

type stolen cargo).

Potential scale
of impact

Source: RAND Europe.

A broad class of Al agents is in widespread
use across the logistics, transportation and
shipping sectors for document interpretation
and workflow automation. Different firms
use different frontier models and vendors.
However, their deployments share a common
design pattern: the agents are connected

to external inputs (invoices, bills of lading,
customs declarations, warehouse receipts,
vendor notices and customer emails) and

are authorised to retrieve information or take
limited downstream actions in transportation,

warehousing, customs and payment systems.

A coalition of organised criminals (cargo
theft groups and trade fraud rings) develops
a prompt-injection technique that causes the
models to execute embedded instructions
hidden within the documents they process.
The technigue exploits a vulnerability

class shared across model architectures
and agent frameworks. Over a four-week

High: Multi-billion USS systemic losses across cargo, payment, cyber and business
interruption (BI) or contingent business interruption (CBI) exposures.

campaign, attackers distribute malicious
shipping documents, notices and vendor
communications into the document streams
of dozens of logistics firms via spoofed
sender domains, compromised vendor portals
and seemingly routine inbound shipper
correspondence.

The agents respond in similar ways across
multiple model providers and enterprise
implementations. They execute the attacker-
supplied instructions, disclosing sensitive
shipment information, altering delivery routing
and authorising cargo release and payment
recipient changes. In some implementations,
the exploit also causes the agents to surface
authentication credentials or pivot into adjacent
enterprise systems (warehouse management,
transportation management and enterprise
resource planning). Cargo is misdelivered

or stolen across multiple jurisdictions,
warehouses dispatch incorrect inventory
against fraudulent release authorisations, and
firms suspend automated agentic workflows



for several weeks while forensic investigations
and architectural remediation proceed,
producing material business interruption during
the suspension period.

Deployment-level lens:

This scenario sits at the automated or semi-
automated level described in Table 2.3.
Therisk is that Al agents are connected to
enterprise systems and authorised to take
downstream actions, such as altering routing,
releasing cargo, changing payment details or
accessing shipment records. This moves the
system beyond visibility or recommendation
into operational execution. As a result, a
prompt-injection vulnerability can propagate
directly into cargo movement, payment flows,
warehouse dispatch and business interruption
across multiple firms.

Aggregation dynamic:

There is no single shared model, vendor or
training pipeline. Instead, the accumulation
mechanism is a common vulnerability class

at the Al application layer (the susceptibility

of many models and agent frameworks to
untrusted input) combined with a shared
architectural pattern across the industry (LLM
agents wired to ingest external documents and
execute downstream actions). One adversarial
technique therefore produces correlated losses
across many insureds running different models
from different vendors. From an underwriting
perspective, this defeats the assumption

that vendor diversification produces portfolio
diversification: the exposure aggregates at the
design-pattern level rather than the vendor level.

Insurance lines implicated:

Supply chain companies:

»  Cyber (cover for the prompt-injection
event itself, business interruption

during workflow suspension,
forensic investigation, and credential-
compromise remediation).

»  D&O (liability claims alleging
inadequate oversight of agentic Al
deployment).

»  Tech E&O (liability claims from
customers).

»  Marine cargo and goods-in-Transit
(misdelivered or stolen cargo).

»  Crime/fidelity and cargo theft cover
(fraudulent release authorisations and
payment-recipient changes).

»  Professional liability / E&O (forwarder
and 3PL liability to shippers for
fraudulent or erroneous filings and
dispatches).

Al model providers and agent-framework
vendors:

»  Tech E&O (liability claims from supply
chain companies).

Downstream manufacturers dependent on
disrupted shipments:

»  Contingent business interruption
(downstream consignees and
manufacturers dependent on
disrupted shipments).

Plausible mitigation strategies:

Technical: Strict input validation and
sanitisation of all untrusted document
content before ingestion by agentic models;
segregation of data channels from instruction
channels in agent architectures; least-privilege
scoping of agent action permissions, with
explicit allow lists for downstream system
calls; runtime behavioural monitoring

that profiles normal agent behaviour and
surfaces anomalies the moment outputs

or tool-calls drift from baseline; rate limiting
and watermarking of agent outputs; and
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cryptographic authentication of inbound
document sources (Anderson 2022).

Organisational: Mandatory human-in-the-loop
approval for high-impact actions (release
authorisations, payment-recipient changes,
customs filings touching controlled goods and
routing changes above defined thresholds),
dual-control workflows for any agent action
that crosses an enterprise trust boundary, and
staff training to recognise the indicators of
injected-document compromise.

Governance: Audit trails of every agent
decision and tool call, supporting forensic
reconstruction; architectural review boards
that assess agent designs against shared

vulnerability taxonomies; alignment with NIST
Al RMF and ISO/IEC 42001; and sector-level
threat intelligence sharing on prompt injection
techniques and indicators of compromise.

Regulatory/insurance market: Treatment of
prompt-injection events in cyber policies, with
affirmative coverage clearly distinguished from
silent exposure; underwriter requirements for
documented agent permission scoping and
human-in-the-loop checkpoints as a condition
of coverage; minimum standard injection
defence controls codified in industry guidance
for logistics Al agents; and pooled cyber and
cargo facilities for correlated agentic Al events
that cross policy lines and insureds.

6.2.4. Scenario 4: Prompt-injection and training-data contamination of a generative-Al

customs assistant

e o

Supply chain domain

Featured Al use

Transportation & logistics (cross-border customs and documentation).

Generative Al — an LLM-based customs assistant that drafts HS

classifications, commercial invoices and bills of lading.

Al failure mode

Prompt injection combined with training data contamination — adversaries

seed public sources that the vendor scrapes for fine-tuning, and
embed indirect prompt-injection payloads in shipper-supplied product

descriptions.
Primary damage type

Potential scale of impact

Financial damage (with regulatory and third-party liability exposure).

Medium-high: Hundreds of millions to over USS1bn in regulatory, cargo

delay and liability losses.

Source: RAND Europe.

A generative-Al customs assistant platform,
adopted by many global freight forwarders to
draft customs documentation for small- and
medium-sized shipper clients, is fine-tuned

partly on publicly scraped trade-classification
documentation. Over six months, a mix of
trade fraudsters and geopolitically motivated
actors seed open trade-classification forums
and public knowledge bases with manipulated
content designed for ingestion during the



vendor’s next fine-tuning cycle. In parallel, the
same actors embed indirect prompt-injection
payloads within product-description fields
submitted by seemingly legitimate shipper
accounts.

The combined effect is that, for a specific
family of dual-use electronic components
covered under a recently updated export-
control schedule, the assistant silently
produces harmonised systems classification
codes that are technically plausible but
incorrect: shifting goods into lower scrutiny
tariff codes and omitting end-use language
required under the new schedule. Because the
assistant presents outputs with confidence
and formatting indistinguishable from prior
accurate filings, human reviewers pass
approximately 14,000 shipments across
several forwarders without correction.
Customs authorities in three jurisdictions
detain containers, impose penalties, and initiate
export control investigations. Downstream
effects include missed just-in-time production
windows at multiple automotive assembly
plants, aggregate regulatory fines in the tens of
millions, and significant reputational harm to
the forwarder community. Shippers sue their
forwarders; forwarders sue the Al vendor.

This scenario illustrates the risk of Al systems
that sit between recommendation and
operational execution. A customs assistant
may appear to be a drafting or decision-
support tool, but its outputs can become
operationally binding once human reviewers
accept and submit filings at scale. Using the
deployment level in Table 2.3, the exposure
therefore depends on how its outputs are
embedded in workflow. If Al-generated
classification is routinely accepted, the
system can function as a de facto operational

execution, creating regulatory, cargo-delay
and professional-liability exposure across
many shipments and forwarders.

Aggregation operates through two reinforcing
channels. First, a single model serving many
forwarders produces correlated erroneous
filings across thousands of unrelated
shipments simultaneously. Second, the
contamination is embedded in the public
data used by that model and potentially by
competitor models trained on overlapping
corpora, raising the risk that the same
misclassification pattern appears in adjacent
tools. The loss footprint expands from one
vendor’s policy portfolio into regulatory
exposure across multiple jurisdictions.

Customs Al assistant vendor:

»  Tech E&O (vendor liability to
forwarders).

Freight forwarders:

»  Marine cargo (detained and delayed
goods).

»  Trade credit (knock-on buyer defaults).

» Regulatory defence and fines
(customs and export-control
investigations, where insurable).

»  Professional liability/E&O (forwarder
liability to shippers).

»  D&O (claims against forwarder
executives for inadequate oversight of
Al-generated filings).

Shipper clients:

» Contingent business interruption
— downstream original equipment
manufacturers (OEMs).
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Technical: Rigorous input validation and
sanitisation of free-text fields before
submission to the model; prompt-injection
detection layers; data provenance tracking

for fine-tuning corpora with statistical outlier
detection; post-generation filters that cross-
check HS codes against current export control
schedules; watermarking and logging of model
outputs to support forensic reconstruction; and
rate-limiting and anomalous query monitoring.

Organisational: Mandatory human-in-the-
loop checkpoints for declarations touching
controlled goods categories, dual-review
workflows for high-risk shipments, and staff

training to recognise the overconfidence
signature of LLM-generated text.

Governance: Immutable audit trails for

every Al-assisted filing, incident reporting
obligations aligned with customs and export
control regulators, periodic red-teaming of the
assistant against injection and contamination
attacks, and alignment with NIST Al RMF and
ISO/IEC 42001.

Regulatory/insurance market: Insurer
warranties requiring human review for
controlled goods; exclusions where prompt-
injection controls are absent; pooled regulatory
defence products for forwarders using
common vendors; and regulator-endorsed
certification of Al customs tools.

6.2.5. Scenario 5: Non-compliance with regulatory shift amplifies litigation exposure

e oo

Supply chain
domain

Featured Al use

Spans transportation & logistics and warehousing & inventory (driver and worker
monitoring, dispatch and routing).

Predictive and generative Al used in workforce monitoring, automated performance

management, and route/dispatch optimisation.

Al failure mode

Governance and compliance failure — firms continue to rely on Al-driven employment

and dispatch decisions without implementing the human-in-the-loop, explainability
and audit controls required by new case law and statute.

Primary damage
type exposure).

Potential scale
of impact

Source: RAND Europe.

A US federal appellate court issues a broad
ruling in a consolidated class action brought
by delivery drivers and warehouse workers
holding that adverse employment actions

Financial damage (litigation, settlements, regulatory fines and retrospective back-pay

High: Low-to-mid single-digit billions USS in employment practices liability, D&O,
regulatory and back-pay exposure.

based primarily on Al-generated productivity,
camera behaviour or driver scoring outputs
are unlawful unless each decision is supported
by a documented, contestable human review.
Within six weeks, a major US state passes an
‘Algorithmic Accountability in Logistics Act’



imposing parallel explainability, bias-audit and
incident-reporting obligations on any Al system
that materially influences worker supervision,
dispatch sequencing or route assignment.

The EU issues aligned guidance under the Al
Act shortly afterwards. The regulator-defined
implementation window is 120 days.

Many affected firms, including large parcel
carriers, e-commerce fulfilment operators, fleet
telematics providers and 3PLs, fail to comply in
time or comply only partially. Three patterns of
non-compliance dominate: (1) firms continue
to use non-compliant Al workforce-monitoring
tools in production because reverting to
manual dispatch would cause throughput
losses of 12-18% during a seasonal peak,

(2) firms implement only superficial human-
review layers in which reviewers approve Al
recommendations in bulk without meaningful
contestability, and (3) vendors cannot produce
the required model documentation, training-
data provenance records or bias audits within
the window, and their customer firms continue
operating without them.

The non-compliance itself becomes the loss-
generating event. Within 12 months of the
ruling, plaintiffs’ counsel file coordinated class
actions across multiple jurisdictions alleging
ongoing wrongful termination, wage-and-hour
violations and discriminatory impact. State

and federal regulators open enforcement
actions and impose civil penalties, and workers
separated under Al-driven decisions reaching
back several years pursue retrospective
backpay and reinstatement. Two large carriers
settle class actions for nine- and ten-figure
sums; a third is compelled, under a regulatory
consent decree, to disable its dispatch
optimisation system entirely, producing a multi-
quarter operational disruption. Several mid-
market logistics firms exit affected jurisdictions
or withdraw specific service lines after
concluding they cannot afford both compliance
retrofit and ongoing litigation exposure.

Shareholder derivative suits follow, alleging that
boards were on notice of the regulatory shift
and failed to act.

Aggregation is a shared pattern of non-
compliant behaviour among many insureds
who use structurally similar workforce-
monitoring and dispatch optimisation tools.
Because plaintiffs’ counsel can replicate
pleadings across firms, regulators act

in parallel and the underlying tools are
concentrated among a small number of
vendors, insurers experience correlated claims
under multiple lines in the same reporting
period. The aggregation is further intensified
by retrospective liability: decisions made years
before the ruling become actionable once the
ruling issues, creating a backwards-looking tail
that expands the loss horizon for insurers.

Parcel carriers, e-commerce fulfilment
operators, fleet telematics providers and
3PLs:

»  Employment practices liability
(wrongful termination claims,
discrimination claims).

» D&O (allegations that executives
overstated Al capabilities, failed to
disclose regulatory risks or knowingly
allowed non-compliant Al use).

» Regulatory defence and fines (costs of
investigations, fines and fees).

Technical: Explainability and contestability
features built into workforce-monitoring and
dispatch systems from the design stage;
per-decision audit logs that record both

the Al recommendation and the human
reviewer's reasoning; bias-auditing pipelines



with reproducible artefacts; data provenance
tracking for training corpora; and automated
flagging of decisions that fall outside
reviewable thresholds.

Organisational: Meaningful human-in-
the-loop workflows (rather than rubber-
stamp approval); dedicated Al compliance
functions with authority to halt non-
compliant deployments; scenario planning
for operational reversion to manual dispatch
under regulatory stress; and contractual
terms with vendors guaranteeing delivery of
compliance artefacts within regulator-defined
windows, with indemnities for failure.

Governance: Board-level Al risk committees
with explicit regulatory change remit; disclosure
of material Al dependencies and compliance

status in financial reporting; immutable audit
trails aligned with NIST Al RMF and ISO/IEC
42007; and incident reporting regimes for
Al-driven employment decisions.

Regulatory/insurance market: Employment
Practice Liability (EPL) and D&O underwriters
to require evidence of Al governance maturity
(model documentation, audit logs and
contestability workflows) as a condition of
coverage; explicit exclusions for knowing non-
compliance, paired with affirmative coverage
for good-faith implementation errors;
regulator-endorsed compliance certifications
that can be incorporated into underwriting;
and pooled regulatory defence facilities for
mid-market operators unable to absorb retrofit
costs individually.

6.2.6. Scenario 6: Al-powered cyber attack on global port systems

e v

Supply chain
domain

Featured Al use

Transportation & logistics, PCS and EDI gateways linking forwarders, terminals and
customs across international trade lanes.

Malicious Al use — attackers use generative Al and agentic LLM tools to automate

reconnaissance, phishing and malware generation.

Al failure mode
manifest records.

Damage type
components.

Potential scale of
impact

Source: RAND Europe.

A criminal group uses a jailbroken commercial
LLM, wrapped in an agentic toolkit, to scale
up an attack on the global container shipping
ecosystem. The Al automates target research,

Al-enabled cyber intrusion combined with data tampering of container release and

Financial damage with property (stolen and spoiled cargo) and third-party liability

High: Multi-billion USS losses across cyber, cargo, liability, port delay and contingent
business interruption loss exposures.

writes convincing spear-phishing emails in five
languages using real booking data scraped
from public sources, and generates malware
variants that slip past standard defences.

Within days, the attackers gain access to
several mid-sized freight forwarders and an IT



contractor connected to two major PCS serving
ports in Europe and Southeast Asia. Instead

of striking immediately, they spend nine days
quietly altering container release codes and
consignee details, redirecting roughly 3,800
high-value electronics and pharmaceutical
containers (about US$240m in cargo) to
attacker-controlled hauliers. Only then do they
detonate ransomware, encrypting backup
manifests and demanding payment.

The fallout includes port congestion, a
9-14-day backlog, suspended automated
customs clearance, lost temperature-sensitive
medicines, force-majeure disputes with
hospital buyers, and regulatory investigations
under Network and Information Security
Directive 2 (NIS2) and equivalent regimes.

PCS and EDI gateways are shared digital
chokepoints used by thousands of shippers,
forwarders and terminals. A single intrusion
at this layer simultaneously generates cargo
theft losses, forwarder and terminal liabilities,
vendor cyber claims and downstream
business interruption, all from one Al-powered
cyber event.

PCS vendor:
»  Tech E&O (PCS and EDI vendor
liability).

Freight forwarder:

»  Cyber (first- and third-party); ransom,
incident response and system
restoration

» Marine cargo (fraudulent release, theft
and pharmaceutical spoilage)

»  Cargo theft/crime (losses from social-
engineering-induced release).

Cargo owners and customers:

»  Contingent Business
Interruption (hospitals and retailers
awaiting shipments).

Technical: Phishing-resistant multi-factor
authentication (MFA, e.g. hardware tokens),
signed EDI messages and cryptographic
integrity checks on container release codes
s0 silent tampering cannot pass undetected
(Medium 2024); behavioural anomaly
detection on EDI traffic, since Al-generated
malware evades signature-based tools;
immutable, offline backups of manifests
and release records, regularly tested against
ransomware scenarios; and continuous red-
teaming using the same agentic LLM tools
that attackers are using.

Organisational: Dual-channel confirmation for
any late-stage change to container release,
consignee or routing above a value threshold;
incident response playbooks rebuilt around
Al-accelerated timelines (hours, not days),
with pre-authorised containment actions;
mapping of vendor concentration in PCS and
EDI providers, with fallback procedures for
high-value trade lanes; security attestations
required from logistics counterparties

as a condition of integration access; and
Al-phishing-aware staff training.

Governance: Al-aware information security
aligned with ISO/IEC 27001, ISO/IEC

42001, the NIST Al RMF and NIST CSF 2.0,
addressing both defensive and adversarial
Al use; board-level cyber risk registers
distinguishing Al-amplified threats from
legacy ones, with named ownership and
tabletop exercises; contractual data integrity
warranties, breach notification timelines and
indemnities between shippers, forwarders,
terminals and PCS/EDI vendors; and



active participation in maritime and sector
information sharing and analysis centres

(ISACs) to share Al-enabled threat indicators.

Regulatory/insurance market: Support
designating PCS and EDI gateways as critical
infrastructure with mandatory minimum

controls (message signing, MFA, logging

and incident reporting); underwriters should
price Al-enabled threat exposure explicitly,
conditioning cyber, cargo and crime coverage
on phishing-resistant MFA, signed EDI, anomaly
detection and Al-aware red-teaming.



Chapter 7. Policy recommendations

Drawing the scenario analysis together, several
broad risk reduction strategies emerge across
Al use cases, supply chain domains and failure
modes. The central lesson is that Al-related
losses become more serious when (1) firms
cannot verify the source of data or model
outputs, (2) humans cannot meaningfully
intervene, (3) abnormal system behaviour is
not detected early, (4) multiple firms depend on
the same technology stack, and (5) insurance
and regulatory instruments do not reflect how
losses aggregate across policyholders. The
first set of strategies is directed primarily at
supply chain operators and Al or technology
providers because these actors control
deployment, system design, data flows and
day-to-day operations. We then discuss
mitigation strategies for insurers and reinsurers
to mitigate portfolio risk. Finally, we present
recommendations for national regulators
geared toward mitigating extreme forms of
aggregation risk.

The scenario analysis points to several risk-
reduction strategies for supply chain operators
and Al or technology providers. These
strategies are not equally urgent, equally costly
or equally relevant to every deployment. For
example, a firm using Al for low-risk visibility or
forecasting will not need the same controls as
a firm using Al to operate warehousing robots
or route autonomous vehicles. For this reason,
the recommendations for operator controls
below distinguish between baseline controls
that are likely to be high-leverage across most
Al deployments, controls for Al applications

embedded in live operations, and more context-
dependent controls that become important

as systems move towards automated
execution, physical autonomy or external data
dependence, or share critical infrastructure.

7.1.1. Baseline, low-regret controls:
identify, trace and constrain Al use

Establish an Al-use inventory
and discovery process

All controls identified here require first
identifying where Al is used, which is not
always straightforward. As discussed in this
report, supply chain operators may adopt Al
explicitly through dedicated tools, or inherit
Al capabilities through vendor platforms or
software upgrades, for example. In such
cases, Al-enabled functions may be described
internally in a variety of ways: automation,
optimisation or workflow software. Supply
chain operators should therefore maintain
an inventory of Al-enabled systems used in
operational workflows. This inventory should
identify, where possible, the system, vendor,
Al capability, operational function affected,
data source used, level of decision authority,
whether outputs are advisory or executable,
the internal owners, and dependencies on
external providers or APIs. This inventory
should remain updated with the introduction
of new Al features and account for model

or firmware updates and when Al systems
connect to new data sources or downstream
actions. It should therefore be treated as

an ongoing discovery process rather than a
one-off compliance exercise. This distinction
is foundational because operators cannot



meaningfully oversee, constrain, monitor, or
audit Al systems that have not been identified.
Such an inventory may also give insurers,
customers and regulators a more reliable basis
for assessing operational reliance than self-
attestation techniques alone (see Section 7.2).

Preserve meaningful human
oversight for high-impact decisions

All scenarios materially worsen where human
reviewers are absent, inattentive or rubber-
stamping Al outputs. Contestable human-
in-the-loop checkpoints, manual override
capability and circuit breakers that trigger
review when outputs diverge from expected
baselines are consistent mitigations across
robotics, autonomous vehicles, generative-Al
assistants, optimisation systems and
workforce management tools. Human review
is particularly important for high-impact
actions that cross safety, financial, legal or
enterprise trust boundaries, such as cargo
release, payment changes, customs filings
for controlled goods, adverse employment
decisions or transitions from autonomous

to manual operation when system integrity
cannot be verified. The objective here is to
ensure that consequential decisions remain
reviewable, challengeable and stoppable.

Constrain Al permissions and
segregate trust boundaries

The scenarios showcase that losses become
severe when Al systems can act directly on
operational or enterprise systems without
tightly bounded authority. In the document
processing, customs and port scenarios
(Scenarios 3, 4 and 6), Al can alter routing,
trigger cargo release, change payment details
or affect regulated filings, allowing a model
failure or adversarial input to propagate
directly into theft, financial loss or compliance

breaches. Supply chain operators and Al and
technology providers could apply least- or
lesser-privilege access to models and agents,
separate untrusted data channels from
instruction and execution channels, and place
high-impact action behind explicit human
approval or dual control.

Institutionalise data and
model provenance

Every scenario involves a failure that could have
been detected earlier, contained more quickly
or investigated more effectively with stronger
provenance. Such failures include poisoned or
contaminated training data (Scenarios 1 and 4),
spoofed sensor inputs (Scenario 2), malicious
documents and prompt injection (Scenarios

3 and 4), undocumented training data and
decision logic in workforce systems (Scenario
5) and tampered manifest and release records
(Scenario 6). Provenance controls should
therefore extend across the full Al lifecycle, not
only to training datasets and model artefacts
but also to datasets used to adapt models for
specific tasks, external sensor and document
inputs, model and firmware versions, signed
updates, tool calls and high-impact outputs.
Cryptographic signing of datasets and updates,
audit trails, reproducible version control and
model card documentation aligned with NIST
Al RMF and ISO/IEC 42001 provide a common
foundation for traceability, post-incident
forensics and accountability.

7.1.2. Controls for Al systems embedded
in live operations

Implement runtime behavioural
monitoring and anomaly detection

Each scenario features failure modes that
would likely have produced observable
warning signs before catastrophic loss. These



include clustered robotic misclassifications
and unusual movement patterns (Scenario

1), coordinated perception anomalies and
emergency stops across fleets (Scenario

2), abnormal tool use and document-driven
behaviour in agentic systems (Scenarios

3 and 4), repeated overrides or outlier
decisions in workforce tools (Scenario 5)

and anomalous EDI traffic or release code
changes in port systems (Scenario 6).
Continuous monitoring should therefore
profile downstream operational behaviour and
surface anomalies when inputs, outputs or
actions drift from baseline. Monitoring is most
effective when linked to predefined escalation
and containment thresholds, including
automated suspension, rollback or human
review when anomalies cluster across sites,
fleets or counterparties.

Adopt staged deployment, rollback
and fail-safe operating procedures

Several scenarios show that otherwise
containable defects become sector-relevant
events because Al updates or systems are
deployed into live operations too broadly and
quickly. Scenario 1 highlights the value of
canary deployment and controlled roll-out

of robotics updates. Scenario 2 points to
degraded operating modes and transfer to
human control when sensor integrity cannot
be verified. Scenario 5 underlines the need for
workable reversion pathways when systems
must be withdrawn for compliance reasons.
Operators and providers could therefore

treat model releases, firmware updates and
workflow automations as operational changes
requiring staged deployment, predefined
rollback triggers and tested fallback
procedures.

7.1.3. Context-dependent controls for
higher-exposure deployments

Reduce concentration risk
in critical Al dependencies

Aggregation is often driven by hidden
concentration in shared models, perception
stacks, agent architectures and digital
intermediaries. Many of the largest losses

in the scenarios arise from one-to-many
propagation through shared upstream
infrastructure. These common dependencies
underpin correlated losses in warehousing
(Scenario 1), autonomous transport (Scenario
2), cross-vendor agentic workflows (Scenario
3), customs tooling (Scenario 4) and port
systems (Scenario 6). Supply chain operators
should therefore identify where they rely on
common Al or data infrastructure and, where
proportionate, diversify critical dependencies or
segment deployments across sites, corridors
or functions. Al and technology providers could
support this by documenting dependency
chains and enabling interoperability and
segmentation.

Harden external input and
adversarial attack surfaces

Al use in supply chains exposes risk from
hostile manipulation of the inputs on which
Al systems depend, rather than from ordinary
model underperformance alone. These include
GNSS spoofing and adversarial perception
attacks in Scenario 2, prompt injection
through documents in Scenarios 3 and 4, and
Al-enabled phishing, credential compromise
and data tampering in Scenario 6. For
operators and providers, Al risk management
could include the integrity of sensor data,
documents, messages and connected
systems. Appropriate controls include input
validation and sanitisation, cryptographic



authentication of data sources and machine-
to-machine communications, anti-spoofing
protections, phishing-resistant authentication
and adversarial red-teaming.

Strengthen Al-specific underwriting
and control evidence

Given the scenarios described in the previous
chapter, insurers and reinsurers have several
opportunities to reduce aggregation risk
before losses occur. At the underwriting stage,
insurers can ask policyholders where Al is
used, which vendors, models or platforms

are involved, how much decision authority

the system has, whether high-impact actions
require human approval, and whether model
updates are tested before deployment. These
questions are especially relevant to shared Al
weaknesses in Scenarios 1, 3 and 4, where the
same model, agent architecture or document-
processing workflow could fail across multiple
firms. Appropriate controls include Al use
inventories, model and vendor documentation,
pre-deployment testing, model update review,
human approval for high-impact actions, audit
logs, and evidence of evaluating deployed Al
tools for their intended operational context.

Map shared technology dependencies
and continuity arrangements

Much like cyber risk assessment, Al
aggregation risk management requires insurers
to understand whether many insureds depend
on the same critical technology providers, cloud
services, model providers, data feeds, logistics
platforms or Al-enabled business services. This
understanding is particularly relevant to shared
service failures, where losses may arise from an
outage, restriction, compromise or faulty update
affecting a common provider rather than from

a policyholder's own model error. Insurers can
ask whether insureds rely on a small number
of critical Al or software providers, whether
alternate data feeds or service providers exist,
whether fallback procedures have been tested
and whether the insured can continue operating
manually or in degraded mode during an Al
system outage. The June 2026 restriction

and subsequent restoration of access to
Anthropic’s Fable and Mythos models provides
a useful example of how dependence on a
frontier model provider can create operational
disruption for downstream users, even where
resulting losses may not clearly trigger
coverage (Anthropic 2026).

Use underwriting, policy
conditions and claims practices
to incentivise Al governance

Insurer mitigations are more limited for
regulatory shocks because insurers cannot
directly make policyholders comply with

new Al rules on a day-to-day basis. However,
they can create incentives for compliance by
underwriting questions, warranties, exclusions,
policy conditions, premium differentiation
and claims practices. This approach is most
relevant to Scenario 5, where correlated
losses arise from firms failing to adjust to
new Al governance, disclosure, auditability or
human oversight requirements. Insurers can
ask whether firms track Al-relevant legal and
regulatory changes, maintain Al governance
processes, preserve audit trails and provide
contestability for affected workers, customers
or counterparties. Appropriate controls
include governance attestations, board or
senior management oversight, documented
compliance reviews, incident reporting
procedures and exclusions or coverage
limitations for knowing non-compliance.



Match insurer mitigation to
the aggregation pathway

The main insight from the scenarios is that
Al aggregation risks should not all be treated
the same. Shared Al weaknesses require
attention to system design, model testing,
vendor assurance, deployment controls

and evidence of monitoring high-impact Al
tools after release. Shared service failures
require dependency mapping, redundancy,
fallback capability and business continuity
planning. Al-powered cyberattacks require
established cybersecurity controls, including
phishing-resistant authentication, access
management, anomaly detection, incident
response and data-integrity protections.
Regulatory shocks require compliance
monitoring, governance documentation, audit
trails and clear policy language. For insurers
and reinsurers, the practical objective is to
identify where Al creates correlated exposure
across policyholders, using underwriting and
accumulation management to distinguish
controlled Al adoption from unmanaged
shared dependency.

Distinguish carrier-level aggregation
management from catastrophic Al risk

The aggregation risk mitigations described
above may already be familiar to some
insurers and reinsurers, particularly where they
resemble cyber accumulation management,
vendor concentration analysis, business
continuity underwriting or portfolio stress
testing. These tools are useful for identifying
and reducing correlated losses across

policyholders. However, they are not designed
to address a genuinely catastrophic Al
incident, i.e. an event that produces losses
larger than the private insurance market
could reasonably absorb. In that context, data
collection, underwriting discipline, exclusions,
dependency mapping and carrier-level portfolio
management may reduce exposure. However,
they may not be sufficient to preserve market
functioning or compensate victims. Preparing
for catastrophic Al risk therefore requires a
different policy question regarding whether
some Al-related tail risks require public sector
involvement, market-wide risk pooling or a
government-supported backstop.

Evaluate ex-ante and ex-post
mechanisms for catastrophic Al losses

Catastrophic risk can be addressed through
several policy models,'? including ex-ante
insurance mechanisms and ex-post public
compensation or disaster relief schemes such
as the 9/11 Victims' Compensation Fund in
the United States (Romanosky et al. 2025).
Ex-post approaches, such as government
compensation funds after a major event, may
be appropriate when the triggering event is
difficult to foresee, difficult to price or politically
impossible to leave uncompensated. They can
provide relief after a major harm has occurred,
but they do little to shape incentives before
the event. Ex-ante approaches, by contrast,
can support resilience before a catastrophic
incident occurs. They require participants

to adopt risk reduction measures, maintain
incident response plans, document governance
practices and contribute to a pre-funded or
government-backed insurance mechanism.
For Al risk, an ex-ante structure could do more

12 Indeed, there is an argument that risks influenced by the actions of the federal government should, in some way, be
covered by that government. Examples include war, terrorism, cyber and possibly also Al now.



than pay claims; it could help define minimum
conditions for insurability and responsible
deployment; see OECD (2005) for a discussion
of other approaches to managing catastrophic
risk across different countries.

Consider risk-based licensing for
high-impact Al systems in critical
supply chain functions

Regulators could assess whether systems
used in areas such as autonomous freight,
warehouse robotics, cargo release or other
safety- and compliance-critical workflows
should be subject to licensing before
deployment. Requirements could include
independent testing, documented system
limitations, human oversight arrangements,
cybersecurity controls and notification

of model or system changes. Licensing
could improve insurance signalling by
giving insurers a standardised indication
that a competent authority has reviewed
minimum controls. However, such a regime
would place substantial responsibility on
the licensing authority and could create
false confidence if reviews are superficial or
licences are not updated as systems change.
Any licensing approach should therefore be
narrowly targeted, adequately resourced,
subject to periodic renewal and treated as
complementary to operator governance and
insurer underwriting.

Use existing public-private insurance
structures as reference models

Government-supported insurance solutions
can take different institutional forms. In the UK,
Pool Re provides a useful example of a public-
private terrorism reinsurance arrangement in
which the insurance industry and government
share responsibility for a risk that private
markets have historically struggled to absorb

at catastrophic scale (Pool Re 2026). In the
United States, the Terrorism Risk Insurance
Act (TRIA) provides a different model, whereby
a federal backstop supports private terrorism
insurance by covering certified losses above
defined insurer retentions and co-participation
thresholds (TRIA 2026). These models show
two different ways to manage low-frequency,
high-severity risks that can threaten private
insurance capacity. However, neither should
be imported mechanically into the Al context.
Catastrophic Al risk may differ from terrorism
risk in attribution, geographic spread, affected
policy lines, speed of propagation, the role of
private technology providers and the difficulty
of separating insured loss from ordinary
operational, cyber or liability claims. The value
of Pool Re and TRIA is therefore comparative:
they provide institutional starting points for
thinking about risk pooling, eligibility conditions,
public guarantees, insurer retention, claims
triggers and the balance between private
market discipline and government support.

Assess whether catastrophic
Al risk warrants a dedicated
public-private response

Given the plausibility of nationally significant
Al incidents (Romanosky et al. 2026), further
research should examine whether existing
insurance and regulatory tools are adequate
or whether a specific catastrophic Al risk
mechanism is needed. This analysis should
begin with two questions. First, is there a
class of Al-related losses that is sufficiently
severe, correlated and difficult to diversify that
private insurers cannot reasonably manage
such losses alone? Second, if such a class
exists, what public-private structure would
best address it? Possible options include

an industry pool, a government reinsurance
backstop, a layered public-private facility,
mandatory coverage for specified Al risks or
an ex-post compensation mechanism reserved



for truly extraordinary events. Any proposed
structure should be evaluated against several
criteria: whether it improves resilience before
loss occurs, whether it preserves incentives
for operators and technology providers to

reduce risk, whether it avoids subsidising
reckless deployment, whether it provides clarity
for victims and insureds, and whether it can
operate across the policy lines most likely to be
affected by Al-related catastrophic loss.
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Annex A. Research methods

This literature review utilises a scoping review
methodology, aiming to identify, categorise
and evaluate how artificial intelligence (Al)
technologies are being adopted throughout
global supply chains, particularly within
transportation and logistics networks and
warehousing and inventory management
systems. The approach integrates aspects
of traditional systematic review methodology
(including search, selection, extraction and
synthesis) with targeted scoping to capture
emerging or frontier use cases highlighted in
recent academic and industry literature.

The review targets publications and industry
sources that address the deployment

and functional integration of Al within
intercontinental trade/transportation and
logistics operations (maritime, air, rail and road
freight), and warehouse automation, inventory
and stock optimisation.

This literature review aims to assess Al use
cases (e.g. forecasting, routing, inventory
optimisation, anomaly detection and document
processing), identify the technologies

involved and outline the industrial sectors and
entities presently integrating these systems.
Additionally, the review seeks to pinpoint
operational integration rubrics (ranging from
assistive to fully autonomous systems)

to gauge the technological maturity of Al
integration. Together, these could be used as a
blueprint for creating a working Al taxonomy of
adoption and integration across transportation
and logistics and warehousing and inventory
management systems.

Searches were conducted across multiple
academic, professional and grey literature
databases:

+ Academic databases: Scopus, Web
of Science, IEEE Xplore, SpringerLink,
ScienceDirect, Emerald Insight.

+ Sectoral and policy repositories: World
Bank Logistics Knowledge Portal,
OECD iLibrary, International Maritime
Organisation (IMO) publications, RAND
reports.

* Industry and technical sources: Consulting
reports (e.g. McKinsey and Accenture),
white papers from logistics technology
vendors (e.g. IBM, DHL and Microsoft), and
market research platforms (e.g. Statista
and Crunchbase).

Supplementary searches using Google Scholar
and Perplexity Al ensured inclusion of recent
preprints and non-indexed studies referenced
in research reviews.

The search strings were derived and refined
from standardised desk research practices.

Boolean operators and wildcards were used
across databases. Representative examples
include:

General Supply Chain Al.

“artificial intelligence” AND “global supply
chain management” AND “systematic
review”.

“Al” AND “logistics” AND “supply chain
optimisation”.

“machine learning” AND “international
freight” OR “cross-border logistics”.

Operations-specific terms.
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+ Maritime: "Al” AND “port logistics” OR
“‘container shipping” OR “smart port”.

Air: “Al"” AND “air cargo’ OR “predictive
maintenance” OR “capacity planning”.

Rail/Road: “Al" AND “trucking” OR “route
optimisation” OR “fleet management”.

+ Warehousing: “Al" AND “warehouse
automation” OR “inventory optimisation” OR

“digital twin”.

Searches were performed iteratively between
late January and February 2026 to capture
recent publications.

The inclusion and exclusion criteria were
established to ensure the review only included
relevant, high-quality sources. As denoted

in Table A.1, these criteria were designed to

maintain methodological rigour and ensure
the review's relevance to contemporary Al

integration in international logistics operations.

Customs and trade: “Al” AND “customs
automation” OR “risk assessment” OR
‘cross border trade”.

Table A.1. Inclusion & exclusion criteria

T T

Temporal scope

Disciplinary scope

Geographical
scope

Sectoral focus

Source type

Language

Source: RAND Europe.

Publications from 2021 to 2024 to capture
early ML applications and contemporary

generative/autonomous Al systems.

Studies grounded in operations
management, logistics, supply chain

management, information systems, and Al

applications.

Global perspective, prioritising international
or intercontinental supply chain contexts,
especially cases involving UK- and US-linked

operators.

Transportation (maritime, air cargo, rail
freight and trucking) and warehousing/

inventory management within

manufacturing, retail and logistics sectors.

Peer-reviewed journal articles, conference
papers, major consulting/industry white
papers and credible institutional reports.

English

Works prior to 2021 (except if cited
as foundational concepts).

Studies exclusively focused on
theoretical Al development or
purely computational model
benchmarking with no supply
chain linkage.

National studies without cross-
border or trade relevance.

Non-logistics domains such as
healthcare, banking or general
enterprise analytics unrelated to
physical supply movement.

Opinion pieces, blogs and
sources lacking methodological
transparency.

Non-English language studies
(unless translated and directly
relevant).



A.1.1. Screening and selection process

Source screening was conducted iteratively,
beginning with an initial title and abstract
screening, followed by full-text review,
standardised ‘snowballing’ approaches, and
textual extraction using a standardised text
extraction template. The screening process
was as follows:

1. Initial screening: Titles and abstracts were
assessed against inclusion criteria for
relevance to Al in logistics and inventory
operations.

2. Full-text review: Eligible articles
were reviewed in full to determine
methodological validity and scope
alignment.

3. Source filtering: Sources were screened to
limit the scope of inquiry to Al use cases
specific to (1) transportation and logistics,
(2) warehousing and inventory, and (3)
technological integration stages (assistive
through fully autonomous systems).

4. Backwards and forward citation tracking
- ‘Snowballing’: Key studies (e.g. Pham &
Bris 2025; Richey et al. 2023; Toorajipour
et al. 2021) were used as anchor sources
to locate earlier and subsequent works
referencing similar Al integration contexts.

5. Data Extraction Template: Each included
source was coded for:

Al use case (forecasting, routing,
scheduling and inventory, etc.)
Methods and algorithms applied (ML,
DL, RL and hybrid systems)

Industry or transport mode focus

Integration type (assistive, advisory, semi-
autonomous and fully autonomous)

Geographical context and participating
entities

Year and source type.

The initial literature search yielded 32
sources. Among these, nine were selected for

relevance and because they included meta-
analyses of the literature on Al integration

into intercontinental trade/transportation and
logistics operations and warehouse automation,
inventory and stock optimisation. These meta-
analyses provide the research team with a
critical mass of relevant literature to both serve
as the basis for the working taxonomy deployed
in this investigation and for future work to
develop a comprehensive taxonomy of Al
integration into global supply chains.

A.1.2. Data synthesis

A thematic synthesis approach was employed
to consolidate findings:

Al use cases were first grouped under the
following categories: forecasting, routing,
scheduling, inventory, procurement,
anomaly detection, document processing,
pricing, document processing, pricing/
analytics, predictive maintenance,

and safety/computer vision.

Cross-comparison was made between
industries (aviation, maritime, retail and
manufacturing).

Insights were further integrated with
sectoral mapping from Pham and Bris
(2025) and Vu et al. (2024) to distinguish
mode-specific deployments.

A.1.3. Limitations

Publication bias may exist toward
successful Al applications,
underrepresenting failed or aborted
deployments.

Some emerging industry practices (e.g.
proprietary Al systems in carriers or
warehousing platforms) may remain
undocumented or obscured due to
confidentiality.

Language and temporal restrictions may
omit relevant non-English or pre-2021
foundational works.
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Table A.2. List of relevant Al incidents

Al-powered sorting Al vision systems in parcel hubs read  DHL (and Global
systems (DHL and others):  labels and route items, often with others) e-commerce &
low visible error rates, high  low average error rates (e.g. ~ .04% logistics
consequence edge cases  mis-sorts), but misreads can still
(Blake 2022) cause significant misroutes in peak
Seasons.
Starship Delivery Robot Delivery robot struggled with steps Starship Last-mile
Ran into Problems and planters on a university campus.  Technologies logistics/delivery

Traversing Campus
Terrains (Ackerman 2019)

Zara inventory Al misfire An Al-driven inventory and supply- Zara Global
(Kumar Dungroth 2025) planning system reportedly led to e-commerce &
serious misallocation of stock after logistics

rollout, because it relied heavily on

historical POS and warehouse data
that did not match post-pandemic

demand and local preferences.

Computer Vision Al-powered product identification Visionofy Global
technology ('Visionofy’) system integrated at warehouse e-commerce &
integrated at (unnamed) revealed dependency on consistent logistics
American warehouse labels and packaging; when labels

company (Visionify 2026)  change, are damaged or occluded,
miscounts and mislocutions persist.

Hive Box Facial- Facial-recognition locks by Hive Box,  Hive Box Parcel delivery
Recognition Locks Hacked an express delivery locker company infrastructure
by Fourth Graders Using in China, were easily opened using

Intended Recipient's Facial ~ only a printed photo, exposing

Photo (Yujie 2019) parcels.

Warehouse robot ruptures  Twenty-four Amazon workers in New  Amazon Global

can of bear spray and Jersey were hospitalised after a robot e-commerce &
injures workers (Youn punctured a can of bear repellent logistics

2018) spray in a warehouse.

Starship’s Autonomous Delivery robot left on train tracks, Starship Last-mile
Food Delivery Robot destroyed by a passing train. Technologies logistics/delivery

Allegedly Stranded at
Railroad Crossing in
Oregon, Run over by
Freight Train (Al Incident

Database 2022a)

TuSimple Truck Steered A TuSimple autonomous truck veered  TuSimple Freight/long-
into Interstate Freeway into a highway barrier with backup haul trucking
Divide (Al Incident drivers present.

Database 2022b)



Three Robots Collided,
Sparking Fire in a Grocer's
Warehouse in UK (Al
Incident Database 2021)

Amazon India Allegedly
Rigged Search Results to
Promote Own Products
(Al Incident Database
2016)

)

Amazon's “Time Off
Task” System Made
False Assumptions
about Workers' Time
Management (Al Incident
Database 2019)

Amazon Flex Drivers
Allegedly Fired via
Automated Employee
Evaluations (Al Incident
Database 2015)

Amazon automated
performance
management and firing (Al
Incident Database 2019)

Amazon's Al Cameras
Incorrectly Penalised
Delivery Drivers for
Mistakes They Did
Not Make (Al Incident
Database 2021b)

South Korea palletising
robot crushes worker to
death (Atkinson 2023)

Cummins
misappropriation of trade
secrets (allegedly) (Justia
2024)

A collision involving three robots at
an Ocado warehouse in Erith, UK,
resulted in a fire but no reported
injuries.

Amazon India was alleged to adjust
search results to favour its own
products, impacting third-party
vendors.

Amazon's warehouse worker ‘time off
task’ (TOT) tracking system was used
to discipline and dismiss workers,
falsely assuming they had wasted
time.

Amazon Flex’s contract delivery
drivers were dismissed using
minimally human-interfered
automated evaluations based on
unreliable indicators.

An automated system tracks
warehouse worker productivity and
can generate warnings or termination
notices; hundreds of workers at a
facility were fired for inefficiency over
a year, raising concerns about over-
automation and fairness.

Amazon's automated performance
evaluation system involving Al-
powered cameras incorrectly
punished delivery drivers for non-
existent mistakes.

A robotic arm stacking boxes of
peppers grabbed a worker, crushed
him against a conveyor; reports
noted the robot treated him like a
box.

C3.ai alleges that Cummins
misappropriated trade secrets by
using 'knowledge transfer’ sessions
and access to C3's proprietary Al
source code to reverse engineer

a fuel economy optimisation
application. Cummins allegedly hired
a team in India to build a ‘replica’ of
the Al tool before terminating the
contract.

Ocado

Amazon India

Amazon

Amazon

Amazon

Amazon

Export
Agricultural
Complex

C3.ai

Grocery logistics
& fulfillment

E-commerce/
supply chain

Global
e-commerce &
logistics

Global
e-commerce &
logistics

Global
e-commerce &
logistics

Global
E-commerce &
Logistics

Grocery logistics
& fulfillment

Al company
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Serve Robotics Delivery
Robot Rolled Through
Crime Scene (Al Incident
Database 2022c)

Source: RAND Europe.

We sought to identify adverse events caused
by Al systems within supply chain activities (as
defined above) that led or could lead to physical
or financial loss or harm. In addition, we sought
insights from stakeholders on how Al is being
adopted across transportation, logistics and
warehousing operations; how organisations
understand and manage the associated risks;
and how these developments are shaping
questions of resilience, liability and insurability.

From our investigation, the most
comprehensive and publicly available data
sources were the Al Incident Database (AlIDB)
(Al Incident Database 2026) and the George
Washington Database of Al Litigation (DAIL)
(Ethical Tech Initiative 2024b).

The AIIDB began as a volunteer community
effort in 2018 by Al incident researchers to
document ‘failings of intelligent systems'’

and render them ‘discoverable by developers,
researchers, and policy makers’ (Responsible
Al Collaborative 2022). Their mission is

to ‘identify, define and catalogue artificial
intelligence incidents’ (Responsible Al
Collaborative 2022). It receives funding

from private sector companies as well as
philanthropic organisations. As of Spring 2025,
it included 1,393 incidents.™

DAIL is an ongoing effort by faculty and
students at George Washington Law School
in Washington, DC, to collect and catalogue

13 As downloaded in April 2025.

A delivery robot entered a police
crime scene, ignoring cordons.

Last-mile
logistics/delivery

Serve Robotics

lawsuits related to Al harms. It uses broad
inclusion criteria to collect cases related to, for
example, ‘algorithms used in hiring and credit’,
criminal sentencing decisions, generative Al
training, and ‘inventorship and authorship

of Al However, it does not include Al patent
litigation or securities class actions involving
misrepresentations by firm executives about
Al (Ethical Tech Initiative 2024a). As of Spring
2025, it included 390 lawsuits.”™ While other
Al litigation data sources exist (Fisher Phillips
2026), this is the only one of which we are
aware that allows complete access (and
therefore analysis).

Of these 1,393 Al incidents and 390 lawsuits,
we sought to identify those relating to supply
chain events, i.e. adverse events caused by Al
that occur during normal operation of a supply
chain business function. We first employed
RAND'’s implementation of OpenAl's ChatGPT
to identify events related to ‘a global supply
chain, logistics, warehousing, marine, air, or
ground transportation event’, for which we
identified 95 Al incidents and 14 lawsuits.

We then manually validated each result to
confirm that they were consistent with our
selection criteria, yielding 11 Al incidents and 6
lawsuits. For completeness, we also performed
a separate internet search to identify Al supply
chain events, finding 15 additional cases.

We identified these cases through a focused

14 Most lawsuits were US federal cases (n=299), though some also involved US state (n=46), and international cases

(n=45).



web search of recent incidents in logistics,
warehousing and distribution. We then
screened the results for sufficient reporting
to identify relevant harms and classified their
primary failure mode (e.g. model and/or
algorithmic error). This screening yielded an
additional six incidents. After careful review,
the resulting efforts revealed 17 Al incidents
suitable for our investigation (see Table A.2).

Participants consisted of stakeholders from
supply chain and insurance communities.
We employed a non-probabilistic sampling
approach (Guest et al. 2006) by searching
and contacting individuals via LinkedIn, via
our collective professional networks, and
through internet searches of companies

in the supply chain sector. We contacted
individuals whom we identified as experts

in their respective fields. We also employed
chain sampling (Goodman 1961) in which
we asked participants to suggest names of
additional candidates to interview. We did
not compensate experts for their time, and
their participation was voluntary. The study
protocol was approved by both RAND US and
RAND Europe’s institutional review board and
research ethics committee, respectively.

Interviews were conducted by remote video
and typically lasted one hour. They were
transcribed using the Microsoft Teams
function, and participating researchers took
notes. We used a semi-structured research
protocol and thematic analysis to capture

and document the issues and challenges that
stakeholders face when adopting, deploying or
insuring Al technologies (Braun & Clarke 2006;
Glaser & Strauss 2017). We conducted eight
interviews from March 2026 to May 2026.

Table A.3. Interview participants’ backgrounds (anonymised)

m Interviewee background

PID 1 UK-based academic and law professor working on insurance law, including marine and non-
marine insurance. Has expertise in marine insurance, war risks, underwriting, claims handling
and legal questions relating to Al in insurance.

PID 2 Senior leader of an international professional association for supply chain management,
with extensive career experience across logistics, distribution, procurement, global trade,
sustainability, training and supply chain strategy.

PID 3 Digital transformation and risk consulting lead at a large multinational commercial insurer, with
a background in digital transformation projects. Works on digital tools to support underwriting,
risk assessment and client risk mitigation across commercial insurance lines.

PID 4 Group product manager at a fleet telematics technology company, responsible for safety and
maintenance product portfolios. Works on products related to vehicle connectivity, fleet data,
driver safety and maintenance.

PID 5 Two senior representatives of a UK-based freight forwarding trade association. One works on
policy, compliance and legal matters; the other works on legal, maritime and road policy issues.

PID 6 Chief data scientist at a large global food warehousing and cold-chain logistics company.
Works on data science applications relating to warehousing, storage, shipping and food supply
operations.
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m Interviewee background

PID 7 Technology specialist at a UK innovation organisation, with a background in electronics
engineering and research on sensors, Al-enabled systems, cyber, semiconductors and Al

supply chains.

PID 8 Senior representative of a major UK ports operator, with prior experience in ports, industry

representation and corporate strategy.

Source: RAND Europe.

To develop a set of aggregation scenarios,

we used a validated set of Al incidents

relevant to supply chain functions, especially
logistics, warehousing and transportation.
These incidents were used as seed cases to
identify real failure modes, harm pathways, and
operational dependencies. Each incident was
coded using a common schema: description,
company, sector/industry, harm type (personal,
property, financial), impact type (e.g. delayed
package, robot malfunction, business
interruption, workplace injury, property damage
and wrongful termination), loss type (first- or
third-party), relevant insurance lines (e.g.
technology E&OQ, property, general liability,
workers compensation, product liability, cyber
and employment practices liability), Al failure
mode (e.g. model error, data poisoning, data
drift, insider threat and Al-enabled cyberattack)
and affected stakeholders (e.g. Al vendor,
deployer, customers, regulators and workers).

We then used RAND’s deployment of ChatGPT
to generate plausible loss scenarios from

this coded incident base. The focus was

on scenarios that could produce correlated

or aggregated losses across multiple

firms, insurance lines, or jurisdictions.

We emphasised realism and looked for
mechanisms such as shared vendors,
common model dependency, common exploit
classes, chokepoints and regulatory shocks.
The research team reviewed and edited the
scenarios for plausibility, internal consistency

and variation across features. We then
identified gaps and added or revised scenarios
to produce the final set.

We developed mitigation strategies for each
scenario through a structured review of
relevant control frameworks and evidence
sources. For each scenario, we mapped the
Al failure mode, supply chain context and
aggregation dynamic against established
control families from the NIST Al Risk
Management Framework (NIST 2023), ISO/
IEC 42001 (ISO & IEC 2023), and other relevant
regulatory guidance (NIST Cybersecurity
Framework 2.0 (NIST 2024) and ISO/IEC
270017 (ISO & IEC 2022)). We then refined
controls to address the specific loss pathway
identified in each scenario. We grouped
mitigations into four categories (technical,
organisational, governance and regulatory) to
reflect the layered nature of risk management
and the distribution of responsibilities across
stakeholders. Proposed measures were
further informed by prior literature review, the
risk characterisation and evidence previously
gathered on incidents and lawsuits. The
resulting strategies are illustrative rather
than exhaustive and are intended to support
discussion of risk reduction options and
potential underwriting conditions.

Based on these summaries, we document the
aggregation mechanism and the insurance
lines most likely or directly tied to the loss or
harm. A summary of scenarios is shown in
Table A 4.



Table A.4. Aggregation scenarios
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1

Error in robot detection system update causes property
damage across many of the robot vendor’s customers.

(Al vendor update gone bad).

Malicious actor corrupts GPS navigation system, causing
autonomous trucks to crash, resulting in property
damage, personal injury, and disruption of highways and
autonomous trucking fleet deliveries.

(Attack against the GPS system used by autonomous
trucks causes trucks to crash).

Al document processing agents tricked into executing
hidden instructions embedded in malicious documents
cause misdelivered or stolen cargo, false customs filings,
fraudulent payment redirection, credential exposure and
business interruption.

(Universal prompt injection attack against multiple Al tools
used by many supply chain companies)

Malicious actors poison an Al-powered document system,
causing incorrect customs documents, resulting in fines
and business interruption.

(Attackers poison Al import/customs document model).

Regulatory change in Al accountability causes firms to
incur compliance costs.

Al-powered cyber-attack on global port system.

Source: RAND Europe.

Al robot vendor
Warehouse operator

Customers of warehouse operator.

Autonomous trucking company

Customers of shipping companies.

Multiple supply chain companies

Multiple Al model providers and agent
framework vendors

Downstream manufacturers
dependent on disrupted shipments.

Customs assistant vendor
Freight forwarders

Shipper clients.

Parcel carriers, e-commerce fulfilment
operators, fleet telematics providers
and 3PLs.

PCS vendor
Freight forwarder

Cargo owners and customers.





