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S
ince the 2010s, innovations have exploded in artificial intelligence (AI) and machine-learning 
(ML) systems.1 Both the United States and its adversaries are heavily investing in AI systems 
to support military operations. Such systems offer the promise of enabling quicker and better 
decisionmaking on the battlefield. However, other research suggests that trained AI algo-

rithms can be fooled by specially crafted adversarial examples designed to cause mispredictions. 

Artificial Intelligence Under Attack 

Adversarial attacks are a class of techniques that analyze the parameters of a neural network to cal-
culate a series of changes to an input that causes a misclassification. One famous example involves a 
3D-printed turtle with a unique pattern, which caused a computer vision algorithm to misclassify it 

as a rifle (Athalye et al., 2018).
These examples could pose a significant 

threat to the safety and efficacy of AI systems in 
operational settings. As shown in Figure 1, adver-
sarial attacks have attracted much attention from 
the research community: Thousands of papers 
published between 2013 and 2020 have been dedi-
cated to both identifying new vectors of attack 
and strengthening defenses against them. Despite 
the growing body of academic research in the 
area, many proposed adversarial attack vectors 
have questionable real-world relevance (Gilmer 
et al., 2018). In short, researchers often develop 

C O R P O R A T I O N

KEY FINDINGS
 ■ Adversarial attacks designed to hide objects pose 

less risk to U.S. Department of Defense applications 
than academic research implies.

 ■ In the real world, such adversarial attacks are difficult 
to design and deploy because of high knowledge 
requirements and infeasible attack vectors—there are 
often less expensive, more practical, and more effec-
tive nonadversarial techniques.

 ■ Fusing data and predictions across sensor modalities, 
signal-sampling rates, and image resolution can fur-
ther mitigate the risk of adversarial attacks.
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novel attack approaches but forgo such consider-
ations as feasibility and practicality.

Adversarial Attacks in Military Conflict

For the U.S. Department of Defense (DoD) to prop-
erly assess potential vulnerabilities that AI systems 
introduce, it needs to contextualize adversarial 
attacks in terms of operational feasibility and the 
potential for real-world effects. 

Early examples involved attacking image-
classification systems by slightly perturbing all of an 
image’s pixels. However, this is not practical in the 
physical world because it is unlikely that an adver-
sary can inject noise directly into a remote sensor 
(Szegedy et al., 2013). T. B. Brown and colleagues 
(2017) introduced adversarial patches for object-
classification systems, presenting the idea that a 
sufficiently large sticker with a colorful pattern can 
fool AI systems—both digitally and physically. This 
attack was later extended to object-detection models 
(Lee and Kolter, 2019; Liu et al., 2018). 

Our study was not the first to empirically assess 
the efficacy of real-world attacks: Gilmer and col-

leagues (2018) looked at the research and critically 
considered some of the models designed against such 
security threats. They concluded that many of the 
threat models are unrealistic or contrived. (For addi-
tional examples, see Braunegg et al., 2020; and Thys, 
Van Ranst, and Goedeme, 2019.) Given the military 
context of this report, we refer to adversarial exam-
ples as adversarial attacks. 

In this report, we hope to answer the following 
questions regarding adversarial attacks:

• What types of adversarial attacks, if any, can a 
malicious actor successfully conduct?

• What knowledge and resources would the 
actor need to possess to conduct such attacks?

• How effective could such attacks be? 
• Can multimodal systems sufficiently thwart 

such attacks?

Study Limitations

The concept of adversarial attacks against AI covers 
a wide field, and it is impossible for a single study 
to cover all that the topic entails. We define AI as a 
system that utilizes neural networks to make deci-
sions, and we define adversarial attacks as the col-
lection of AI-based techniques designed to fool clas-
sifiers. We focus in this report on the operational 
feasibility of stealth adversarial attacks—for example, 
in our vignette, forcing DoD (Blue)’s AI systems to 
give false negatives.2 Although we do not cover the 
nature of digital delivery of adversarial attacks in 
this report,3 many of the experiments and techni-
cal analysis described herein rely on digital delivery 
and white-box attacks, which represent a best-case 
scenario for Red. (See the next section for a more-
detailed definition and examples of white-box 
attacks.) Exploring such attacks allows us to study 
additional operational challenges beyond adversarial 
attack development. 

Finally, adversarial attacks are model-specific: 
We present attack success rates to contextualize 
vulnerabilities rather than to offer definitive solu-
tions. There are infinite combinations of Blue model 
designs and Red attack decisions that can affect these 
values, and our study explored only a few such com-
binations. However, most AI systems and adversarial 

FIGURE 1

Adversarial Artificial Intelligence Papers 
Posted to arXiv by Year

SOURCE: Carlini, 2019.
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attacks are developed in similar ways; therefore, this 
report can offer a qualitative operational analysis of a 
broader portion of the field. 

A Brief History of Artificial Intelligence 
and the U.S. Department of Defense 

DoD is not unfamiliar with the prospect of integrat-
ing new technologies—even those that it knows an 
adversary could defeat. In fact, the lessons garnered 
by the U.S. military integrating electronic warfare 
(EW) in World War II might serve as a reasonable 
reference point for considering AI and its possible 
fragility in an operational environment. The rapid 
evolution of radio and radar systems and devices 
to counter them resulted in a cat-and-mouse game 
between the Allied and Axis powers. A relevant 
insight we can learn from that exchange is the 
importance of speed—in that case, speed in recog-
nizing when an adversary defeated an EW capa-
bility, speed in removing that capability from the 
battlefield, and speed in issuing a new capability in 
its place (Price, 2017). 

This historical lesson draws comparisons with 
the observe-orient-decide-act (OODA) loop (Boyd, 
1987). No system is bulletproof, and conflict is 

often the best stress test for new technology. During 
conflict, both sides will experience failure—likely 
often. The side that reacts faster gains an advantage. 
Figure 2 illustrates a simplified OODA loop that 
integrates the lessons learned from EW and applies 
those insights to AI systems in an operational setting. 

FIGURE 2

The Observe-Orient-Decide-Act Loop for Artificial Intelligence Systems Under Attack

NOTE: TTP = tactics, techniques, and procedures.

Timescale: days to weeks

Decide
Develop software patches, countermeasures, 
and new TTP

Timescale: highly variable; depends 
on luck and spot check frequency, 
or statistical alerts 

Observe/Orient
Detect threats to AI

Act
Train personnel and deploy changes

Personnel timescale: weeks

Technological timescale: hours 
for software updates

Abbreviations

ADS automated driving system
AI artificial intelligence
CNN convolutional neural network
CW Carlini-Wagner
DoD U.S. Department of Defense
EO electro-optical
EW electronic warfare
ISR intelligence, surveillance, and 

reconnaissance 
mAP mean average precision
ML machine-learning
MSTAR moving and stationary target  

acquisition and recognition
NTSB National Transportation Safety Board
OODA observe-orient-decide-act 
SAR synthetic aperture radar
SIGINT signals intelligence
VGG visual geometry group
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For AI systems, most countermeasures to attacks can 
be implemented as software patches. This illustrates 
that once an adversarial attack is detected, it is often 
trivial to update an AI model to protect against that 
specific example. Other issues, however, such as dis-
trust in AI, may still be addressable via changes to 
tactics, techniques, and procedures.

An Analytical Approach

To understand the feasibility of attacking military AI 
systems, we designed a vignette to frame our analysis. 
In this vignette, which we imagine as set in the near 
future, DoD (Blue, in our vignette) desires to locate a 
high-value enemy (Red) asset by using a multimodal 
AI system. Red’s goal is to ensure that Blue does not 
detect its high-value asset. Figure 3 provides a sum-
mary of the vignette from the Blue and Red perspec-
tives (left and right, respectively).

Blue relies on data feeds from various intelli-
gence, surveillance, and reconnaissance (ISR) sensors 
to locate high-value assets. In consultation with our 
sponsor, we were advised to set up the vignette with 
three sensor modalities providing robust detection: 
electro-optical (EO) imaging, synthetic aperture 
radar (SAR), and signals intelligence (SIGINT).4 In 
this near-future scenario, we assume that humans 
can analyze only a small percentage of intelligence 
feeds, so Blue seeks to leverage AI systems to analyze 
the intelligence feeds in a timely fashion. For this 
vignette, we assume that ISR sensors detect the high-
value object in some capacity (in at least one of the 
three modalities), and a data fusion system assesses 

detections from each modality to determine whether 
the asset is actually present. Because of the tactical 
significance of Red’s asset, Blue employs humans 
to review positive detections for confirmation. This 
vignette helps us frame the analysis with two parts: 

• What are the vulnerabilities specific to each
sensor modality?

• Can data fusion resolve detection errors across
multimodal systems?

We assume that Red has knowledge of Blue’s 
reliance on AI to process ISR feeds and that positive 
detections will involve significant manpower from 
Blue. Red has two (non–mutually exclusive) options: 
stealth and deception. Stealth is achieved via camou-
flage and concealment to hide targets from discovery. 
Algorithmically, Red is trying to force Blue’s systems 
to create false negatives. Red achieves deception by 
using decoys to force false positives in Blue’s systems. 
High numbers of false positives will waste Blue’s 
resources by occupying and overwhelming Blue’s 
manpower, which could otherwise be put toward 
more-helpful purposes (at least until Blue is forced 
to ignore the AI system).5 Because of limitation of 
resources, time constraints, and sponsor preference, 
this report focuses only on analyzing the feasibility of 
Red achieving stealth through adversarial attack; we 
leave the option of deception for future work. 

In the literature, a threat model often consists of 
digitally delivering an adversarial attack directly into 
an AI system. A prerequisite for this to occur is that 
Red must gain access to that system—for example, in 
our vignette, Red must access Blue’s computer net-

FIGURE 3

Operational Vignette for Blue Versus Red

(a) Blue (b) Red

Analysis 
presented to 

human for 
review

AI systems analyze data and fuse 
detections across modalities

Broad actions: 
camouflage, 
concealment

Algorithmic effect: 
false negative

Broad actions:
deception

Algorithmic 
effect: 
false positive

Stealth: hide targets Decoys: overwhelm blue
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work to intercept and modify sensor pixels or data 
signals before an AI system processes the informa-
tion. Once inside Blue’s networks, Red can subtly 
manipulate data to negatively affect Blue’s AI systems 
while maintaining persistence; moreover, Red is also 
in a position to launch more-destructive attacks.6 

As a result, we assume that Red must employ a 
physical threat model to attack Blue’s EO, SAR, and 
SIGINT systems. For attacks on EO and SAR sensors, 
objects (for example, stickers, paint, reflective sur-
faces) must physically change. For attacks on SIGINT 
sensors, Blue’s sensors must record the altered sig-
nals. In the remainder of this report, we use a mix-
ture of technical analysis and experimentation to 
analyze adversarial attacks within the contexts of 
these three sensor modalities. We additionally con-
sider defensive techniques, including the use of data 
fusion to disambiguate classification mismatches.

Organization of This Report

We designed this report and our vignette for those 
who are concerned about the risks of using AI sys-
tems within DoD. Program managers and intelli-
gence analysts could also find value in our report and 
its sensor modality–specific sections. We organized 
the report according to how individual attacks on 
each of the modalities would affect the framework 
of our operational vignette. Over the course of the 
report, readers will see results of adversarial attacks 
against EO AI systems, SAR AI systems, and AI-

enabled SIGINT collection systems. We also provide 
considerations for the sensor fusion system (all three 
sensors) as a whole and explore the possibility of data 
fusion to disambiguate mismatches among the three 
sensor modalities. We conclude with recommenda-
tions we have developed according to our analyses. 

Artificial Intelligence Under 
Attack in Electro-Optical 
Systems

A common threat model for EO systems involves 
distracting an AI system from identifying an object 
by using a physical adversarial patch. Adversarial 
patches often comprise colorful patterns (which 
could be printed on posterboard or painted on 
a range of objects) that are specifically designed 
to fool ML models. There are many real-world 
examples of adversarial patches successfully fooling 
camera-based recognition systems. Here, we explore 
the feasibility of using adversarial patches to evade 
detection from airborne camera systems by induc-
ing false negatives. 

We start with a computational experiment to 
assess the information requirements Red needs 
to develop an adversarial attack on imagery. We 
follow with a series of experiments that use an 
aerial drone and physically printed adversarial 
patches to assess the operational issues associated 
with deploying the attack. 

Attacks on Image-Classification 
Algorithms: Assessing the Value of 
Intelligence

Related literature shows that ML-classification 
models are indeed vulnerable to adversarial attacks 
(for example, see Yuan et al., 2019)—though the suc-
cess rates of these attacks depend on the amount of 
knowledge that the adversary has about the target 
model, the attack technique that the adversary 
chooses, and any defensive measures employed for 
the target model. 

Attack techniques generally share a few common 
steps: First, the adversary prepares whatever model 
they have on hand (such as a neural network and an 

A common threat model 
for EO systems  
involves distracting 
an AI system from 
identifying an object 
by using a physical 
adversarial patch.
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objective function). Second, the adversary calculates 
the gradients of the objective function with respect to 
an input image or images (for example, shifting pixels 
on the input causes a misclassification—such as the 
turtle-to-rifle image referenced earlier). Finally, the 
adversary manipulates the image according to the 
gradients that maximize the objective function (for 
example, generating the highest number of misclas-
sifications or errors). 

Most threat scenarios assume one of two types 
of adversarial attacks in the preparation phase: a 
white- or black-box attack. In white-box attacks, the 
attacker has perfect knowledge of the target model 
and leverages that knowledge to generate highly 
effective attacks.7 In contrast, in black-box attacks, 
the attacker does not have access to the target model. 
As a result, the attacker must develop its own proxy 
model from which to generate attacks. Naturally, 
black-box attacks are less effective than white-box 
attacks because the black-box attacker has less infor-
mation to leverage. Remarkably, however, even with-
out specific knowledge of the target model, black-box 
attacks can still be quite effective. Adversarial attacks 
created using one model and then successfully used 
to fool a second model are said to transfer. 

Prior to developing and deploying an attack on 
an AI system, Red must perform reconnaissance 
and obtain information about the capabilities and 
design of Blue’s AI system to maximize the attack’s 
success rate. The white- and black-box threat 
models assumed in the academic literature often 
represent two extremes of an entire spectrum of 
knowledge of the target model, with the white-box 
attack representing complete and perfect knowl-
edge and the black-box attack corresponding to 
zero knowledge. However, in the real world, Red is 
more likely to fall somewhere in the middle of this 
spectrum. Understanding how different elements of 
information can affect an attack’s success rate can 
better help Blue understand which factors are most 
important to protect. 

We used a simple image-recognition data set, 
CIFAR-10 (Krizhevsky, 2009), to conduct computa-
tionally fast attacks to perform our assessment.8 We 
used a simple convolutional neural network (CNN) 
to perform the classification task and the fast gradi-
ent sign method (Goodfellow, Shlens, and Szegedy, 

2014) to conduct adversarial attacks. By attacking this 
simple model and data set with varying degrees of 
knowledge, we intended to determine changes in effi-
cacy between the extremes of white- and black-box 
attacks; however, we caution that results may vary on 
a case-by-case basis. This simplistic model and data 
set are intended to demonstrate that various levels of 
Red’s knowledge could change the efficacy of adver-
sarial attacks. We recommend that DoD conduct 
similar studies to quantify attack rates on production 
AI models.

To start, we trained the CNN model (cor-
responding to the Blue model in our vignette) to 
achieve a baseline of 73-percent classification accu-
racy on the CIFAR-10 data set.9 We developed five 
different attacks with variations in Red’s knowl-
edge of Blue’s model parameters, training data set, 
and architecture. Figure 4 shows the results of the 
five attacks against this model and notes potential 
defense mechanisms for Blue’s shields.10 This sce-
nario can be further analyzed as a continuous cat-
and-mouse game (for example, what happens when 
Red learns of Blue’s defense mechanisms), but we 
leave such analysis for other researchers to explore 
in future work.

The far-right side of Figure 4 represents the 
white-box attack, and the far-left side represents the 
black-box attack. The list below provides more details 
on possible scenarios. The dagger in each box shows 

Understanding how 
different elements of 
information can affect 
an attack’s success 
rate can better help 
Blue understand 
which factors are most 
important to protect.
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the model accuracy decrease caused by the adversarial 
attack. The shields reference potential defense mecha-
nisms, which will be discussed later. The continuum 
indicated in Figure 4 can be broken down as follows:

1. White-box attack. Red has perfect knowledge 
of Blue’s model and thus has knowledge of 
both the overall network architecture and 
the value (weight) of every parameter in the 
neural network. Red’s attack decreases Blue’s 
model accuracy by 65 percentage points. In 
other words, the model’s 73-percent accuracy 
on clean images is reduced to 8-percent accu-
racy on attacked images. 

2. Incomplete full knowledge. Red has access 
to Blue’s training data and has knowledge of 
the model architecture. Red develops a proxy 
model that serves as a stand-in for Blue’s 
model. The attack successfully transfers from 
this proxy model to Blue’s model, where the 
accuracy decreases by 63 percentage points. 

3. Partial knowledge. Red has access to Blue’s 
training data, but Red does not know the 

model architecture. Blue used a CNN with  
64 hidden layers, but Red trains an analog 
model with 32 hidden layers. Using this 
attack, Red decreases Blue’s accuracy by  
57 percentage points.

4. Minimal knowledge. Red does not have Blue’s 
training data but knows Blue’s exact model 
architecture. Red musters resources and 
generates its own data set and trains its own 
analog model using the same architecture. 
Red decreases Blue’s accuracy by 58 percent-
age points. 

5. Black-box attack. Red does not know Blue’s 
model architecture and does not have access to 
Blue’s training data. Red generates its own data 
set and incorrectly guesses the model architec-
ture to create its analog model. Red decreases 
Blue’s accuracy by 55 percentage points.

To determine whether these results were a quirk 
of experimental design or data sets,11 we repeated 
the black-box attack (Scenario 5) but heavily blurred 
the training data used to create Red’s analog model. 

FIGURE 4

Effects of Red Knowledge on Adversarial Attacks

58% decrease55% decrease 63% decrease57% decrease

White boxBlack box

Increasing resource demand for Red

3

SOURCE: CIFAR-10 data set (Krizhevsky, 2009).
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This act of blurring was used to simulate differences 
between Red’s and Blue’s training data. Operation-
ally, this can be interpreted as Red using slightly 
different data. (For example, Blue and Red may 
record images at different resolutions or using dif-
ferent sensors.) We discovered that Red’s resulting 
attacks were 2 percentage points less successful (that 
is, Blue’s accuracy was reduced to 20 percent instead 
of 18 percent) in our re-creation of the experiment. 

We take several insights from this analysis. First, 
as Red loses access to information on Blue’s model, 
Red’s attacks are less effective and Red must invest 
more of its resources to source, annotate, and curate 
its own training data. Second, for black-box attacks, 
attack success rates decrease as Red’s training data 
deviates from that of Blue. Third, we note that attack 
success rates are quite high across the board: Red 
can decrease Blue’s accuracy to 8 percent (white-
box attack) or 18 percent (black-box attack), both of 
which are sufficient to operationally disrupt Blue. 

Potential Defense Mechanisms

We identified two potential defenses against such 
attack scenarios. As a potential defense against a 
white-box attack, Blue could use shelved models—a 
defense that involves Blue

1. splitting its training data into n pieces and 
using each piece to develop an independent 
model

2. deploying one of these models
3. (based upon knowledge of a credible threat 

that model parameters have been stolen) 
discarding the model and deploying a model 
from its shelf of the remaining n–1 models. 

This defense effectively converts Red’s white-box 
attack into a (weaker) black-box attack. 

However, unless Blue has an unlimited amount 
of data, this technique is generally more harmful 
than protective. Blue must split its training data, 
which results in weaker models that are more vul-
nerable to adversarial attacks. Our tests revealed 
that a singular model, trained with 100 percent of 
available CIFAR-10 data, demonstrated 18-percent 
accuracy under a black-box attack. If Blue chooses to 
develop three independent models, each trained with 
33 percent of the data, these models demonstrate 
10–12-percent accuracy under the same black-box 
attack. Creating numerous weaker models for shelv-
ing may be advisable only when Blue models are 
under a high likelihood of a white-box attack.

A possible defense to Red having access to Blue’s 
training data is to rely on preprocessing techniques. 
As an extreme, we tested a scenario where Blue 
scrambles image inputs in a certain way (for exam-
ple, encrypting inputs or shuffling image pixels) 
that is difficult for Red to replicate. This tactic ren-
ders Red’s attacks much less effective, regardless of 
the amount of model knowledge Red obtains. As 
with the other defense mechanisms, the trade-off 
is that Blue suffers lower accuracy in its model per-
formance. For image-recognition systems, CNNs 
rely on detecting patterns from localized structures, 
and these patterns can be destroyed during prepro-
cessing. In our testing with the CIFAR-10 model, a 
pixel-shuffling preprocessing technique resulted in 
a 20-percent decrease in Blue’s model accuracy. This 
technique takes advantage of the phenomenon that 
adversarial attacks are typically more brittle than 
the models they are designed to attack.

For future work, it is worth exploring the possi-
bility of using hybrid systems as a method to combat 
adversarial attacks—for example, by mixing CNNs 
with traditional computer vision techniques (for 

As Red loses access to information on Blue’s 
model, Red’s attacks are less effective and Red 
must invest more of its resources to source, 
annotate, and curate its own training data.
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example, handcrafted feature extractors). As of this 
writing, this is still a nascent field without clear guid-
ance; however, some recent studies suggest that hand-
crafted features are also vulnerable to digital pixel-
level attacks (Ali, Anjum, and Hussain, 2019).

Attacks on Object-Detection 
Algorithms: Efficacy of Attacks in the 
Real World

In addition to considering how intelligence gathering 
might affect an attack’s efficacy, we wanted to assess 
how real-world conditions might affect efficacy. 
To that end, we carried out a series of experiments 
involving adversarial patch attacks against object-
detection systems of aerial imagery. 

The attacks we described previously (using the 
CIFAR-10 model) are classic instances of an adver-
sarial attack where the targeted models are perform-
ing image classification (assigning a single label to 
each image) and the attacked inputs must be similar 
to the initial image. A more operationally relevant 
threat model would be attacks on object-detection 
models, where the goal is to both identify and clas-
sify objects of interest within an image. In that 
instance, an adversarial patch would be a crafted 
pattern whose presence in a scene degrades detec-
tion models. This type of attack is more realistic 
for real-world application, as opposed to modifying 
every pixel within an image. 

Our primary focus for this model was to identify 
the practical challenges of conducting such attacks 
under the operational conditions our vignette pro-
posed, which are more constrained than the condi-
tions typically used for studies in academic literature. 
This is because overhead imagery features a large 
variation in object scales, camera angles, lighting 
conditions, and occlusion. As the following sections 
will describe, our experimental results uniformly 
point to the general conclusion that patch attacks 
against overhead object-detection models are more 
difficult to implement than might be expected 
because it is so difficult to successfully transfer the 
attacks from digital to physical settings. 

For the experiment, we drove a Jeep Wrangler 
to a remote location that contained some build-
ings and structures. The location’s terrain included 
dense foliage and an exposed high desert. We used 
the Jeep as the subject of filming (intended to rep-
resent a high-value Red target asset that Blue would 
want to identify). A professional drone photographer 
recorded high-resolution aerial video footage, both 
with and without adversarial patches present, of the 
Jeep driving throughout the property. The footage 
was recorded at altitudes of 0–400 ft at 1,080-pixel 
resolution. Figure 5 illustrates several example aerial 
images from different altitudes. 

We ran experiments with one or more patches 
attached to the Jeep and had the drone track the Jeep 
as it drove through the property. We also placed the 
patches on the ground along the route of the Jeep 

FIGURE 5

Images of the High-Value Asset (the Jeep) from Various Altitudes
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(not shown in the figures). We chose to focus our 
analysis only on full-motion video rather than on 
static images. However, there is no practical dif-
ference between the two types of imagery, because 
object-recognition systems break down videos into 
static frames for analysis, so our analysis can provide 
valuable information for either image type.

We used three models for the experiment, and 
we trained each by using a different data set: xView 
(Lam et al., 2018), Cars Overhead with Context 
(Mundhenk et al., 2016), and the RAND Humvee 
data set (Hartnett et al., 2020). We selected these 
data sets to train models that can detect the Jeep 
under various altitudes and sizes, roughly pertaining 
to each altitude shown in Figure 5.12 In this threat 
model, we assume that Red has complete knowledge 
of the target Blue model, allowing us to assess the 
effects of physical patches under the best-case sce-
nario for the attacker. Furthermore, we used tech-
niques to ensure that these attacks 

• are physically printable in the real world13 
• include one patch robust to changes in scaling 

(Athalye et al., 2018). 

Before testing the attack in the real world, we 
evaluated a digital version.14 During our evalua-
tion, digital attacks reduced object-detection rates to 
nearly zero across all three models.15

Getting the attack to work in the real world 
proved more difficult. We anticipated that our testing 
conditions would be a challenge: Two of the models 
were not designed to perform detections in desert 
conditions.16 Moreover, there was not an existing 
“Jeep” class in any of the three models. We expected 
the model to classify the Jeep into a more generic 
vehicle-like class (such as car). Models derived from 
the Humvee and the Cars Overhead with Context 

data were able to identify the Jeep as a vehicle. How-
ever, the xView model often misclassified the Jeep 
as a building. Despite the variety of classifications, 
in the nonadversarial cases, all of the models were 
able to localize the Jeep in the majority of frames 
(that is, the models identified the Jeep as an object 
even if they misclassified it). The presence of patches 
distracted the algorithm from localizing the Jeep 
correctly, but the distraction was highly dependent 
on drone altitude and, consequently, the scale of the 
Jeep in the image. Figure 6 shows examples from the 
Humvee and xView models. The models were able 
to localize the entire Jeep, but the presence of adver-
sarial patches prevented correct localization from a 
similar altitude. This distraction stopped working 
once the Jeep became smaller because the adversarial 
patterns could not be clearly distinguished in the 
camera images when the drone was above approxi-
mately 100 ft in altitude.

Even with vastly greater research and develop-
ment, Red would likely find it difficult to generate 
adversarial patches in an operational setting with 
wide ranges of conditions and biomes. Red also 
faces a greater challenge: Even accounting for such 
variety, Red cannot control the angle of view or 
subsequent image scaling that Blue surveillance 
uses to capture footage. Figure 7 illustrates a dif-
ficult look angle and image scaling that renders it 
difficult for an affixed adversarial patch to have 
any effect. The experiment we conducted repre-
sents a vastly scaled down version of a real-world 
scenario. The left side of Figure 7 puts into perspec-
tive the scales used in this experiment compared 
with the scales in a plausible scenario and suggests 
that from even farther standoff distances the patch 
would be similarly ineffectual. 

The presence of patches distracted the algorithm 
from localizing the Jeep correctly, but the distraction 
was highly dependent on drone altitude and, 
consequently, the scale of the Jeep in the image.
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Robust Electro-Optical Artificial 
Intelligence Systems in an Operational 
Setting

Our analysis reveals that Red can develop effective 
adversarial attacks even without knowledge of Blue’s 
model. Despite this possibility, it could be challeng-
ing for Red to develop an effective proxy model to 
generate such attacks. Therefore, Blue should protect 
information such as its AI implementation details or 
its training data to decrease the probability of Red 
developing effective attacks.17 

If Red does develop an effective attack, it is 
unclear how easily it can operationalize that attack. 
Our experiment shows that the adversarial patches 
must be much larger than what might be feasible on 
a battlefield. Red would plausibly need to print or 
paint adversarial patches (at least) the size of foot-
ball fields to combat the scaling issues associated 
with such large distances. Furthermore, the size of 
the adversarial patches necessary to generate any 
effect means that this method is feasible only for 
relatively stationary or semipermanent high-value 
targets. It is not feasible for a mobile vehicle to affix 

FIGURE 6

Adversarial Patches’ Effects on Localization Algorithms

NOTE: The figure shows sample model outputs under the presence of two adversarial attack patches (designed to attack two different models). The 
left side shows localization (green boxes) and detection (hmmwv_2d output above green box) for the RAND Humvee detection model. The right side 
shows localization and detection for a public xView model. The top row is a control case depicting model outputs without any adversarial patches. 
The presence of adversarial patches affects the localization algorithm in both models at 100 ft (middle row): The jeep is recognized as two distinct 
objects rather than a singular object. 
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patches onto its roof or incorporate them as part of 
its camouflage paint. Even if such a tactic were pos-
sible, and even assuming a 99-percent adversarial 
attack success rate, our experiment predicts that 
Blue’s AI would correctly identify the mobile vehicle 
once every 3.3 seconds in full-motion video,18 which 
is sufficient for a clever processing algorithm to 
create an accurate track of the vehicle. 

Blue can take advantage of the scale-dependent 
brittleness of adversarial patches by preprocessing 
imagery data and scaling them larger or smaller, 
prior to feeding them into AI models. Blue should 
maintain multiple distinct AI models that can 
identify targets at various scales (for example, a 
Jeep-recognition model for each of the scales shown 
in Figure 6). While adversarial patches may fool 
certain scaling levels, they are extremely unlikely to 
succeed in detection across every scale Blue could 
use. Subsequently, fusing the predictions across all 
scales should thwart any of Red’s attempts to con-
ceal its object, or, at the very least, cause enough 
inconsistencies to trigger the need for a human 
to review the data. If this is too resource prohibi-
tive, Blue should invest in a single model that can 
accurately identify targets of interest at the small-
est possible scale; this forces Red to build absurdly 
large and relatively stationary adversarial patches 
and allows Blue sensors to operate at farther stand-
off distances.

Artificial Intelligence Under 
Attack in Synthetic Aperture 
Radar

SAR is an imaging technique that relies on radar 
signals: A sensor traveling along a trajectory trans-
mits and receives radar signals perpendicular to its 
direction of movement. Targets in view of the sensor 
reflect the signal. An aggregation of multiple collec-
tions of targets along the radar signal creates a syn-
thesized, high-resolution antenna. 

SAR imagery is commonly in grayscale, with 
brighter areas corresponding to objects that are 
highly reflective and darker areas corresponding 
to objects that diffuse radar (specular reflection). 
Manmade objects are usually bright on SAR imagery 
because they tend to be made of smooth, reflective 
materials and contain an abundance of right angles. 

SAR is advantageous because it can image at 
nighttime and penetrate vegetation, snow, ice, and 
soil. However, SAR requires highly trained human 
analysts because the imagery contains large amounts 
of visual artifacts and tends to be less clear than 
EO images. Figure 8 shows SAR imagery of various 
military vehicles taken from the public Air Force 
Research Laboratory (moving and stationary target 
acquisition and recognition) MSTAR data set (Sensor 
Data Management System, 1995). This data set con-
sists of ten classes of vehicles, whose images have 
been centered and cropped to enable the public to 

FIGURE 7

Scaled Comparison of Experiment to Real-World Scenarios

500 ft2

70 ft2

(a) (b)

NOTE: FAA = Federal Aviation Administration.

400 ft
(FAA 
requirement)

Standoff 
distance
~820,000 ft
(250 km)

Standoff
distance
~1,300 ft
(0.4 km)

25,000 ft
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use them for various object-classification algorithms. 
While a SAR analyst can distinguish the different 
objects depicted in this figure, it is unlikely that a lay-
person could do so. The specialized training required 
to interpret SAR imagery makes it highly tempting to 
assign as an AI task.

Object classification has achieved significant 
accuracy on the few publicly available SAR data sets 
available. Notably, academic papers have achieved 
more than a 99-percent classification accuracy on 
the MSTAR data set by using CNNs (Soldin, 2018). 
CNNs have been extremely effective on SAR images, 
and it appears that the current gold standard is to 
treat SAR analysis as a grayscale image– 
recognition problem (Majumder, Blasch, and 
Garren, 2020). There is a dearth of public SAR data 
that feature objects in the context of a larger scene 
(that is, noncropped images). As a result, there are 
few documented attempts to apply object detection 
to localize objects of interest and subsequently clas-
sify each object technique on SAR. It is notable that 
academic researchers have conducted successful 
adversarial attacks on MSTAR CNN models, but, as 
of this writing, these have been only digital attacks 
(Du et al., 2022; Li et al., 2021).

Attacking Synthetic Aperture Radar 
Artificial Intelligence Systems

Developing physical adversarial attacks against SAR 
is fundamentally different from developing such 
attacks against EO. In EO, manipulations can be 
achieved by physically painting or printing objects. 
In contrast, SAR manipulations rely on an adversary 
adding energy to a SAR receiver. This can be accom-

plished by reflecting the SAR’s pulses back or using 
emitters to transmit pulses. 

We limit this analysis to a study of corner reflec-
tors. Corner reflectors are trihedral-shaped objects, 
made of a highly reflective material, that show up as 
bright spots in SAR. Unlike the scale issues posed 
in the EO chapter, a 1-ft-wide corner reflector can 
result in a 500-m 2 radar cross section, which is large 
enough to obscure nearby objects. These reflectors 
appear to be operationally feasible to deploy because 
of their low cost and portability, and they can plausi-
bly degrade objects in SAR imagery. While they are 
not omnidirectional, corner reflectors are cheap, and 
deploying multiple ones in different directions is suf-
ficient to reflect SAR signals at most angles.

Corner Reflectors

We tested the effects of corner reflectors on SAR object 
detection. We used the data set MSTAR in Context,19 
which consists of MSTAR image chips stitched onto 
SAR backgrounds of larger environments (Hunterlew, 
2018).20 Using the RetinaNet architecture (Lin et al., 
2020), we trained an object-recognition model to  
localize vehicles and identify each as one of the ten 
types of MSTAR vehicles. We computationally simu-
lated the SAR reflection of a 1-ft-wide corner reflector 
from a Ku-band SAR transmitter and added the reflec-
tion to the center of vehicles (Harrison, 2019). Figure 9 
illustrates the trained model performing object rec-
ognition on a sample image and a sample of corner 
reflectors added to vehicles. We used the mean average 
precision (mAP) metric, which measures the ability of 
an algorithm to make correct predictions (true posi-
tives). In our scenario, a correct prediction consists of 
both an accurate bounding box and the correct identi-
fication of the vehicle. Our analysis produced the fol-
lowing results: 

• The trained model achieved a mAP of 57 per-
cent on the test set.21

• Our model mAP achieved 32 percent when 
we added corner reflectors to vehicles in the 
test set.

• Our model mAP achieved 57 percent when 
corner reflectors were randomly placed in the 
scene (that is, it resulted in no statistical effect).

FIGURE 8

Examples of MSTAR Data

SOURCE: Sensor Data Management System, 1995.
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Furthermore, we tried to optimize the placement 
of three corner reflectors on a scene. We calculated 
the three (x, y) coordinates that would maximize 
the loss function used to train the original model. 
Location-optimized adversarial patches are a recent 
concept in the literature, and an existing method 
(Rao, Stutz, and Schiele, 2020) describes a heuristics-
based search algorithm to optimize the location of 
adversarial patches on a per-image basis.22 However, 
this method did not work well for our application 
because it tends to get trapped in local optima. We 
used brute force to optimize the placement on a select 
few images.23 This method revealed that multiple 
corner reflectors work best for our scenario when 
they are concentrated near a single vehicle. 

Although the placement of reflectors decreased 
the AI system’s ability to perform object-recognition 
in SAR imagery, this is likely a poor idea in prac-
tice. The AI system can potentially be trained to see 

“through” corner reflectors. We were able to update 
(retrain) the Blue model to correctly localize and 
identify vehicles under the presence of a centered 
corner reflector (to a mAP of 56 percent), thereby 
rendering this tactic ineffective. We did not test the 
possibility of full occlusion from the use of larger 
corner reflectors, but we expect that a sufficiently 
large corner reflector (or multiple reflectors) could 
fully obscure a scene.24 Nor did we test the effects of 
resolution on the efficacy of corner reflectors, but we 
expect that the occlusion would scale with resolution, 
given the nature of SAR image processing. 

A Red strategy of placing corner reflectors on or 
near an object that Red wants to hide appears to be a 
poor tactical choice. Corner reflectors can decrease 
Blue’s AI performance to avoid automated detection, 
but Blue can update its algorithms to identify vehicles 
under the reflector and eliminate this performance 
hit. Additionally, the presence of corner reflectors 

FIGURE 9

Synthetic Aperture Radar Object Recognition With and Without Digitally Added Corner 
Reflectors

SOURCE: Lin et al., 2020.

(a) (b)
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makes the area more conspicuous and draws extra 
attention to it, possibly compelling Blue to send an 
EO sensor to clarify the scene or trigger a human 
review. For example, bright spots in SAR imagery are 
known to likely be manmade objects, and Blue can 
detect such spots easily without AI, simply by using 
traditional computer vision techniques. 

Other Attack Vectors

Clever uses of emitters, such as digital radio fre-
quency memory, allow an adversary to add noise 
or false information anywhere within a SAR scene. 
Emitter techniques could allow an adversary to fool 
both AI and humans by camouflaging or concealing 
objects in the resulting SAR imagery. Consequently, 
it makes no operational sense for Red to limit itself to 
merely injecting adversarial noise that can fool only 
AI systems. Emitter-based attacks might or might 
not be effective because they require a separate set of 
signals assumptions and knowledge requirements: 
For example, such emitter techniques require highly 
accurate SAR-sensor tracking. An assessment of 
their efficacy is best suited for a separate, specialized 
counter-SAR study.

Infeasible Concealment Techniques

We identified three niche concealment techniques 
that do not neatly fall within the emitter category or 
the reflector category. We chose to exclude detailed 
descriptions of them from this report because of a 
lack of operational feasibility. The first technique is 
leveraging a radar shadow. Depending on the angle 
and direction of a SAR sensor, it is possible to hide 
any object from SAR detection by putting it behind 
a larger object (for example, a mountain or a large 
manmade object that does not trigger Blue suspi-
cions). Besides the obvious situational dependence, 
this is not operationally feasible because Red cannot 
control Blue’s visual angles or directions. Second, 
power lines can cause SAR interference and could 
be leveraged to obscure small objects from certain 
visual angles. This technique is somewhat plausible 
if Red wished to conceal stationary objects in a loca-
tion with sufficient infrastructure. Finally, radar-
absorbing paint could be a possibility for conceal-

ment. However, this technology is very costly and is 
not likely to be applied to ground-based objects. 

Artificial Intelligence Systems Do 
Not Introduce Additional Operational 
Vulnerability to Synthetic Aperture 
Radar Systems 

Our analysis shows that it is difficult to conceal 
objects from SAR sensors and ML models using 
reflectors in a consistent, cost-effective, and practi-
cal way. Although Red can perform full occlusion 
with sufficiently large reflectors, such attacks are 
not mobile. ML models can be trained to identify 
targets under smaller reflectors. Emitter-based tech-
niques have the potential to fool SAR sensors but 
would do so by exploiting fundamental SAR prin-
ciples rather than exploiting AI/ML models. Digital 
adversarial attacks notwithstanding, AI target rec-
ognition systems do not appear to introduce adver-
sarial vulnerabilities that would be exploited in an 
operational setting. 

Artificial Intelligence Under 
Attack in Signals Intelligence

SIGINT can be divided into two broad categories: 
electronic intelligence, which involves electronic 

It is difficult to conceal 
objects from  
SAR sensors and  
ML models using  
reflectors in a 
consistent,  
cost-effective, and 
practical way. 
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emissions collection and analysis, and communica-
tions intelligence, which involves communications 
collection and analysis. Within SIGINT, “processing 
and exploitation are increasingly automated and are 
being quickly performed by the collection systems” 
(Joint Publication 2-0, 2013). This section explores 
attacking a notional neural network–based commu-
nications intelligence–exploitation system. We did 
not explicitly study electronic intelligence systems 
because of practical concerns: There are ample open-
source voice data sets available for experimentation, 
and limiting the work to notional communications 
collection and exploitation also enabled us to keep 
the report at an unclassified level. 

To date, most of the research on adversarial 
attacks has focused on computer vision models, 
where the inputs are images or videos. There is com-
paratively less research that focuses on audio data—
in particular, the ability to manipulate audio signals 
entering automatic speaker-recognition systems or 
other models that process audio data. Because these 
systems are capable of scanning audio, identify-
ing speakers, and producing text from speech from 
hundreds or thousands of input streams simultane-
ously, they present a powerful capability to analyze 
in an operational vignette, assuming that Blue is 
employing these capabilities that are publicly avail-
able. Although Blue might use these capabilities 
to discover and detect Red activity—for example, 
by identifying key words or identifying targeted 
speakers—Red would try to foil these capabilities 
using innovations in adversarial attacks on audio 
processing systems. In the SIGINT realm, an adver-
sarial ability to manipulate transmitted audio could 
affect the amount and quality of intelligence obtained 

in an operational setting. Therefore, it is imperative 
to understand whether and how a determined, com-
petent adversary can manipulate audio.

Motivated by a desire to understand the effects of 
adversarial attacks on speaker-recognition and other 
audio-based models, we considered a range of possi-
ble attacks that Red might employ, from sophisticated 
adversarial attacks that leverage recent innovations 
to more crude attacks that are based on adjusting 
basic properties of the audio signal. By incorporat-
ing the crude signal-modification attacks into our 
study, we could assess whether the increased cost 
associated with the sophisticated AI attacks would 
be worthwhile or whether a similar effect could be 
accomplished at a lower cost or a higher efficiency. 
Additionally, many of the crude attacks (for example, 
inducing static) already occur naturally because of 
environmental or equipment noise. 

Attacking Speaker-Recognition 
Systems

Upon collecting a Red signal, Blue faces two 
questions: 

• Can we identify what target emitted the 
signal? 

• Can we break out the signal content? 

We assume Red is unable to prevent Blue from 
collecting its content, and, therefore, Red’s primary 
goal is to sufficiently disguise the signal such that it 
defies classification (thereby concealing target iden-
tity) and transcription (thereby concealing content). 

In this scenario, Red manipulates the signal prior 
to transmission and Blue collects the manipulated 
transmission. Blue can understand the collected 
signal’s content and utilizes a voice-classification 
system. Red wishes to bypass both of Blue’s auto-
mated detection systems: speaker identification and 
voice-to-text transcription. We can assume that Red’s 
attack space is constrained: One of Red’s human 
agents is an intended recipient and must be able to 
interpret the signal. Finally, we exclude encryption as 
a technique for Red: Although encrypted signals can 
be identified, their contents are indecipherable and 
classification systems would not yield useful intel-
ligence. This assumption facilitates our intended goal 

It is imperative to 
understand whether 
and how a determined, 
competent adversary 
can manipulate audio.
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to assess various attacks against a notional Blue com-
munications intelligence–exploitation system.

A mature adversarial attack in the audio space 
is the Carlini-Wagner (CW) attack (Carlini and 
Wagner, 2018). The CW attack modifies an audio 
clip with imperceptible static, which causes speech-
to-text systems to incorrectly transcribe a phrase 
the adversary has chosen. Such audio modification 
demonstrated in recent CW attack literature has been 
described as imperceptible to the human ear (Carlini 
and Wagner, 2018). For example, Red can use this 
attack to modify an audio clip in a way that a human 
listener would hear the correct message, but an auto-
mated system would transcribe a different message 
from the audio clip. For example, we recorded an 
audio clip of the phrase “we plan on retreating” and 
then used the CW attack to generate an adversarial 
version that causes a speech-recognition system to 
transcribe the content as “continue forward.” The 
adversarial audio clip was not perceptibly different 
from the original audio clip.

The attack currently has little real-world 
application because it is a white-box attack (that 
is, it has high information requirements) and 
because it cannot be conducted reliably over the 
air.25 However, we chose this popular adversarial 
attack method to represent the best-case scenario 
for an audio attacker. Although the CW attack 
was designed against speech-to-text transcription 
models, our testing revealed that it degraded both 
speaker-identification (WeidiXie, 2020) and tran-
scription (Mozilla, 2021) models. 

We used the visual geometry group (VGG) 
speaker-identification system,26 which is designed 
to identify speakers in previously unheard audio 
from a list of known speakers, to compare the effi-
cacy of the CW attack against three other traditional 
signal-manipulation techniques. As of this writing, 

we did not find any adversarial attack models in the 
literature that can simultaneously fool both speaker-
recognition systems and transcription systems.27 

For our assessment, we used the CW attack 
model: We compared the CW attack (designed to fool 
a speech-to-text transcription model) against a model 
for speaker identification. The practical reason for this 
experimental decision was the lack of open-source 
pretrained transcription models. Furthermore, Carlini 
and Wagner (2018) note that their white-box attack 
achieves a 100-percent attack success rate.28 We tested 
this claim and found that a perfect attack success rate 
is achievable within a reasonable computation time.29 
Given this remarkable success rate, in addition to 
the fact that CW attacks are difficult to conduct over 
the air, we limited our analysis to fooling speaker-
identification systems only. 

We selected three traditional manipulation 
techniques for their operational feasibility. First, we 
applied a static attack by layering white noise over a 
voice recording; in the example of our vignette, this 
would be a voice recording that Red would use to try 
and fool a speaker-identification system. Second, we 
applied a silent attack by reducing the decibel level 
of the voice recording. Finally, we applied a slow 
attack by reducing both the sampling rate of the voice 
recording and the audio quality. These attacks are 
summarized in Table 1. 

Adversarial Attacks Versus Traditional Signal 
Manipulation

Figure 10 shows the success rates of manipulation 
attacks against speaker identification for Mandarin 
Chinese.30 The figure provides distributions to illus-
trate transcription performance on voice clips from 
100 different speakers. VGG correctly identified the 
speaker of a voice clip with an average of 82-percent 

TABLE 1

A Selection of Audio-Manipulation Attacks Against Speaker-Identification 
Systems
Manipulation Description Simulation

Static Injects the audio recording into a static recording Corrupts the audio file with static 

Slow Reduces the sampling rate Purposefully drops information

Silent Reduces the amplitude Transmits a muted signal
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application-dependent for Red: Should static over-
whelm the original signal intended for communica-
tion, then a Red listener might not be able to interpret 
the signal. However, our testing revealed that the 
static does not need to be very high in amplitude to 
decrease model performance, which means that a 
Red listener can still extract the information. Fur-
thermore, there are highly effective complex signal-
processing techniques that can interpret signals with 
relatively low signal-to-noise ratios. However, purely 
relying on static may be foolish, given the ease of 
conducting the other manipulation attacks. 

The silent attack had the weakest effect on tran-
scription accuracy, but it could be combined with the 
static attack to further decrease signal-to-noise ratios. 

Identifying Modified Signals

Signal-processing techniques aside, Blue might be 
able to detect signals that show signs of manipula-
tion. Figure 11 illustrates Chinese voice clips scattered 
across principal components 1 and 2.31 The figure 
shows a clear separation of silent, slow, and static 
attacks. If Blue can create a large database of audio 
signals with which to create a baseline, it can use this 
technique to identify audio tampering. The CW attack 
is much harder to distinguish than other attacks in 
this plot. This adversarial attack would have the poten-
tial to be an extremely effective concealment-style 
attack against AI systems if not for the infeasibility of 
implementing it in an operational environment.

Recognizing That Adversarial Attacks 
Could Pose Additional Threats to 
Automated Speaker-Recognition 
Systems

Red’s easiest strategy would be to utilize a combina-
tion of signal-manipulation techniques: a combina-
tion of slow, static, and silent attacks to increase the 
difficulty for Blue’s AI systems.32 These techniques 
are simple, practical, and highly effective, but the 
main drawback is that a combination of these tech-
niques could also be easily detectable. 

The CW adversarial attack that we tested is 
unproven in over-the-air attacks and has imprac-

FIGURE 10

A Comparison of Various Attacks on 
Audio Clips

SOURCE: CN-CELEB data set using VGG speaker identification 
(Fan et al., 2019).

accuracy. CW attacks decreased identification per-
formance to 70 percent. In contrast, traditional 
signal-manipulation techniques, such as static or 
slow attacks, decreased performance to 56 percent 
and 32 percent, respectively. The silent attack was 
comparatively less effective, decreasing identification 
performance to 75 percent. 

In the slow attack, reducing the sampling rate by 
just 10 percent significantly degrades identification 
accuracy, yet the reduction remains unnoticeable to 
the human ear. From an operational standpoint, this 
type of attack is the most effective tactic that Red 
could use. Blue could combat this tactic by train-
ing an identification model across many sampling 
rates or by using an ensemble of models trained 
across many sampling rates. Alternatively, Blue could 
downsample all signals to their lowest sampling rates 
as a preprocessing technique and use a single model 
trained on the lowest common sampling rate. 

In the static attack, there was an inverse relation-
ship between the amount of static induced and model 
performance. However, this strategy alone may be 
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tically high knowledge requirements. However, 
during the course of our work, significant advance-
ments have been made (Abdullah et al., 2021). For 
example, G. Chen and colleagues (2021) developed 
FAKEBOB, an adversarial method that can be 
implemented as a black box (that is, it uses only 
model queries), demonstrates high attack transfer-
ability across models and data sets, and works over 
the air. FAKEBOB demonstrates impressive attack 
success rates: 34–68-percent success for transfer-
ability tests and 70–100-percent success for over-
the-air tests. Adversarial attacks in this space could 
be approaching operational relevance. However, 
many of these attacks have limited operational 
value: They are typically conducted in a laboratory 
setting, where speakers and microphones are placed 
next to each other in a quiet room with no back-
ground noise. In an experiment, we transmitted 
voice clips (unaltered original clips and clips from 
CW attacks) over a HackRF One radio device (Great 
Scott Gadgets, undated) and discovered that the 
received audio, of either type, contained too much 
static noise for AI transcription to work properly. 

FIGURE 11

Identifiable Audio-Manipulation Attacks

SOURCE: Adversarial audio clips analyzed by using a principal- 
component analysis.
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Employing AI to successfully discover and iden-
tify Red activity in an operational SIGINT setting 
could be challenging because of the potential varia-
tion in signal levels, noise, and ease of conducting 
manipulation techniques that can fool AI systems. 
Speech-based AI systems are sensitive to normal 
operating conditions, such as signal level, noise, 
and intermittence. These factors may not impede 
a human listener but can still be leveraged by Red 
to manipulate Blue’s transcription systems. Fur-
thermore, adversarial attacks in this space appear 
to be maturing to the point where the use of AI 
could introduce additional risks to Blue. Adversarial 
attacks against such AI-enabled signal-processing 
systems rely on injecting imperceptible static to affect 
Blue speech-identification systems. Current tech-
niques described in literature have demonstrated the 
ability to generate attacks with minimal knowledge 
requirements and attacks that can work over the air. 
While signal-manipulation techniques offer reliable 
attacks against AI speech-recognition systems, adver-
sarial attacks demonstrate a wider range of efficacy 
but have the potential to be devastating with cur-
rent high potential success rates and new black-box 
attack vectors being developed, lowering knowledge 
requirements.

Deconfliction Using Data Fusion

The analysis in the preceding sections reveals opera-
tional challenges in employing adversarial attacks on 
notional EO, SIGINT, and SAR capabilities. However, 
decoy and deception techniques, adversarial or not, 
are possible across these capabilities. In this section, 
we explore how Blue’s systems can leverage data-
fusion techniques to manage multisensor capabilities. 

Using ensemble models is a powerful counter-
measure against adversarial attacks (Pang et al., 
2019), and multimodal sensors could be an effective 
solution.33 Adversarial attacks are currently limited 
to a single modality and would likely be defeated 
by multisensor capabilities. For example, a printed 
adversarial patch over a high-value target would not 
fool a SAR sensor or SIGINT exploitation system. 
Managing predictions across multisensor systems 
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requires data fusion to disambiguate potential mis-
matches among the three sensor modalities. 

The most basic technique to resolve multi-
modal detections is a majority vote. This is rooted 
in ML, which often employs ensemble-based tech-
niques where multiple classifiers are trained and a 
consensus is achieved via a majority vote. We ana-
lyze a high-profile accident caused by a failure in a 
multimodal AI-enabled system. The lessons learned 
from this case study provide valuable insights 
into data fusion and into the feasibility of a simple 
voting system. 

Case Study of an Uber Autonomous 
Driving Accident 

On the evening of March 18, 2018, in Tempe, Ari-
zona, a pedestrian was fatally struck by a develop-
mental Uber autonomous vehicle. This test vehicle 
was a modified Volvo sport utility vehicle outfit-
ted with an automated driving system (ADS) from 
Uber Technologies, Inc., operating on a test loop 
that was also a public road. The ADS consisted of 
multiple sensors for the detection of objects and a 
proprietary processing system that determined the 
vehicle’s course of action in response to a predicted 
vehicle intersection. The National Transportation 
Safety Board (NTSB) thoroughly investigated the 
incident, and its report offers an in-depth look at 
how an advanced, multimodal object-detection 
system failed to identify a pedestrian crossing the 
street (NTSB, 2019). 

The NTSB report provides a highly detailed 
description of the ADS’s interpretation of the 
events leading to the collision. Figure 12 depicts 
the sequence of events. The collision occurred on a 
straightaway portion of the roadway on a test loop 
that was known to both the vehicle and the opera-
tor. The pedestrian was crossing the street with a 
bicycle in the indicated location, which was outside 
of a crosswalk and in an area with signage that pro-
hibited pedestrian crossing. The collision occurred 
at night, but in an area that investigators deemed 
adequately lit. The vehicle’s camera, however, did 
not detect the pedestrian until two seconds prior  
to impact.

The sensors that Uber’s ADS used to detect 
objects included light detection and ranging, radar, 
and camera. Figure 13 provides a visualization 
of Uber’s detection, classification, and prediction 
processes, as interpreted from the NTSB report. 
The system functions by detecting an object across 
three sensors, classifying the detected object, and 
predicting the object’s future trajectory. The system 
uses predicted trajectories to assess whether an 
intersection will occur with the path of the vehicle. 

An object that is detected by one of the three 
sensors is forwarded to the ADS perception process. 
This detection process is unspecified in the NTSB 
report. However, the report provides a second-by-
second sequence analysis of the crash and indicates 
the predominant sensor data that the ADS processed 
at each time stamp. This analysis suggests that the 
ADS was not performing data fusion and was trust-
ing individual sensors as detections appeared. 

The Other designation under the Classify 
column presented a significant vulnerability in the 

FIGURE 12

Vehicle Trajectory Prior to a Crash from 
an Automated Driving System

SOURCE: NTSB, 2019, Figure 1.
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this updated system would have prevented the colli-
sion if it had been in place at the time (NTSB, 2019, 
Section 1.9.1.3).

A Fusion of Multiple Artificial 
Intelligence System Predictions 

Although the failure to detect bicycles and pedestri-
ans might not be immediately relevant to DoD or to 
a warfighter, this case study illustrates that multiple 
AI- classification systems can simultaneously fail. 
The fundamental neural network technology pow-
ering bicycle detection also powers the AI-enabled 
sensor systems this report identifies; for example, 
with the Uber incident, two of the three sensor 
systems failed to correctly detect the pedestrian 
walking her bicycle. This scenario illustrates that an 
edge case for one system can present as an edge case 
for another system, thus causing a majority voting 
scheme to fail. 

In an ISR operation to discover the location 
of a high-value Red asset, Blue desires a high level 
of confidence of detection. Using multiple sensors 

ADS system. Objects classified as Other are assumed 
to be static, and any such tracking history is dis-
carded. Furthermore, each time the ADS changes the 
classification of a given object, the tracking history 
resets. In the 5.6 seconds leading up to the crash, the 
pedestrian classification changed at least six times.34 
Thus, the continuous classification change reduced 
the amount of data that could otherwise have been 
used to predict that the pedestrian was going to cross 
paths with the vehicle. 

Uber’s ADS perception process failed to prop-
erly use sensor data. The system did not associate 
new objects with previous tracks and opted to dis-
card the previous information; when the pedestrian 
was later correctly identified, the system did not 
have sufficient tracking history to anticipate the 
need to brake to avoid the collision. Both data asso-
ciation and data fusion in the form of proper track-
ing were necessary to prevent the accident. To this 
point, Uber subsequently changed its software to 
“incorporate previous locations of a tracked object 
when generating possible trajectories, even when the 
object’s classification changes”; NTSB reports that 

FIGURE 13

Schematic of Uber’s Automated Driving System

SOURCE: National Transportation Safety Board, 2019.
NOTE: Tracking history is also discarded any time object classification changes. Lidar = light detection and ranging.
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Despite these findings, DoD should still take 
several steps to position itself to better defend its AI 
systems. Our analysis is subject to several limitations, 
as outlined in the Study Limitations section of this 
report. Furthermore, the field of adversarial attacks is 
constantly evolving, and new attack vectors or vul-
nerabilities are continually being developed. 

Perform Realistic Threat Assessments

Adversarial attacks, to cause false negatives, are pos-
sible in theory but infeasible in most cases. For a 
given AI system, consider how it supports Blue’s mis-
sion and the algorithmic performance necessary for 
the mission. A thorough threat assessment involves

• identifying if Red wants to interfere with a 
given mission or system

• determining what Red can plausibly do to 
influence the AI outputs

• understanding the cost to Red to conduct such 
an action

• determining what mitigations are possible 
for Blue (for example, retraining or changing 
the AI system) and the costs associated with 
them.

Deny Adversaries Information About 
Artificial Intelligence Systems

The academic community often converges upon 
an application-specific prescriptive set of heuristics 
for AI development. For example, if an adversary is 
made aware of a Blue image-recognition system, the 
adversary has a high degree of certainty that a CNN 
is powering the system. However, there are myriad 
other design decisions to be made when designing an 
AI system. In this same example, Blue can implement 
that CNN in a variety of ways. Recall how we dem-
onstrate that an adversary’s attack is less effective if 
it does not know certain design decisions. Although 
this varies on a case-by-case basis, generally, every 
piece of missing information forces the adversary to 
invest additional resources in developing its adver-
sarial attack. According to our analysis, Blue should 
prioritize protecting model parameters and its train-
ing data sets.

(especially from multiple modalities) can increase the 
confidence of positive detections, but doing so also 
introduces a difficult data fusion challenge. When 
fusion systems are implemented improperly, multiple 
system failures can cause catastrophic consequences. 
Fusing multiple classifications together can offer a 
mitigation strategy against simultaneous system fail-
ures or adversarial attacks; therefore, it is critical that 
they are implemented properly.

Rather than discarding information, as with the 
voting system, a better data fusion system should 
maintain an internal model of environmental objects, 
akin to a multi-hypothesis tracker. Whenever a 
sensor detects objects, data association (regardless of 
the current classification) should attempt to match 
the given object against current objects in the inter-
nal model. Systems utilizing historical data to per-
form classification can be more reliable than single 
data point classification, which is popular with cur-
rent single-modal AI-detection systems. 

Recommendations

Deception, decoys, and camouflage techniques 
will always be present in warfare, but technologi-
cal advancements mean these also evolve. As many 
countries invest heavily in military AI systems, 
adversarial attacks have the potential to carry out 
such techniques. Our analysis suggests that many 
adversarial attacks designed to hide objects cur-
rently have little real-world relevance because of 
the operational infeasibility of carrying out such 
attacks. Adversarial patches have limited real-world 
effects on EO systems because they are brittle with 
respect to image size. Adversarial attacks are theo-
retically possible on SAR imagery, but there is a lack 
of practical methods to affect SAR sensors. We show 
that adversarial attacks on speech-classification 
systems in a best-case scenario (assuming an omni-
scient adversary that can digitally inject noise) are 
less effective than traditional signal-manipulation 
techniques, such as added static. Finally, data fusion 
can play an important role in disambiguating detec-
tions from multiple sensors. Simplistic systems, 
such as majority voting, might not be sufficient for 
real-world settings. 
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Keep Up to Date with Evolving 
Adversarial Attacks

Adversarial attacks are constantly maturing, but 
unlike cyberattacks, most developments are openly 
published in academia. Monitoring the literature 
and maintaining a list of information and deploy-
ment requirements for each type of attack provides 
strategic situational awareness in this field. This 
awareness is critical to the Blue OODA loop; the 
inception of EW in World War II demonstrated the 
importance of learning how to rapidly detect attacks 
and develop countermeasures early. To accomplish 
this, DoD should replicate adversarial attacks, either 
in simulations or physically, to determine their 
operational relevance.35 Furthermore, DoD should 
develop a deep understanding of the sensors AI 
systems use; in particular, this assessment should 
include sensor vulnerabilities and other physical 
ways that an adversary can manipulate sensor per-
ception, if possible. Simultaneously, DoD should 
proactively invest in research and development to 
innovate AI defenses.

Develop Robust Systems for 
Prevention

Clever preprocessing techniques exploit the inherent 
brittleness of adversarial attacks. Scale-dependence 
in imagery-based attacks and sampling-rate attacks 
in audio can be easily addressed with proper pre-
processing and a well-designed AI model. If Blue 
designs a data fusion system to ingest AI detections 
of multisensor modalities, Red will face signifi-

cantly more-difficult challenges in attempts to trick 
three types of sensors simultaneously without a 
digital injection method. A stubborn adversary will 
always find a way to break the system, but Blue can 
make it extremely costly and difficult for that adver-
sary. For example, processing an image at various 
resolutions reduces the probability of adversarial 
attacks on EO. This forces Red to create multiple-
sized adversarial patches, which could be as large as 
a football field.

Provide Responsive Artificial 
Intelligence Support 

Although the adversarial attacks that we studied 
do not pose significant operational risks today, that 
could change in the future. We demonstrate that the 
OODA loop to counter adversarial attacks heavily 
depends on how fast Blue identifies attacks. Adver-
sarial attacks can only be used once if Blue discovers 
their existence because of the ease of training AI 
models against specific examples. However, Blue is 
at a disadvantage when trying to detect adversarial 
attacks that cause false negatives because they are 
designed to remain unnoticed. While multimodal 
sensing systems can offer a potential solution, DoD 
should invest in responsive AI support to add an 
additional layer of detection. Humans can increase 
the probability of detecting adversarial attacks by 
monitoring algorithms for AI failure patterns and 
quickly identifying when the system is under adver-
sarial attack. An adversary is unlikely to constantly 
repaint a football field–sized adversarial patch if Blue 
can detect such a patch within only a few days. 

Scale-dependence in imagery-based attacks 
and sampling-rate attacks in audio can be easily 
addressed with proper processing and a well-
designed AI model.
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11  One possibility to account for Red’s powerful black-box 
attack is that the CIFAR-10 data set is very homogenous and 
Red is able to train an analog model that is very similar to Blue’s 
model.
12 We elected to power our three models by using the well-
known and widely implemented Faster R-CNN architecture (see 
Ren et al., 2015). We generated attacks by using the Lee-Kolter 
adversarial patch method (Lee and Kolter, 2019), which has 
proven to perform well in the real world. 
13 To ensure printability, values must be clipped to lie within 
the acceptable range for images.
14 We added digital patches to the data sets on which the 
models were trained.
15 Detection rates are characterized by mean average precision 
(mAP) with an intersection-over-union range of 0.50 to 0.95.
16 The xView and Cars Overhead with Context data sets consist 
of overhead satellite images of urban and semi-urban environ-
ments. The RAND Humvee data set consists of aerial drone 
imagery of a Humvee in a desert environment. 
17  Our experiment shows that revealing such implementation 
details grants minor attack advantages to Red, but we expect 
these results to vary on a case-by-case basis. Blue should not 
make Red’s job any easier by providing such details, but it should 
consider the trade-off of the cost of protecting such information 
versus the attack outcomes. 
18 This is assuming that the video is recorded at 30 frames per 
second and error rates are uncorrelated.
19 Classification of MSTAR image chips where systems achieve 
more than 99-percent accuracy is a relatively easy task: Images 
are cropped, thus ensuring the vehicles are centered in the 
image. In contrast, MSTAR in Context involves localizing the 
vehicle and classification. This is a more challenging task, which 
explains why we achieved less precision in our model. 
20 Ideally, we would have generated SAR imagery, but this was 
computationally infeasible according to this project’s resources.
21 Accuracy is a poor measurement for image recognition, 
which consists of two tasks: localizing the object and identify-
ing it correctly. As a result, this field uses mAP as an aggregate 
metric that measures the performance of both tasks. mAP values 
range from 0 to 100. Note that a higher score denotes better 
model performance. To place our results in context, consider that 
RetinaNet (Lin et al., 2020) achieves a mAP of 40–60 on a bench-
mark data set (Redmon and Farhadi, 2018).
22 Rao, Stutz, and Schiele (2020) describes a way to estimate the 
gradient and identify a direction to shift patches (for example, 
up, down, left, and right) to achieve location optimality. In our 
testing, we discovered that techniques that add patches onto an 
image yield no gradients with which to conduct stochastic gradi-
ent descent optimization. 
23 Our “brute force optimization” technique involves comput-
ing the effects of the corner reflector on every possible (x, y) 
location on an image. 
24 Red has the option of installing large semipermanent corner 
reflectors or installing multiple corner reflectors on mobile 
vehicles to fully occlude objects of interest in SAR images.

Notes
1 The fields of AI and ML are closely related but not completely 
synonymous. For definitional purposes, we consider AI to rep-
resent an umbrella field of capabilities, of which ML may be 
considered a subset. We choose to focus primarily on AI systems 
in this report.
2 Although they do fall under the category of adversarial 
attacks against AI, in this report, we do not address false posi-
tives, such as decoys and deception.
3 Digital delivery of adversarial attacks, such as cybereffects, 
involves directly modifying Blue sensor information either at the 
sensor or at some point along the data supply chain on its way to 
an AI algorithm. 
4 SIGINT refers to both electronic intelligence (ELINT) (for 
example, electronic emissions collection and analysis) and com-
munications intelligence (COMINT) (for example, communica-
tions collection and analysis). This report focuses on notional 
COMINT capabilities and the possible attacks that can be 
employed in our notional operational setting.
5 However, Blue can prepare for this case and counter. Decep-
tion generates false positives, which could give Blue an adver-
sarial data set against which it can immediately train. 
6 Digital adversarial attacks (such as pixel manipulations) 
represent a large attack surface for AI systems, but implementa-
tion requires cyberattacks. For this reason, we do not assess this 
scenario in this report. 
7 Perfect knowledge refers to the attacker having an exact copy 
of the target model.
8 CIFAR-10 consists of approximately 60,000 examples of RGB 
(red, green, blue color system) images with a resolution of 32 
pixels by 32 pixels. Each image depicts a single object, and the 
data set encompasses ten distinct objects (such as cars, dogs, 
trucks, and ships) with each class evenly represented within the 
data set (Krizhevsky, 2009).
9 Publicly available pretrained models for CIFAR-10 demon-
strate much higher accuracy. However, this experiment required 
training multiple models (for example, we trained several Blue 
models to test model “shelving,” as well as Red proxy models). 
We therefore decided to use a simple three-layer CNN, which is 
computationally faster and simpler to train. This smaller archi-
tecture and the splitting of data among multiple models are why 
the accuracy levels are lower than those of pretrained models.
10 For this series of attacks, we established a few ground rules. 
ML algorithms have some dependency on a random number 
“seed” with which subsequent pseudorandom numbers are 
generated. First, Red cannot know the random number seed that 
Blue used to train the model. Second, Red can digitally modify 
every pixel in the image input space and uses the fast gradient 
sign method to develop attacks. Third, Red generates from a 
subset of the CIFAR-10 data set 10,000 adversarial attack images 
that Blue has never seen. Fourth, Red develops its own analog 
model with which to generate attacks (unless it is using a white-
box attack). If the case dictates that Red does not know a certain 
element (such as the model architecture), we assume that Red 
guesses wrong in the analog model. 
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25 Adversarial examples from CW white-box audio attacks 
are brittle based on our testing. When we played the attack into 
a microphone and transmitted the signal over the air via radio 
frequencies, the combination of recording and ambient noise was 
sufficient to render the attack ineffective.
26 VGG is an abbreviation originally coined for a specific CNN 
architecture for computer vision. Over time, this architecture has 
been used for other applications, such as audio applications, as 
described here. 
27 This is a task that traditionally falls under the field of audio 
steganography, which falls outside the scope of this research. 
Therefore, we did not assess its effects on AI systems.
28 They defined the parameters for the success rate to mean 
that any audio clip can be modified with any target phrase and 
then cause the DeepSpeech speech-to-text system to be unable to 
correctly transcribe the original audio clip (Carlini and Wagner, 
2018). 
29 Our testing revealed that it took roughly one minute of 
computation time to process one second of audio. This computa-
tional cost is relatively low and makes it operationally feasible to 
achieve a 100-percent success rate.
30 We chose the Chinese language because it is a challenging 
language to develop transcription and speaker-identification 
systems on (such systems tend to perform worse than English-
language systems). 
31 Principal-component analysis is a method for understanding 
what contributes to variation in a data set. The first two principal 
components usually account for the majority of variance and 
are commonly used to identify separations in data. In Figure 11, 
principal components 1 and 2 explain 19 percent and 16 percent 
of the variability, respectively. 
32 This is intuitive in that weak signals where the signal-to-
noise ratio is low and where communications content is slowed 
down would likely pose a problem for the human ear as well. 
33 Defense Advanced Research Projects Agency expert, inter-
view with the authors, March 2021. 
34 The ADS system considered the pedestrian to be a new object 
with every classification change.
35 We were able to successfully replicate many academic 
attacks, such as the CW audio attacks. However, we also discov-
ered that we could not replicate some adversarial attacks, lead-
ing us to believe that some results presented in the literature we 
studied were likely cherry-picked examples. 
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About This Report
The United States and its adversaries are investing heavily in artificial intel-
ligence (AI) systems to support military missions. The large body of academic 
literature in this area, known as adversarial examples, describes myriad attack 
vectors, suggesting that most AI systems are under constant peril: An adversary 
can fool AI into making mispredictions. In this report, the researchers assess 
the real-world threat that adversarial examples pose to AI-detection systems for 
electro-optical, synthetic aperture radar, and signals intelligence sources. The 
analysis is limited to the ability of adversarial attacks to cause algorithmic false 
negatives (that is, “hiding” from AI) and finds that such attacks are operation-
ally infeasible to design and deploy. In contrast, there are tried-and-true non-
adversarial techniques that are less expensive, more practical, and often more 
effective at causing algorithmic false negatives. Adversarial attacks pose less risk 
to DoD applications than academic research currently implies. Well-designed 
AI systems, as well as mitigation strategies, can further reduce the risk of such 
attacks. 

The research reported here was completed in August 2021 and underwent secu-
rity review with the sponsor and the Defense Office of Prepublication and Secu-
rity Review before public release.
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National Security Research Division (NSRD), which operates the National 
Defense Research Institute (NDRI), a federally funded research and develop-
ment program sponsored by the Office of the Secretary of Defense, the Joint 
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defense agencies, and the defense intelligence enterprise. 
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