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Abstract

This dissertation considers the viability of applying Value of Information (VoI) methods in
complex systems for policy analysis, concluding that these methods can be applied, but that
different methods are appropriate in different cases. VoI is value to a decisionmaker of the
difference information makes for a decision, or what a decisionmaker should pay for
information. Compared to present practice, specific value of information techniques can
potentially improve policy analysis and decision making. To that end, a methodology for policy
applications of VoI is presented that can simplify practical application.
The dissertation applied computational methods for VoI to two case studies in disparate
domains: biosurveillance and detection of violent extremists. Each of the case studies outlines
how Bayesian methods can be used to evaluate VoI, including a novel formulation for
considering additional information sources in the systems. The case studies are used both to
consider the relative benefits and drawbacks of these approaches in policy decision making, and
to identify potential challenges. Approaches for identifying and avoiding these challenges and
for selecting appropriate methods are integrated into the overall methodology, which is presented
in the final chapter.
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Summary

A common but underappreciated problem in policy analysis is deciding when information
collection is useful for improving policy. This dissertation proposes a methodology for better
understanding decisions about collection and use of information for policy. These methods are
related to the economic and decision-theoretic models for Value of Information (VoI).
Sometimes the methodology is feasible and potentially valuable. Other times, the complexity of
many policy domains sometimes makes the usual tools for considering Value of Information
(VoI) infeasible. The dissertation argues that the conceptual approach and certain tools
developed for VoI from those domains can and should still be used when considering
information gathering for supporting policy decisions.
The dissertation conceptualizes the use of these tools, then applies one class of these tools,
computational modeling for VoI, to two case studies. Based on these case studies, I find that
several challenges exist for use of these computational tools, including: inherent complexity of
the problem, construction of the models, data collection, and computational requirements that
exist for evaluation of the complex classes of decisions considered.
The first contribution of the dissertation is about when and where computational modeling is
(and is not) appropriate. Many obstacles exist that can be found early on, and based on the
research, I suggest several ways to identify and deal with these obstacles and provide guidance
on how to evaluate the likely complexity and the costs of dealing with them.
The second and primary contribution of the dissertation is a four-step process for considering
VoI in policy analysis. The process is to (1) structure the problem and consider the set of
potential data sources and interventions; (2) use heuristic methods to consider the value of
various information sources for the specific interventions; (3) use expert input and/or structured
elicitation to refine the estimates for the usefulness of the sources across the potential
interventions; and (4) consider the use of, and potentially apply, computational modeling to
generate estimates for the value of various information sources.
Each step can be valuable in some cases, and considering them in the recommended order
can rapidly identify where different tools for VoI evaluation are most appropriate. The
recommended process simplifies both the identification of challenges and the identification of
approaches for overcoming them. In certain cases, early steps in this process will provide
sufficiently precise answers for decisionmakers, obviating the need for additional work. In other
cases, the early stages show when and where further work is unlikely to be useful, due either to
fundamental intractability, or identifying that the costs of further research are likely to exceed the
value of the information from additional work.
The dissertation begins by introducing VoI and related methods, and outlining the need for
broader consideration of the questions addressed in policy analysis. The second chapter both
xii

introduces a conceptual framework for policy decisions considering VoI, and suggests desiderata
for computational modeling of VoI problems. The chapter continues by considering specific
computational models for VoI, two of which (discrete Bayesian networks, and statistical
simulation using Bayesian Monte-Carlo) are identified as promising These methods are then
applied in the case studies. Chapters three and four present the two case studies, the first of
which considers fusion of heterogeneous data sources used in identification of violent extremists,
and the second of which presents an infectious disease model that can easily be adapted to
incorporate novel information sources, such as search engine data. The final chapter introduces
and explains the new methodology for considering various VoI techniques, both computational
and others. This methodology, which is primarily intended for policy researchers, makes
applications of VoI understandable and useful to a wider audience.
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1 Introduction

This chapter explains Value of Information (VoI) and the importance of VoI analysis in
policy research. Examples are used to illustrate some basic types of VoI analysis, and additional
classes of VoI and related analyses are introduced informally1. The research approach and
contributions of the dissertation are explained, and the case is made that these types of VoI
analyses would be useful in policy research.

1.1 Importance of VoI for Policy
Policy research and analysis is intended to inform policymakers and improve their decision
making. Given that much policy research is rarely cited or referenced by decisionmakers, it is
reasonable to worry that the evidence generated is less useful than it could be. In medicine,
Ioannidis has argued that much of the clinical research performed is not useful, and unlike basic
research, should be better targeted to clinical practice. (Ioannidis, 2016) Policy analysis is
similarly not typically blue-sky research nor akin to the pure sciences, for which the payoff is
potential use in the far future or knowledge for its own sake. Instead, like clinical medicine
guiding clinical practice, or designing solutions in engineering, policy analysis should target
actual policy practice and policy decisions to be useful.
Unfortunately, data gathering and research in policy analysis can sometimes be disconnected
from the decisions being evaluated, leading to inefficiencies or wasted effort. In part, this is
because policy research sometimes ignores “how research and policy actually interact in vivo”
(Oliver et al., 2014) – and in the context of VoI, this means it ignores the way in which evidence
is used. In policy research, ignoring the reality of policy making can manifest in two separate
ways: first, as the production of research that does not inform decisions, and second, as the
production of useful research that could inform decisions more efficiently. (Oliver et al., 2014)
In light of these challenges, the conceptual framework of VoI and related decision-theoretic tools
are particularly useful.
These analytic approaches can more easily align research and information gathering with the
goals of decisionmakers. The noted inefficiencies largely result from misalignment and the
separation of policy decision making and policy analysis. Focusing on areas where VoI analyses
could be helpful, we can consider several ways in which such lapses might occur:
-

1

Data gathering may not be proposed because value to decisionmakers is not appreciated
Data may not be gathered because collection is costly and a justification for accepting the
expense is needed.

The mathematical formulations are deferred to Appendix A

1

-

-

Historical baselines for comparative analysis, contingency planning, or long-term planning
might not be prioritized.
Data useful for choosing between interventions or using more than one intervention may
never be gathered, since interventions are studied separately.
Pilot programs that generate statistically significant results may still be incorrectly designed
to make the relevant policy decision reliably, perhaps because the trial compares the
intervention to a null hypothesis, not the policy alternative considered.
Large scale studies comparing alternatives might be continued past the point of usefulness
despite clear preliminary evidence to conclude a program is useful, or that it is valueless.

Methods addressing these issues could be useful for guiding policy research. Fortunately, a
variety of methods and tools in decision analysis can be used to guide practice. Central to these
tools is the idea of Value of Information.

1.2 What is Value of Information (VoI)?
Value of Information is a measure of the benefit a decisionmaker would derive from
additional information, found via application of decision theory to the question of information
gathering. As stated by Raiffa, this is “the mathematical analysis of decision making when the
state of the world is uncertain but further information about it can be obtained.” (Raiffa, 1993)
When a specific decision (or set of decisions) is contemplated, the outcomes are typically
uncertain, but a reduction in this uncertainty can be achieved.
In a basic formulation, the decision before and after the information is obtained is specified2.
The improvement in outcomes between these decisions is due to the information, and the value is
calculated by evaluating the expected value of this difference in outcomes3. Methods for
calculating VoI have been applied in various domains and are used routinely, particularly in
medical decision making and engineering.
1.2.1 Basic Formulations of VoI
The simplest formulation of value of information is for a case in which two options exist,
such as to treat a patient with a medicine for a disease or not, and information is available to
inform the decision. The medicine is well understood, and a sick patient benefits greatly from the
treatment, while a healthy patient only experiences unpleasant side effects. The patient has a set
2

The different decisions discussed can be the same overall option being implemented differently due to the
information. For example, “Choose policy option 1, but delay and hedge significantly because we are unsure” is
different than “Implement policy option 1 immediately and do not hedge because we are more certain it is the best
option”. In such cases, the different ways to choose an option have different costs and outcomes, and would be
considered different options for a VoI analysis.
3

Because decisions have uncertain outcomes, and evaluation of the usefulness of information occurs before the
outcomes are known, the value of information must be calculated based on a probabilistic evaluation of what will
occur in different cases, as will be discussed.

2

of symptoms that sometimes indicate the presence of the disease, but it is uncertain, and a
decision must be made about whether to administer the medicine. Before considering the
information, or its value, the decision of whether to treat must be considered.
1.2.2 Decision to Treat
The decision whether to administer the medicine depends on the cost and benefit tradeoff
given the uncertainty in what might occur. Utility theory is used to quantify the value of each
outcome4, and the expected utility is the weighted sum of the utilities of each of the outcomes. In
this case, if 25% of patients with these symptoms have the disease, and the utility of treating a
patient correctly is 100, and the utility of incorrectly treating a well patient is -10, we would
multiply the probability of the patient being correctly treated with the value of a successful
outcome, and then add the product of the incorrect treatment probability, 75%, and the value of
the incorrect treatment. This is 25% ∙ 100 + 75% ∙ (−10), or 17½. This is the expected utility
of treatment in the uncertain case. This must be compared to the alternative of not treating the
patient. In that case, we assume the disutility of not treating a sick patient is -100, while the
utility of not treating a non-sick patient is 0. We can compute this expected utility of not treating
as 25% ∙ (−100) + 75% ∙ 0 = −25. Since the treatment has a higher expected utility, the
patient should be treated5.
Figure 1.1 – Treatment without information

Untreated sick patient

Do Nothing

P(Sick)=25%

Expected Value = -25

Untreated well patient

-100

0

P(Well)=75%
Treated sick patient
P(Sick)=25%

Treat

100

Treated well patient

Expected Value = 17.5

-10

P(Well)=75%
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Discussion of the drawbacks of this naïve approach to decisions using utilities and alternatives are discussed in An
Overview of Policy Decisions for VoI Questions
5

A naive use of expected value ignores the patient preferences, since a patient may decide they are risk averse. This
can be remedied by using an appropriate risk-averse utility function. See section 2.2.7 for further discussion of the
issues with this.
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1.2.3 Decision Trees
The basic idea of decision trees dates to a combination of early flow charts, and early work in
game theory in the 1950s6, which was then combined with von-Neuman-Morgenstern utility
theory. The basic method, shown in the figures in this section, is to lay out the decision process
that will occur with nodes that branch at each point that there is a decision or (discrete)
uncertainty about which branch will occur. After laying out the process, the end nodes are
assigned utilities, which encode the value of reaching that state. Connections between nodes that
contain uncertainty are shown as circles, and are assigned probabilities, while nodes that are
decisions are shown as boxes. Starting on the right, the expected value of each branch can be
calculated by multiplying the probability and the utility, and at each decision point, the
decisionmaker chooses the branch with the highest expected utility. In this way, the overall
alternative with the highest value for the decision can be identified. A simple analysis is shown
for the previous example in Figure 1.1, where the chosen path at a decision node is shown in
blue.
1.2.4 Perfect Information
The analysis so far has not included any consideration of information. The Expected Value of
Perfect Information (EVPI) is a useful initial formulation that assesses the benefit from knowing
with certainty – in our case, knowing whether the patient is sick. EVPI compares the utility
calculated earlier with the utility of a decision made with perfect information; treating if the
patient is sick, and not doing so if they are well. This is illustrated in the alternative decision
diagram below, Figure 1.2. In this case, at each previously uncertain branch, we now have
knowledge of whether the patient is sick or well. Because of this, the chosen path in the diagram
is the best possible decision.

6

The use of decision trees for classification, instead of for decision making, is closely related. It seems to have
emerged at almost the same time, but with different motivation. An early example, if not the first such, is found in a
1956 paper by Belson. Belson (1956).
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Figure 1.2 – Treatment with perfect information
Untreated sick patient
Do Nothing

P(Sick)=0%

Expected Value = 0

Untreated well patient

-100

0

Patient is well
Treated sick patient
P(Well)=75%
Treat
Expected Value = -10

P(Sick)=0%

100

Treated well patient
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Perfect information
Untreated sick patient
Do Nothing

P(Sick)=100%

Expected Value = 0

Untreated well patient

-100

0

Patient is sick
Treated sick patient

P(Sick)=25%
Treat
Expected Value = 100

P(Sick)=100%

100

Treated well patient

-10

In this perfect information case, 25% of the time7 we have a utility of 100, and 75% of the
time we have a utility of 0, and the expected utility is therefore 25. Comparing this to the earlier
case where we were uncertain, with the previously computed expected value of 17.5, we find the
value of perfect information is 25 – 17.5, or 7.5.
This perfect information case can be thought of as an upper bound for the potential value of
any actual medical test. This is because any actual information cannot improve the decision more
than this. In many cases, this analysis is also sufficient to answer the question. For example, if a
new proposed test for whether the patient is sick is painful and/or costly, with a disutility of -10,
we do not need to know how accurate the test is. This is because even if the test were perfect, the
potential gain from the test of 7.5 is less than the cost, and even before evaluation of the test
itself we can conclude designing such a test would never be used and therefore have no value for
making this treatment decision.
1.2.5

Imperfect Information

In most cases, the information received by the decisionmaker is uncertain. In the simplest
case, uncertain information is in the form of conditional probabilities. For example, instead of
knowing the patient is sick, we might know that 90% of the time that a patient with the given
7

Despite knowing with certainty whether any given patient is sick once they arrive for treatment, we consider the
expected value over a set of patients. This percentage is therefore not an uncertainty which was resolved by perfect
information, it is a fraction of total patients.
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disease is given this medical test, it returns a positive result. This is called sensitivity, or the true
positive rate, and is expressed 𝑝(𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝑟𝑒𝑠𝑢𝑙𝑡 | 𝑠𝑖𝑐𝑘) = 90%. (This implies that 10% of the
time, it incorrectly says they are healthy.) Similarly, we need to know the false positive rate, how
often a healthy patient given the test returns a positive result. Here, we could posit that
𝑝(𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝑟𝑒𝑠𝑢𝑙𝑡 | ℎ𝑒𝑎𝑙𝑡ℎ𝑦) = 5%. The analysis for such cases is similar to that for EVPI,
except that Bayesian analysis of the uncertain information is necessary to inform the decision.
Here, the analysis requires that test information must be combined with the prior knowledge
that 75% of patients are healthy to find the probabilities needed for analysis, such as whether a
patient who received a positive result from the test is sick: 𝑝(𝑠𝑖𝑐𝑘|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝑟𝑒𝑠𝑢𝑙𝑡 ). This can be
found using Bayes rule, which states 𝑝(𝐴|𝐵) =

𝑝(𝐵|𝐴)∙𝑝(𝐴)
𝑝(𝐵)

. In this case, A is the patient status,

and B is the test result. This can be used to find the necessary conditional probabilities for
estimating the results of our decision. Reproducing the earlier decision tree with the resulting
conditional values, we can calculate the expected value of the decision using the test described,
and use that to find VoI.
Specifically, we need to find 𝑝(ℎ𝑒𝑎𝑙𝑡ℎ𝑦|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒), 𝑝(ℎ𝑒𝑎𝑙𝑡ℎ𝑦|𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒),
𝑝(𝑠𝑖𝑐𝑘|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒), and 𝑝(𝑠𝑖𝑐𝑘|𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒). Each can be found via a single application of Bayes
rule using a combination of the given probabilities and the law of total probability. For example,
𝑝(𝑠𝑖𝑐𝑘|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒) =

𝑝(𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒|𝑆𝑖𝑐𝑘)∙𝑝(𝑆𝑖𝑐𝑘)
𝑝(𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒)

. The law of total probability states that

𝑝(𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒) = 𝑝(𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒|𝑆𝑖𝑐𝑘) ∙ 𝑝(𝑆𝑖𝑐𝑘) + 𝑝(𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒|𝐻𝑒𝑎𝑙𝑡ℎ𝑦) ∙ 𝑝(𝐻𝑒𝑎𝑙𝑡ℎ𝑦). In this
case, 𝑝(𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒|𝑆𝑖𝑐𝑘) = 90%, 𝑝(𝑆𝑖𝑐𝑘) = 25%, 𝑝(𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒|𝐻𝑒𝑎𝑙𝑡ℎ𝑦) = 5% and
𝑝(𝐻𝑒𝑎𝑙𝑡ℎ𝑦) = 75%. Using these values, 𝑝(𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒) = 90% ∙ 25% + 5% ∙ 75% = 26.25%.
Now applying Bayes’ rule, we find 𝑝(𝑠𝑖𝑐𝑘|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒) =

90%∙25%
26.52%

= 85.7%. The remaining

conditional probability is a complement, so that 𝑝(𝑠𝑖𝑐𝑘|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒) + 𝑝(ℎ𝑒𝑎𝑙𝑡ℎ𝑦|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒) =
100%, and so find that 𝑝(ℎ𝑒𝑎𝑙𝑡ℎ𝑦|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒) = 14.3%. Thus, in a clinical scenario where 75%
of patients encountered do not have the disease, the probability that a person is healthy when a
positive test result occurs is 14.3%, and in these cases the test result would be misleading.
We can apply the rules similarly to find 𝑝(𝑠𝑖𝑐𝑘|𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒) = 3.4%. Again using the fact that
the conditional probabilities are complements, 𝑝(𝑠𝑖𝑐𝑘|𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒) + 𝑝(ℎ𝑒𝑎𝑙𝑡ℎ𝑦|𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒) =
100%, therefore 𝑝(ℎ𝑒𝑎𝑙𝑡ℎ𝑦|𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒) = 96.6%. This means that in the same clinical scenario
as above, we expect that 96.6% of the cases where we see a negative result, the test correctly
indicates the patient is healthy.
The decision tree for treatment in this case, shown in Figure 1.3, shows the expected value of
administering the test. This is computed using the same structure as the perfect information case,
with the newly derived probabilities. As is necessarily the case, the value of the test is less than
or equal to that of perfect information. Comparing the expected value of the test found here to
the earlier calculation of the value of a decision without the test, we find a value of 19.6 − 17.5
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= 2.1. In this case, we did not assess the cost of the test, but if the cost of the test is above 2.1
units of utility then the net cost would outweigh the benefits8.
Figure 1.3 – Decision using imperfect information
Untreated sick patient
Do Nothing
Expected Value = -85.7
Positive Test

-100

P(Sick|Positive)=85.7%
Untreated well patient

0

Treated sick patient

P(Positive)=26.25%

Treat
Expected Value = 84.3

100

P(Sick|Positive)=85.7%

Treated well patient
-10

Administer Test
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Do Nothing

P(Sick|Negative)=3.4%
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Treated sick patient
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Treat
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P(Sick|Negative)=3.4%

-100

0

100
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-10

1.3 Considerations on Computing VoI and Related Quantities
In addition to what is classically referred to as VoI, there are a variety of decision-theoretic
and other tools for evaluating information, including real options, algebraic methods for
parametric uncertainties, and A/B testing. These differ in their formulations and solution tools, as
well as the typical fields of application, but are all used to understand the value of additional
information, or to directly exploit that value. The different tools can be used for answering
similar questions, either as complements or substitutes, and should be considered. The
methodology proposed in Chapter 5 only addresses the more basic class of VoI directly, but the
case studies use several of these techniques, so the extensions are reviewed here.
1.3.1 Extensions of VoI for Continuous Information
The initial extension to decision trees is to allow for continuous uncertainty distributions,
where our expected value is now an integral, or allow for choosing continuous variables, which
8

The use of utility as a unit is useful for illustration, but in practice the units should be something more
interpretable. See section 5.5.2 for a more complete discussion.
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evaluates the decision as a maximization problem, instead of the best choice among several
discrete options. These models are useful for continuous cases, and are otherwise similar to
decision trees, but are unable to be represented graphically as easily.
For example, a choice of how much medicine to administer requires choosing a dose. If the
doses are discrete – whether to administer the 1mg pill, the 2mg pill, or the 3mg pill – a decision
tree can be used. If the doses are continuous, the algebraic expected value calculation from
earlier examples can be replaced with finding a maximum utility using calculus9. This allows for
continuous decisions, since we have allowed expected value to be continuous, but if a discrete
formulation of Bayes’ rule is used, it still requires discrete information choices.
1.3.2 Real Options
Something akin to continuous VoI approaches that extends the formalization further is
embodied in the “Real Options” paradigm that originates in capital budgeting. This involves
finding the value of (continued or purchased) availability of a specific choice to the
decisionmaker. This approach is comparable to how the value of a financial derivative is
calculated, and assigns a value to a discrete choice given additional potentially continuous
information that will be received later. The method is an application of decision theory, and can
be specified as such from first principles. In practice, the method relies on assumptions similar to
those which are found in financial pricing, and those models implicitly assume the information
arrives over time as part of a defined process.
1.3.3 Algebraic Tools for Parametric Uncertainties
The application of decision theory to more complex parametric cases was pioneered by
DeGroot (DeGroot, 1970), based on the newly resurgent Bayesian approach to statistics. These
applications are sometimes referred to as statistical decision theory (SDT), and the algebraic
solutions found enabled a new class of questions to be asked and answered. As a primary
example, instead of restricting VoI to using discrete potential types of information, the
information can come from a statistical distribution. This uses the same underlying decision
theoretic approach as real options, but the algebraic solution methods can be used to evaluate
value of the information, not just the value of the choices. Similar to real options, it allows for
continuous distributions of information from a source, such as a test that outputs a number in
some range. SDT’s ability to evaluate these addition classes of uncertain information allows a
variety of additional question types to be considered.
Algebraic tools with parametric uncertainties are employed as a standard part of certain
structured decision problems such as those found in engineering. This is possible because the
potential outcomes are well understood, and can be characterized using specific statistical
9

Doing this requires replacing the discrete version of Bayes rule with the continuous version, which requires
evaluating a probability integral over the relevant probability distributions.
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distributions as approximations, and specific types of value functions for evaluating outcomes.
For example, this includes picking the number of samples to test to destruction to minimize the
overall cost of producing, ordering, and replacing parts. This can be evaluated algebraically
when the utility or profit can be found with a polynomial function and the probability of failure
can be approximated using one of several specific probability distributions, as the example below
illustrates.
1.3.3.1 Example of Algebraic SDT with Parametric Uncertainties

An example adapted from Schlaifer and Raiffa is the production and testing of widgets at a
factory given uncertain quality. (Schlaifer and Raiffa, 1961) The failure rate of widgets varies
between batches of two hundred widgets each. The factory delivers these widgets to buyers with
a warranty; if the widget fails then the factory will refund ten times the cost of producing the
widget10. For particularly low quality batches the factory may choose not to ship them, and
instead will recycle the material for half the cost of the widgets. The factory wants to test widgets
before deciding whether to ship a given batch, but the tests destroy the units. The factory wants
to find how many they should test from each batch.
The estimation of the failure rate from a set of tests is a straightforward statistical estimation
problem, but in the context of a specific decision, this requires a formulation that accounts for the
options available11. This is done by characterizing the information using continuous prior and
conditional distributions, and specifying a utility function for the outcome.
In this case, we might have the average failure rate of batches be approximated by some
probability distribution. For the example, we will use a Normal(0.05,0.0475) distribution. The
utility function is if the units are shipped is 𝑈 = 200 – 𝑇𝑒𝑠𝑡𝑒𝑑 𝑢𝑛𝑖𝑡𝑠 − 10 ∙ 𝐹𝑎𝑖𝑙𝑒𝑑 𝑢𝑛𝑖𝑡𝑠,
while if they are not, Utility is 100, from recycling the batch. This characterization can be used to
determine that the optimal number of units to test, which in this case is 8 units, providing an
expected gain of just over 11 – which is the value of information from testing 8 units.
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The use of a loss function that related to the cost of production is an unusual decision in practice, but follows
Schlaifer and Raiffa’s presentation. The case also assumes a standard sale price for the batch, subtracting production
costs for unshipped units.
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For example, the number of widgets to test using a frequentist approach of null-hypothesis statistical tests, is a
power calculation. Using this to find a sample number so that p<0.05 is less appropriate, as it could lead to either
over- or under-estimating the ideal sample size based on the cost function. This point is arguably true even in typical
statistical analyses. As we argued in a recent paper, “[i]deally, the decision of where to set the [sample size and
significance threshold] for a study should be based on statistical decision theory, where costs and benefits are
compared against a utility function.” (Lakens, 2017)
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1.3.3.2 Other SDT Analysis Types

As shown in the example, some cases have mathematically convenient forms for deriving
optimal decisions12. The problem introduced in the example is one such convenient form where
given specific parametric distributions, an analytic solution is possible, and engineers use these
SDT tools extensively in these narrow domains. For a fuller overview of the methods as
originally formulated for statistical problems, see “Introduction to Statistical Decision Theory”
(Pratt, Raiffa, & Schlaifer, 1995)
In general, however, problems are not in such convenient forms. Because the limitations of
the algebraic approaches can sometimes be avoided using newer computational VoI tools, the
types of problems addressed by these tools are reviewed in the following sections. In addition to
optimal sample size estimation shown in the example, SDT analysis types include preposterior
analysis, optimal stopping, and optimal process selection. Preposterior analysis is a
generalization of value of information to continuous information for discrete decisions, and can
allow marginal analysis of multiple information sources. Optimal stopping extends sample size
selection so that a decisionmaker can dynamically choose the number of samples needed based
on the data gathered so far. Lastly, optimal process selection is a method for choosing a decision
process among options based on statistical data, which uses techniques closely related to optimal
stopping. Each of these are potentially useful for policy analysis.
1.3.3.3 Marginal VoI (MVoI)

In almost all cases, the question being addressed in a VoI analysis is not based on a
comparison to complete ignorance. Instead, analyses consider the marginal benefit of specific
new information compared to already known information. Even the earlier cases of VoI
implicitly involve marginal analysis, where extant knowledge is used as a baseline. Such implicit
modeling of VoI can be limiting, however, and does not allow comparison of sets of different
information, and compares the status quo of extant data only to the alternative of adding a
specific source.
MVoI considers the addition of new information sources more explicitly, and formulates the
problem as comparing each potential set of information to either the baseline, or to another such
set. To accomplish this, the correlation between the various information sets must be understood,
which can complicate the analysis. Despite the additional complication, MVoI is necessary when
multiple data sources are available, and can be used to show whether adding more than one
source is useful.

12

These cases are relatively few. Per Schlaifer and Raiffa, “…no really convenient way of determining optimal
samples size has been determined except in the case where the sample observations are Normally distributed with
known precision and the prior distribution of the process mean is Normal.” (Schlaifer and Raiffa, 1961) They go on
to note that this is a general enough distribution to approximate a variety of cases, but even more general approaches
will be introduced in Chapter 2.
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For example, consider the (typically informal) process of doctors treating a patient deciding
to run multiple tests simultaneously to identify the causes of symptoms. This involves selecting
several sources simultaneously, but should not be viewed as a set of independent tests. Running a
panel of blood tests can provide different information than would running any test on its own,
since the combination of results is useful in identifying the medical situation. Because the set of
potential analyses and the set of diagnoses to consider can both be large, such choices can pose
practical challenges when medical tests have harms and costs as well as benefits, and modeling
can assist in these decisions. (Trikalinos, Siebert and Lau, 2009)
1.3.3.4 Optimal Stopping

A typical procedure for information collection starts with an explicit choice of how much
data to gather, perhaps informed by a statistical power calculation or a rule-of-thumb. In some
cases, the amount of information needed is unclear, but does not need to be specified before data
collection begins. Because of the potential flexibility, typical methods that pre-specify the data to
be collected can result in insufficient data gathered, or unnecessary expense for data collection.
Because policy data collection is usually informing a decision13, Optimal Stopping methods can
allow adaptive data collection, where data collection continues until additional information has
no marginal benefit. Similar uses of Optimal Stopping employing value of information-like
methods can therefore enable more efficient decision processes.
1.3.3.4.1

An Example application of Optimal Stopping

A business might run an online survey about which of two products is preferred by
consumers, to choose which to produce. In addition to the upfront cost of developing the survey,
we might find that data collection involves a marginal cost per-survey, In such a case, if the
response of the initial few surveys overwhelmingly favors one option, it may be better not to
spend additional money on continuing to perform surveys, since the already-collected data is
sufficient for a decision.
Conversely, if the surveys show the alternatives have fairly similar outcomes, the difference
between the options may be small. This would imply the two alternatives should be treated as
effectively equivalent, because sufficient data collection to choose one option is likely to cost
more than whatever benefit from picking the marginally better alternative. In policy, it is
possible that significant effort is expended in determining which of two alternatives that are both
known to be superior to the status quo should be pursued. Considerations similar to the survey
case may apply, so that either a study should be halted as soon as a clear advantage is found, or it
13

Information gathering can instead be, for example, academic research for publication. In that case the decision
rule is more typically a result of funding constraints, and may need to be specified before any data collection occurs.
This is a practical concern for much policy research, but even where these methods are not directly applicable,
policy researchers should potentially discuss the alternatives, and the drawbacks of the methods used. See Lakens et
al. for a discussion of the importance of such explanation. (Lakens, 2017)
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should be halted if it is found that deploying either or both alternatives widely is preferable to
more extensive trials to select the better choice.
1.3.3.5 Value of Information Sources for Multiple Decisions (VoIS)

Related to the analysis types described in SDT, I identify a class of problem considering how
to evaluate sources of information that could potentially be used across multiple decisions.
Potentially costly information sources of this type may have been considered but are not yet used
or are used in some domains but not in others. In many cases, a decision about whether to
develop or pay for the source must be made before a specific decision is contemplated, or the
value of the source will apply across multiple future decisions, and the usefulness of the source
must be evaluated on that basis.
Examples might include whether to do research in an area to develop a medical test with asyet unknown effectiveness, or whether to collect additional data in climate or infectious disease
research. Such a source may have payoffs that extend across many future decisions, but this
value may be underappreciated when considering the decisions and sources individually.
Alternatively, some sources reveal closely related information. In such circumstances, a single
source across the decisions may be preferable to different sources for each.
For example, infectious disease surveillance for influenza is not only useful for predicting
and responding to seasonal outbreaks, but can be used for early warning about pandemic
influenza as well, as considered by Singe et al. 14 Strain-specific tests can be used in several
ways: (1) for choosing which strains to use in vaccines; (2) to understand the relative prevalence
of various strains in different age groups; or (3) by process of elimination, to identify the
emergence of other respiratory diseases that have similar symptoms. By considering value of a
source across the potential uses of the source such synergies can be exploited. Combined with
MVoI, VoIS also allows analyses to consider advantages and tradeoffs across the set of sources.
Despite the similarity to standard Value of Information questions, decisions about
information sources may require more complex and extensive investigation. Critical questions
that must be answered include: the relationship of the new source to extant sources, the
implication of the sources for the different future decisions, and the probability of different cases
in the future. Despite the difficulty, structuring the problem is often a significant improvement
over purely informal decision making, and can point to whether more exploration is useful.
1.3.4 Related Methods and Applications
There are a variety of other methods conceptually related to Value of Information and
statistical optimization that are worth considering. For example, Bayesian approaches to sample
size calculations and adaptive study designs are already becoming more popular and more
widely used. The additional approaches mentioned, A/B Testing and Adaptive Contingent
14

Bajendra Singh, Nicholas Savill, et al “Rapid detection of Pandemic Influenza in the Presence of Seasonal
Influenza” BMC Public Health 2010
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Planning, are different from the types of analyses or implementation methods discussed here, but
they should be considered as alternatives to these methods and as potential next steps for policy
implementation.
A/B Testing has become a standard method used to evaluate revenue information, allowing
for rapid adoption of the better of two or more designs for a web site or email campaign. This
and related methods allow more effective and rapid choices by adaptive testing for converging
on the method that performs better. (Kohavi et al., 2013) In policy, similar methods could be
useful for simultaneous evaluations. For instance, when assigning different types of job-training
and support benefits to those who lose their jobs, A/B testing could be used instead of choosing a
single program with limited evidence or running multiple separate pilot programs.
Adaptive contingent planning methods like these do not evaluate VoI, but policy decision
making can greatly benefit from the methods discussed, especially for VoIS-like policy
questions. This is because these methods can involve explicit choices of a future decision based
on metrics and information, without an interim evaluation of value. In such a case, the
information chosen for such automated decisions can be a critical question, and require analysis
similar to those used for VoIS.
Explicit consideration of indicators and adaptive plans using such indicators are becoming
more widely used in climate planning and other areas. RDM and related scenario analysis tools
can be used to build such adaptive plans under deep uncertainty, and the tools presented for VoI
may therefore be useful both for finding which sources to use, and as criteria selection methods
for the adaptive choices.

1.4 Applying VoI and Related Methods in Policy Analyses
In more general decision cases, many methods discussed above are unwieldy or impossible to
apply. This makes methods like SDT much less useful because “common statistical models…
embody many parametric assumptions that… may well be incorrect.” (Pearl, 1999) Adding to
this difficulty, Max Henrion noted, “In sampling problems, there is a clear structure for modeling
the reduction in uncertainty from added data, and often the cost of the sample data. For more
general problems, the challenge is often defining the information gathering process and how you
expect it to reduce uncertainty.” (Henrion, 2013) In order to apply the techniques as formulated,
there is a need for a clear characterization of the decision process, with a distribution for the
process generating the observations, and a distribution for the outcomes.
There is also the need to perform Bayesian updates on these distributions. Until recently this
was not feasible unless the updates were either simple enough to evaluate manually, could be
performed algebraically, or could exploit specific problem structures. For example, if a
nonparametric estimate was specified for the observations and outcomes, performing a Bayesian
update was difficult. More recent computational Bayesian methods provide mechanisms for
performing these calculations. These are already well established, and many of these methods
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can be applied by extending the simple VoI techniques that were introduced above, as I will
explore in the case studies.
In more complex decisions like those typical in policy, decisions also have results that
depend on many partially understood and complex social, economic, and physical systems,
making information particularly important but also challenging to model. Unfortunately,
methods for evaluating the value of this information are also more complex than those used in
more straightforward applications like engineering . (Eaton and Bawden, 1991) This dissertation
explores how these methods can be applied in complex domains and assist in remedying the
current limited consideration of various types of VoI questions.
As DeGroot notes, “although the optimal stopping procedure can be constructed…
theoretically, the actual computation may be quite difficult.” (pg. 432) In more complex domains
these techniques can still be applied - albeit only using tools that were still being developed when
DeGroot passed away in 1989. Unfortunately, decisions about data collection itself are often
outside the realm of what the statistician or model builder is asked to contemplate. This means
the methods they propose for modeling and addressing policy questions have not supported these
decisions even now that they are available, and the methods are therefore unused.
During the time since the techniques have become applicable, however, policy analysis has
moved towards the use of models that are appropriate in situations with deep uncertainty,
conflicting values, and other features that make the naïve use of decision-theoretic methods
inappropriate. These newer methods, ones that display flexibility, adaptiveness, and robustness
(FAR-ness), as explained by Davis and Finch, and others are not (yet) well adapted to answer
questions about value of information. (Davis and Finch, 1993) In part, they have not adapted the
formal decision theoretic methods because VoI evaluation is difficult in these domains.
Despite these issues, the general approach of considering information can be used even when
many factors are unclear or cannot be specified. VoI methods can even be valuable for
evaluating decisions with deep uncertainty where policy decisions are complex or multi-stage,
especially if the overall policy design and analysis can incorporate these methods. The available
methods for computational approximation are practical in some cases, and where they are not,
alternatives may exist that are superior to current heuristics used when considering information
gathering. A methodology for considering the use of various methods for approximation VoI is
presented in Chapter 5

1.5 Research Approach
The dissertation research started with the goal of understanding and applying specific
computational VoI methods to illustrative examples. Based on that work, the comprehensive
approach was developed for the use of VoI and related techniques in policy analysis, including
both those explored in the case studies, as well as a set of useful techniques and heuristic
approaches identified in the literature. This integrates the various approaches and techniques into
14

a single coherent methodology that allows policy analysis to assess to what extent these methods
may have value, and apply the most appropriate ones.
1.5.1 Methodological Research Questions
The dissertation addresses a set of primarily methodological research questions about
potential approaches to VoI and related methods.
-

What value of information methods exist, and what types of problems do they address?
What advantages and disadvantages exist for using these value of information methods in
practical policy research?
What issues, difficulties, and practical concerns exist for using the identified value of
information methods in practical policy research, and how can they be avoided or
minimized in future work?

1.5.2 Dissertation Structure and Outline
The second chapter of the dissertation begins by discussing policy decision making processes
and how models are used within these processes, to explain the role of value of information in
the broader scope of policy analysis. There are several critical characteristics needed from a
model for such policy analyses, specifically causal estimates of effects, representational clarity,
and generativity - the ability to represent all relationships in the model fully. The necessity and
role of these characteristics are explained. That chapter continues by presenting a review of
several potential computational model types, focusing on Bayesian networks and Bayesian
statistical simulation, the two primary computational models that are identified as most useful for
computational Value of Information in policy analysis. The remainder of the chapter presents a
motivating example for the first case study.
The case studies analyze the use of VoI for threat fusion and influenza biosurveillance,
respectively. The following two chapters present the case studies, each using one of the two
computational models identified as relevant. The cases illustrate practical advantages, issues, and
drawbacks for applying the computational methods both in the given cases, and more broadly.
Chapter 5 provides the methodology developed for applying value of information approaches
in policy. This draws on the insights from the case studies and references additional sources and
literature that may be useful. The discussion focuses on what a policy analysis audience gains,
and how policymakers can (directly and indirectly) benefit from it. The discussion centers on
considering various techniques, including informal, heuristic, structured, and computational
approaches, to evaluate VoI. These are cumulative rather than distinct methods, and because the
initial work is already performed in policy analyses, the initial stages of understanding whether
VoI methods will be useful is straightforward. The methodology then reviews what challenges
exist at each stage of VoI analysis, and how to identify when further analysis is worth
considering or performing.
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1.5.3 Heterogeneous Information Fusion
The first of the two case studies for this dissertation extends work led by Paul Davis, Walt
Perry, John Hollywood, and myself, which developed methods for heterogeneous information
fusion to understand the threat of violence from individuals. (Davis, 2016) (Henceforth DPHM)
(Davis et al., 2015) The goal of the case study is to consider the application of VoI techniques to
address the class of question the model supports, and outline both how this could be
accomplished, and the types of improvements to the system that are made possible by the
analysis.
1.5.3.1 Background

The initial work in DPHM on heterogeneous fusion was primarily exploratory, and focused
on the need to represent poorly understood, fragmented, and uncertain information, as well as
methods for interpreting those types of inputs into a single threat score. The work provides an
approach for representation of both the uncertainty in the model, the uncertainty in the
underlying threat, and the uncertain estimates provided by sources. The case study here uses
several of the techniques explored there, but modifies the methods by applying and extending
Wright and Laskey’s work on models of credibility and uncertain knowledge representation.
(Wright and Laskey, 2006)
1.5.3.2 Extensions and Policy Implications

This work applies some of these models more directly to the policy problem of resource
allocation, and explores the additional conceptual and practical drawbacks – not least because it
is what Churchman called a “wicked problem,” where among other issues, the formulation of the
problem is uncertain, the connection to other issues are complex, and values or goals are unclear
(Churchman, 1967). Despite this, the application both lends insight to the types of direct policy
questions to which the threat fusion model is applied, and forms the basis for applications in the
future. Lastly, it illuminates important issues to consider and limitations in applying a value of
information methodology to these “wicked problems,” and shows how the process of creating
and applying the model lends insight when direct application of the quantitative method is
problematic.
To apply the earlier threat estimation methods to evaluating value of information, two
extensions of the work were performed. The first extension is to implement the earlier work in a
discrete Bayesian network, and model the heterogeneous data sources themselves in order to
relate them to the causal model of the earlier work, and to extend the representation of
uncertainties to allow representation of source types as a class, using two of the threat fusion
models explored. The second extension is to include a utility model for decision making. The
earlier work considers how to understand threat, but cannot be used directly for decision making
or resource allocation. By extending the model, a variety of questions can be addressed,
including:
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-

What additional information sources are most marginally valuable, and what extant sources
are least valuable, in each case?
What is the value of a data source across multiple threats?
How can decisionmakers optimize intelligence gathering by selecting which future
information sources will be most marginally valuable in assessing future threats?
What types of model assumptions are most important, and what elicited information about
utility is needed to utilize a Bayesian network approach for heterogeneous information
fusion more widely?

1.5.4 Biosurveillance
The second case study is based on work by Henry Willis (Willis and Moore, 2014) as extended
in a project that evaluated the value of information to Customs and Border Patrol for notional
options to extend bio-surveillance for influenza pandemics15. (Manheim et al., 2016b) The
previous work attempted to derive VoI for purely notional surveillance systems using a
representation of specific influenza cases. This case study attempted to apply the methods using
representations of the sources and surveillance system.
1.5.4.1 Background

Medical decisions use VoI frequently, but these are not usually extended to broader questions
about the medical system. Methods that are used to model similar phenomenon in
biosurveillance for other decision types can be applied here. Extending the model from the
previous work along the lines of other VoI analyses that are specific to the system under
consideration would show the applicability of these methods where researchers and policy
makers are familiar with the underlying methods.
1.5.4.2 Extensions and Policy Implications

This work extends the analysis in Manheim et al. by changing the decision framework from a
decision tree to a simulation, and representing the sources explicitly. A Hamiltonian Monte Carlo
simulation is built that approximates the integrals needed to evaluate value of information across
the potential decision options used in a decision tree. Changing the framework from an algebraic
evaluation of options to a fuller simulation of the options allows the model to support a larger set
of questions and insights about optimizing biosurveillance. Unfortunately, the complexity of the
problem makes this application difficult.
The mathematical approach applies work in Statistical Decision making (DeGroot, 1970;
Pratt, Raiffa, & Schlaifer, 1995), but replaces simplified parametric statistical models with
differential-equation based infectious disease models. The inputs to the differential equation
model are specified probabilistically, and then updated using modern Bayesian Monte Carlo
methods. This model is therefore able to simulate futures, based on which value of information
15

The analysis also considers net social welfare, instead of agency specific value as was done in that work.
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can be calculated. Unfortunately, limitations in the accuracy and computational costs make full
analysis difficult. The computational framework used for applying these methods is STAN
(STAN Development Team, 2017), with data manipulation and simulation done in R.
The earlier work has been briefed to several senior decisionmakers, who have expressed
interest in using this type of value of information in order to evaluate the utility of
biosurveillance. A primary challenge of that work was the inability to represent the current
biosurveillance system and the sources used, and the resulting inability to consider specific
improvements. By changing from a notional model to representation of the current state of
biosurveillance, it is possible to represent specific improvements to the biosurveillance system.
Doing so would allow a model of the type developed in this dissertation to perform analyses
more directly relevant to the questions of interest to senior decisionmakers. For example:
-

-

-

How can decisionmakers perform more optimal investment in biosurveillance given the
decisions it can inform?
What is the marginal value over the status quo of including an additional specified
information type into the system, conditional on the current information sources? Which
are most valuable at the current margin?
What is the optimal size and delay of data collection for extant sources? Does reducing or
increasing the sample decrease or increase accuracy significantly? Would reducing the
processing and collection time allow faster or more accurate decisions?
What is the optimal time to deploy countermeasures, under which conditions? When there
are multiple countermeasures available, which are cost-effective? How effective or
ineffective are different combinations?

Despite the clear conceptual and mathematical basis for the work, there are specific
computational challenges when combining the use of differential equation and Monte Carlo
methods. Additionally, the fact that most interventions are most useful in unlikely cases, and the
impacts of the interventions on those cases are particularly uncertain, make the use of
computational VoI difficult. These and other challenges inform a variety of conclusions for
applying these methods more widely, outlined in Chapter 5.
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2 An Overview of Policy Decisions for VoI Questions

In this chapter, I first explain how the tools and the approach used in the dissertation relate to
policy decision making more generally, based on a conceptual model of decision making, then
discuss specific tools for computational evaluation of VoI. After reviewing the conceptual model
and applying it to the use of computational tools, I present how VoI relates to general decision
making. This allows a clear statement of why certain model characteristics which are not
necessary elsewhere are critical. I conclude the discussion of the conceptual model by explaining
these model characteristics. The chapter then reviews several tools that might be considered for
VoI analyses, and concludes by providing a motivating example for why the tools are necessary.

2.1 Taxonomy for Decision making
Decision analysis can employ many types of tools, depending on the problem. A decision
analysis approach starts with framing the problem, well before the tools are selected, and
continues through explaining and implementing the decision, well past the point where the tools
are applied.
Value of Information (VoI) tools and approaches can sometimes provide value, but how this
can be accomplished is more evident for relatively simple problems involving relatively simple
systems. Here I consider applying VoI methods in policy analyses of more complex systems.
2.1.1 Conceptual Model for Decisions
The tools for VoI analysis rely on models of information, outcomes, and decisions.
Computational VoI requires computational models, while heuristic VoI methods require a similar
set of (perhaps simpler) conceptual models. To introduce the tools, it is useful to begin by
distinguishing models from the other techniques that can be used in analysis to inform decision
making. Figure 2.1 shows the model proposed by Paul Davis, for a generic structure of decision
making, which clearly depicts “analysis [and] methods”, including models, as well as other tools
for assessment. In the diagram, these are shown as the way to integrate the options, criteria,
uncertainties, and perspectives. Within this framework, the discussion expands what is included
by “analysis [and] methods” to simple analytical tools, war gaming, simulation, social science
considerations, case studies, and data analysis, among others (Davis, 2014).
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Figure 2.1 - Generic Decision making

SOURCE: Davis, 2014, Chapter 3

2.1.2

Refining the Conceptual Model

The diagram’s reference to “methods,” then, is akin to Quade’s understanding of models as
any kind of tool intended to represent a system when answering questions (Quade, 1975). As the
term is usually used, however, “models” are a subset of the tools used. The term, per Quade,
includes mathematical models, computer simulation, operational games, mental and verbal
models16, and physical models, but does not include the broader set of methods for decision
making, including those that do not directly represent the system, as Davis intends. (Quade,
1975) The narrower definition also allows a distinction between models of the system
(phenomenological models), models of information used (information models), and models of
decisions made (decision analysis). Figure 2.2 emphasizes the iterative nature of the decisionaiding process and the potential for seeking “new” information (information not included in the
initial analysis) to reduce uncertainties and potentially improve on the agreed upon decisions.
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This would include the frameworks developed based on human war gaming, case studies, etc.
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Figure 2.2 - Generic Decision making, Revised

Ideally all aspects of the process add value, and the process culminates with agreement and
decisions, along with the critical denouements of implementation, guidance, and explanation.
Starting at the bottom of the figure, the iterations include assessment of options as currently
understood, dissemination and explanation of new information indicated by the curved arrows of
the left, and agreement (or acceptance) of new requests or other next steps. The steps can involve
evaluating additional options, changing assumptions, or gathering information. Each round of
iteration can also include various stakeholders, which allows choices to reflect that engagement.
(This means the bottom loop can be skipped for some iterations.) Lastly, the overall process
stops iteration with an agreement, but the process continues past the final decision to
implementation, including discussion with stakeholders about the decision process and choices.
In Davis’s framing, results of the “analysis [and] methods” are filtered through the decision
process, which depends on characteristics not included in the analyses (as when policy makers
consider necessary political compromises or benefits of an option such as providing employment
to areas in distress). In the new depiction of the process, the assessment of options can include
factors that are implied by or elicited from earlier iterations of the process. As one critical
example, an iteration can occur where the alternatives evaluated are information sources. The
modeled outcomes that occur based on these information choices can then be evaluated by
decisionmakers, and agreement can be reached about what information to gather in subsequent
analyses. Because this framing has preferences within the iterative application of analysis and
methods – and within an iterative evaluation of potential new information – the revised
conceptual framework can be used to discuss VoI.
The process of iteration also includes adjustment of framing by decisionmakers. If the
question under consideration could be better understood or addressed by seeking additional
information, this should be part of the decision process. But the information worth seeking
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depends not just on what can be predicted by the phenomenological models, but also on
decisionmaker concerns and perspectives represented in the analysis17.

2.2 The Role of Models in Decision Processes
For the purposes of discussing what model characteristics are needed for VOI, let us assume
a somewhat simplified decision process that applies the earlier generic process, shown in Figure
2.3. In this figure, the generic stages above are replaced by simplified steps of the process, which
will be explained in the following subsections.
These simplified steps start with problem formulation, which is an agreement by stakeholders
about what problem is being considered, and concludes at the top again with the decision, which
is agreement about what action(s) should be taken18.
Figure 2.3 - Generic Decision making as Applied to VoI

Agreement
Problem
Formulation

New
Information

Explanation
Engagement
Metric and
Criteria Selection
Options

Decision

Alternative
Generation

Assumptions

Phenomenological
Models

Assessment
of Options
Uncertainties

Action Stages
Decision Aspects
Analysis;
Methods
Simplified Steps

Applying this process, the definition of the problem leads to engagement, which allows the
analyst to understand the stakeholders’ preferences and criteria – if only to ensure the model and
17

Closely involving decisionmakers in the modeling process and iterative choice of information is sometimes a
viable approach, and in those cases, it should be preferred. Despite this, as explained in more detail in Chapter 5, the
complexity of iterated evaluation of outcome preferences in VoI typically requires a simplified representation of
decision maker values be embedded in the model used for analysis..
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Despite resembling methods used in classical decision theory, this process aligns closely with the approach
explained by Nidhi Kalra (Kalra et al., 2014) used in RDM and other methods, where they “lead with analysis and
end in agreement on decisions,“ albeit with more initial focus on finding the set of metrics desired by
decisionmakers.
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analysis can enable them to decide whether their preferences and criteria are met. The
engagement here should allow for disagreements, differing perspectives, and the views of
decisionmakers. Because the engagement is required to elicit these not-fully-known views, it is
both explicit, when participants make concerns and outcome requirements known, and implicit,
in decisions about which alternative is preferred, accepted, or agreed upon when they are
presented for discussion. Both portions of preferences, explicit and implicit, are critical when
using a proxy for their involvement, as suggested above. The explicitly modeled portion of the
process is metric and criteria selection19, in which the stakeholders decide what information the
model should output to aid them in making a decision.
This leads to alternative generation, which includes consideration of possible alternatives,
both the generation of new alternatives and the rejection of previously considered ones. This is
part of engagement, which can include reformulating the options being considered, or requesting
new analysis of those options, perhaps to include new information or generate different metrics.
The bottom component in the diagram is assessment, and is where models most directly come
into play. In this framework assessment is projection of the outcomes and calculation of metrics
chosen by stakeholders, not the evaluation of values as applied to those outcomes.
2.2.1 Problem Formulation
Problem formulation includes outlining the goals of participants and explicating the (initial)
notions and assumptions that exist in defining and perhaps solving the problem. The problemformulation process is applicable across a range of problem types. For example, it be general,
such as which projects should be pursued by an organization, or specific, like how a given
process can be improved. Different problem types have different goals, require different analysis
types, and therefore should use different models. In the more general first case of choosing
projects, there are still many selection processes to choose from. For example, portfolio selection
or overall system design using a mix of components is different than choosing between mutually
exclusive discrete possibilities for a single system. In the second case of process improvement,
optimization of an extant system could be a production line, where queuing theory models can be
applied. Alternatively, we can be dealing with a human system where psychological,
sociological, and similar models are appropriate20.
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These go by several names. Quade calls this “Initiating the Analytic Process” and “Objectives and Criteria”
(Quade, 1975), while Bardach calls it “Defining the Problem” and “Select[ing] the Criteria.” (Bardach, 2012) In
the framing presented in the dissertation, it refers to which metrics to consider – not what the preferences about
those metrics are, which requires agreement, and here is more properly part of problem formulation.
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These are not always quantitative or predictive, and this is seen in folk models such as “The Gervais Principle”
(Rao, 2009)– which is an informal description of where the most and least effective individuals in an organization
will typically be found, and might be used to identify those most likely to have useful suggestions for improving the
firm. (In that case, long-term middle-managers who are not promoted but get consistently high reviews.)
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Not only do the requirements of the problem dictate which models might be useful, but there
are constraints to the process that can be created by different models and the accompanying
model assumptions. For a computational model, this might include independence of inputs, the
linearity of the process represented, or specified parametric distributions for quantities of
interest. For mental models, constraints might arise from implicit differences in assumptions
between experts or between decisionmakers. The model used therefore depends on how the
problem is formulated, and how the model will be applied. A clear formulation can significantly
simplify the choices of model, as well as the rest of the decision process.
2.2.2 Criteria and Metric Selection
Criteria and metric21 selection is the process of defining what characteristics and
consequences of options matter to stakeholders. This is critical for the analytical tasks of
measuring the outcomes, and critical in determining what must be output by the model(s) being
used. It is important to differentiate between the process used to evaluate options, which uses the
model as a tool, and the metrics used by stakeholders to select the best option, which are usually
based on those model outputs. (Kalra et al., 2014) As noted by Morgan and Henrion, “At an
early stage in the process [the values, criteria, and alternatives] must be identified… If this is not
done, the result can be an analytic muddle that no amount of sophisticated analysis… can help to
unscramble.” (Morgan and Henrion, 1990) To use the values and criteria in selecting an
alternative they must have some measurable scale, even if informal or fuzzy (i.e., with imprecise
values.)
As mentioned earlier, values are both explicit and implicit in any decision. Despite the
implicit nature of many preferences, the metrics considered are explicit even when the goals are
not. For example, participants may disagree about the value of a statistical life in considering
costs and benefits of a health intervention, but may agree that it is necessary to evaluate both
monetary costs and the number of lives saved or lost.
In practice, decisionmakers may decide that the scope of their concern about a pandemic is
limited to the domestic impact. For instance, global lives saved or lost may be affected by their
decisions, but they do not need to be included in the model. Alternatively, some stakeholders
may wish to weight the worst plausible case scenario more heavily, while others wish to consider
the options using the (uncertain) median outcome. If stakeholders disagree, and wish to consider
global casualties, or weight outcome uncertainty in different ways, this disagreement needs to be
clear early enough that appropriate computational models can be chosen or constructed.
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Criteria are not (necessarily) mathematicised, and in general precede metrics. As I have discussed elsewhere,
premature selection of metrics as goals can be a significant problem, as can using overly reductive metrics in a
complex system (Manheim, 2016a). This is especially problematic when criteria are loosely specified (Manheim,
2016b). I will attempt to avoid disputes over the terminology of criteria and metrics, but there are issues with
operationalizing them.

24

A tension exists between the need for proper criteria and the fact that these criteria are messy
in practice, can be subjective, and are not always known even to the decisionmakers themselves.
Unknown or subjective assessments can sometimes be performed by the decision makers
themselves, and the evaluation of options is therefore a function of mental models. This is rarely
ideal, and can lead to problems in the decision process like lack of transparency or inability to
agree on decisions due to hidden disagreements.
Representation of options and evaluation of criteria (via measures and calculation of metrics)
can limit which metrics can be calculated, and which processes can be used by the
decisionmakers. If there is no investigation of the properties of an alternative that matter to
stakeholders, the modeling process has only limited value. If costs are not estimated via analysis,
the decision makers cannot use such estimates as a basis for their decision despite their
importance to those same decision makers.
Some criteria relate to the process itself or the features of an alternative. The fairness and
transparency of the decision and the selection of criteria are themselves criteria, relating to the
process instead of the alternatives. Features like cost of an alternative are also sometimes used as
criteria, and these do not require the phenomenological model. Most values and criteria,
however, are based on the outcomes given the selected alternative, and a model to estimate those
outcomes must be used. When evaluating options for health care, the parameters of the care, such
as what procedures are covered are important, but the number of people covered, the cost of
designated subsidies, and the impact on human health are also usually considered as criteria, and
all are results of the alternative selected, requiring a phenomenological model to estimate.
Models also differ in their accuracy, and their ability to represent different classes of
outcomes and to calculate metrics. Proper criteria selection will suggest which characteristics
and outputs of a model are needed. For example, models that can only calculate expected values
cannot be used to assess criteria like worst-case outcomes, and models that require assumptions
of linearity may be unable to (accurately) calculate measures with components that do not
combine linearly. Conversely, if criteria like widespread stakeholder understanding or ease of
comparing options are critical, simpler models may be preferable despite supporting otherwise
less ideal metrics. This is one way that formulating a question properly can itself involve
decisions, and why the selection of the model is assisted by a full accounting of which criteria
matter to the decisionmakers.
The explanation and engagement phase of decision support is not restricted to metric and
criteria selection. It also includes understanding of tradeoffs between alternatives and the
uncertainty in both the model and the outcomes. These tasks are critical in allowing informed
decisions, in informing stakeholders, and in considering actions to mitigate negative effects.
These activities rely critically on both the model and on the information available to make the
decisions. The importance of both the model and the information is due to how they affect which
decisions are made. Because of this, the choice of alternatives – including alternatives about
which information to gather – should be considered a central part of the decision process.
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2.2.3 Alternative Generation
Alternative generation is the process of coming up with potential actions or solutions. This is
closely connected to both criteria and models, because alternatives are assessed based on criteria,
and therefore their outcomes frequently need to be represented by models. The alternative
generation can be done in a variety of ways, from expert judgment to model-driven option
generation to various design methods22.
The goal of alternative generation is to find options worth considering – that is, ones that
fulfill the criteria, or seem likely to do so. This is potentially one of the most critical steps in the
process, since even with an exemplary process, choosing between several inferior options cannot
lead to a choice better than the best of those evaluated. This highlights that the question of which
options are worth considering is itself a decision. Evaluating every conceivable option is a waste
of resources, but a failure to generate good options for consideration makes those good options
impossible to choose. This tradeoff can be where value of information becomes central to a
decision, either implicitly or explicitly. For example, inexpensive information to identify whether
proposed options are feasible can greatly reduce the cost of analysis, and can allow consideration
of a larger set of options. One common heuristic is asking experts whether the option seems
feasible, but additional information could assist in further narrowing the options to consider.
In more complex processes, the entire decision process with multiple iterations can be
required to find the alternatives to be used in further iterations of the larger decision process;
each time, the set of options to be considered may be expanded or narrowed. These iterations are
effectively embedded decision processes and can involve models and criteria of their own. These
complex cases also make it clearer that information is explicitly or implicitly chosen during the
process. Value of information is at least implicitly evaluated in such cases, and models can be
central to making these decisions more explicit.
For example, the “Building Blocks to Composite Options Tool” (Davis, Shaver, and Beck
2008) (BCOT) is a methodology used entirely for screening alternative portfolios for
investments, for later use in an additional decision making process. The method starts with cost
estimations and alternatives for various components of a portfolio that fulfills specified system
criteria. In the case explored by Davis et al., the military must choose options that can be
combined to create a single system. This includes restrictions not typically present for generic
portfolio selection. For instance, selecting guidance systems but having no planes on which to
install them is not a reasonable system, the model must account for these restrictions. The valid
combinations of options are evaluated based on their effectiveness, using a simplified
phenomenological model. In later stages, the effectiveness estimation itself might involve
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For an interesting example of such a process that combines many of these methods in an innovative way, see New
York City’s “Rebuild by Design” competition. (Force)
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substantial effort, so screening these alternatives to find which are worth this investment is
critical23.
Based on the preliminary alternatives generated and evaluated, BCOT then uses portfolio
analysis methods to find option sets near an efficient frontier, and provides potential alternative
assumption sets for more thorough investigation. This process generates new information about
plausible alternatives, and allows the iteration in our Figure 2.3. As the options (or option sets)
are generated explanation and engagement allows for iteration. Eventually an agreement is
reached, though in this case the agreement is not about what system to build, but is instead the
choice of which systems to investigate more completely. This is implicitly an evaluation of value
of information where the information being sought is which options to consider more fully.
Given this example, we can see a tradeoff between evaluating options by extensive
information gathering, and elimination of options from further consideration. The gathering of
information at an earlier stage is potentially valuable, but this requires methods for evaluating
what information would be valuable.
2.2.4 Screening
The criteria used for the alternative generation process can be split into two broad categories;
screening criteria, which can eliminate options from consideration based on inputs, and (possibly
simplified) models used to eliminate options based on outcomes. The first involves a different
class of model used only to screen alternatives and reduce the number of options to be
considered. For example, rejecting all alternatives that have a cost that exceeds the budget would
be a screening criterion while rejecting those which have a benefit-to-cost ratio below some
threshold requires a phenomenological model to determine benefit. In both cases, data gathering
or assessments must be performed. The data gathering decisions are effectively sub-decisions of
the main problem that can involve costs independent of the overall option chosen. If a dozen
alternatives are proposed, and screening them based on cost/benefit ratios is needed, the cost of
performing the analysis may be significant, and any screening that occurs is implicitly a
judgment about VoI for further investigation of the alternative.
The screening models used for assessment need to be compatible with the later
phenomenological model, so that decisionmakers can infer that a failure to pass the screening
model is evidence about the unsuitability of an alternative. In the above example of BCOT, the
phenomenological model used to estimate effectiveness is (presumably) a much-simplified
version of those used for investigating the alternatives generated. Eliminated alternatives, those
that are dominated by others, would not be selected even if modeled, which implies that further
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investigation will have no impact on the later decision, and the value of the excluded information
is zero.
2.2.5 Assessment
Assessment is an evaluation of the outcomes of alternatives used in re-engagement with the
decisionmakers. Minimally, the engagement is providing the information or model outputs, but
should also include discussions to ensure the alternatives, model outputs, and uncertainties are
understood. Based on this, the process returns to considering disagreements and perspectives.
These disagreements and perspectives lead back to the top of our diagram, agreement – either
agreement on a final decision, or an agreement that further information, modeling, or stakeholder
engagement and debate is needed.
Because criteria are usually partly implicit, the largest part of this stage is the province of
decisionmakers, not analysts. Despite this, leaving these preferences implicit can be a mistake,
and leads to problematic or incomplete decision analysis when a value of information question is
considered. For example, many decisions about charitable giving are ostensibly about impact,
and so they should be able to ignore “warm fuzzy feelings.” (Ralston, 2016) Because of this, a
model based on impact may conclude it is worthwhile to collect information about the relative
effectiveness of interventions to promote wellness, such as projects to control schistosomiasis,
one of the most effective wellness interventions. In fact, however, the decision to donate to
ineffective charities like the Make-a-Wish foundation is not based primarily on effectiveness, so
ignoring the importance of these warm fuzzy feelings would overvalue information about
effectiveness. (MacAskill, 2015)
2.2.6 Concluding a Decision Process
As noted earlier, a process that considers the model to use is critical in guiding the first two
steps discussed above, problem formulation and criteria and metric selection. At this stage,
modeling and analysis choices can constrain the space of solution concepts evaluated, or define
the problem too simplistically to allow the decisionmakers to evaluate criteria they consider
important. Alternative generation is performed, sometimes iteratively, with the problem
formulation, model, and criteria in mind. Nearly finally, if there is an adequate model and
agreed-upon criteria on which to decide, the evaluation of the alternatives and the final decision
can be a straightforward procedure.
If there were a consistent and agreed upon utility function, then alternatives can be
represented in the model and judged based on the criteria, metrics and preferences considered
earlier. From there, unless new information emerges, there decision is essentially complete24. In
public policy, the model provides suggestions and alternatives that must be explained to the
24
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decisionmakers and stakeholders. After ensuring that the model and the recommendation
generated are understood, the policymakers typically iterate and ask to consider or suggest
alternatives based on their true preferences, and make the final decision.
2.2.7 Necessity of Utility Theory in VoI Decisions
Value of information is a comparison of a decision with and without the information.
Importantly, however, the difference between the outcomes is not directly due to possession of
the information. Instead, the value is due to making different decisions with different outcomes
when the information is and is not known25. As shown in Section 1.2.1, evaluating this difference
in outcomes relies on knowledge of the decisions would be made with and without the
information. Such knowledge in turn requires an estimation of the outcomes which would occur
given different decisions, and requires an evaluation of the preferences about those outcomes.
As a simple example, for an individual to know the weather forecast for tomorrow is valuable
by allowing better planning. If planning a picnic, the information may convince the individual to
go bowling instead. Evaluating the outcomes of their decision with and without the information
therefore depends on the different decisions that they will make. This presents problems for
many modern decision analysis methods, which eschew utility theory in favor of allowing
decisionmaker preferences to remain outside the decision model or analysis. These modern
methods can allow exploration of outcomes and lead to greater familiarity and comfort with the
decisions and their outcomes, at the cost of needing direct decisionmaker evaluation of
potentially complex tradeoffs under uncertainty.
In the analyst’s ideal case, the stakeholders have clear preferences and the utility of the
different decisions are relatively clear. Even then, the value of information can be sensitive to the
preferences. For example, if our picnic-planner has already made their plans, invited guests, and
is unwilling to cancel, even knowledge that it is near-certain to rain may not affect the decision.
On the other hand, if there is only a weak preference for a picnic over going bowling, and there
are no problems changing plans at the last minute, they may not value the information due to the
trivial impact on their decision. These two opposite cases, where the difference between the two
options is either large or small, both lead to low value of information. Only the case where the
decisionmaker has a moderate preference for picnicking over bowling, so that the potential
information is sufficient to change their mind, is the information valuable for the decision at
hand.
Closely related to my earlier argument about the value of acknowledging the true preferences
and constraints, decision analysis involving VoI frequently requires a model that represents the
preferences. As noted above, having a model as a proxy for those preferences can be used instead
25

This is similar to the way the BCOT model used in the earlier example implies that that detailed study of options
eliminated from consideration would have a low value of information; knowing more precisely how bad poor
options are is not very interesting. The decision to select certain systems for further modeling is a conclusion that
the value of such further modeling is positive.
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of direct decisionmaker involvement, and because the implications of information in complex
models for later decisions is complex, it is difficult to evaluate based on explicit involvement of
decisionmakers. Some metric is implicit in such analyses, even informal ones, and value of
information decisions can be greatly improved if this information is included explicitly.
As an example of this, our previous work on Biosurveillance VoI has shown that the
interplay between the accuracy of the biosurveillance data and the specific values of the
decisionmaker is hard to grasp.(Manheim et al., 2016b) This was true even though the
biosurveillance system represented in that work was significantly simplified, without
representing the surveillance system or available sources, and the analyses only considered three
cases of potential diseases, instead of considering the full range of potential events.
In the analysis in chapter 4, receiving information has a complex relationship to the outcomes
being considered. The probabilistic outcome distributions which result make any direct
discussion of the implications of different criteria and weighting of metrics difficult. In
presentation of that earlier work, decisionmakers appreciated straightforward illustrations of the
various choices, which are unfortunately much more difficult when the outcomes properly
represent the many uncertainties involved.
2.2.8 Implicit Utilities and Necessity
In certain cases, the complexity of preferences regarding outcomes is not critical. The
preference for more money and fewer lives lost over the reverse, for example, can be sufficient
for determining the preferred outcome. In other cases, the exact relative importance of the two
factors matters. Furthermore, people do not typically know what their preferences are in any
exact fashion. Indeed, decisionmaker preferences may change as they become more familiar with
issues. In group settings, the preferences also may not be compatible, leading to disagreement.
This may seem an insurmountable obstacle, but despite preferences that are conflicting, unclear,
unstable, or unknown, any decisions that are made at least weakly imply an implicit preference
for the chosen option over the alternatives.
That utility is a mathematical fiction does not contradict the existence of some implicit
preferences26 that are expressed as the outputs of the decision processes. Based on that fact,
naïve methods can still lead to improved decisions. For example, information that can identify
dominant options, where everyone agrees that one choice is best, is valuable. By using a
mathematically tractable utility function, it is sometimes possible to find whether such options
exist, and identify them. This is certainly not the best basis for decision analysis, but it is one that
seems useful in simplifying the problem – and per the previous section, such simplification as a
proxy for decisionmaker preferences is sometimes necessary in complex systems. Lastly, a
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This is admittedly a weak basis for inferring their preferences generally, or claiming to know what decision
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decision process should at some point allow agreement on the result, and simplifications which
allow this are potentially justifiable on that basis.
For the presentation of the core of the method, and how models can be used, we will revert to
these simplistic assumptions of naïve utility theory: preferences are known, do not conflict, and
can be evaluated mathematically. The simplification is sometimes justifiable, but where possible,
methods for working to address these uncertainties, difficulties, and preference conflicts are
critical. For that reason, these methods will be discussed in both the applications and the
methodology presented in Chapter 5.

2.3 Models and Decision Problems in General
As mentioned earlier, any tool intended to represent some system to answer questions is
considered a model. Per Quade, these include diverse model types such as mathematical models,
computer simulation, operational games, mental and verbal models, and physical models. These
model types can overlap, and different types can be and frequently are used together. (Quade,
1975) Following Laskey, I consider only models which support decisions27, in the sense that they
can be used to represent the following three components: a system, alternative actions available
to a decisionmaker, and preferences about outcomes. (Laskey, 1996) That means the three
components of our decision process are all included in the model, and by relying on a
simplification of complex and unclear preferences to use a single utility (explained in section
2.2.7), such a model allows comparison of the alternatives.
Despite the broad range of models possible, using our simplifications about utility discussed
above, the notion of a model can be generalized and formalized – though clear caveats apply. As
noted by Gass, finding the best decision 𝑥̅ can be thought of as finding the alternative of a set of
alternatives X which has the highest utility, U28, using some model O to predict the expected
outcomes, with other factors and uncertainties for the problem denoted Y, as shown in Equation
2.1. (Gass, 1985)
𝐸𝑞. 2.1: 𝑥̅ = 𝑎𝑟𝑔𝑚𝑎𝑥𝑋 [𝑈(𝑂(𝑋, 𝑌))]
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As Quade puts it, “analysis would be completely quantified if the problem could be described by a mathematical
model so faithfully that the decision could be made purely on the basis of the results that are obtained from the
model” (Quade, 1970) Once this point is admitted, in his later book (Quade, 1975), he discussed when such methods
are useful but imperfect. Here, we will first lay out the structure in order to clarify how a completely quantified
model would allow these “automatic” decisions.
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Mathematically, a single scale must exist in order to find the option that maximizes the utility; multidimensional
spaces without some mapping to a single dimension do not necessarily admit valid comparisons where one option is
better than another. As suggested in footnote 21, this requires collapsing different criteria into a single metric, which
is sometimes thought of as an overall score. As mentioned, the simplifications to criteria and preferences that are
required to use a utility function can often be justified “locally” even when the more general analysis seeks
flexibility, adaptiveness, and robustness. For example, in robust decision making, the values can be explored and
treated as uncertain dimensions, but as explained by Popper, for each preference set different alternatives can be
ranked in a way similar to what is done in a utility function. (Popper, Lempert and Bankes, 2005).
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This neatly encodes all of the parts of the decision support process outlined above, and given
sufficient assumptions about utility and preferences29, as Koski wryly notes, a decision problem
“is trivial, apart from computational details (just like playing chess!)” (Timo Koski, 2003). As
Quade notes, however, the assumptions are never fully justifiable, and so these simplifications
are problematic; unlike chess, real decisions are not trivial even in Koski’s limited sense.
Additionally, this formulation is too generic, in that it does not specify how the function O
(i.e. the model) works and is computed, and does not show the process by which we choose X to
maximize the utility of the outcome30. It is also too specific, because it does not include several
components of the decision framework, such as alternative generation, which Gass describes as
separate from the model. This formulation also assumes both that the models being used are
sufficient, meaning that that the functions, U and O(X, Y) can be specified and evaluated for all
values of X, and that the models are accurate, so that an optimal alternative can be found.
These additional assumptions are also rarely if ever true, and because practical constraints
dictate how any model can be used, the limitations are critical. As Gass warns, ”care must be
taken not to have the mathematization of a problem cover our lack of knowledge.” (Gass, 1985)
In addition to a lack of knowledge, practical limitations can exist on the set of alternatives which
can be modeled, on the accuracy of the model, and on the still non-trivial “computational
details.” This means that the model that was chosen constrains the decisions considered, the
evaluation of alternatives is performed using the model, and the model itself has inputs that are
chosen in the decision process – but this last step is not clear in the typical formulation above.
In fact, understood naively, this ignores parts of the process. For example, as outlined above,
we must choose a model – but our formulation above leaves that outside of the decision
process31!
2.3.1 Example: Flood Control Systems
Following Hurricane Katrina in 2005, the State of Louisiana began to plan for recovery and
improved flood protection systems. Using Gass’s notional model as presented above, they would
need several things. First, they need to know the space of possibilities, that may affect the
29

In many cases, factors exist which make this formulation practically useless, despite being technically correct.
Given deep uncertainty, for instance, the optimal decision may be a decision that is never optimal in terms of
outcomes, but minimizes regret, or is otherwise robust to uncertainties. Alternatively, the best decision may be to
satisfice, that is, to choose the first option that fulfills some criteria. This is optimal in Gass’s formulation if the
calculation costs exceed benefit, for instance. Either case can be accommodated by the formula by specifying a
utility function that accounts for these factors, but other formulations are clearer and less prone to misinterpretation.
These other formulations are implicit in many of the modern methods mentioned in 2.2.7 which are incompatible
with utility theory, and this incompatibility presents challenges for VoI which will be discussed in Chapter 5.
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This can be avoided if we claim the set X includes the superset of models, information sets, and alternatives for
the final decision, and that O is therefore simultaneously evaluating the choice of model, the information chosen,
and the model output. This is similar to what we later introduce as what we actually wish to do, but if we assume
this is what was intended, the actual specification of O is even less likely to be practicable.
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system, referred to as Y above. This would include the attributes of all possible hurricanes
(including their probabilities,) as well as the myriad other events and characteristics about the
area under consideration. Next, they find all possible barrier systems and the other (infinite)
potential mitigation activities X. Lastly, they need a function O that describes the relationship
between X and Y, and outputs the predicted result. In this example, this predicted result might be
flooding at any point of the coast. The output then needs to be mapped to the utility function
chosen – perhaps minimizing total expected flooding, or maximizing expected coastal space
protected at some probability level given the budget constraint32.
Once these nontrivial tasks are accomplished, using this function O, we could maximize our
overall utility by finding the barriers and mitigation activities that, for instance, gave the best
protection per dollar spent. Unfortunately, if such a function exists, we do not have it, and
evaluating it would not necessarily be practical. Instead, we must first find a model to
approximate this joint distribution, as well as tractable but still useful representative subsets of X
and Y. Critically for our current discussion, this process ignored the choices of models, and the
decisions that guided the information gathered. In practice, during the development of the
CLARA Model, (Fischbach et al., 2012), the process started with an informal assessment of the
information available and choice of models, then required constructing a large set of interrelated
complex models, computational approximations of the inputs, and myriad simplifications. The
modeling formulation based on Gass above would be an unreasonable abstraction from the
decision process. When alternatives are considered, they are evaluated based on extant
knowledge, as the information gathering for construction is part of a later phase of the decision
making process undertaken by the US Army Corps of Engineers. When the modeling project
considered alternatives for where to construct barriers, levees, and dams, there may have been
insufficient information to determine if the sites chosen would be acceptable from an engineering
standpoint.
The 2012 Louisiana Coastal Master plan recommended 109 projects, totaling $50b. While
most of these have been able to move forward, some, such as the “Increase Atchafalaya Flow to
Terrebonne project,” have run into difficulties due to practical considerations; “Data collection
efforts identified an extensive array of oil and gas pipelines crossing the GIWW where dredging
was initially planned.” (State of Louisiana, 2017) In this case, the iterative 5-year planning
process could reevaluate and consider alternatives, but there are potentially better approaches
which more directly consider VoI.
If VoI analyses were performed, some preliminary assessments could be performed earlier in
the decision process. The information about the feasibility and cost of various projects, where
warranted by VoI calculations, could be investigated further before they are selected. In fact, this
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The State of Louisiana process included a variety of such goals, and the selection process used exploratory
modeling in order to apply Robust Decision Making (RDM) methods. (Groves et al., 2014) The nominal choice of
utility function is another difficult task, practically and mathematically - but at least in this case, one that was
avoided by use of an RDM process, and one which would fall outside the scope of this discussion in any case.
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type of feedback driven, iterative process is approximated using a 5-year iteration cycle for the
overall plan – though when more of the future iteration can be anticipated, effort can be
redirected more easily based on contingencies.
2.3.2 Iteration and Model Selection Problems
Based on this illustration, we can revisit Gass’s formulation and make a few qualitative
observations. First, the uncertainty in the model is not clear in this formulation; any model
uncertainty that needs to be accounted for is implicit in the (problematic) utility function.
Second, our model choice depends critically on the definition of the scope. If we assume that the
model and alternatives are given, the description is straightforward, and can be applied directly.
As mentioned in the discussions at the beginning of the chapter, this linear process is not always
appropriate. If the alternatives are not known initially, a model is useful for selecting them, and
the type of model will depend on the alternatives. Model selection will also be dependent on
elicited preferences. How much effort should go into data collection is itself a decision problem
which seems to be primarily of interest to analysts performing decision support. However, these
choices may ultimately change the final decisions, so this stage of the overall decision should be
of interest to decisionmakers as well.
2.3.3 Model Selection for Information-Sensitive Decisions
Despite seeming like a potentially infinitely recursive problem – selecting a model for
evaluating alternatives, which starts by selecting a model for choosing information to evaluate
those models, and so on – this process is manageable (using the approach discussed in Chapter 5)
due to several key facts.
First, the criteria for choosing information and models are those that lead to optimal choices
in our overall problem. The implication is that the decisionmaker should invest only as much
effort in this process as can be justified by expected improvements in the final decision. This
defines our criteria (which are identical to the criteria for the overall problem) and simply adds a
choice of which model to use at the beginning of the problem. Only when improvements are
potentially significant in the final choice should they be pursued. For example, when considering
cars for purchase, buying a copy of Consumer Reports’ reviews of the different cars is
justifiable, while purchasing testing equipment to study the aerodynamics of the various cars is
not.
Second, we can heuristically assume that the investment in the data and model used to guide
the decision is going to be a small fraction of the overall costs and time involved in the choice
which the model guides33. Again considering the purchase of a car, several hours of research,
consideration of alternatives, and selecting the basis for comparisons are justifiable, but investing
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months in such research, or spending as much as the expected car price on information allowing
comparison is likely not.
Lastly, if we wish to perform an analysis of information value the set of models to choose
from is practically fairly limited. There are modeling approaches and techniques known to be
valuable for specific types of decisions, and their relative complexity and cost are understood.
The choice of the model involves a tradeoff, since more effort invested in the modeling might
yield a better result. Based on the expected gain from information, which would require using a
more complex model to identify, we decide what level of effort is justified, and select whether to
perform this analysis. If it is likely justified, there is a choice from among the available model
types presented later in the chapter.
Despite knowing our goal and our criteria, the characteristics that make the model suitable
still need to be enumerated, before considering the available options. The following outline will
allow us to consider the suitability of various models for value of information as a preface to
discussing options.

2.4 Requirements for VoI Evaluation
There are four essential parts of any valuation of information: (1) the potential decision
choices, (2) the outcomes of interest, (3) the impact of those choices on the outcomes of interest,
and finally (4) the data sources. Following the explanations of Section 1.2, we need the first three
components to represent the underlying decision, which is critical in evaluating the impact of
information on the choices made.
These components can be sufficient for heuristic and structured estimates of VoI. A model that
represents these, however, typically requires several additional factors to be used for evaluation
of VoI. Section 2.5 will discuss these characteristics. Before doing so, however, it is useful to
distinguish between two components of the model, namely the information model and the
phenomenological model.
2.4.1 Information Models
When making decisions based on partial or uncertain information, there are two distinct
sources of uncertainty: uncertainty about the phenomenon, i.e. the facts of the case, and
uncertainty about the information. The first is captured by the class of models discussed in
Section 2.3, but the second can also be accounted for with a model. This type of model is of the
relationship between the phenomenon of interest, and the data that we have about it. While not
always separate from the phenomenological model, I refer to this portion of the model as an
information model34.
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Unfortunately, there seems to be no generally accepted term in the literature for this part of the overall model. The
term “information model” captures the intended meaning and will be used throughout this dissertation. .
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As an example of non-information uncertainty, when tracking a projectile, we may be
uncertain about the path – that is, the position at various times. To partially resolve this
uncertainty, we observe data points about distance from various locations at different points in
time. We may have remaining uncertainty about the path even if these observations are exact,
such as if we have too few observations or observations from too few locations. If we have many
data points from different locations at a single time, or have any number of data points on
distance and time from only one location, we cannot identify the path. This uncertainty is only
regarding the underlying facts, not the information.
More commonly, we have data sources with less than perfect accuracy. If we gather hundreds
of data points about a projectile from several observation points, each with known but limited
accuracy, we would use techniques such as least-squares regression to identify the path. In such
modeling, the uncertainty of each data point is implicitly accounted for. For example, we might
assume that they are unbiased observations with a fixed standard deviation. This is handled in
many pure statistical domains with measurement error models. (Fuller, 2009) This uncertainty
relationship can easily be more complex than just measurement error, however, and in such a
case explicitly modeling the relationships becomes even more important.
The relationship between the quantity of interest and the quantity measured can be affected
by multiple uncertainties. In other cases, the observations are only indirectly about the quantity
of interest. For example, if the different observation points have systematic errors, perhaps
because we are uncertain about their exact locations, or because some instruments are
systematically biased or have different or uncertain accuracy, we can specify that directly in the
statistical model. This portion of the model is then the (perhaps still implicit) information model.
The line between the information model and the phenomenological model is not always
clear. For example, we may wish to measure the effect of cash transfers on the welfare of the
recipients. We can measure the direct impact of the spending on various factors like
consumption, investment in assets, and educational spending. In this case, long-term effects on
welfare are only indirectly related to quantities that are directly measured. Because of this, we
need to account for not only the phenomenon of interest – long term welfare improvements – but
also the uncertainty from each of our estimation methods. In such a case, there may be multiple
information models, one for each of the observed inputs, in addition to the phenomenological
model of how these factors relate to welfare. The relationship of short term measures like
improved school attendance to long term outcomes could be considered part of the data model,
since it is an input into whatever model of welfare we use, or we can consider it a secondary
phenomenological model.
Regardless of the questions of classification of the components of the model, the combination
of these models needs to represent both the data and phenomenon of interest in order to be used
for decision making. Because of this, the model needs to fulfill several of the requirements
outlined in Section 2.5. For VoI more specifically, the representation of information and the
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related uncertainties is even more critical, and several aspects of this will be discussed in Section
2.5.2.

2.5 Computational Model Characteristics
To explain the requirements for a model representing the first three necessary components
for VoI, these parts need to be translated into the terminology of models. The outcomes of
interest are outputs of the model, while the decision choices are (some of) the inputs, along with
other data sources, each of which may require an information model. Connecting the inputs and
information models to the outcomes is a predictive model that shows the impacts of the
decisions, as explained earlier in the chapter.
Predictive models are those where the output is some type of prediction of the future based
on a set of inputs35. They do not necessarily distinguish between uncertainties, choices that could
be changed, physical laws that exist, or contingent factors. Models of this class can be statistical,
simulation based, systems dynamic, or expert assessment. The output of such a model is the
outcome distribution of a process, given the inputs (or input distributions). In many situations,
these can be judged purely based on predictive accuracy, but this is insufficient for VoI.
Decision models are both a subset of phenomenological models, and an extension of them. A
decision model must have a phenomenological model embedded inside of it. The decision
model, however, looks at a set of choices or decisions and evaluates the projected outcomes in
each case, to assist decisionmakers. Phenomenological models may not have the ability to
represent the impact of alternatives, and the projected outcomes may not be those of interest to
decisionmakers, while a decision model must do so. For our purposes, the outcomes of interest
must be generated given the alternative selected – and only a subset will be suitable for the types
of VoI problems we consider.
In addition to the best practices for using models36, best practices for models themselves
exist. These include the ability to assess uncertainty, minimal cost and complexity of the
model37, and models which can be iteratively refined, tested, and validated38. (Morgan and
Henrion, 1990; Quade, 1975) These factors are well understood, but not all are routinely
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In my usage here, a ‘predictive model’ need not be precise is saying what will happen in the future, but must at
least be coarsely accurate—enough so, for example to distinguish whether the preferred outcomes will be
significantly more or less probable under different options.
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Some criteria from the literature are not discussed here, since they should be viewed as essential for policy
decisions, and not subject to the same type of tradeoffs. The policy analyst building an applying these models has a
responsibility to understand and mitigate these problems, as argued by Davis (Davis, 2014). Some notable but oftforgotten factors in applying models (which are not aspects of the models themselves) are making assumptions
explicit, being consistent about criteria, and using peer review to ensure accuracy.
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The appropriate level of complexity is a difficult question, and the tradeoffs are discussed in Section 2.5.3.1.
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they may be predictive, but can be problematic in policy analysis.
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practiced, either due to reasonable tradeoffs between factors, or lack of awareness of best
practices. I will not discuss them, but these characteristics should be treated as requirements, not
just as ideal goals, for any situation where a significant modeling effort is involved.
In addition to these factors, the evaluation of VoI in policy analysis requires three
characteristics39; causal structure, the use of generative models, and representational clarity in the
model.
2.5.1 Causal Models
Policy makers need models that represent the causal structure of a decision, so that they can
be used for intervention planning. As noted by Quade, “The heart of any analysis is [a model]
designed to predict the consequence of choice.”(Quade, 1972) Causal relationships, in simple
terms, are relationships describing how Y will change if X is changed (perhaps as a function of
other variables Z).This intuitive and less-than-rigorous definition ensures that changing X will be
effective in changing Y, and disregards other philosophical issues. This is perhaps sufficient for
mental models, but for other classes of models, there is a need for causal estimates.
The inference of causality is a critical question. It is widely agreed that purely observational
data, where no manipulation occurs, is insufficient for producing such estimates. It is more
contentious how information from non-randomized manipulation can be used for such inference.
There is another concern for causality in non-static systems that is especially prominent in
policymaking. This is because inferring causal effects based on data is especially problematic
when the causal relationships may have changed, and special attention should be paid to the
potential for such cases when relying on causal estimates.
As a motivating example for why causality matters, we know that people who have stained
teeth are more likely to contract lung cancer. Despite this correlation, it would be useless to
attempt teeth whitening as an intervention. Obviously, the staining of teeth does not cause
cancer, smoking both stains teeth and causes cancer. Because of this fact, if the model we use is
correlational instead of causal, we can easily misunderstand the places where interventions are
possible or useful. This sometimes occurs when a predictive model is (mistakenly) used to
understand the effects of an intervention; it implicitly assumes conditions that applied when the
data was collected also apply in the future, even after a new policy decision is made.
The representation of the impact of choices in a model therefore implicitly demands
estimates of causal effects of the choices. Donald Rubin has noted that it was not always obvious
that causal effects were necessary, or how to obtain them,40 but it is now clear that non-causal,
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For instance, he quotes (Cornfield, 1959) as a typical example of not fully appreciating what this distinction is;
“We now consider the distinction between the kinds of inferences that can be supported by observational studies,
whether prospective or retrospective, and those that can be supported by experimental studies. That there is a
distinction seems undeniable, but its exact nature is elusive.” This early confusion which he argues once existed has
been resolved, but there are still important mistakes made when the difference is ignored.
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correlation based studies cannot be reliably used to forecast the results of decisions (Rubin,
2015). Obviously, this difference is especially critical in “setting policy based on the analysis”
(Fenton and Neil, 2012).
There are many additional debates about how these causal relationships can be found. For the
purposes of this discussion, some causal model is necessary, whether Granger-Causality, RubinCausality, Pearl’s formulation, or some other formulation. Each formulation has issues, both
conceptual and theoretical, which the field as a whole regards as unresolved. The methods also
differ in implication for which methodology is most appropriate for discovering these
relationships. These issues are important, but at the least, analysis should not rely on implicitly
assumed causal relationships, or posit such relationships without clearly identifying what is
assumed. If possible, they should instead “recognize that multiple analyses may be needed…
and because there are a multitude of perspectives, [researchers should] try different approaches
as befit their applications.” (Gelman, 2011)
The deep issues that exist do not always imply that finding causal relationships is difficult.
Given the appropriate model structure, in many contexts, even when the model is purely
predictive, known causal relationships can be used. Onisko points out that “whenever combining
expert knowledge with data, and whenever working with experts in general, it pays off
generously to build models that are causal and reflect reality as much as possible, even if there
are not immediate gains in accuracy” (Oniśko, 2008). This is true both because the experts think
causally, and therefore have an easier task when translating knowledge into a model, and because
any underlying system is governed by causal factors.
2.5.2 Generative Models
Given a computational model that predicts outcomes, the valuation of information requires
representation of the information. Specifically, it is necessary for models in VoI to provide the
ability to calculate the probability for the outcome of the information collection, and a
probability distribution for each uncertain variable given the outcome of the information
collection.. Unfortunately, this representation can be more complex than may be initially
apparent, and not all predictive models provide these likelihoods. Returning to the example from
section 1.2, the probability inputs needed for the VoI model were 𝑝(𝑠𝑖𝑐𝑘|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒),
𝑝(𝑠𝑖𝑐𝑘|𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒), 𝑝(ℎ𝑒𝑎𝑙𝑡ℎ𝑦|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒), 𝑝(ℎ𝑒𝑎𝑙𝑡ℎ𝑦|𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒), 𝑝(𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒), 𝑝(𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒),
𝑝(𝑠𝑖𝑐𝑘), and p(healthy). In this case, this set of probabilities defines the full joint distribution41.
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⃗ |𝑋) ∙ 𝑝(𝑋) =
This can be seen using on the mathematical relationship that defines a joint distribution, 𝑝(𝑌
⃗ , 𝑋). A model which only provided the first four conditional likelihoods would be predictive, but insufficient for
𝑝(𝑌
the example. This shows that predictive models are at least not always sufficient for VoI.
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As seen in the example, when the model encodes the joint distribution of uncertain variables
and observations, the needed probabilities are at least implicit in the model42. As explained in the
previous section, models for decisions must also correctly represent the causal relationships
between inputs and outputs of the model. When a model represents causality correctly then the
model necessarily represents the process by which the inputs lead to the outputs. Model capable
of providing the necessary probabilities relate to what are termed “generative” models, as the
term is used in machine learning and in Bayesian statistics.
One definition sometimes used in machine learning is that “generative” refers to the ability to
“generate synthetic examples.” (Bishop and Lasserre, 2007) This requires representing a joint
distribution of examples (inputs) and categories (outputs). A more expansive definition is a
model that correctly represents the actual generation of outcomes43. This definition requires the
model to be able to generate synthetic examples, but also requires that a generative model
represents any relevant characteristics of the process.
Even using the latter definition, however, the characteristics which actually generate the data
might only appear useful inasmuch as they lead to a better approximation of the joint
distribution. For VoI, however, correctly representing the process is critical. Decision making
requires an accurate causal model, as discussed above. This means that for VoI we need a model
that not only represents the process by which samples are generated, but is also causal. If a
model is both generative and correctly represents the causal pathway that connects the inputs and
outputs, it should be sufficient for VoI.
2.5.3 Representational Clarity
Aside from the need for a model that can be used to compare outcomes, and one that
provides the inputs necessary for computation of VoI, we also need the model to be usable by
decisionmakers. Models always simplify reality, and when decisionmakers choose between
alternatives based on model outputs, they should first understand the models and their
limitations. Models must therefore allow a decisionmaker to understand the relevant components
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Implicit because in the case where the joint distribution is provided directly, the needed conditional distributions
must be found by marginalizing
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For example, “Generative Adversarial Networks” are generative models that can be used to generate samples of
images of a specific type by approximating the joint distribution used to categorize images. This approximation of
the joint distribution allows the model to generate synthetic examples, and so fulfills the initial definition. Despite
being generative, however, the representation of a GAN is based on heuristic image processing methods used in
machine learning. The generation process of the model is not related to the actual process generating such pictures,
where light strikes a 3-dimensional object of a certain type and is reflected into a camera. For this reason, the model
is generative only according to the first definition.
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of a system in order to make a decision44. To achieve this, the ideal of representational clarity
implies three closely related parts of understandability.
2.5.3.1 Three Parts of Representational Clarity

Clarity requires that a decisionmaker can understand both the representation as a whole, as
well as its components and how it works45. Statistical techniques like Principal Component
Analysis (PCA) are an example of when this principle is violated; the principal components may
be predictive and have clearly understood effects, and they can be traceable to specific
understandable inputs, but the values do not necessarily represent any factor meaningful to the
modeler, much less the model consumer.
A model should also be representational, that is, the components should represent something
meaningful to the decisionmakers. A representational model allows the different aspects of the
problem and their relationships to be understood. This second criteria is frequently violated by
“black-box” models, which work but are not understood by users. An example from modeling
infectious diseases is the difference between compartmental models, which represent the
biological status of distinct groups, compared to machine learning models like neural networks,
which are more accurate but make predictions using what is usually an unexplainable black box.
(Manheim et al., 2016a) In this case, neural networks are increasingly able to do complex
prediction, but contain nodes and states which do not represent any specific concept that would
be meaningful outside of the model, and the impact of new information or the effect of choices
made cannot be explained to a decisionmaker using the model.
In addition to the explanatory importance of clarity, uninterpretable models raise a concern
about correctly representing interventions and causal effects. Interventions can be represented in
a model to modify the value of some clear factor in an interpretable model, but the effect of an
intervention based on a statistical abstraction or node in a neural network may not actually
represent the causal effect. For example, we can much more easily consider the effect of social
distancing on transmission of a disease between groups with a model that has an explicit
component that represents the different groups and the transmission rates.
For VoI, representationally clear models also allow data collection to be targeted clearly to
resolve uncertainties, such as informing the usefulness of an intervention. In the above example
of an infectious disease model, studies can be targeted to look at how effective a given campaign
is at reducing transmission between given groups. With a neural network model, changes to a
component of the system cannot easily be represented.
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The degree of simplification is then part of the tradeoff between complexity, cost, and accuracy. In constructing a
model, the costs of complexity and explanatory burdens are important to consider despite being outside the typical
frame of what the decision involves.
45

This factor alone has also been called “interpretability”, but that term is overloaded with several independent
meanings, per (Lipton, 2016).

41

Representational clarity implies and requires a third factor: simplicity. The complexity of the
model is a concern for models intended to support decisionmakers. Models (even causal ones)
are harder to use for decision support if the model is too complicated to explain easily at a high
level. The exact level of complexity involves a balance of accuracy, cost, and representational
clarity. As an example of this issue, climate change models have become more predictive over
time, but as they became increasingly complex, the ability of scientists to explain the details to
decisionmakers has declined or disappeared. This imposes a significant cost in explaining and
justifying the models, albeit ones that are more than justified by the need for better understanding
of the complex and as-yet not fully understood effects of climate change. Alternative approaches
can therefore have significant advantages for practical policy applications.
2.5.3.2 Multiresolution Models for Achieving Representational Clarity

To achieve the hoped-for representational clarity while preserving accuracy, various
approaches exist. One such approach is multiresolution modeling, as explained by Davis and
Hillestad which involves the use of a high-level model in conjunction with a more complete
low-level model, or several layers of detail in a family of models. (Davis, 2000) This can be
thought of as an extension or generalization of multilevel modeling used in statistics to more
general types of modeling. It involves the high-level model using a (meaningful) abstraction
from the low-level model, or models. (Davis, Shaver and Beck, 2008) In this form, while the
low-level components may form a system too complex for decisionmakers to appreciate, the
abstractions used in the high-level model are understandable components, and by exception
where needed, issues can be investigated by “zooming in” and considering the low-level
model(s) in detail.
For example, climate models represent various phenomena at different scales using different
models which need to interact. One instance where this might occur is the interaction between
the ground and the lowest level of air. Specific phenomena may need to be represented in
relatively fine detail, perhaps capturing features like greenery and transpiration and evaporation
of water, or heat retention of different types of soil - but upper atmospheric models do not need
to represent these phenomena. Multiresolution modeling can be used so that a much more
computationally intensive model for the first case is used to generate the outputs needed for the
lower resolution atmospheric model. In that case, the complexity of the ground model which
must be explained can be isolated, and the impact can be reduced to the factors used in the
atmospheric model, making the overall model easier to understand. However, while knowing
how to aggregate properly may be easy (e.g., take the average) it is often quite challenging and
context dependent.
The following subsection, 2.6, builds on the current discussion of the requirements for a
model used in VoI analysis by reviewing tradeoffs. Following a discussion of several
computational models that can be used for some types of decision analysis, but not VoI, the two
model types found to be most suitable for VoI analysis are introduced: Discrete Bayesian
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Networks (DBNs) and computational models used in modern Bayesian statistics To motivate the
discussion of terrorism detection in the next chapter, an example case is presented showing the
use of a decision tree, and the model requirements are discussed as a way to illustrate what is
needed. The limitations of the example show why the newer modeling methods discussed are
necessary for computational VoI.

2.6 Tradeoffs in Model Selection
As argued earlier, VoI analyses require 1) causal, 2) generative, 3) representationally clear
models. As noted, these models must make explicit assumptions, be able to be modified easily,
be validated, and represent sensitivity to uncertainty – and do all of this cheaply, quickly, and
correctly. Given these various aspects, blithely recommending “all of the above” is unhelpful,
since these factors are frequently at odds with each other, especially given the last three listed
dimensions46. Instead, this can be seen as a tradeoff space, where different models are useful in
different parts of the space.
For example, the complexity of model structure and mathematics are important, independent
of the difficulty of explanation, because the model must be constructed. Models that are more
complex to create, validate, and verify will be more expensive and difficult to maintain and
modify. The ease of modification and evaluation of the model is also important, because most
decision making processes are iterated, with new ideas and potential interventions considered
during the process. Additionally, evaluating uncertainties and scenarios is more difficult when
using models that cannot be modified and run rapidly.
The question of how a decisionmaker chooses a modeling approach, as well as the
dimensions along which to evaluate options, is critical in order to inform choices. Model
selection can therefore be viewed as a multidimensional efficient frontier, where it is possible to
find model types that allow for greater accuracy and generativity at a higher cost, or ones with
more representational clarity at the expense of accuracy – but some models are less efficient for a
given purpose on many counts.
Because of the dominance of certain model types, the alternatives worth considering are
limited. Alternatives which can fulfill our desiderata will be outlined, and some of the tradeoffs
that exist will be outlined. The decision of a model is discrete, and because the number of model
types is small, finding a model for a given task only requires comparing these (few) options. As
another consequence of the limited number of options, some models dominate others along the
dimensions which are important for VoI, and the options which exist point towards only a few
which are viable for quantitative investigation of VoI.
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An IETF note explains this with the well-known adage which applies to constraints on many real-world systems;
“Good, Fast, Cheap: Pick any two (you can’t have all three).” (IETF, 1996), 7(a)
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2.7 Model Types
Given the earlier discussion about what attributes matter in a model, the set of decision
models to consider can be outlined in those terms. As introduced earlier, decision trees are a
basic paradigm for VoI in simple cases, but many extensions and alternatives exist. The
suitability and usefulness of the various extensions and other models is discussed, concluding
with the two classes of model that seem most promising for VoI, discrete Bayesian networks,
(BNs) and Bayesian statistical models.
2.7.1 Decision Trees and Related Methods
Decision trees have a significant advantage in that they are simple, easy to construct, easy to
explain, and easy to evaluate. The other criteria, especially ensuring causality, can pose
surmountable obstacles, but the limitations on the types of cases that can be represented reduces
their usefulness.
Figure 2.4 - Example Decision Tree
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SOURCE: (Willis and Moore, 2014), Figure 8

First, decision tree based models are presumably causal, but not necessarily so. Nothing in
the formalism asserts or verifies that the intervention estimates are based on a causal estimate.
Despite not being formally required, if correlation based estimates are used the model is
implicitly making unjustified assumptions, and is not valid for decision making. Using such
estimates implicitly asserts a causal relationship based on the correlation, and therefore produces
potentially incorrect decisions. This is not a problem with the decision tree, but with omitted
causal factors. Unfortunately, decision trees require significant additional work to ensure causal
factors are represented correctly.
For instance, the intervention branches in Figure 2.4 implicitly assume that the probabilities
and outcomes of each event are unchanged. If the intervention causes people to be warier of
contracting the disease, or less concerned about the disease, so that the spread is affected, the
implicit assumption of unchanging probabilities fails due to ignoring a causal factor. The new
probabilities could be used in the decision tree, but finding them would require a more complex
model – the output of which would then need to be reflected in the decision tree.
A key drawback of decision trees is that, in their simplest form, they ignore uncertainty in the
estimates of payoffs and probabilities, and do not represent the causal relationship between the
estimates and the data used to generate them. They also impose an almost binary style of
thinking, such as an event X will turn out in one of a few distinct states, when in reality nonrepresented possibilities are more likely. In the example above, for example, the biosurveillance
system must generate a binary output. This output can be chosen based on a tradeoff between
sensitivity and specificity, but a binary signal makes it impossible to find if the different
interventions are useful at different probabilities of an event.
2.7.1.1 Benefits and Shortcomings

Some benefits of this method are that it is simple to understand both the process, as shown in
the tree, and the mathematics of finding expected value. It also makes adding new possible
decisions easy; a new branch for the additional choice can be added. On the other hand, the
addition of branches requires a new set of estimates for each new intervention, and nothing can
be said formally about the potential benefits of an intervention without these estimates; there is
no formal way to eliminate options within the model47 before the estimates are provided.
Any time a part of a decision process involves ordering of choices or portfolio building, the
complexity of the decision tree grows quickly, and therefore may not be practical to evaluate.
This is especially true when the different decisions will impact our knowledge of the system; the
decision of whether or not to conduct a study where the outcome of the study will influence our
assessment of the outcomes of a later decision is hard to evaluate. This means that while decision
47

Extensions and modifications of this class of model like EVPI or Real Options methods can be used in order to
allow some of these meta-questions to be answered, and these are discussed in the next section.
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trees are useful for making decisions, they are not typically used to choose the alternatives to
consider.
Decision trees are a standard formulation, but have limited ability to easily and directly
represent many characteristics of decision processes. For example, they cannot be used
conveniently to represent systems where there is an iterated decision process or a game theoretic
situation. For instance, if the probability of a state depends on a choice made in response to other
decisions, the situation is game theoretic, rather than decision theoretic. Similar problems would
violate the Markov assumptions in a Markov decision process, and require a different set of
methods, or are continuous and thus need to be cast as optimization problems instead of discrete
cases.
In their simplest form, decision trees also ignore uncertainty in the estimates of payoffs and
probabilities. Uncertainty quantification for decision trees can be achieved in several ways;
sensitivity analysis is the primary tool used in decision tree models, though more complex
methods such as random forests are available. Additionally, Henrion lays out a model of
Expected Value of Including Uncertainty (EVIU) which can be used in similar ways, to
understand risk aversion and uncertainty using Bayesian techniques. (Henrion, 1982; Morgan
and Henrion, 1990)
Lastly, these systems cannot handle differences in opinions about probabilities easily, nor can
they reflect outcomes that are incommensurable. Other methods have been superimposed on
decision trees to accomplish many of these tasks. For example, exploratory modeling methods
consider outcomes in multiple dimensions and allow for tradeoffs and understanding options
from multiple viewpoints. Similarly, multi-resolution modeling discussed earlier can address
some of the questions about how complete the model must be, by using decision trees as a
higher-level model supported by more complex lower level models. In that case,
phenomenological models could be used to generate the probabilities for the decision tree.
2.7.2 Decision Tree Related Methods
Decision tree analysis directly forms the basis for many other decision theory methods.
These techniques are useful for adding features for iterated decisions, but do not fundamentally
alter the method. They do allow for some additional decision making flexibility, and for certain
classes of practical problems, the methods may be much more powerful and more useful. As
explained in section 1.3, the initial extension to decision trees is continuous uncertainty
distributions. Further extensions and other models allow different representations of the systems.
2.7.3 Iterated (Markov) Processes, Simulation-based Models, and Machine Learning
As a different point of departure from the assumptions of a decision tree, Markov decision
processes are a useful model in many technical decision-theoretic domains. When a decision
process can be modeled as a Markov chain, where the decision can be represented as a choice of
state changes, these allow for a compact representation and solution. (Bellman, 1957) Instead of
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assigning a value to each leaf node, as in a decision tree, we assign it to each state. For each
decision node, the method decides which state to move to next, and using standard Markov chain
methods, it can be solved optimally. This has been extended to partially observable Markov
decision processes (POMDPs) and many similar models.
Markov processes are useful for iterated decisions, since a decision node can be reached
repeatedly. However, especially for evolving processes, the Markov assumption that the overall
state is unchanged make many decision types, including value of information, cumbersome.
Additionally, solving these structures is computationally difficult, and while many techniques
exist, this can limit the usefulness of these models. (In fact, one key solution technique is to build
an equivalent discrete Bayesian network and then use the applicable techniques.)
Markov processes are an example of simulation-based phenomenological model decision
systems. (Another example of this is Bayesian MCMC modeling, discussed below in Section
2.7.4.) The general case uses an arbitrary model of the phenomenon, and the process related to
the decision is simulated or modeled. Based on the simulated results (and the associated
probabilities) a choice is made between options based on this data. A prominent example of this
class of generic models which can be used for simulation are automated machine learning tools.
These build predictive models based on observed data, and can be used to predict outcomes.
These can be used in a generic decision model via simulation, and then selecting the optimal
decision based on the predicted outcomes.
These example model types are typically less representationally clear, for instance because
the states of a Markov chain are not necessarily meaningful, and because machine learning
models in general are hard to interpret. They also require extensive empirical validation, because
the less meaningful structure cannot itself be evaluated for correctness, and it is difficult to
ensure such models are not implicitly ignoring the effect of variance or changes in values which
are not seen in the data used for training. Additionally, it is hard to ensure a representation built
by an automated technique accurately captures causal relationships – which is a general problem
for policy decision making laid out by (Pearl, 2014b). Lastly, it is difficult to make such models,
which separate the forecasting from the decision model, into generative representations. On the
other hand, for decisions that do not involve uncertain causal structure, and where available
information is fixed, these tools are useful for automating decisions, especially if they do not
need to be fully understood by a decisionmaker.
2.7.3.1 Model Parroting

In general, any simulation or model of a system can be used to build a payoff structure to
inform a decision. This is equivalent to building a decision tree with outcomes and probabilities
populated via the results of such a simulation. This general approach is seen in the literature on
“Model Parroting” and “Compression,” with algorithms to “extract highly accurate decision trees
from trained artificial neural networks (or similarly opaque model classes, such as ensembles),
providing comprehensible, symbolic interpretations.” (Settles, 2010) This has been done by
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Craven and Shavlik, who automate the process of building decision trees from neural networks.
(Craven and Shavlik, 1996)
These approaches have similar advantages and disadvantages to decision trees, with a few
additional difficulties. The primary difficulties are that generative and causal representations
need to be reflected in the underlying model, and the number of model runs or simulations may
be formidable. Additionally, although the decision portion of the tree will necessarily reflect the
decision problem, depending on the underlying model, it may be more challenging to make the
structure of the underlying phenomena representationally clear.
2.7.4 Discrete Bayesian Networks
Bayesian networks (BNs) represent systems as probability distributions over the possible
states of the variables in the systems. They do this by using a directed acyclic graph encoding the
conditional dependence relationships between variables, along with the local conditional
distributions for each node. This allows all three of the desiderata outlined in the previous
chapter for a model used for VoI; generativity, causality, and representational clarity. In addition,
BNs have several convenient properties.
We require a clear representation. As explained above, the representation must be both causal
and generative. 48. In contrast, a representation of only the conditional likelihoods of the output
variables, or a model which did not correctly represent causal relationships, would be
insufficient, as explained in section 2.5.2. As will be explained below, BNs can be causal and
representationally clear as well.
2.7.4.1 Compact Representation

In the discrete case, the full list of potential states of a system can be very large, since it is the
combination of the states of each factor. For example, three variables, 𝑎, 𝑏, and 𝑐 each have 5
potential states, so the joint distribution has 125 potential states: 5 ∙ 5 ∙ 5 = 125, which can be
listed out 𝑝(𝑎 = 1, 𝑏 = 1, 𝑐 = 1), 𝑝(𝑎 = 1, 𝑏 = 1, 𝑐 = 2), etc. This is listing the combinatorial
set of possibilities, leading to a representation of all possible states of each node in the graph
conditional on all connected nodes, so that the representation would grow combinatorially with
additional variables.
When relevant variables are conditionally independent, the set of distinct states which must
be individually specified can be reduced by factoring the distribution. For example, if 𝑏 is
conditionally independent of 𝑐 given 𝑎, written 𝑐 ╨ 𝑏 | 𝑎, then the set of states that need to be
listed is slightly smaller. In this case, we can factor and find 𝑝(𝑎, 𝑏, 𝑐) = 𝑝(𝑎|𝑐) ∙ 𝑝(𝑏|𝑐) ∙ 𝑝(𝑐).
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The model does not need to be probabilistic, in which case a representation of the relationship must be defined on
the full domain and range of the inputs and outputs respectively. For example, a relationship based on physical laws
that are known might not include any uncertainty, and it would still be sufficient for VoI. This means it can be used
for VoI alongside an information model which contains uncertainty.
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This factoring means we only need 55 probabilities, instead of 125: 25 values for each of 𝑝(𝑎|𝑐)
and 𝑝(𝑏|𝑐), and 5 values for 𝑝(𝑐).
One way to represent these independence relationships is with a graphical model – in the
case of a BN, an acyclic graph of conditional dependence between variables along with the local
conditional distributions for each variable. An example of the conditional dependence
relationships is shown below in Figure 2.5 The two graphs show possible models of some causes
of steatosis, which is the abnormal deposits of lipids (fat) in cells. The configuration of the nodes
in the graph depends on the conditional probability relationships of the nodes, and so the graphs
on the left and the right must represent different joint distributions. In this case, the graph on the
right says that conditional on steatosis, the level of triglycerides is independent of either Obesity
or History of Alcohol Abuse. For example, once we know a person has steatosis49, the
probability of elevated triglycerides is independent of alcohol abuse and obesity. The graph also
clearly shows this relationship between variables, which is useful for representational clarity.
2.7.4.2 Identifying Conditional independence and Causal Structure

In a BN representation, causal relationships are easy to specify50. This is because when the
causal relationships between factors are known, the conditional dependence relationships in the
directed graph of a BN will mirror them51. 52. By using this fact, BNs can represent a causal
structure where the individual states of the parts of the system are only directly connected to the
states they are conditionally dependent on. Intuitively, if the value of two different outcome
variables depends only on some shared cause, and not on the value of the other variable, neither
outcome causes the other. On the other hand, the shared cause will be correlated with both
outcomes. Showing such causal relationships to be true based on data, however, can be difficult.
For example, the same joint distribution can correspond to more than one causal relationship, so
additional information is needed to distinguish between cases.
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Stated technically, an observation of Steatosis means the other nodes are d-separated.
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This does not mean it is easy to find causes or causal relationships. Correlation does imply causation, but it cannot
tell you what the cause is, nor the direction of causation. If the full causal structure is known, however, the graphical
model which contains those relationships will illustrate them.
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This does not imply the reverse. For example, consider a simple causal chain where A causes B, and B in turn
causes C. A BN with a DAG that mirrors this is a correct representation of the conditional dependence, but so is a
DAG that reverses the direction of the chain – as is a BN that connects A to C directly and omits B entirely.
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It is not necessarily true that the causal relationship is directly between these variables. In the Hepar II example, if
the model on the right omitted Steatosis, the conditional,relationship would correctly show that elevated
triglycerides was caused by obesity and history of alcohol abuse, but omits the intermediate cause. In some cases,
this is not a problem, but it would obviously not be useful if, as in the example, the goal were diagnosing steatosis.
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Figure 2.5 - Modeling Elevated Triglycerides in Hepar II

SOURCE: (Oniśko, 2008)

Because of the non-uniqueness of the directed graph, even when Bayesian Networks
correctly represent the independence relationships, they may not correctly represent causation.
First, conditional dependence relationships do not, by themselves, tell us the direction of
causality. This is a problem when looking only at conditional dependence, but we can sometimes
resolve the ambiguity, for example, by knowing something about the order of occurrence. Here,
any history of alcohol abuse clearly predates the steatosis, so the direction of causality must be
from alcohol abuse to steatosis.
In the case shown, there is a different problem; steatosis causes the retention of triglycerides,
so the graph on the left could not be correct. As mentioned earlier, the conditional probability
relationships in such a graph do not uniquely define the joint distribution, but changing the
direction of only one conditional probability is a new joint distribution, the one shown on the
right. This is a result of a different problem than the one mentioned above. As noted by Oniśko,
the relationships between different variables were mis-identified by an algorithm that attempts to
infer the independence relationships – and here, it could have been corrected using expert
knowledge.
The critical problem seen in this case is that inferring joint probabilities is difficult. To infer
independence relationships, the number of data points needed for accurate conclusions depends
on the number of variables, and it increases very quickly. This means expert input to understand
relationships is frequently absolutely necessary. In the full Hepar II model from which the earlier
example was extracted, there are nine outcomes and more than 70 observed variables. If each is
binary, the full joint distribution has 280 possibilities, so that inferring the structure correctly
based purely on observed data is infeasible. In fact, the dataset used had a mere 505 records, not
covering more than 50% of cases. (Oniśko, Druzdzel and Wasyluk, 2000) In such cases, expert
elicitation of causal structure is feasible, and automatic inference of such structure is not.
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2.7.4.3 Using Bayesian Networks

The encoding of the complete joint distribution as a set of causal relationships can make the
maximization problem and answering related questions much simpler, since it is possible to
explicitly solve the system53.
After paying the buy-in price for understanding them generally, Bayesian Networks are “both
mathematically rigorous and intuitively understandable.” (Ben-Gal, 2007). This can be seen in
the example, where two ways of representing the relationship between several factors related to
liver function are shown. As the directed arrows show, only the second model correctly implies
that treating obesity will lower triglycerides, (a fact which cannot be observed in the dataset
where no such treatment is present.) In the original paper, the left diagram represents the
diagnostic process, in this case incorrectly asserting that the direction of inference matches the
direction of causality, while the model on the right represents the correct causal connection
between factors; the causal structure implied by these graphs differs, but both are
representational and clear.
2.7.4.4 Types of Bayesian Networks (BNs) and Applications

BNs that explicitly represent causal connections between meaningful random variables are
sometimes referred to as Causal BNs (CBNs). Bayesian networks have also been generalized to
incorporate decision nodes and utilities, in which case they can be referred to as Influence
Diagrams, or Bayesian Decision Networks (BDNs)54. BNs are also capable of being generative
models, and can be used for VoI if they incorporate nodes representing the relationship between
inputs and modeled variables, as will be explored55.
Many of the formal methods in statistical decision making are simple to implement when
causal influence networks have been constructed, though constructing them can sometimes be
challenging. While in general, BNs “have primarily been developed as a practical tool for
automated inference and data mining,” where the causal structure of the system is frequently
learned from the data, this can prove treacherous for the unwary56. However, if a BDN is causal
and reflexive, the formal methods to answer SDM questions are already widely understood and
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These solution methods rely on message passing algorithms over the graphical tree structure, as pioneered in
Judea Pearl’s work. (Pearl, 2014a)
54

The terminology is still subject to some degree of dispute; terms such as “influence diagram” “Bayesian Decision
Network” and others are often largely equivalent. Other times, “influence diagrams” show influences among
variables but with no implications about statistics and no requirement to be using Bayesian methods.
55

A Bayesian network is a fully generative model, but it might be incomplete if, for example, the input data is not
represented, and therefore would not be able to be used for VoI.
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A clear example of this is illustrated in Fenton and Neil, Box 7.2, where they explain a paper published in
‘Medical Informatics’ which had a BN model for injuries where the outcome was caused by the diagnostic – clearly
nonsensical. They explain that supervised learning of such structures is a more practical way to find models that do
not make similar mistakes, which occurred in that case due to conditioning on the data. (Fenton and Neil, 2012)
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incorporated into standard BN modeling software, and these methods are relatively
straightforward to use and are appropriate for policy decision making.
A considerable disadvantage of these discrete representations is specifying discretized
relationships between all variables, as it is cumbersome, and some degree of precision is
inevitably lost. There is therefore a tradeoff between the number of states, the difficulty of
creating and discretizing the model, and the computational work required to perform inference.
Large numbers of states may be needed to represent the relationships accurately, especially when
the relationships between individual sets of variables are complex. Some tools already exist to
dynamically discretize such networks and minimize computation time, which can assist
practitioners, but does not eliminate the problem.
2.7.5 Probabilistic Programming and Bayesian Statistical Models
Sometimes, the phenomenon of interest is naturally continuous. One possible approach is to
discretize the variables and likelihoods in order to use a BN. A more general alternative is to use
a set of methods referred to as probabilistic programming57. This term refers to techniques that
allow a modeler to specify a probability distribution over a set of variables58, and tools for
inference based on those definitions. A variety of languages exist for doing this, each of which
contains libraries for inference, including Anglican (Tolpin et al., 2016), Edward (Tran et al., 2016),
and Stan (Gelman, Lee and Guo, 2015). Each of these has distinct advantages and disadvantages,
and embody different paradigms for approaching inference.
For the purposes of VoI, there are several potential issues with the use of probabilistic
programming. First, probabilistic programming methods are not necessarily causal. Specifying a
joint distribution using these methods is therefore insufficient to guarantee the method is valid
for decision making, and care is needed. Second, these models are not always representationally
clear. It is still sometimes possible for the distributions to be displayed in graphical or visual
form similar to the way discrete Bayesian networks are displayed59, but these methods are not as
straightforward, and can be less intuitive. In cases where a clear visualization is not or cannot be
provided, the structure of these models will likely be less clear to policy decision makers.
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I will not attempt to provide a definition of what is included in these methods, as the field continues to evolve
rapidly. The cited programs are a useful example of the types of methods this category includes. It is worth noting,
however, that BNs themselves are typically considered a type of probabilistic programming, albeit one with more
restrictions on models than most alternatives discussed.
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In some cases, all that is needed to specify the distribution is a program that can generate samples from the prior
distribution. More often, some additional structure is needed. For example, Stan requires a function providing both
the log likelihood and the derivatives of the log probability function, which are required in order to use the inference
techniques employed. (This additional requirement is not necessarily burdensome. In Stan, specifying prior and
conditional distributions parametrically allows automatic computation.)
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Some languages, such as BUGS, have BN visualization built in to the tool. When these visualizations are not
available, it is still sometimes possible to visualize the relationships in a similar manner. See for example Figure 4.1:
SEIR Model Structure, Inputs, and Differential Equations Governing the Model in the biosurveillance case study,
which shows prior and conditional relationships as a directed graph.
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In addition to the above caveats relating to how the model is specified and explained, there
are potential issues with how inference is performed. Similar to the difference between decision
trees and continuous optimization, the flexibility allowed by probabilistic programming
languages can allow greater fidelity of representation compared to BNs, but as a result, they
require different tools to perform inference. These tools can sometimes work easily, and a great
deal of work has been invested in making them easy to use, but significant investment in
specifying models to be computationally tractable to allow inference is sometimes still required.
2.7.5.1 Algebraic Solution methods

As discussed earlier, it is possible to use parametric specifications of probability distributions for
representing uncertainties. The set of techniques mentioned in 1.3.3 apply classical decision
theory to find analytic solutions to certain types of parameterized problems given statistical
information of a particular form. This is important to note because some types of problem are
suited to clear parametric analyses and analytic solutions, and for these the analytic solutions are
invaluable, and typically preferable to probabilistic programming60. For many decisions,
however, the parametric distribution assumptions and restrictions on the form of the utility
function which are needed for analytic solutions make these methods insufficient.
2.7.5.2 Inference Methods

Without using Probabilistic programming methods, a set of continuous relationships can
sometimes be reduced to or approximated arbitrarily well by a (potentially very complex)
system of equations. In some of these cases, even those where parametric methods mentioned in
the previous section are intractable, there are extensions of discrete Bayesian network tools that
can be used. However, in most cases there is no complete closed form method of performing
inference, and various heuristic numerical methods are needed instead. These can vary widely,
but I will restrict the discussion to the method used by Stan in the dissertation: Bayesian
statistical inference with MCMC sampling.
Prior to the advent of these probabilistic programming methods, “Common statistical
models… [embodied] many parametric assumptions that… may well be incorrect.” (Pearl, 1999)
Adding to this difficulty, Max Henrion noted, “In sampling problems [with closed form
solutions], there is a clear structure for modeling the reduction in uncertainty from added data,
and often the cost of the sample data. For more general problems, the challenge is often defining
the information gathering process and how you expect it to reduce uncertainty.” (Henrion, 2013)
In order to apply the techniques, there is a need for both a causal distribution for the process
generating the observations, and a distribution for the outcomes. If we wish to use the model for
60

For a fuller overview of the methods as they are applied in such domains, “Introduction to Statistical Decision
Theory” (Pratt, Raiffa, & Schlaifer, 1995) introduces Bayesian statistics and then derives optimal strategies for
specific distributions and loss functions, and shows how similar analyses could be performed for other parametric
cases.
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decision making, as is apparent from Pearl’s explanations, the combined generation and outcome
distributions also must be causal.
Given a set of prior beliefs about the causal relationships and the accompanying joint
distribution, Markov chain Monte Carlo techniques have been developed to converge to an
approximate posterior distribution over the states of the system. The Monte-Carlo simulation that
generates the posterior distribution allows for a compact and tractable way of combining the
structural and causal knowledge about the system with the data.
2.7.5.3 Drawbacks of Bayesian Statistical Modeling Methods

Two issues with Bayesian statistical models of the types used in the dissertation61 are worth
highlighting. These issues are (1) difficulty with representational clarity, and (2) difficulty with
applying the inference to VoI problems. BNs are less problematic on both counts, but the issues
with the statistical tools are not insurmountable.
As mentioned above, a BN uses a directed graph to show the conditional dependence
relationships, which can provide a clear visualization of the causal structure of a decision
problem. Unfortunately, a visual representation is not as simple to produce when using these
Bayesian inference tools. On the other hand, these models can have a similarly clear causal
structure which is implicit in the programming of the relationships between variables. The causal
structure can therefore allow representation of these relationships to understand the system,
similar to a BN’s graph. An example of this is shown in Figure 4.1 in the biosurveillance case
study. Modelers often draw a graphical model to visualize these causal relationships, but
software tools are lacking to connect the diagrams to inference software. Therefore, the diagrams
serve as offline documentation and are hard to keep synchronized with the computational
representation of the model.
The second issue that that Bayesian inference tools provide a posterior distribution that is
difficult to use for VoI. Specifically, the Markov-chain that generates the posterior distribution
can be used to infer the conditional relationships and posterior values of variables, but only via
simulation of the posterior. This simulated posterior is also not amenable to the same VoI
computation methods that are used for BNs. As an alternative, the model can be used to simulate
futures using the inferred posterior distribution, and this can be used to evaluate the outcomes
conditional on any set of decisions or information that are represented. This means these models
can be used for value of information, but instead of direct evaluation they typically rely on
intensive computation for simulation and numerical approximation of the result based on the
generated samples.
Given the flexibility of probabilistic programming methods, especially including Bayesian
statistical models, and given the continued work on the ease of use and flexibility of the methods,
it is worth considering applying them more generally. The drawbacks listed above are important
61

Similar issues apply to many other methods for probabilistic programming as well.
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barriers, but the tools allow extending the techniques which were introduced in Section 1.3 to
additional cases, as I will explore in the case studies. Because these tools are powerful, given
suitable cautions they are potentially worthwhile to consider for VoI analyses.

2.8 Stage Setting with an Illustrative Case of Terrorist Threat Decisions
In order to understand how decision analysis can be used for various types of decisions,
consider an example of a straightforward value-of-information problem. For the example, we
will anticipate the discussion for Threat Fusion introduced in the next chapter, where I will show
how the example requires a more complex model, and provide an approach for building one.
Because it is anticipating a fuller discussion, several parts of the analysis will be stipulated for
now, and explored in more detail in the next chapter.
In any decision making process we formulate the problem, select criteria and metrics, choose
a model, generate options, and then evaluate them. In this example, we consider a hypothetical,
notional data source, which can be used to create a simple decision tree for a VoI analysis. This
is both an illustration of the basic principles, and a way to illustrate some of the fundamental
problems faced by information fusion for threats.
2.8.1 Illustrative Decision Process
The problem can first be formulated as reducing the overall threat from terrorism. The scope
of this decision process is to identify threats and reduce the threat of terrorism by preventing
attacks. This is somewhat vague, but as suggested in the previous chapter, the formulation may
be usefully revisited once further parts of the process have been considered.
The primary criteria will be maximizing the prevention, interception, and failure rates of
attacks, as well as a consideration of cost-effectiveness of doing so, and minimizing the impacts
of this process on the general population. An attack is either never considered or abandoned
before it could be intercepted, intercepted before it can be carried out, or is carried out, either
successfully or unsuccessfully. The clear majority of people never consider violent extremism,
while a small minority considers it, and even fewer attempt attacks. Identification of threats
allows us to investigate or intercept a potential attack only in cases where one is most likely to
occur.
To translate the criteria into metrics for this example, I will use the framework of true and
false positives and negatives. In the model, the decisionmaker can identify someone as a terrorist
threat, a “positive” result, or identify them as not a threat, a “negative” result. In either case, the
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identification may be correct, a “true” result, or incorrect, a “false” result. This allows positing
monetary values for each outcome for the decision tree62.
In qualitative terms, the decisionmakers are hoping to find attackers before they can carry out
an attack. These true positives have the benefit of showing effectiveness and reassuring the
public. True negatives are also valuable, if only because it frees resources for monitoring other
potential threats. A false positive, accusing someone who is in fact innocent, is costly in terms of
civil liberties, public trust, and potentially lawsuits. However, this is not nearly as expensive as a
false negative, not detecting and preventing an attack. To translate this to notional values, I will
posit $1m for a true positive, $1 for a true negative, -$100k for a false positive, and -$500m for a
false negative, assuming an attack which causes a $500 million dollars in damage63. We can
build a simple decision tree given these values and prior probabilities about likelihood from
domain knowledge and historical data. Combining these, we then find the expected value of
flagging someone as a terrorist, or not.
By simplifying in these ways, a decision tree model can be used to calculate the expected
dollar losses, and can represent the alternatives discussed below. The inputs into the decision tree
are the utilities in dollars for the outcomes and the probabilities assigned to the outcomes
conditional on each of the alternatives considered.
The model is suitable for decisions only in the case where several assumptions hold. First,
this formulation implicitly assumes knowledge of the causal connection between the threat, the
sources, and the alternatives. If the alternatives could modify the probabilities of different
outcomes, this assumption would fail. For example, if one of the alternatives involves an
investigation that could dissuade the would-be terrorist, or could precipitate action, the altered
probabilities are exogenous inputs for endogenous behavior, and need to be accounted for in the
model. Additionally, the model is not generative, and is unable to represent individual variation
or uncertainty easily, since that would require assigning probabilities that vary, or that differ
across the population. In addition, the model again assumes that the decision is a binary one –
accuse or exonerate. After these assumptions are made, assuming risk-neutrality, a decision tree
suffices for representing decisions in this example.
2.8.2 Modeling Alternatives
Overall, the decision alternatives we will consider are to intervene or not intervene. We
assume that the intervention (arrest, detainment, or similar) will stop any potential attack by the
individual in question. In addition to that decision, we can choose what information is useful for
assessing the risk.
62

The use of money to represent utility is used here for illustrative purposes, and this choice is neither
straightforward, not obviously acceptable in this case. This will be discussed in both case studies, and partly for
these reasons the terrorism threat case study in Chapter 3 does not use monetary values.
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The lack of representation of the range of outcomes is important, and will be partially addressed in the full model.
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2.8.2.1 No Data

For a first approach, we can look at the entire population, as shown in the below figure. In
the US, the sum of the population and yearly tourists is about 400m, of which we will posit that 2
are active terrorist threats. Given the implied prior probability of 5.0 ∙ 10−9 for a given person in
the US to be a terrorist, given no further information, we have an expected utility of $0.005$99,999.9995 for arresting a random individual on suspicions of terrorism. This is because of the
gain from public confidence when we catch a terrorist, values at $1m. This true positive is rare,
so the expectation is only $0.005. On the other side, we lose almost $100k due to the false
accusation that occurs in almost every case.
Figure 2.6 – Basic Terrorism Detection Decision Tree

If we do not accuse them, we lose $1.50; we have almost always correctly found a true
negative, worth $1, but lose $500m if they are in fact a terrorist, which leads to a net expected
loss of $1.50. Since -$1.50 is significantly greater than -$99,999.9945, as we would expect, we
would certainly not arrest a random individual for being a terrorist without any evidence.
2.8.2.2 Simple Test

Now, imagine we have a “test” (or data source) that costs $1 to apply to a random individual
that provides data on whether the person is a terrorist. Is such a test worthwhile to apply to an
otherwise unknown individual or to everyone in the population? First, our utility from doing
nothing is a loss of $1.50; our utility from making a decision based on applying the test must
exceed that to be worthwhile. If the test has sensitivity (true positive rate) of se, and specificity
(true negative rate) of sp, we calculate the probability that it returns a positive signal as 𝑠𝑒 ∙ 5.0 ∙
10−9 + (1 − sp) ∙ (1 − 5.0 ∙ 10−9 ). If we assume both rates are 99%, we have effectively a 1%
rate of positive signals, almost all of whom are not terrorists. If we receive such a positive signal,
we are still worse off accusing them, but by a slightly smaller margin– it is still a bad idea to
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accuse someone solely based on this test64. Since the test does not change our decision, it does
not change expected value – so paying for the test makes no sense. For us to have a test that we
would act on, we would need an even higher sensitivity or specificity – or a different prior.
Figure 2.7 – Value of Information for Testing Full Population

2.8.2.3 Persons of Interest

If we have a sub-population of interest, such as people already flagged in a database, and can
still apply this test, the situation changes completely65. If the base rate for a terrorist act by a
member of this population is 5.0 ∙ 10−6 , then given 200,000 people in the database, we expect
one, on average, to commit a terrorist act. This change makes the same test we rejected before
64

The math is illustrated in the diagram. Working through the process explicitly, by Bayes rule
𝑝(𝑠𝑖𝑔𝑛𝑎𝑙|𝑒𝑣𝑒𝑛𝑡)∙∗𝑝(𝑡𝑒𝑟𝑟𝑜𝑟𝑖𝑠𝑡)
𝑝(𝑡𝑒𝑟𝑟𝑜𝑟𝑖𝑠𝑡 |𝑠𝑖𝑔𝑛𝑎𝑙) =
. In this case 0.99 ∙ 5.0 ∙ 10−9 / (0.99 ∙ 5.0 ∙ 10−9 + 0.01 ∗
𝑝(𝑠𝑖𝑔𝑛𝑎𝑙)

(1.0 − 5.0 ∙ 10−9 )) = 4.949998 ∙ 10−7 . The complement is 𝑝(𝑛𝑜𝑡 𝑡𝑒𝑟𝑟𝑜𝑟𝑖𝑠𝑡|𝑠𝑖𝑔𝑛𝑎𝑙) ≈ 0.9999995. Doing the
same for not receiving a signal, we find 𝑝(𝑡𝑒𝑟𝑟𝑜𝑟𝑖𝑠𝑡| 𝑛𝑜 𝑠𝑖𝑔𝑛𝑎𝑙) ≈ 5.05 ∙ 10−11 . As we can see in the decision
tree, the test does slightly change the expected value of doing nothing, making it a worse decision than it was before,
but we still prefer not to accuse people - and simply assuming people are not terrorists, without a test, is therefore
just as good.
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Complicating this in practice, the flagging of persons of interest is itself the product of some test, whether implicit
or explicit. In principle, this means that we ought to represent possible correlations between that test and what we
are now observing. Here I assume no such correlation.

58

useful. To see this, we reproduce the above analysis with the changed baseline. As can be seen in
the diagram, it is now worthwhile to accuse someone if the signal is positive. This is true in part
because the expected value of doing something has changed, but in larger part because the
probability of failing to detect a terrorist is much higher, given the increased risk. The No SignalDo Nothing case is now much worse than before, since this case is considering those who pose a
higher baseline risk.
Figure 2.8 – Decision Tree for VoI Testing Persons of Interest

2.8.3 Extending the Model
This model is simplified, but can be used to illustrate how to formulate basic SDT questions
introduced in 1.3.3. In the last case, we implicitly assumed that our test is just as accurate in
finding terrorists in a suspicious subgroup as it was in the general population. It is likely that the
suspicious subgroup is in fact more likely to have the characteristics found by this test; the
reason they were flagged is probably correlated with the indicators used by the test. To formulate
the question to account for this, we need to consider the joint probability of being under
suspicion already and having a false positive or true negative occur, which is an MVoI question.
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2.8.3.1 Multiple Tests

So far, we have only considered a single binary test. If we instead consider more than one
such test, we can use VoI for Optimal Stopping (VoI-OS) in addition to MVoI to select which
tests we want to use. For this, the decision tree gets much more complex, and the associated
probabilities are much harder to assign. For two tests, we now have the decision to use test 1, test
2, or neither. The first two cases are identical to our earlier model, and the third only requires
combining them by replicating the test branch to have two options. There is, however, an
additional pair of branches that will require an MVoI model, because the results of one test may
indicate that the other test will be useful. We therefore need a branch both for applying test 2
given test 1 was performed, and vice-versa. In addition, the probabilities of false positives in the
two tests are potentially correlated, and each possibility must be evaluated. Because we do not
have a causal generative model for the data sources, this difficulty increases rapidly with more
potential data sources. (This challenge will be addressed by the causal model proposed in the
next chapter.)
2.8.3.2 Developing New Tests

We can also ask a different type of hypothetical question; now that we have a suspicion that
the posited test could be useful in certain cases, should we develop such a test? This question is
the VoIS question discussed earlier, as applied here. To answer this question, we need to specify
not only the decision tree above, but also the question of how often and to which populations the
test will be applied, what it costs both to develop and to apply, and other factors. As the next
chapter will explore, this is potentially a common question, even though it is more difficult to
model, since the test sensitivity and specificity is unclear until developed, and there are a wider
range of possible actions. The decision tree and the associated probabilities are all less obvious,
and will require specification.
2.8.3.3 How to Extend the Model

Because of the challenges outlined, the decision tree outlined is insufficient. Modeling the
system requires understanding the specific data and the way in which we estimate threat, and
how these are interrelated. Each of the source estimates is a test in the sense discussed in 2.8.1,
although with complex correlations and relationships. The challenges of representing these
relationships require extending the decision tree model. A generative model of the relationships
should allow us to consider different data types and sources that inform our estimate of possible
terrorist activity, with different costs, and thus allow us to understand the relationships more
clearly. In addition, we need to better understand the relationship between these data sources,
individuals, assessed threat, and the way the outcomes are translated to a utility function - even if
simplified like the one described above. By doing so, the following chapter will explain how the
more complete model can allow us to consider the SDT approaches introduced in introduced in
Section 1.3, including MVoI, optimal sampling and VoIS.
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2.9 Model Review Conclusion
Based on this review of model types, if computational models are used, discrete Bayesian
networks and Monte Carlo methods are the methods that seem most suited to value of
information decision analysis in complex systems. Because of this, each will be explored in a
case study in the coming chapters, and then compared based on both these examples and other
applications.
As the examples here illustrate, models that can be used for value of information can guide
parts of the decision process that are otherwise performed heuristically, informally, or are
neglected. There are benefits to this formalization, as well as drawbacks. The benefits include
better understanding of the information gathering decisions, while the drawbacks are largely
related to the complexity of these models, and the difficulty of ensuring the various components
of the model are valid. These will be discussed in detail in the case studies. Another drawback is
that the model is needed much earlier in the decision process than would otherwise occur –
which argues for consideration of whether these methods are appropriate early in the life of a
decision process. The suggested methodology for such consideration is presented in Chapter 5.
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3 Threat Fusion Case Study

This chapter extends the threat fusion model built in the previous work by Davis, Perry,
Hollywood, and Manheim (Henceforth DPHM) to a discrete Bayesian network model which can
be used for VoI analyses. (Davis, 2016) Expanding on the decision tree in the previous chapter, I
present an approach for using this model for Value of Information analysis by assessing notional
data sources related to individual violent extremism.
First, I present background and decision context, noting aspects of the current threatdetection system and types of data used. I then mathematically formulate the decision problem
for a VoIS analysis (evaluating whether an additional source of information is worthwhile). I
discuss each component of the modeling, culminating in an illustration of the model to two
examples: first for fusing threat information, and then for estimating VoI with respect to seeking
additional information. I then outline how to apply the VoIS model using MFrags, an extensible
framework for Bayesian Networks. The chapter concludes with a discussion about limitations of
the analysis, focusing on lessons learned for VoI applications.

3.1 Background
Preventing terrorist strikes on the United States is an issue of public and governmental
concern. The system of law enforcement and intelligence resources devoted to the process of
assessing, monitoring, and mitigating this risk is complex, involving multiple agencies and
various defense strategies. In part, this requires identifying potential threat actors to track them
and take actions to reduce the probability that potential attacks are successful. Because of the
critical nature and expense of this identification, where informational improvements are possible,
they will be valuable.
Specifically, there is a complex process of gathering data from multiple source types and
integrating it into a single assessment66, leading to decisions for threat mitigation. The full
processes by which these actors are nominated and included in the sub-populations to be
investigated or added to the no-fly list are sensitive, but the general outline of the screening and
confirmation process for identification of threats is well understood (See Figure 3.1.2) (U.S.
Department of Justice, 2007a). Because of the expense of this process, and the devastating
consequences when it fails, understanding the value of different information sources and
prioritizing them accordingly is potentially valuable both to find ways to more accurately reduce
risks, and to reduce costs in doing so.
66

This is implicitly a high-level data fusion process, but is not necessarily regarded or implemented that way in
practice.
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3.1.1 Current Intelligence Process
While the details of the US intelligence systems are beyond the scope of this discussion, the
process for intelligence gathering and threat assessment is complex and iterative. Discussions of
intelligence gathering, like those by Clark, illustrated in Figure 3.1.1, make a clear split between
different parts of the task – even if the process is less formal than the figure implies. The process
is also intimately tied to many parts of the work of a complex intelligence community, which has
a remit well beyond terrorism screening. Because of this complexity and scope, the discussion of
the process here will necessarily be greatly simplified. To consider the evaluation of VoI, it
focuses on the so-called “Front-End,” which specifies the data needed and what sources should
be used. Despite this, fusion of the data sources is a proxy for processing, and this model
necessarily also relies on representations of the data collection process. The decision model also
must represent exploitation of the information, and this also greatly simplified.
Figure 3.1.1 – The Intelligence Gathering Process

SOURCE: (Clark, 2013) Figure 3

To evaluate the value of the information, the analysis also represents the costs of collecting
the data, processing the data, and the value of the data for later decisions.
3.1.2 Systems in Use for Extremist Threat Evaluation
Several programs in the United States were created to track and mitigate threats from violent
extremists. The program databases now contain a massive amount of information, and the lack of
large scale domestic attacks is touted as a major success of the programs. The absence of largescale attacks has reduced concern about the threat, especially by those who doubt that much risk
reduction comes from these programs. At the same time, public concern about the programs
leads to questions about whether they are overly inclusive and wasteful. Still, ignoring the
problem of what information should be collected is unacceptable; as Martin Libicki argued in
2004, “to connect the dots you must first collect the dots.”(Libicki, 2004) While these systems
are valuable, they may already have been expanded far beyond the extent that is useful for threat
assessment. Unfortunately, evaluating the value of further data gathering is a difficult VoI
problem.
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The agencies involved in data collection include local and state police, domestic agencies
such as the FBI, multiagency groups like the Joint Terrorist Task Force (JTTF), federal agencies
with international scope such as the CIA and military intelligence, and liaison reporting from
international partners. These agencies and groups can provide information about a potential
threat, and can potentially nominate individuals for inclusion into the various databases.
The most inclusive of these threat tracking systems is the Terrorist Identities Datamart
Environment (TIDE), which is a “central and shared knowledge bank of known and suspected
international terrorists (or KSTs), their contacts, and their support networks”.(Olsen, 2014) This
is a database which includes both classified and unclassified data, and it is used to track potential
threats at an early stage. As of 2017, it contains records on 1.6 million people, (National
Counterterrorism Center, 2017) many of whom will never enter the United States, and even
fewer of whom will actively attempt an attack. Data on non-citizens is maintained by the
National Counterterrorism Center (NCTC), and data on citizens is maintained by the FBI.
The FBI’s Terrorist Screening Center (TSC) maintains a more limited Terrorist Screening
Database (TSDB), which contains “terrorist identification information that is made available to
federal, state, local, territorial, and tribal law enforcement agencies and some foreign
governments.”(Lonergan, 2016) According to the FBI, in 2008 the TSDB contained information
about 400,000 individuals, with a total of more than 1 million records. (Kopel, 2008) It is
created, in part, from the TIDE mentioned above. According to a congressional statement by
Senator Dianne Feinstein, (US Congress, 2016) as of Jun 17, 2016, eight years after the earlier
estimate, there were still approximately 1 million records in the TSDB. From this database, two
smaller lists, the No-Fly list, and the Selectee list, are generated, containing 81,000 and 28,000
records, respectively.
The filtering of these lists is managed by the FBI, as shown in Figure 3.1.2, on the basis of its
own and other agencies’ data. This process involves many stakeholders, data source types, and
diverse processes. In addition to providing many different types of information for later data
fusion, the various organizations engage in both formal and informal coordination.
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Figure 3.1.2 - Terrorist Watchlist Dataflow Diagram

SOURCE: (U.S. Department of Justice - Office of the Inspector General - Audit Division, 2007b)

3.1.3 Intelligence Sources
The standard typology for intelligence67 is based on categories that reflect the organizational
structure of information collection, and historical silos that existed. This typology relates more to
the organizational source and origin of the data than its impact on decisions, and therefore cannot
be used to characterize the sources for our intended application. Despite this, it is useful as a
framework to conceptually situate the data sources we model.
Table 3.1 - Intelligence Source Classification (below) defines the general types of
intelligence at the top level. For each, it lists some questions for threat intelligence that this
source type can potentially address. For each type, the listed question types explain how
intelligence analysts might use this in assessing the level of threat posed by an actor. They also
inform our later construction of the model, although not all relevant factors are captured here,
and the model uses the specific source types, instead of the generic intelligence types outlined
here.
The sources both produce intelligence, and impose costs. The costs are both direct costs, and
potentially unnecessary infringement of the suspect’s civil rights68. In fact, even when a source is
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This framework is widely used for outlining potential data types and sources in a variety of intelligence contexts.
For example, the FBI and CIA use a version of this structure(Clark, 2013; Intelligence, 1997)
68

This cost is only known in retrospect, and we argue only applies if the actor is in fact a threat, since the civil
liberties of the suspect are presumably forfeit if they are planning such an attack. When incorrect, despite the
potential justifiability of the decision, there are important costs that we should recognize in the post-hoc case that the
investigation was misguided.)
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not used, there are broader costs of the infringement of civil liberties necessary for many types of
pervasive surveillance.
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Table 3.1 - Intelligence Source Classification

Class

Data Types

GeoInt

Geographic location data

Current location,
Co-location with other threat actors and groups

Travel history

Suspicious travel
Evasive or deceptive patterns

SigInt

Information

Intercepted communications Specific threat information
Capacity for threat
Communication metadata

Relationships with threat actors and groups
Location data
Atypical or suspicious usage69

FinInt

Transactions or balances

Ability to fund attacks
Existence or sources of (unexplained) wealth
Payments from suspicious sources
Purchase of weapons, materials
Indications of surreptitious activity

HumInt

Observed behavior

Concrete actions taken
Connections to individuals and groups of concern
(which may also be sourced via SigInt)
Behaviors relating to factors increasing propensity for
terrorism (See discussion of PFT model here and in
Davis, et al. 2013 on Behavioral Indicators)

Inside sources

Group affiliation
Ongoing activities

Background information

National origin, religious affiliation, gender as relevant
to threat70
Base rate distributions of threat for people of the given
type

Threat status

Current likelihood of a threat (group specific, cause
specific, or personal)
Known but unidentified threat actors

Other
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This might be frequently switching phones, calling anonymous drops or payphones, or using non-standard or
suspicious cryptographic methods
70

This analysis in particular raises civil liberty concerns related to discrimination. More generally, any
misclassification, whether discriminatory or not, are unnecessary restriction of civil liberties, which is a critical
concern; both will be discussed later.
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3.1.4 Decision process and model
As discussed in Chapter 2, decision analyses require a model, alternatives, and a metric to
allow choosing between them, while VoI analyses additionally require the model to have several
specific characteristics, including causal estimates. Critically, the metric for choosing between
the outcomes must account for the benefits and costs of the actions taken. In this case, the
decision process presented focuses on a simplified early stage of the decision to characterize a
subject’s threat level. This decision is effectively balancing the costs of missing an actor who is
in fact a terrorist, and the costs of falsely labeling someone as a threat. The early stage of the
decision considered is the choice of whether to further investigate an actor identified in TIDE or
TSDB. This is largely the remit of the FBI, specifically the TSC. The impact of this decision is to
further investigate the threat actor, a process which involves many federal, state, and local
intelligence and law enforcement agencies. The outcomes of this process are some level of
mitigation of threat in the case that the actor was threatening, and otherwise is unproductive
effort by the agencies, and any costs imposed on the misidentified threat actor or society more
generally.
If identification is correct, mitigation leads to a potential reduction in realized attacks, as well
as eventual reduced fear as the efficacy of the system is understood. In addition, the reduction of
risk can reduce need for mitigation at targets, reduce insurance costs, and provide a variety of
other effects, many of which are difficult to quantify. Lastly, there are potential impacts of
classifying someone as a threat, e.g. the enforcement of a no-fly restriction may change behavior
of the actor. In this case, these impacts may need to be reflected in a model of the decision.

3.2 Threat Fusion Model Components

As noted earlier, the principal parts of the model specification are the causal model for threat,
the data relationship model71, and the utility model. This section introduces the model and the
relationship between the components, then applies the combined model to two notional cases to
explain and illustrate the model: first to perform a threat assessment, and then to solve a VoI
decision problem for a single source.
3.2.1 Model Components
The model consists of three primary components, a phenomenological model, a model of
data sources, and a utility model. The first two components are extensions of earlier work that
71

To explain how the data relationship model is generative, this data relationship model is a Bayesian network. This
means the probability distributions which are related to the unknown true values can have their values calculated,
either based on the prior, or based on partial data. This is what allows the model to be used generatively; the
estimates generated allow for VoI analysis, as illustrated in Section 3.3.2.3.
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were adapted to use a discrete Bayesian network. The Propensity For Terrorism (PFT) model,
adapted in DPHM (Davis, 2016) from earlier work by Davis and O’Mahoney, (Davis et al.,
2015) relates underlying characteristics of an actor to the threat they pose. The data source model
for understanding the joint distribution of the estimates and how they relate to the actor is
adapted from DPHM, where it was developed to allow the fusion of disparate classes of threat
estimates based on an underlying causal model. Finally, a notional model for utility is introduced
in this work.
3.2.2 Propensity for Terrorism (PFT) Model
The PFT model considers the likelihood that an actor poses a threat based on inputs from the
social science literature. Succinctly, “threat T posed by an individual is a function of that
individual’s motivation (M), perception of terrorism’s legitimacy (L), capability-opportunity
(CO), and acceptability of costs (A).” (Davis et al., 2015) Each of these factors is its own
complex construct, as shown in Figure 3.2.1, which relate to many specific lower level aspects of
the actor’s beliefs, behavior, and character. Critically, this model represents causal effects, since
it represents relationships which lead the actor to pose a threat, not those that simply correlate
with threat.
Despite the depth and complex relationships between the underlying factors, they are
constructed to attempt to minimize the structural dependence among the factors where identical
features are inputs into multiple factors72. This is done by isolating the various lower-level
influences and assigning their influence to the first factor which appears, starting with M, then L,
CO, and finally A73. This ensures that low-level factors in the complex constructs (which can be
relevant to multiple higher level factors) are included in only one factor. This is intended to
minimize the dependence between the factors within a single report74 - although ensuring that the
reports input into the system respect these definitions may be difficult.

72

The issues with correlations are discussed in DPHM on page 19.

73

This is discussed more extensively in DPHM, Appendix B, page 119.

74

Left unresolved in DPHM on pg. 50 was the question of how to deal with “Double Counting and Other
Correlations” between multiple reports. See section 3.2.4.6 for a discussion on justifying the possibility of
independence of multiple reports, and how it would be achieved.
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Figure 3.2.1 - Truncated Factor Tree for PFT Model

SOURCE: (Davis et al., 2015)
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Following DPHM, uncertainty about the factor values is represented as a probability
distribution over potential assessed values on a 0 to 10 scale, and the unknown true values are
assigned a probability distribution over the same scale. (In the case of threat, this scale replaces
the binary outcome of successful attack or successful capture that was used in the decision tree in
the previous chapter.) The central component of this model is the relationship between the
provided factor-level estimates and the overall threat. As explored at great length in earlier work,
the resulting functional form of the relationship between these factors is uncertain, (Davis, 2013;
Davis, 2009b; Davis, 2009a) and better understanding what form is most accurate would require
work suggested in DPHM and discussed here involving consideration of actual cases and
datasets.
While the overall relationship between the variables rests on social science research, the
exact functional forms are unclear, and the approach used in that work was to consider a variety
of methods and parameterizations to consider different possible estimates, thereby partially
accounting for this uncertainty. In the current analysis, a more limited set is used, and Threshold
Linear Weighted Sums (TLWS) and Primary Factors (PF) methods were chosen from the earlier
report to capture the way multiple models would be presented75.
As the name implies, TLWS computes threat as a linear weighted sum of the four inputs,
with a threshold applied to each. The threshold corresponds to the fact that at low levels of, say,
motivation, it is effectively nonexistent as a factor contributing to threat. Algebraically, the
threshold can be expressed as a Heaviside step function applied to the initial factor values, so
that the probability mass below the threshold is now 0, as shown in the equation below and the
remaining probability distribution is renormalized.
Eqn 3.1: Heaviside Renormalization for TLWS

𝐹𝑎𝑐𝑡𝑜𝑟𝑖 = 𝐼𝑛𝑖𝑡𝑖𝑎𝑙 𝐹𝑎𝑐𝑡𝑜𝑟𝑖 ∙ 𝐻(𝐼𝑛𝑖𝑡𝑖𝑎𝑙 𝐹𝑎𝑐𝑡𝑜𝑟𝑖 − 𝑇ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑)
The weights are applied to each factor, and the sum of these is the overall threat. For the
applications here I follow DPHM in using equal weightings with a threshold of 4.
Eqn. 3.2: TLWS Threat

Threat =

∑

𝑊𝑒𝑖𝑔ℎ𝑡𝑖 ∙ (𝐹𝑎𝑐𝑡𝑜𝑟𝑖 | 𝐹𝑎𝑐𝑡𝑜𝑟𝑖 > 4)

𝑖 𝜖 𝐹𝑎𝑐𝑡𝑜𝑟𝑠

The second method, PF, models threat as based on whichever inputs are the most significant;
a person with high perceived legitimacy and acceptability of risk, but low motivation and
capability, would be judged based on the first two factors. Mathematically, threat is a
combination of whichever factor is highest, with up to a single threat-level (2 units on the scale,)
if a second factor is as high as the first. This is done using 𝜏 = 2 in the equation. Algebraically,
the square of the ratio between the largest two factors is used to represent the fraction of 𝜏 which
75

For this analysis, I selected only two functional forms, with only a single parameterization each, from the suite
developed in that work. Extending this to additional parameterizations and other models is straightforward, but each
one multiplies the number of outcome nodes. This presents little problem computationally, but would make
diagrams and explanations unnecessarily complex for our purposes in illustrating VoI.
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should apply. This is very small if the two values are not close, hence the name “Primary
Factor”.
Eqn 3.3: PF Threat

𝑆𝑒𝑐𝑜𝑛𝑑𝑎𝑟𝑦 𝐹𝑎𝑐𝑡𝑜𝑟 2
𝑇ℎ𝑟𝑒𝑎𝑡 = 𝑃𝑟𝑖𝑚𝑎𝑟𝑦 𝐹𝑎𝑐𝑡𝑜𝑟 + (
) ∙𝜏
𝑃𝑟𝑖𝑚𝑎𝑟𝑦 𝐹𝑎𝑐𝑡𝑜𝑟
This model is based on the intuition that if any of the four factors is high, the individual can
be a significant threat. For example, a person who is motivated, but lacks a view that attacks are
legitimate, or lacks capability to act, may have their view of legitimacy changed, and can become
more capable of attacking given their motivation. Alternatively, a person who is capable of
inflicting harm, but has low levels of motivation to attack, is a threat worth observing because
their opinions can change, or the assessments can be mistaken.
The two models take in a sense opposite approaches, where we expect that the first can easily
understate threat, and the second can overstate the threat. This means that they are useful as
bounds on a reasonable estimation of threat – but neither is likely to be correct. The model
uncertainty is therefore much larger than the uncertainties that are represented explicitly in the
models shown, which is important when applying the model. Even more critically, any
uncertainty in the relationship between information and outcomes is multiplied in the computed
uncertainty in a VoI analysis, as will be illustrated.
3.2.3 Heterogeneous Information Fusion Model in General
The information fusion approach laid out in DPHM is specifically applied to threat data as
estimated by PFT, which matches the application here. Despite specificity, the approach is
illustrating a much more general method for fusing estimates of inputs and outputs to a causal
model. Because the conceptual method is important for both case studies and for other VoI
analyses, this section digresses to present fusion in that more general form which is useful for
other similar analyses. (Readers interested primarily in the application to threat estimation can
skip this section.)
3.2.3.1 Heterogeneous Fusion in General

The general problem of heterogeneous fusion is that ambiguous and potentially misleading
estimates of different types, with different levels of reliability, must be combined to inform
decisions about the eventual quantity of interest. The relationships between these estimates are
complex, and high-dimensional correlations are particularly hard to estimate. When the
information sources provide estimates that are conditional (in the statistical sense) only on the
true value of the estimated quantities, they can be used in concert to estimate it.
This does not eliminate the problems of uncertainty, nor does it allow consideration of
deception on the part of a source, but allows them to be treated one at a time. By considering
different structures for the relationships, the fusion methods in DPHM, including PF and TLWS
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used here, as well as Maximum Entropy, can be used as a powerful tool to explore the potential
relationships both for fusion (estimating a value given different approximations) and
combination (using multiple inputs to find the overall output values). In addition to the
explorations that are performed in that work, these methods can be even more useful for fusion
when the causal model is well understood.
For example, given various estimates for the fish population in a pond at different periods of
time, it is possible to fuse these estimates. This could be done using various fusion methods
explored in DPHM, such as fusing the population model outputs via weighted linear sums
(perhaps weighting later estimates more heavily,) or using a maximum-entropy estimate.
Moreover, if implemented in a causal Bayesian framework, data can be used to estimate the
relative reliability of the data sources; a source which consistently overestimates the fish
population can be identified as an outlier, even if the estimate occurs as of a different time than
the more reliable estimates. Further, in a case like threat fusion where the underlying model is
uncertain, it can be used to estimate the probability that each of those relationships are correct,
via Bayesian model selection. These additional applications, however, depend on understanding
the relationship between the source and the target, and ensuring that the source model is causal.
3.2.3.2 Causal Relationship of Source and Target

A data source is useful when the evidence it provides correlates in some way with the
underlying value of interest; the underlying cause of that correlation is the relationship between
the threat and the observations of the threat. The basic relationship between information and the
underlying threat state it represents is referred to as the likelihood, denoted P(E|V), the
probability of the evidence given the true (unobserved) value76. The likelihood can be combined
with the prior distribution to calculate the posterior probability of the true value given the
evidence, using Bayes’ Rule. As noted, this correlation is not a causal effect on that underlying
value. Instead, the underlying state, along with potentially other factors, should be understood to
cause the observation – so these factors must be understood in the model77.
For a given source, the factors that impact the estimate might include some features of the
underlying phenomenon, while others might be features of the prediction itself, or features of the
source78. Distinguishing between these is critical when considering how to change the system.
76

The likelihood does not contain any information about causal structure, and this difference should be noted. It is
also not limited to typically Bayesian analyses, as long as the resulting estimates are causal and real-valued. For
example, there are Bayesian likelihood functions which correspond to Dempster-Schafer fusion, where the
conflicting and unknown probability mass is redistributed.
77

This introduces additional inputs, but these inputs are actually constraints in the model; the values for each source
are shared across multiple reports, and these are related to the values for the source type, instead of being a single
independent estimate for each report.
78

This is true given either a subjective and objective view of Bayesian probability, though there are disagreements
about the philosophical reasons and justifications. E.T. Jaynes, a self-styled “subjective-objective Bayesian,” refers
to the mistake of ignoring these factors as the "Mind Projection Fallacy," where people assume a (subjective)
estimate is a property of the source, instead of a joint property of the estimator and the source. (Jaynes, 1989) The
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3.2.3.3 Notional Example: Guessing Weights

For example, we consider a person’s estimate of another’s weight by visual inspection, with a
causal diagram shown in Figure 3.2.2. Here, we represent the joint distribution of several
different types of factors. The subject’s perceived height and fitness are features of the
underlying quantity of interest, weight. The clothes the person is now wearing is a feature of the
subject, not the quantity of interest, although it was perhaps chosen partly based on their weight
and height. Lastly, the general accuracy of the estimator is a feature of the estimator, not the
subject nor the quantity of interest.
Figure 3.2.2 - Causal Diagram of a Weight Guess

We can see in Figure 3.2.2 that the guess is affected by several factors, only some of which
are directly related to the quantity being estimated. The guesser can see the clothing on the
person, their height, and can also evaluate their fitness - how muscular or pudgy they are - but
cannot observe weight directly. They must infer weight from their observations, which are only
indirect evidence of weight.
If the guesser wanted to be more accurate, he might practice guessing by accounting for the
relationship between weight and choice of clothing to improve his accuracy, or refuse to guess
the weight of people wearing baggy clothing. In these cases, the direction of causality is
objective Bayesian view on this topic is similar, albeit with less focus on the subjective estimate, similar to the
explanation here.
For example, the results of a drawing a black or white ball from an urn (with replacement) can be modeled as a
Bernoulli trial with prior probability of black given by a beta(1,1) distribution. Our estimate of the probability of
black is 50%, but this is due to our prior beta distribution, not any knowledge of what is in the urn. The actual ratio
of black and white balls is some fixed but unknown value – the uncertainty doesn’t exist in the urn, it instead exists
in our knowledge, modeled by the beta distribution. If data on a number of balls drawn is gathered and we see 9
black and 4 white, this reduces our uncertainty about the ratio of black and white balls, and we update our estimate
to beta(10,5). The change in our estimate of the probability was due to data generated by the draws; it caused the
data that led to our new estimate. We now believe the probability of a black ball being drawn is 2/3, but this does not
affect the contents of the urn - instead, the contents of the urn affected our estimate. (In this case, we have ignored
any uncertainty about the process by which we observed the results of the drawn balls.)
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important. For example, refusing to guess the weight of people in baggy clothing will eliminate
consideration of a subset of people, and changing the distribution of weights being estimated,
while requiring those wearing baggy overcoats to remove them will reduce uncertainty about the
fitness and weight of those individuals, but not affect to distribution of actual weights to be
guessed.
3.2.4 Threat Fusion Data Source Model
The data source model is also an extension of DPHM, (Davis, 2016) where each source
provides probabilistic estimates of the four factors of the PFT model introduced in 3.2.2. The
data source model transforms the information provided by each source which is relevant to the
threat, henceforth “threat data,” into an estimate of the threat from an actor. For the purposes of
value of information, the relationships between the data source characteristics, the underlying
phenomenon, and the evaluation provided which is explained and explored in detail in DPHM is
critical, and using that work we can discuss the extension proposed here79. The earlier work
focused on understanding the inputs, but the causal relationship between the sources and the
potential threat is only implicitly part of threat fusion. To make this relationship explicit, we
adapt the Bayesian model introduced in the earlier work that was used to fuse the estimates to a
network shown in Figure 3.2.3.
In this figure, the blue nodes near the top represent the estimates provided by the source (say,
an intelligence agent) for each factor, and the location of the threat actor (i.e. potential terrorist,)
while the lower yellow nodes represent the factor values that exist for the threat actor. The
source is seeing some information about the true values, and basing the estimate on what is seen,
and other factors that influence the estimate. For example, if the threat actor is evasive,
represented by the “Actor Evasive Behavior” node, he may have successfully tricked the agent
into thinking he is systematically less threatening than is in fact the case, shown by the “Source
Tricked” node. The conditional probabilities for these relationships would be source-specific,
and could be estimated based on expert opinion or derived empirically given historical cases.
In the figure, and the model generally, I follow the decision made in the earlier work to
discretize the evaluations of each of the four input factors, M, L, C-O, A, and the resulting threat
into a probability distribution over 5 levels on a 0-10 scale, namely 1, 3, 5, 7, or 9. These values
are used as center-points of equally sized ranges that estimate the degree or severity of the factor
or threat. This discretization has several advantages for elicitation and computation time, but the
choice primarily reflects a tradeoff between fidelity and clarity. It is a feasible number of levels
to represent and explain, while allowing more nuance and depth than a more typical and simpler
Low, Medium, High 3-tier scale.
79

The relationship between sources was not a primary focus of the earlier work, and the model discussed was not
generative – the evaluations were used as inputs, but there was no discussion of using the factor value to predict the
evaluation. The change in focus does have implications. For example, it is unclear how to use the MEMP method in
a computationally feasible way as a generative model for arbitrary sources.

75

Figure 3.2.3 - Generic Source Estimate Model

To put the relationships in the terms introduced by the weight-guessing example, this source
estimate contains both nodes that are products of the estimate itself, shown in blue, and those that
come from elsewhere in the model, such as the threat factors that are inferred on the basis of
threat data and the overall reliability of the source. To explicate the model further, the remainder
of section 3.2.4 will first discuss the attributes of the data source itself, then the relationship of
threat data to the threat factors, and how the relationship depends on reliability, and finally
introduce how multiple sources are handled.
The final output of the model is threat, which is based on the four-factor input to the PFT
model. These factors are the combined estimates from a set of sources (like those mentioned in
section 3.1.3) of their beliefs about the suspect. Each provides estimates of as many factors as the
reporter feels confident in assessing, or those which are relevant to the data being analyzed in the
case of other data source types. In the case of a human reporter, the assessments are of the high,
expected, and low values that the reporter evaluates the suspect as having, in order to capture
uncertainty of the reporter. These individual assessments may or may not consider the lower
level factors, and may or may not consider the resulting threat80, but the elicited values are
provided in terms of the four independent top-level factors which are used by the PFT model.
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The earlier project also looked at using assessments of threat provided directly by the source, instead of factorspecific assessments. This is possible using this model, but would add significant complexity due to the need to
represent the reversed relationship between threat and the factors.
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Because the meaning and scale of the inputs are closely related to the threat assessment, they
require careful elicitation and interpretation.
For example, we consider part of the example case presented later, in section 3.3.1. There is a
suspect, Harry, whose potential threat level we wish to estimate. A local police officer81 can be
asked for his estimate for the factors input into the PFT model; he is highly trusted, effectively
certain about identification, and well placed to know about Harry. There is, however, no
information about his accuracy or the bias of the officer’s judgments. He is already in place as a
source, and there is a negligible cost to asking for his input. His judgment is that Harry certainly
has minimal motivation, but states Harry has a moderate view of legitimacy of violence, and
moderate capability or opportunity – but the latter two may be much lower or higher. Finally, his
estimate of acceptability of risk is also moderate, and again may be lower or higher than
expected, but in this case, is certainly not extremely high.
As we see in this example, even when the model is applied in a conceptually clear manner,
the assessments remain uncertain. First, because each factor’s value is elicited either from an
observer whose understanding of the intended meaning may be imperfect, or from data whose
relationship with the intended factor is uncertain, the evaluations are inexact. Here, our officer
acknowledges some uncertainty in his estimated characteristics, because he sees only a limited
amount about Harry. Second, the evaluation of the factors is based on evidence which may be
uncertain; even where the officer sees evidence he views as certain, for example, it may be
misattributed. Lastly, the evaluation may be subject to multiple interpretations which cannot be
distinguished between based on available evidence; some evaluations may be sensitive to this
fact, and be reliable in their estimates of uncertainty, while others may not. For example, the fact
that Harry attended a meeting of a local gang is likely an indication that he is heavily involved,
but it is possible he showed up merely to pick up something borrowed by the more involved
members. For these reasons, estimates of the provided factors are probabilistic in nature,82 even
though the true values of the factors are not.
Following DPHM, to represent the random variables, we elicit a triangular distribution. This
distribution requires the elicitation of three values, for each of the high- medium- and lowestimated value for each factor. These are transformed from the inputs into a triangle
distribution, which provides a probability distribution over the 0-10 scale for each PFT input
factor83. In our case, as shown below in Figure 3.2.4, the elicited estimate of Harry’s motivation
81

This is based on Agent A from DPHM.
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This should not be conflated with seeing the factors themselves as random processes. The critical distinction is
whether the values themselves are random, like the outcome of a future coin flip, or whether our knowledge of them
is uncertain, like our knowledge of a coin flip that has already occurred – in this case, it is the knowledge, not the
factor, which is probabilistic. See footnote 66 for a discussion of the basis for treating the factors in this way.
83

This distribution is modified from a typical triangle distribution so that no part of the range is assigned exactly
zero weight, by adding a small constant to the probability of each value, then renormalizing. This ensures that
conflicting estimates are treated reasonably in the Bayesian model. The values are also discretized into a 5-level
discrete distribution for the Bayesian fusion model, which then depends on a likelihood function that needed to be
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is between 0 and 4 on the 0-10 scale, with a peak at 1 – denoted triangular(0,1,4). For legitimacy
and capability-opportunity (not shown), it is triangular(0,5,10), and for acceptability of costs, it is
triangular(0,5,8). Once these elicitations are performed, the random variables are used as inputs
to the fusion function.
Figure 3.2.4 - Officer's elicited probability distributions for Harry

Note: Capability-Opportunity matches Legitimacy, and is omitted.

3.2.4.1 Generic Data Source Attributes

To represent the threat data, we need to consider the relationship of each source producing
the estimate both to the underlying threat actor, and to the factors relevant to the source itself.
These shared factors can be related to the type of source, like the geographic scope, or to the
individual source, like the reliability and accuracy of estimates. Because of this, it is useful to
build the generic class of sources to represent each source, with the features outlined below.

estimated for the combination of each pair of levels. This method is used and will be discussed for this model as
well.
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Table 3.2 – Generic Source Attribute Outline

1. Coverage
a. Coverage of source (Geographic, domain, and estimate-type)
b. Ability to correctly identify the target
c. Fidelity of estimate
2. Information provided by source
a. Location
b. Threat Subject Characteristics
c. Accuracy / Bias, by information type
3. Costs
a. Cost to enable this class of sources
b. Cost to establish / maintain the specific data source
c. Marginal cost of estimates
4. Idiosyncratic factors for this source.

The sources can produce threat data, which is an evaluation of a specific threat. (A source
may be used to evaluate many different threats, e.g. our officer may produce estimates of the
threat from dozens of suspected threats.) The threat data produced by a source is dependent on
the generic source characteristics, the specific source characteristics, and the threat evaluated.
Conceptually, each source is an instantiation of the generic source, so that the characteristics,
such as accuracy, are realizations of the (uncertain) values of the source type. For example, an
undercover source in one geographic region may be more accurate or less accurate than other
similar sources, and the generic source uses random variables which allows representing the
distribution of these values over the specific sources. Sources themselves can have accuracy that
varies between reports as well. Each report from the undercover source itself, however, has an
accuracy that is an (unknown) quantity, not itself a distribution, as discussed in section 3.2.4.5.
3.2.4.2 Actor Information Model

For the threat data to be used, the model represents the relationship of the information to the
actor posing a threat. This allows the evaluation (which is causally dependent on the threat) to be
used to update the estimate of that threat. The components of the model for threat from an actor
are outlined below;
Table 3.3 – Threat Actor Information Model Outline

a. Location (or intended near-term location)
b. Group affiliation (multi-value)
c. Deceptiveness
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d. Threat Subject Characteristics
i. Motivation: financial, identity, duty
ii. Legitimacy: tolerance, cultural beliefs, desire for revenge
iii. Capability - Opportunity: skills, potential attacks, training, access to
targets
iv. Acceptability: countervailing pressures, personal risks, opportunity cost

If the source only covers certain locations or domains, it may not be able to provide any
estimate – other than perhaps an indication that the threat is not in the covered location.
Similarly, if a source’s main competency is financial factors, it may be able to provide estimates
about motivation, capability, and acceptability – but not legitimacy. In that case, the accuracy
and bias, which are characteristics of the specific source as discussed above, may differ for that
type of source.
The final consideration about these estimates is the prior value for the potential threat actor.
In the current model, this is an input provided by experts on the class and location of threat.
Because the prior probability is based on the reference group, details about the threat actor can
cause the prior to differ drastically. For example, a highly-educated Alawite Christian refugee
from Syria versus a recent Muslim convert businessman from Indonesia are both unlikely actors
to pose a high degree of threat, but the prior assumptions about their motivation, perception of
legitimacy, capability, and acceptability could be different.
3.2.4.3 Threat Fusion Example: Updating Estimates

To concretize the above discussion, it is useful to show a posterior estimate of a value using
evidence. To do this, I start with an even more drastic simplification, and then show how
likelihood is used in the calculation.
In the simplest case, a model omits representing location and group affiliation. Given that,
assuming the data sources are perfectly trustworthy oracles with partial information, we can use
the sources to illustrate how the model works. If a source says it is certain that the value of an
input is either 3 or 5, and another says it is either 5 or 7, we would conclude that the value must
be 5. This corresponds to a likelihood function P(E|T) equal to the identity matrix; P(T=i|E=j)=1
iff i=j.
Because sources are likely to be less than perfectly trustworthy, less than perfectly accurate,
or untrustworthy in other ways, Bayesian fusion is appropriate for representing those
uncertainties. The PFT input factors can then be represented by a likelihood that corresponds to
less than perfect quality or accuracy, as explained above. Concretely, we could assess that, when
the true threat from an assessed target is 1, in 70% of cases the source will report that it is 1, in
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In our model, we do not include the underlying components of the PFT model, which have not been specified
quantitatively. Despite this, these lower level features are critical for understanding which data sources are relevant
to each factor, what their accuracy would be, and what biases may exist. This implies that certain sources may
require a more detailed model of these inputs.
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20% of cases will report that it is 3, and in 5%, 3% and 2% of cases will report 5, 7, or 9,
respectively. This row in the discrete likelihood matrix would then be [0.7, 0.2, 0.05, 0.03, 0.02]
instead of [1, 0, 0, 0, 0].
Figure 3.2.5 – Entering the Prior Value in Genie

The updated probability distribution which accounts for the threat data can be calculated with
a Bayesian network representation using software such as GeNie. This is done by representing
the (uncertain) value as one node in which the prior probabilities are assigned, as shown in
Figure 3.2.5, and a second node, representing a potential, as-yet-unreceived statement. The
relationship between the statement and the true value, P(E|V), is input as a likelihood matrix for
this second node85, as shown in Figure 3.2.6. This input represents the specific characteristics of
the data source in question86.
Figure 3.2.6 – Entering the Likelihood in Genie
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The likelihood used here is the “Symmetric, Wide” distribution from DPHM, as given inTable 3.6 - Symmetric,
Narrow likelihood (5x5 Table).
86

As we will discuss below, it implicitly includes reliability, trustworthiness, and accuracy.
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In Figure 3.2.7, left, the two nodes are connected. The node shows the current beliefs – the
prior. Before receiving the actual statement, no information is available about what the source
will say, so in this case the prior in the diagram shows equal probability of any input. (Top Left,
“Statement”)
The forthcoming threat data will be an observation made based on the unknown true value, as
indicated by the direction of the arrow87, while the direction of inference is in the opposite
direction. The left diagram also shows our prior belief before receiving any information from the
source, which is clustered around 5, but with significant probability assigned to all levels.
(Bottom Left, “Value”)
If we receive a report that says the level is equally likely to be 1 or 3, but is not 5, 7, or 9, it
can be input into the model as virtual evidence. Virtual evidence, as the term is used in Bayesian
network analysis, allows the statement to express uncertainty about the true value of the
underlying variable – whereas so-called hard-evidence would be a statement that the source has
decided on only one level88. Inputting this evidence is shown in the Genie dialog “Virtual
Evidence: Statement.” (Below, center). In this case, 50% probability is assigned to each value.

Figure 3.2.7 – Updating an Assessment in GeNie using virtual evidence
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As mentioned in the earlier section on “Relationship of Source and Target,” the inference is based on the
correlation, but the correlation depends on the causal relationship. By convention, arrows in BNs represent the
causal direction, not the direction of inference. This is important because, as will be illustrated later, we can perform
inference in either direction; we can infer the posterior estimate of the value based on a statement, or we can infer
the probability of a given statement given a known value for the statement, which can be available in retrospect.
88

For further discussion of virtual evidence, and how it is implemented, see Bilmes’s work. (Bilmes, 2004).
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Updating the network (via the interface, not shown) will calculate the posterior distribution
for the estimated value. (Above, right.) In the diagram, the posterior distribution for the node
labelled “Statement” reflects the received data (Top Right), while the value shown in the node
labelled “Value” reflects the posterior estimate. Because the source is imperfectly trustworthy,
i.e. less than perfectly correlated with the true value, this posterior estimate has changed to
account for the statement, but does not preclude the true level being above 3. Instead, evidence
has shifted our belief towards lower values being much more likely.
The update performed in the example above uses the likelihood to account for the
relationship between the data and the source report, the statement. This makes the likelihood a
critical input. There are two divergent approaches to finding the likelihoods needed in a Bayesian
Network or other representation of a probability distribution; elicitation, and calibration.
In cases where data is not available, the likelihoods can sometimes be specified via expert
elicitation. Ideally, the structure and the likelihoods are elicited from the same set of experts, so
that they have a clear understanding of the meaning and implications of the likelihoods in the
model. (Uusitalo, 2007; Marcot et al., 2001) Expert elicitation is more challenging when the
experts in the field are not familiar with constructs being used in the model. This application may
also be particularly challenging because the values being elicited are not the threat or the factor
estimates themselves, but rather are the likelihoods for such estimates – and this appears to be a
more difficult task.
In cases where data is available, Bayesian networks can instead be calibrated based on
historical information to learn the likelihoods, or even the model structure and likelihoods
together – although review by experts is still recommended in either case. (Fenton and Neil,
2012) This calibration of the model is a statistical estimation problem, with all the difficulties
that exist for such estimates. Here, calibrations would require a large dataset of predictions and
estimates and true values to be reliable89. Given sufficient data, it is then possible to derive an
empirical calibration. In the simplest case, this can be done by simply counting the number of
cases of each combination though that approach would implicitly assume the reliability was
perfectly captured by past information90.
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If historical data are obtained for calibrating this or similar models, it would be important to ensure that the values
span the range of plausible outcomes, necessitating either a large data set, or a model for deriving the values. If the
data does not include cases spanning both the full range of inputs from each source and the full range of outputs
given each input, a purely historical estimate would incorrectly assume certain possibilities are impossible, instead
of unlikely. This is important because without giving these so-far unobserved possibilities at least some modest
probability, Bayesian updates with new information would still refuse to assign any probability.
90

There is also an implicit assumption that the data sources can be interpreted as the result of a single process. If
this is untrue, the source model would need to account for the more complex process – and the structure of the
Bayesian network would need to account for that fact.
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3.2.4.4 Source Reliability and Credibility

Given the overall approach to the model of data sources, a theoretical model of source
reliability and credibility is needed. By representing reliability and credibility as shared features
of a data source, it is possible to significantly reduce the complexity of estimating the likelihood
of a source from data, and such an approach allows for inclusion of expert assessment as a prior.
The examples use notional values, but calibration to validate the approach is possible.
The approach I use is based on a combination of Twardy et al’s implementation of Schum’s
credibility model (Twardy et al., 2007) and the approach taken in our earlier work. (Davis, 2016)
Twardy et al. use a set of four inputs; competent, truthful, objective, and accurate perception. In
our model of humans providing information about an individual risk, I extend Twardy et al’s
analysis to represent truthfulness as comprised of two components; (1) purposeful deception by
the source due to disloyalty, and (2) successful deception on the part of the observed individual
(which depends partly on the observed individual). Following Davis, this approach combines
accuracy of perception and competence into a single value, which we call salience of the
information. This can be justified by viewing unknowingly inaccurate observations as one type
of incompetence. In terms of our model, both lead to a similar mismatch between the truth and
the observation.
To implement this, the likelihood used for a source, 𝑃(𝐸|𝑉), is adjusted. In the case of a
lower salience source, the salience is the percentage of the evidence that should shift towards the
posterior, and the remainder is effectively null evidence. This can be accomplished by modifying
the likelihood function to be a linear combination of the naïve likelihood, 𝑃𝑁 (𝐸|𝑉), and a
uniform likelihood function. This has the effect of averaging the naïve posterior distribution with
the prior distribution, with the weight for the posterior being the salience. This means salience, s,
is a scalar percentage, and the revised posterior is 𝑃𝑁 (𝑉|𝐸) ∙ 𝑠 + 𝑃(𝑉) ∙ (1 − 𝑠).
The possibility that the agent was tricked is modeled by assuming that the correspondence
between the prior and the evidence is misleading. I have reversed the likelihood ordering,
denoted 𝑃−1 (𝐸|𝑉), to represent the case where the source was fully tricked 91. I assume the
probability of deception is the product of the deceptiveness of the target, 𝑑𝑡 and the probability
𝑑𝑠 of the source being deceived. A perfectly deceptive target (𝑑𝑡 = 1) observed by an
undeceivable source 𝑑𝑠 = 0 would not result in any change, while the same target observed by a
perfectly fallible source 𝑑𝑠 = 1, would have the observation achieve the opposite of what it
should say. The overall likelihood used in a case of (uncertain) purposeful deception is then
modified by using a linear combination of the reversed and original likelihoods, weighted by the
probability of deception.
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This means that we reverse the probability assigned to values 1 and 9, and to 3 and 7. This is admittedly a crude
representation of the deception process, and a calibration exercise would be able to determine how effective or
ineffective it is at capturing the relevant historical features, as we note below. This model does assume
unidirectional deception; we do not assume a source would intentionally attempt to both over and under exaggerate
to deceive observers.
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Figure 3.2.8 – Threat Estimate Given Varying Deception Levels

As shown in Figure 3.2.8, the threat estimate will change to suggest a slightly higher
probability of threat for an otherwise innocuous individual if there is a low probability of
deception, while it can entirely reverse the estimate if deception is considered likely. A deceived
source can be more easily reconciled with sources that conflict with it.
As an example, data collected by a system like mobile phone surveillance that the target is
aware of can be defeated completely by using the surveilled phone only for innocuous activities.
If the system is unable to detect this, the evidence gathered would provide the opposite
impression from the correct one. If this source conflicts with other, more reliable evidence that
points to higher threat, an actor who has carefully deceived this easily-tricked surveillance source
can be flagged as more threatening because of an “all-clear” report. In this way, efforts to
deceive surveillance can itself function as evidence that the actor is malicious. On the other hand,
a system which can perfectly identify the target and cannot be fooled would not be affected by
deceptive behavior – though it will be lower salience if the observations are an imperfect
predictor of the subject.
This leads to an overall expression for the Bayesian posterior which accounts for both
salience and deception:
Eqn 3.4: Bayesian Posterior Accounting for Salience and Deception

𝑃(𝑉|𝐸) = (𝑃𝑁 (𝑉|𝐸) ∙ 𝑠 + 𝑃(𝑉) ∙ (1 − 𝑠)) ∙ (1 − 𝑑𝑡 ) + 𝑃𝑁 −1 (𝑉|𝐸) ∙ 𝑑𝑡
In this expression, we first use the probability from the calculation for salience alone,
(𝑃𝑁 (𝑉|𝐸) ∙ 𝑠 + 𝑃(𝑉) ∙ (1 − 𝑠)), then use that as the non-deceived estimate by weighting by the
non-deceived probability, and add the reversed probability to account for deception. This
combination of approaches allows use of the likelihood to model both the uncertain relationship
between evidence and the truth due to the fidelity of the data source, and allows the model to
represent differing degrees of reliability. Data to validate and calibrate the exact values used in
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the model also allows useful future steps for validating application of the model – and use of the
model in practice would generate data that was useful for further calibration.
This calibration would be needed to find the relevant values from each source, and could be
accomplished with a data set of past evaluations. Because there are only two variables
representing credibility per source, and the values are drawn from a distribution common to that
source type, estimation using a hierarchical model is a tractable approach, even with limited data.
This contrasts with the much more difficult higher dimensional general task of estimating the
likelihood, especially one conditional on the deceptiveness of the target. Here, the assumptions
are simplified, and similar data could also be used to determine whether this 2-dimensional
credibility model is sufficient, or if the model can be made more accurate with a different
parameterization.
3.2.4.5 Multiple Sources

The method outlined so far is appropriate for evidence from a single source. When multiple
sources are considered, the Bayesian update must consider the joint distribution of all data
sources and the actual values. This becomes difficult without some simplifying assumptions –
but we will outline some ways to allow partially justifying such assumptions, and provide several
ideas for how combination might be accomplished.
The earlier approach which describes credibility and reliability is at best difficult when
accounting for a joint distribution involving complex correlations between sources and estimates.
If the evidence is independent conditional on the underlying value, the method only requires
estimating the prior, 𝑃(𝑉), and 𝑃(𝐸𝑖 |𝑉) for each source. If this posited conditional independence
is incorrect, however, more information is needed to construct the joint distribution. This is
difficult; for even a small set of sources, estimating the joint distribution requires estimating
additional more difficult-to-elicit likelihoods. For example, given three possible estimates, we
need to estimate 𝑃(𝐸1 |𝑉), 𝑃(𝐸2 |𝑉, 𝐸1 ), and 𝑃(𝐸𝑖 |𝑉, 𝐸1 , 𝐸2 ) if all three are used, but then also
need to evaluate 𝑃(𝐸2 |𝑉, 𝐸3 ) if the first source is omitted, and 𝑃(𝐸1 |𝑉, 𝐸3 ) if the second source
is omitted, as well as 𝑃(𝐸2 |𝑉) and 𝑃(𝐸3 |𝑉) if those sources are used alone. These 8 probability
distributions (including the prior) would increase combinatorically as more sources are added,
instead of linearly, as was the case for independent estimates.
Assuming independence without taking steps to mitigate any actual sources of dependence
between estimates, however, is at best inadvisable. For example, evidence could be double
counted if we make such an assumption incorrectly. If five estimates were received from field
agents who have all seen nearly completely overlapping data, the true posterior should be close
to the estimate we would find having received only one such report; the additional reports
provide little more than the first alone. If they are incorrectly treated as independent, the estimate
becomes much closer to the reported values – which is implicitly devaluing other evidence and
the prior information, and providing false confidence in the estimate.
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To avoid this, ideally the evidence from each source would be distinct from that seen by
others. If (a) the data seen by each is distinct, (b) they have identical priors, and (c) the structural
relationship is known to have no conditional dependence between the types of data seen, the
estimates may be independent conditional on both the prior and the true state of the world.
Conditionally independent, but not independent, because estimates provided by different sources
about an underlying system will be correlated with the state of the system, and therefore not
independent of each other. If they are not correlated with the state of the system, they are not
useful as estimates!)
Of course, even where conditions (a) and (b) apply, conditional independence is not a
feasible assumption in general. As a secondary possibility, it would be helpful if a sources’
estimates have a known relationship to the estimates from other sources. For empirical data, this
relationship can potentially be derived by analyzing the joint probabilities from historical cases –
again, requiring a large dataset representative of all possible cases. In the case of agents, it is less
obvious that this tractable, but I propose an approach in 3.2.4.6 that may mitigate the problem of
finding the full joint distribution.
3.2.4.6 Fusion in the Ideal Case; Conditional Independence

As explained in 3.2.4.5, the joint distribution of the various reports is important, and it is
significantly easier to model conditionally independent estimates. For this reason, if estimates
can be made to be independent, it would greatly assist data fusion. Further, achieving at least a
larger degree of conditional independence is tractable in some cases. For the case study, using
the model proposed in DPHM, we have assumed the estimates are conditionally independent,
and a method for reducing dependence among sources is therefore potentially important.
Given the state of the system, a set of estimates in a simple system can sometimes be at least
nearly conditionally independent, as we assumed in our model. To the degree that this
assumption is true, it reduces the inaccuracy introduced by the assumption. For example,
estimates of the number of jelly beans in a jar are reflections of the true number – but conditional
on the true value, the estimates given by observers are as likely to be above as below the value;
they are usually conditionally independent. This allows simpler methods used for combining
expert assessments, like averaging the guesses to minimize the expected error. One method for
using the estimates is to ensure independence of all received estimates, perhaps by discarding
those with conditionally dependent information – but in general, again, this is not an acceptable
approach.
3.2.4.6.1

Independence of the Four PFT Factors

The one place where independence may be able to be addressed in the model structure is
dependence between the factors which are elicited. An attempt to address this was made in
DHPM, which mentions that the factors used in the PFT model, M, L, C-O, and A, should be
defined in a way that each is independent conditional on the previous factors and on the state of
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the world, S. That is, we want (1) 𝑀 ⫫ 𝐿 |𝑆, (2) C-O ⫫ 𝐿 | 𝑀, 𝑆 and (3) 𝐴 ⫫ C-O| 𝑀, 𝐿, 𝑆. In
order to do this, the lower-level factors shown in Figure 3.2.1, such as grievances and emotions,
be assigned to a single factor – the leftmost.
The alternative formulation I suggest here is that we would like all four to be conditionally
independent of each other given the state of the world – but that state of the world contains
correlations between factors. This requires that a given estimate of a factor, say M, should
depend only on the true values of M, L, C-O, and A. Defining the factors themselves would
require further elicitation and better formulation, but the approach suggested would follow
DPHM in assigning the lower level factors to only one of the four input factors. The difference is
that the new suggestion would make these assignments based on finding the single most relevant
factor, not the first on the list. While this approach will not guarantee conditional independence,
it seems to mitigate the problem somewhat. Because of this, it seems both a more practical
assumption, and a more viable statistical approach than in our earlier work.
3.2.4.6.2

Considering Evidence from Multiple Reports

Some sources of correlation between agents were identified in DPHM, and discussion of how
to account for correlation was deferred to future research. This section is intended as a slightly
more extensive detailing of two problems, and potential avenues that could be considered for
minimizing the conditional dependence between reports, along with some potential issues and
drawbacks. These would potentially reduce the severity of the error from assuming conditional
independence. This is not a comprehensive list, nor are the suggested approaches comprehensive
ways for dealing with the issues of dependence. This means that even if these methods are used
and the drawbacks to them can be addressed, it will not completely eliminate the error induced
by assuming independence.
First, there is a critical point not highlighted in DPHM about how reports should be
interpreted in light of prior beliefs. This is implicit in the way that likelihoods are specified in the
model, but explicitly addressing it allows us to consider how the problem can be mitigated in the
elicitation. Second, as noted earlier, and mentioned in DPHM, reports that consider overlapping
information will be conditionally dependent.
A source’s prior belief is important in understanding the implications of a report, and
ignoring it can introduce ambiguity. For example, a report that a threat actor’s motivation is
likely to be between 5 and 7 could mean that the evidence received by the source points to either
lower or higher motivation, depending on the agent’s prior belief. An agent who initially
suspected the threat actor to have a motivation of 9 is reporting evidence that the threat was
lower than suspected, while an agent who initially suspected that the actor’s motivation was 3 is
reporting that it is higher than suspected.
One way to mitigate the above problem is to ensure the priors used by the model, and by
each source which is reporting, are consistent. In this way, a report that says motivation is higher
than the prior implies is unambiguously pointing to higher motivation. This can be problematic,
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for instance, if it requires sharing extant non-public evidence with untrusted sources. It can also
be difficult because we may be unsure which threat actors will be encountered or evaluated
before an agent begins their data collection.
Regarding the second point, about overlapping information, we should elicit estimates before
the sources have a chance to compare notes whenever we plan to treat the sources as
independent. Going further, it may be useful to minimize the overlap between the types of
evidence gathered by agents in order to reduce the dependence between estimates.
A drawback to these methods is that they may create other types of reliability issues.
Overlapping estimates may prevent individual mistakes from having as much weight, may allow
easier detection of deliberate deception by a source, and may allow much informal detection and
review when estimates from a specific source are biased. If these concerns are critical, fusion
may more reasonably be performed using other methods. As noted in DHPM, one solution is that
“reports should be packaged,” and the next section presents a potential method for doing this
packaging.
3.2.4.6.3

Using Aumann Agreement Directly

In place of a model for fusion, a consensus is sometimes arrived at via discussion. This can
sometimes be problematic, as when a group prematurely converges toward a salient but
insufficiently justified answer, but at other times it provides a robust way to allow fusion of
disparate data. Unfortunately, many standard and effective consensus methods are poorly suited
to the use of standard techniques, and the challenges discussed in DHPM for heterogeneous
fusion in intelligence make many of these approaches completely unsuitable. Before providing a
theoretical justification for how certain consensus methods can be applied, and what the answer
will and will not tell us, it is useful to explain some of the other consensus methods and their
shortcoming for this work.
One of the most actively developed consensus methods is based on the work of Tetlock and
others, which involve aggregation of expert opinions based on statistical methods. For example,
one recent and highly publicized success using these methods was in a series of IARPAsponsored geopolitical-prediction tournament, where the opinion of “Superforecasters” are
aggregated into a more accurate forecast than the opinions of the individual forecasters92.
(Tetlock and Gardner, 2016) This could be used in the place of the model for threat proposed in
DHPM, especially if the information from other sources is made available to predictors. Despite
this, the method has clear drawbacks. For instance, these methods fare more poorly when faced
with deception, (Buckley and O’Brien, 2017) and do not work as well given segregation of
information that is often necessary in the intelligence community93.(Buckley and O’Brien, 2017)
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The author was a participant both in the tournament as a superforecaster, and in several ongoing prediction
market and forecasting projects which are related.
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These methods may still be useful as a direct prediction method for threat based on reports from trusted agents,
but are inappropriate as a method to fuse reports for VoI modeling. This is both because there is no obvious way to
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Another caveat is that the models used in this work require a defined relationship between
observations and the estimated answers which can be represented in a causal and generative
model. This is not obviously possibly with aggregation methods like the one above. One method
which might be adapted for such a model is adversarial collaboration, which has been used to
consider conflicts in academic work. (Mellers, Hertwig and Kahneman, 2001) However,
adversarial collaboration requires both an assumption of good faith, and use of prediction and
experimentation to reach consensus among participants, which are difficult in the context of
threat fusion.
For the current work, we suggest Aumann agreement as a theoretical model of how
convergence between information sources, as it is consistent with the proposed model for
information fusion. This utilizes the Aumann agreement theorem, which (informally) states that
two rational people who began with a shared prior and have common knowledge of the that fact
can converge to a shared posterior estimate by exchanging information. (Aumann, 1976) Two
caveats should be noted. First, in Aumann agreement the shared conclusion is not necessarily
converging to a correct estimate. For example, if one estimate is systematically biased, it is
possible that that converged estimate will incorporate part of that bias. Second, the discussion by
rational agents via information exchange that Aumann discusses is a poor approximation of
many typical unstructured discussions, and common knowledge is a strong condition to assume.
The approximation may be improved if unstructured discussion is replaced by “discursive
behavioural methods” discussed in Steele et al. (Steele et al., 2008)
Given the above caveats, if we suspect that the evidence may be correlated in the ways
mentioned earlier, or the evidence collection needs to allow overlap, but we can ensure that prior
assessments match, factoring of multiple reports might still be accomplished tractably via
consensus. We would begin by first ensuring each source starts with an identical prior estimate
which incorporates all relevant uncertainties and disagreements94. Based on that agreement, we
can allow agents to come to a joint estimate via discussion in a way that can be modeled as
approximating Aumann agreement. This agreed posterior then would account for the
uncertainties and disagreements in a way that can be used as a single report in a fusion model.
The tractability of this approach in part depends on the procedure for ensuring agreement
beforehand. In the simplest case, however, discussion beforehand can allow agents to find a
shared prior before they begin collecting evidence. Perfect agreement may not be achieved, but
even if the priors are only approximately identical, per Hellman, the method will be close to
correct, with accuracy limited by the differences in the prior. (Hellman, 2013) This means that
even without ensuring prior agreement explicitly, if the agents had access to similar levels of
information beforehand, and we trust that they are reliable estimators of the factors, we might we
model the relationship between inputs and predictions, and because it is incapable of dealing with several issues
discussed in DHPM such as the above-mentioned intentional deception by participants.
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If two people start by disagreeing about some fact, their agreement would be about first, the likelihood that each
is correct, and second, about the still-uncertain outcome given each possibility.
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willing to assumed a bounded difference in their prior estimates. Given shared priors, per
Aaronson, the difficulty of agreement is limited; he shows that a relatively small amount of
information is needed to ensure the convergence of the estimates, and such agreement is possible
using a straightforward protocol even for a large set of agents. (Aaronson, 2005) Despite this
theoretical justification, further work on the efficacy of Aumann agreement and how it
corresponds to structured discussion in practice is warranted before the suggested method of
convincing agents, after discussion, to agree on a new common prior that represents their
combined uncertainty and disagreement can be considered a viable way to avoid problems with
eliciting joint distributions.
3.2.4.6.4

Viability of Methods for Reducing Dependence

Any factoring or combining of reports discussed above critically relies on assuming the agent
reasoning is approximately Bayesian, and well calibrated. Significant effort has been applied to
improving the calibration and accuracy of human agents in the intelligence community, and to
the extent that it is successful, their estimates will agree with proper Bayesian reasoning. (Heuer,
1999) The ability for agents to engage in such reasoning combined with theoretical justifications,
imply potential viability for some of the above methods. Despite this, both theoretical and
applied work is likely to be useful in building better joint-distribution elicitation and fusion
methods in this domain.
3.2.4.7 Specific Data Source Models

Given an approach to combining sources, or reliance on independence, we can create models
of the various sources that can be used. Each source has idiosyncratic features, as well as features
shared by the class. We provide a sketch of some key factors likely to apply to different classes
of these data sources.
Table 3.4 - Data Source Model Outlines by Source Type

1. Experts on ideologies / regions / base rates
a. Not explicitly modeled
b. Used to create priors, not as a data source
c. Potentially high cost, but presumably necessary
2. Informant within an extremist group
a. Only relevant to individuals affiliated with a specific group
b. Loyalty uncertain
c. Potentially high cost to develop
3. Local source / informant about people in an area
a. Ability to get relevant data low
4. Network analyses of affiliation(s) from records
a. Ability to correctly identify target uncertain
b. Somewhat prone to being deceived by technically sophisticated threats
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5.

6.

7.

8.

9.

c. Financial and civil liberties costs high for creating the source
d. Marginal costs for analyses low.
Commercial Datasets
a. Ability to correctly identify target uncertain
b. Low relevance to many key factors
c. Fewer civil liberties concerns; low “creation” cost
d. Potentially high marginal costs for access and analyses
Historical international travel and location data available
a. Ability to correctly identify target uncertain
b. Relevant only to location, affiliation
c. Current collection is incomplete and hard to use
d. Low marginal cost to analyze once available
US entry screening and data
a. Ability to correctly identify target uncertain
b. Prone to being deceived
c. Already collected, low marginal cost to analyze
Financial data / purchase patterns
a. Ability to correctly identify target uncertain
b. Relevant only to opportunity/capability and group affiliation
c. Fewer civil liberties concerns; low “creation” cost
Ally data and estimates
a. Uncertainty dependent on the data type provided and out estimate of its
accuracy

The generic source model seems appropriate across these data types, with modifications such
as removing potential estimates, as we will show. The more difficult task is estimating the
relevant factors in the generic model for the various sources. Building these source models is
straightforward, but estimating the likelihood functions for the sources requires either significant
assumptions about the reliability and accuracy of the source based on domain understanding, or
available data to be used in computational approaches to calibration of the value.
3.2.5 Utility Model
Given the predictive causal model, and the model for the data, we still cannot apply VOI
methods to optimize the process without accounting for value, in the form of utility and costs. In
this case study, a national model with an abstracted notion of both impact and consequence is
used. The notional model is justified, in part, by considering the characteristics and impacts of
using a model that incorporates less abstract features, and showing how this potentially distorts
the ultimate decisions.
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3.2.5.1 Concrete Potential Utility Model

Some evaluation of the total costs and impacts of the decision is necessary for the model. It is
possible to build an explicit, dollar-valued utility function for Homeland Security decisions about
terrorism, as has been done in previous research. (Keeney and von Winterfeldt, 2011) This type
of model can be used in a more complete model of decision making, since it relates concrete
outcomes like dollars spent and lives lost, which is useful for some classes of decisions.
Here, however, there are several concerns created by such a model. First, using elicited
preferences for outcomes would require an explicit model tying the model of propensity for
terrorism to consequences. This means that we would need to estimate not only the threat, as
PFT does, but the actual probability of specific actions by the actor. Second, we would need to
model the impact of specific mitigation decisions, and evaluate the consequences of both the acts
of terrorism, and the interventions considered.
The first of these concerns is practical; we do not have even a notional model that purports to
tie factors about an actor to their eventual specific decisions. The difference between attackers
considering truck bombs, mass shootings, or other forms of attack is not clear, therefore such a
relationship cannot be modeled. Even given such a model, however, we would need to consider
the impacts of decisions, and only part of the impact modeling is tractable.
Damage estimation, and modeling other direct consequences of an attack, is practical.
Commercial models such as the AIR Terrorism Loss Estimation Model (AIR Worldwide
Corporation, 2012), or the RMS Probabilistic Terrorism Model (Risk Management Solutions,
2012)95 can do this for a variety of specific attacks, and the latter includes a probabilistic
estimate like that which would be needed to understand threat from an individual. This is even
extensible to consider indirect economic loss from an attack.
Even given such a relationship, and even assuming accuracy, there is no information about
the likelihood the actor will attempt a particular attack – not to mention understanding the
probability of successfully stopping an attack with any given intervention. This means that we
cannot understand the critical relationship between information sources, outcomes, and
interventions.
We also have limited understanding of the impacts of false positives and the broader
consequences of interventions. That is, even if we could approximate the probability of a threat
actor attempting each of several specific attacks, knew the impact of specific interventions on the
likelihood of their success, and knew the impact of monitoring them on our estimate of those
probabilities, we would need to make a decision about whether to monitor, which involves
additional considerations. For example, given the uncertain probability that a person is interested
in attempting an attack, there is some probability that a non-terrorist is accidentally monitored or
arrested. Estimating the cost of such a false positive or overreaction requires an evaluation
considering many subjective and hard to value consequences; how much is public trust worth?
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This model is not publicly available, but was described in more detail in Willis et al. (Willis, 2007)

93

How valuable is privacy? Ignoring such subjective values, however, illustrates an important
general point; hard-to model aspects of a problem can have pernicious effects when ignored. If
the civil liberty implications are dismissed as extraneous, the modeled marginal costs of incorrect
surveillance would be near zero: deploying universal surveillance is arguably even cheaper than
carefully targeted surveillance. In fact, ignoring any factors that impose costs inside a utility
model have a likely implicit effect of minimizing their value96. Thus, a notional utility model is
potentially preferable, since it can include these otherwise ignored factors approximately, and the
specific values will not be overinterpreted by decisionmakers.
To consider this issue as it applies to other aspects of the problem, a government utility
function used for an analysis should involve an estimate of the full costs of each alternative, even
when the costs and benefits are uncertain or temporally remote, like the blowback effects of our
actions97, the value of feelings of safety that will result from the elimination of a threat versus the
increased unease caused by noticing the threat had existed previously, and the previously
mentioned value of civil liberties and the cost of violating them. These components of utility are
difficult to measure, even if they are meaningful98, and as I have argued elsewhere, in practice
require simplifications that distort decisions in ways that are not clear to decisionmakers.
(Manheim, 2016a). Notional models and values are no more accurate, and certainly also ignore
critical factors, but are at least potentially less misleading.
3.2.5.2 Notional Utility Model

Despite the difficulty, any concrete example of the impact of the threat fusion model’s
estimate of threat, requires a utility function with an estimate of the costs and impacts of
different outcomes. This analysis considers notional preferences of a coherent unitary
decisionmaker99 using a simplified model that captures the key concerns, albeit only in broad
strokes. Like the example in the stage-setting chapter, misclassification of threat is used as the
primary input into the utility function, and a value is assigned to each possible misclassification
96

This can be seen in many cases, for example, via a well-known result showing that for convex functions, the
maximum lies at an extreme point of the space – either maximizing or minimizing all binding constraints. This is
shown, for instance, in a lemma used by Dantzig to prove that the Simplex method finds optima. (Dantzig, 1953)
Thankfully, civil liberties are protected by legal constraints which are at least partly binding in practice, so that
ignoring this factor in the utility function will have a more limited impact on the optimal solution than would
otherwise occur when ignoring a component of utility.
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In fact, in some cases, it is easy to imagine that some interventions inspire more extremism than are stopped by
the attack. Far from theoretical, however, these specific arguments have been made regarding some of the specific
methods used by US counterterror operations. (Abbas, 2013) Models omitting such concerns would implicitly
assume the effect to be zero. This is inappropriate – even if result are not be evident for years or decades, and the
connection may not be obvious even in retrospect, decisionmakers should not ignore the question.
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The preferences in a large group are rarely homogenous, and sometimes not even well ordered; it is unclear
whether such a preference could be specified at all without significant assumptions.
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This is not obviously correct, and implicitly assumes that there is some coherent set of objectives being pursued
by the system overall. It will be justified further in the discussion section, but intuitively any comparison of
alternatives and selection of one as better than the others must make an equivalent assumption.
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outcomes. This is intended to capture the benefit of mitigation given a correct assessment, as
well as the cost of excess mitigation if threat is overestimated, and the cost of an attack which
was partially mitigated when the threat is underestimated.
3.2.5.2.1

Utility Model Considerations

In the model, cost of the assessed threats should depend on the nature and degree of any
misclassification. This cost replaces the earlier true positive, true negative, false positive, or false
negative outcomes, since threat in our model is no longer binary. Misclassifying a threat as a
nonthreat has some disutility based on how severe a threat was missed and whether the actor
eventually commits terrorist acts, while classifying a nonthreat as a threat has a cost both in
terms of misallocated resources, and the civil liberties costs of monitoring or arresting innocent
people – and both are related to the degree of overreaction. Overclassifying a threat by a small
margin leads to slight over-allocation of resources, and civil liberties restrictions that are
overzealous by a small margin, but these problems increase as the overestimation increases.
For example, someone who poses a mild threat that is estimated to pose a moderate threat
may be surveilled and restricted from flying to a degree unjustified by the risk posed, with
attendant expenses and civil liberties costs. If the actor was instead estimated to pose a grave
threat, a manhunt might be launched, followed by arrest and interrogation. The latter case is both
more expensive, and constitutes a more significant infringement of their rights.
3.2.5.2.2

Notional Utility Specification

In this framework, all impacts are costs. Correct estimate should have a cost of zero, while
misclassifications in either direction have negative utility. The model first assumes that the
impact of an attack is 𝑇ℎ𝑟𝑒𝑎𝑡 3 , while the cost of mitigation is 𝑇ℎ𝑟𝑒𝑎𝑡 2 . (The cost of an incorrect
estimate is proportional to how severe the threat is, and the severity of underestimating a real
threat is much greater than overestimating a threat.) This functional form generates the intended
qualitative behavior, and is sufficient for illustration of the key features of a VoIS analysis.
Eqn 3.5: Notional Utility

𝐼𝑓 𝑇ℎ𝑟𝑒𝑎𝑡 𝐸𝑠𝑡𝑖𝑚𝑎𝑡𝑒 > 𝑇𝑟𝑢𝑒 𝑇ℎ𝑟𝑒𝑎𝑡 ∶ (𝑇ℎ𝑟𝑒𝑎𝑡 𝐸𝑠𝑡𝑖𝑚𝑎𝑡𝑒)2 − (𝑇𝑟𝑢𝑒 𝑇ℎ𝑟𝑒𝑎𝑡)2
Utility = {
𝐼𝑓 𝑇ℎ𝑟𝑒𝑎𝑡 𝐸𝑠𝑡𝑖𝑚𝑎𝑡𝑒 < 𝑇𝑟𝑢𝑒 𝑇ℎ𝑟𝑒𝑎𝑡 ∶ (𝑇𝑟𝑢𝑒 𝑇ℎ𝑟𝑒𝑎𝑡)3 − (𝑇ℎ𝑟𝑒𝑎𝑡 𝐸𝑠𝑡𝑖𝑚𝑎𝑡𝑒)3
This utility model then combines the mitigation and threat components. Threat mitigation
reduces impact based on the assessed level, up to the total impact. For example, an assessment of
5 with a true threat of 7 has impact of 73 − 53 = 218, since some of the expected impact was
mitigated - while an assessment of 3 with a true threat of 7 has an impact of 73 − 33 , or 316.
Conversely, if the threat is overestimated, we assume no costs from the impact, which was
mitigated, while excess mitigation costs imply an assessment of 7 with a true threat of 5 has cost
24, while an assessment of 9 with a true threat of 3 has cost 72 – and in both of these latter cases,
the (over)reaction due to the overestimated threat ensures that no threat impact occurs.
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Because this analysis modifies the model from DPHM to focus on violent attacks inside of
the United States, the utility must incorporate location. To do so, the mitigation cost for overassessment of threat is assumed to be the same, but the impact of an actor not located
domestically is halved in the case they are in terrorist-controlled territory, because any impact
they may have is reduced, and zero in the case that they are elsewhere overseas, because even if
they are a threat, they are not targeting the US.
3.2.5.3 Cost of Information

The remaining portion of the utility function is the cost of information, which would be
scaled to match the utility considered above. In a case with multiple data sources and costs, this
should be assessed directly in terms of the chosen utility. This is difficult both because, as
mentioned, not all costs are estimable, and because in our case the model uses a notional utility
with no direct meaning in terms of dollars. Instead, following in part a methodology used in
Robust Decision Making, a calculation is done to find the minimum cost at which the source is
useful100. Based on this, using a broad estimate of costs, it is still possible to assess whether the
information has value, and to show where one source is preferred over another.
3.2.6 Overall Model Considerations
As explained in Chapter 5, the overall approach of a VoI decision process is to (1) gather
statistical or judgement-based threat data applicable to the class in which the actor falls, (2)
consider additional threat data available, which can be evaluated on the basis of uncertainties,
correlations, and biases in the source, and interpreted into inputs to the threat fusion model; (3)
use Bayesian methods to evaluate the combination of the background data and the potential
additional data; (4) and assess the relative costs and value of obtaining the various threat data, to
choose which information should be gathered – at which point the process can recur, to consider
collecting additional information.
In each of these steps, the data gathered can be used to estimate threat based on the
phenomenological model – in this case, the PFT model. Because the threat data is uncertain, and
the resulting threat is uncertain, both the inputs and outputs of the model are necessarily
probabilistic. In the PFT model, in step (1), the output is the prior threat estimate, while the
output of step (3) is the posterior estimate. For the decision process, it is critical that the
underlying phenomenological model fulfill several criteria discussed earlier, in Section 2.5;
correct representation of causal relationships, a generative model, and representational clarity.
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Rob Lempert explains that “Placing probabilities on such scenarios can defeat their purpose, causing decision
makers to either focus on those deemed most likely or reject the analysis entirely because they disagree with the
probability estimates.” (Lempert et al., 2006) Instead, the probabilities which lead to a given option being optimal
are considered. This strategy can be applied to looking at utility where they are a deeply uncertain factor, as is the
case here.
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3.2.7 Model Requirements Evaluation
The critical characteristics of a model that is to be used for VoI, as argued and explicated in
Chapter 2, are causality, a generative model, and representational clarity. As outlined in our
earlier chapter, discrete Bayesian networks can exhibit these characteristics. As outlined, the PFT
model is clearly causal101, and the extension and combination of that model with the data source
model introduced is also causal. The model also contains representative nodes; each value is a
conceptually distinct and explicable feature of the problem. Clarity is in the eye of the beholder,
of course, and the case studies below should illustrate the extent to which this model is clear.
The correctness of the information model in representing causal relationships accurately is
arguable, however. In this case the model uses estimates provided by both quantitative and nonquantitative sources, which must be translated into a format that allows it to be input into the
model being used, and the translation itself is not directly represented in the model.
Quantitative models may directly provide the relevant inputs, which potentially simplifies
characterization. For qualitative and other less directly interpretable sources, an extensive
literature on elicitation exists. (Fischhoff and Manski, 2000; Kadane and Winkler, 1988)This
literature should inform the relationships that are represented in such a model, and the aspects
discussed are important for this characterization of elicited sources. Alternatively, elicitation
methods can be used to generate the inputs in a form suitable for direct input into the model, so
that the translation of data input is implicit in the interpretation of the data source. In either case,
care must be taken to ensure that the generative relationships in the model maintain a meaningful
and causal structure that reflects the actual sources of the data.
Once the sources have been characterized, the generative model represents how each
provides data in this format for the fusion process, based on the observation’s relationship with
the threat actor. This allows the model to simulate inputs that would be provided by the source,
allowing estimation of the value of the input in cases where it is not (yet) extant.

3.3 Example Cases and Results
In order to concretize the above discussion of the model, two simple examples are helpful,
based heavily on the vignettes from DPHM. The first example case, about domestic extremism,
discusses, Harry, introduced in section 3.2.4. Harry is a disaffected American youth involved
with the Slammers, a violent street gang that is potentially involved in small scale domestic
terrorism. The basic methodology for data source fusion is applied, without accounting for
deception, illustrating the methodology for calculating threat and utility. The second case
introduces a case of international radicalization, where Ahmed is suspected of affiliating with the
fictional Country X Salafi Jihadi movement known to embrace terrorism against the United
States. This case expands on the earlier presentation, first by including deception and reliability
101

The correctness of the causal representation is critical, and will be discussed.
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in the fusion process, and second by providing an example of marginal value of information for
including an additional data source.
3.3.1 Domestic Gang Violence
For Harry, an intelligence network is in place that includes (1) a local source, (2) an expert
on gang ideologies and base rates of violence, and (3) data that allows network analysis from
electronic surveillance of the Slammers and their contacts. Each of these three sources is outlined
using the structure from above. In Harry’s case, the situation is somewhat simplified, since there
is no question that he is already inside of the United States.
First, Agent A, the local policeman introduced earlier is considered. The information
provided when queried, also illustrated in Figure 3.2.4, is shown in Table 3.5.
Second, the expert on ideologies and base rates gives a report that is given by the prior from
DPHM. The expert is someone expensive to query about base rates, but provides an estimate
relevant to all suspected members of the Slammers in the area. Because this is a base rate
estimate, both trust and identification are not relevant (they are considered certain), and while
bias is low, accuracy is also low, since this does not reference the individual specifically.
Third, the network analysis of the Slammers shows a heightened risk of activity generally,
given a recent upswing in frequency of chatter and intensity among members likely to be
planning an attack. The estimate of Harry’s telephone usage is moderately likely to be relevant
to assessing Harry, and is informative about his group affiliation, his capability (which derives
largely from the group’s support,) and his motivation. It provides no information about his
legitimacy for use of violence, nor on his view on the acceptability of risks.
As noted above, these assessments are translated into inputs. The inputs, based on those used
in DPHM, are three triangle distributions, as explained earlier. The values provided by Agent A
were asserted certainties; the agent claims the value certainly lies within these ranges. That does
not mean that the assessments are accurate – the values may be incorrect, as the agent is in this
case overconfident in asserting certainty. The values provided by the base rate expert are the
mean for people from Harry’s background, and the maxima and minima for 90% of the
population; the remaining 10% is outside the given ranges. Lastly, the network analysis provides
an estimate for the two values, Legitimacy and Opportunity, which it asserts are 90% likely to be
within the ranges provided, if the identification is correct.
Table 3.5 - Elicited Inputs (Harry)

Factor

Base Rate

Agent A

Network Analysis

Motivation

(2,4,6)

(0,1,4)

(5,6,7)

Legitimacy

(2,4,6)

(0,5,10)

N/A
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Capability/Opportunity

(2,5,8)

(0,5,10)

(4,5,6)

Acceptability

(2,5,10)

(0,5,8)

N/A

Reliability

75%

80%

Tricked

2%

10%

The Bayesian update is performed by successively fusing the prior with the provided reports.
(The order of the fusion is irrelevant, so the estimate is independent of the order of the fusion.)
Identifying the correct individual or being tricked by the target is incorporated into reliability,
and a probability of being tricked. The estimates of individual factors are now related to the
estimated “true” values based on the likelihood of being useful - that is, providing information
that adds to the assessment of the prior or reliability, and the conditional distribution, as
described in DPHM. In this study, an additional factor is added to that model, which is the
probability of being tricked. As discussed earlier, this is modeled by assuming that, in the case
the report is based on intentionally incorrect evidence, the probabilities are reversed. This means
the assessed probability that the individual is threat level 1 should instead be the probability they
are 9, and so forth.
Because the model uses discrete random variables based on those used in DPHM, the
discretization method used in that work is used, as shown in Table 3.7. This uses a translation of
the triangular distribution created from the three elicited values for the maximum, expected, and
minimum value of each input. This (continuous) triangular distribution is then discretized into
our 5-point scale. (See Davis et al for notes regarding details of the modified triangle distribution
to ensure non-zero weights in the tails, and the details of the discretization, as well as the model
for that report which implements the methods.) The three data sources are now able to be fused
using a process such as that described in DPHM. This relates the evidence provided by sources
to the model of the person. For these example, I use the simple Bayesian model from that report,
with the “Symmetric, Narrow” likelihood distribution to represent the accuracy of the agent’s
report102.
Table 3.6 - Symmetric, Narrow likelihood (5x5 Table)

1

1
0.5

3
0.35

5
0.1

7
0.04

9
0.0
1
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While our model structure allows for more detailed assumptions around the joint likelihood for various sources,
the curse of dimensionality makes eliciting and specifying a complete conditional distribution difficult. Because of
this, it is convenient to use the simplifications from that work, assuming the likelihood is static, and that all inputs
are independent. For application, these can be estimated based on historical data.
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3

0.3

0.37

0.2

0.04

5
5
7

4
0.1
0.0

0.2
0.04

0.4
0.2

0.2
0.37

4
9

0.0
0.1
0.3
5

0.0

0.04

0.1

0.35

0.5

1

Table 3.7 - Discretized Inputs (Harry)

Source

Aspect

1

3

5

7

9

Prior

Motivation

1%

51%

46%

1%

1%

Agent A

Motivation

66%

31%

1%

1%

1%

Network
Analysis

Motivation

1%

1%

53%

44%

1%

Prior

Legitimacy

1%

51%

46%

1%

1%

Agent A

Legitimacy

8%

24%

36%

24%

8%

Prior

CapabilityOpportunity

1%

23%

54%

21%

1%

Agent A

CapabilityOpportunity

8%

24%

36%

24%

8%

Network
Analysis

CapabilityOpportunity

1%

1%

96%

1%

1%

Prior

Acceptability of
Costs

8%

24%

36%

24%

8%

Agent A

Acceptability of
Costs

1%

23%

54%

21%

1%

To understand the algebra used for a Bayesian update for a single case, we consider how to
calculate p(Legitimacy=7). The posterior we wish to find is p(Legitimacy=7 | Agent103), which,
following the standard decomposition of Bayes’ Rule, is p(Legitimacy=7 | Agent)= p(Agent |
Legitimacy=7) × p(Legitimacy=7) / p(Agent). p(Legitimacy=7) is the prior, 1.0%, and p(Agent |
103

In these formulae, references to Agent A or Network Analysis are referring to their reports.
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Legitimacy=7) is the probability that the agent gives this specific report if the Legitimacy is truly
7. That is the sum of the probability given by the agent for each level multiplied by the
probability that the agent would report that answer if legitimacy was truly 7;
8%*4%+24%*4%+36%*20%+24%*37%+8%*35%, which is 20.16%. This is multiplied by our
prior, 1%, then divided by P(Agent A), which is the sum of the non-normalized estimates for all
possibilities, or 22.6%. This gives us a posterior estimate of 0.89%
The posterior probability of Legitimacy is lower than the prior, because despite the fact that
the agent thinks this case is much more likely than the prior, the overall evidence provided by the
report shifts much more of the posterior belief towards the claim that the true level is 3 or 5,
which are now assessed at 52% and 46%, respectively. In the complete model, shown below, the
posterior assessment is performed on the basis of both reports, with arrow weights indicating the
strength of the dependence.
Figure 3.3.1- Basic Bayesian network for inputs in GeNIe (Harry)

As can be seen in the posterior, the estimate has moved towards a combination of the
assessed probabilities. To combine these estimates into a single estimate of threat, both the
Threshold Linear Weighted Sums and the Primary Factors methods from DPHM are used, based

101

on the methodologies outlined there. As described in that report, this provides what can be
thought of as an optimistic versus pessimistic view of threat.
These values can then be used to assess the expected utility of the score. To illustrate this
here, a case-analysis of the utility is provided, showing what the cost of these scores would be
for any given true threat level. Clearly, the more conservative TLWS threat score has a lower
cost if correct, but a higher cost if mistaken, and vice-versa for the PF threat score. For decision
making, the utility should be calculated on an expected basis, shown in the next case.
Figure 3.3.2 - Bayesian network for inputs and threats in GeNIe (Harry)

102

Table 3.8 - Threat utility outcomes for Harry

True Threat Level

1

3

5

7

9

Primary Factor Score Utility

-55

-47

-31

-7

-312

Threshold Linear Weighted Sum Score Utility

-18

-10

-40

-258

-644

This example shows how data provided to generate a threat estimate can be understood, and
shows how to calculate utility, but it ignores data necessary for further analysis. This is because a
decisionmaker cares not only about the data provided, but the types of data potentially available
from this source. Because of this we distinguish between the threat data, which is an estimate
that was provided by a source, and the source itself.
A source can generate some limited number of threat data estimates over time, and these
judgements share some biases and other characteristics that are properties of the source104. For
example, a source will display generally consistent levels of conservatism in their estimates;
those that exaggerate will do so routinely. They also generate information about only specific
potential targets; a local informant in one country is unlikely to be able to provide information
about individuals that are not located there – other than to confirm with high probability that they
are not located there. Our next example illustrates the model further, by considering location..
3.3.2 Radicalization
The example of international radicalization is again based on an example from Davis, et al.
From that report, “Ahmed started attending meetings of Islamist groups in the city. Most were
social organizations aiming merely to improve the lives of the poorer members of the Muslim
community. However, one of these groups, the Country X Jihad movement, has a more militant
agenda, with some evidence that the group had links to al-Qaeda.”
Here the case is modified both to account for the model considering location as inside or
outside the United States, and to account for different source types. Instead of being a US citizen,
we assume he is a citizen of a middle-eastern country who attended college in the United States.
His current whereabouts are unclear. Several data sources are available, including a historical
estimate of base rates for people similar to Ahmed, data on his historical international travel and
location data, US entry screening data, a non-specific report from a foreign source, and,
potentially, an overseas insider in Country X Jihad from whom data can be requested, at a cost.
The estimate of threat implied by these base rates is fairly low, but with low certainty.
Ahmed fits the generic profile of a potential extremist relatively well, as a young, idle male from
a middle-eastern country that has extremist groups – but this describes tens of millions of people,
104

The distinction between properties of the source versus the estimate or the target, and its importance for the
causal model, is explained in the earlier notional example of section 3.2.3.3
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almost none of whom eventually become threats. Information also exists about Ahmed’s travel
patterns, including his repeated passage into areas that are largely under the control of Country X
Jihad, and extended stays in those regions more recently. This is strong evidence of high
capability, and high motivation. In the past 6 months, however, no information about his location
or his travel is available; he could have moved, but there is no evidence in the location data of
him entering the United States. Unfortunately, these datasets are somewhat likely to have
misidentified his location, or mis-identified the individual. The data about US entries does show
an individual matching his name having entered 2 months ago, but the name is not unique, and
again these records are fallible.
On the other hand, a request from an ally government for our information about Ahmed
strongly implies that they see him as threatening. This also implies that all inputs to our
propensity for terrorism model are likely to be at least moderately high. While it is unlikely to be
a misidentification, the assessment itself should probably be treated as less informative than it
appears because historically information inferred from this data alone has a high false positive
rate - and the conservative assessment provided should therefore be treated with caution105.
Lastly, American intelligence also has identified an insider in the group. Unfortunately, they
are unsure about the insider’s reliability, since he has never given them information they have
been able to verify before. If they request data from him, he may exaggerate the threat, or
misidentify Ahmed, which are frequent problems with this type of source. Additionally, he may
provide false information if he is not in fact loyal. (Our prior distribution for this class of source
is critical here, and the likelihood function needs to be specific for the case, as shown.) This
source gives us a useful test case for understanding how the model can be used for value of
information.
In addition to these factors, there is a new information type needed – Ahmed’s location. This
is provided as a probability that he is in the United States, he is in Country X, which is Jihadi
controlled territory, or he is elsewhere. This also requires a new likelihood distribution, since the
probability of a source reporting a given value is dependent on the true value; the case assumes
that the base-accuracy is compared to a perfect source, meaning that as explained earlier,
likelihood is weighted linearly between an uninformative distribution (with uniform entries) and
an identity matrix.
As in the previous case, the information input into the model is represented below, first as a
distribution, then as discretized. Again, the base rate is used as a prior for the true value, and the
other entries are input as virtual evidence on top of the appropriate likelihoods.
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This will be accomplished by accounting for the probability of the false positive.
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Table 3.9 - Elicited Inputs (Ahmed)

Factor

Base Rate

Travel Data Ally Request

US Entry Data Insider
Source

Motivation

(1,3,10)

N/A

(1,8,10)

N/A

?

Legitimacy

(1,3,10)

N/A

(1,8,10)

N/A

?

Capability/Opportunity

(1,2,8)

(5,7,10)

(1,8,10)

N/A

?

Acceptability

(3,5,10)

(1,7,10)

(1,8,10)

N/A

?

Location

(.2,.7,.1)

(.25,.45,.3)

(.25,.25,0.5)

(.5,.25,.25)

?

Reliability

N/A

75%

50%

25%

?

Tricked

N/A

2%

5%

N/A

?

Table 3.10 - Discretized Inputs (Ahmed)

Source

Aspect

1

3

5

7

9

Prior

Motivation

7%

37%

31%

19%

6%

Travel Data

Motivation

3%

15%

30%

38%

14%

Ally Request

Motivation

2%

13%

26%

38%

21%

Prior

Legitimacy

7%

37%

31%

19%

6%

Ally Request

Legitimacy

2%

13%

26%

38%

21%

Prior

Capability-Opportunity

16%

46%

28%

9%

1%

Ally Request

Capability-Opportunity

2%

13%

26%

38%

21%

Travel Data

Capability-Opportunity

1%

1%

11%

62%

25%

Prior

Acceptability of Costs

1%

7%

41%

29%

22%

Ally Request

Acceptability of Costs

2%

13%

26%

38%

21%
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Figure 3.3.3 – Bayesian network, including location, threat and utility (Ahmed)

3.3.2.1 Adjusting Likelihoods for Reliability, Tricked

In this example, only a single case is considered. If the data were available for multiple cases,
it is possible to model reliability and probability of being tricked as separate nodes, with the first
being a function of the source, and the second being an output from historical cases106 based on
the subject’s threat level – because threat actors are more likely to attempt to deceive. Instead,
the values provided above for each source are used. The likelihood is then modified by first
linearly combining the probability they were tricked with the reversed likelihood, the combined
with the uninformative likelihood distribution for the non-reliability. These calculated likelihood
106

Because the network cannot contain loops, we cannot model deception probability as both an input into the
likelihood and an output of the estimated threat level. If estimating the model using historical data, this is not a
problem, since this inference is not performed.
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distributions are then used as the base rates, upon which the actual discretized data is input as
virtual evidence.
3.3.2.2 Expected Utility Results

Because the utility calculation is based on the difference between the estimated and true
threat levels, the model uses the posterior estimate as the distribution of potential levels for the
threat, and considers the various reactions possible.
As can be seen here, the estimated threat is high, but the likelihood that Ahmed is located
within the country is low. In the best case, the reaction will be significant, 7 or 9, and the utility
cost will be -29 or -17 in the TLWS and PF models, respectively107.
3.3.2.3 Counterfactual Analysis

This model can easily be used to understand counterfactuals. If the intelligence community
finds out that Ahmed is certainly within the US, they can update the model to find that the
optimal reactions are still 7 and 9, but the utility costs are now only -22 and -10, using the TLWS
and PF models, respectively. But more valuable than counterfactual analysis is doing full value
of information calculations, which cannot be done just by setting the uncertain variables to a
specified value.
3.3.2.4 Value of Information Analysis

The first calculation to consider is EVPI, which determines the value of perfect information.
Tautologically, given perfect information about threat and location, the expected cost is 0; the
response is always exactly appropriate for the threat. In this case, the Value of the information is
the negative of the cost, which is 29 or 17 using the two models, respectively. This method
implicitly assumes perfect information about not only the individual, but also about the model
structure. If we possessed perfect information about the individual factors and location, instead
of about the threat, the expected utility of the decision is lower; 18 using the TLWS model, and
10 using the PF model. This accounts for the uncertainties that still exist in the model for what
threat level the individual poses.
Using GeNIe, these calculations are straightforward to perform for each utility function
separately108. The “Value of Information” Tool in GeNIe, shown below, allows the user to
specify which nodes are known, and then calculate the value of that information – in this case,
the value of knowing location with certainty, using the PF model to estimate threat.
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As a baseline to understand these utility costs, we can look at two example cases; for a known domestic attack,
24 is the cost of overreacting to a threat level of 5 as if it was 7, while 19 is the cost of reacting as if it was 2 when
the threat is 3.
108

Because the Bayesian network has two utility nodes, GeNIe assumes that both should be considered. By deleting
one of them at a time, GeNIe calculates the value of information correctly for the remaining node.
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Figure 3.3.4 - Value of Information in GeNIe (Ahmed)

3.3.2.5 Value of New Information

As a first step, we can examine the value of an extant data source – Travel Data. This source
gives us information on motivation, capability / opportunity, and location, all of which are
partially informed by other sources. Because of this, the value of the source is small – 4 for both
the PF and TLWS models.
The next step is to perform a value of information calculation on a new, uncertain data
source. To do this, however, we need to specify the characteristics of the data source we are
going to use – specifically, the likelihood. And this is the critical uncertainty for the value of a
new source, since there is no historical data or expert experience with the new source. To
understand the range of potential values for the information it is worthwhile to run several
different versions of the VoIS calculation, with varied assumptions about the source’s reliability
and how likely they are to practice deception.
The source is presumed to be much less trustworthy than most of our other sources, but
potentially as reliable, or more so. Because of this, I consider the range of how likely they are to
attempt to fool us as between 5% and 50%, and the range of how reliable they are as between
75% and 100%. This leads to four extreme cases, with results in the table below.

108

Table 3.11- Value of Information based on varying reliability and probability of being fooled

Case

Reliability

1

0.75

2
3
4

1
0.75
1

Fooled
0.0
5
0.0
5
0.5
0.5

Value of Information PF

Value of Information –
TLWS

0

5.3

0.7
0
0

8.5
0.5
0.9

In this case, the key uncertainty is not about the validity of the source of information, but
rather about the causal model being used. The relative lack of utility of this new information for
the PF model can be understood, since almost no single source of evidence can shift the
probability far enough that treating Ahmed as a threat level 9 would be optimal. This is akin to
saying that new evidence is not valuable once the answer is known – or at least, known enough
to determine the response. For the TLWS model, however, we see that the value depends heavily
on the reliability and trustworthiness of the source. This illustrates both the critical dependence
of the value of information on the causal model, and how key uncertainties can be identified
using these models.

3.4 The VoIS Decision Problem

This section describes the generic question of optimal source selection by extending the
algebraic formulation introduced in Appendix A., and then proceeds to outline how BNs can be
applied to this class of problem. This involves an extension of BNs introduced by Laskey
referred to a MTheories, and outlines how components of the BN are assembled to answer a set
of questions introduced in 1.3.3, including Value of Information Source (VoIS). (Laskey, 2008)
3.4.1 Value of Information Source for Threat Fusion
To consider the value of a source, the value of the information over multiple decisions, not
just one, should be considered. This requires constructing a Bayesian network over not a single
case, as was done for Ahmed and Harry, but over the full universe of likely future cases. Once
that is done, it is possible both to calibrate the model using historical data, and to calculate value
over all future modeled cases. This overall model would be quite large, however, and difficult to
modify easily. Some simplification is possible, for instance, by representing classes of threat
actors as a single case that would be weighted by prevalence, but the construction of a single
Bayesian network as done for these cases is unnecessary.
In order to build the overall model that incorporates multiple sources, multiple threats, and
potential threat data from each source regarding each threat, we can instead specify the
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individual parts of the network, then specify the relationships between the various sources,
threats, and threat data objects. (Section 3.4.4 explains how these objects are constructed, and
Figure 3.4.2 shows the overall relationships between the objects.) Once the relationships are
specified, analysis can be performed.
3.4.2 Defining the optimization problem
Given a set of data from extant sources, and potential additional data, both from extant
sources and potential new sources, as well as a model of the utility and the outcomes, it is
possible to choose what additional data maximizes expected utility109. First, the optimal decision
is defined, then extended to how that decision depends on collected data. This allows formulation
of the simple value of information problem, where the difference in expected utility with and
without information are compared. The optimal decision also allows an extension of the decision
problem to optimize over one or more potential (costly and uncertain) data sources, and to
compare the expected utility given various data source to each other, as explained in Section
1.3.3.3. Finally, this is extended to decisions about a set of threats and multiple sources explained
in Section 1.3.3.5.
3.4.3

Formulating Basic VoI Analyses

To evaluate the preposterior value of information, as was done with the software in section
3.3.2.4, we need the threat fusion estimate and utility for each of the two possible cases, with and
without the additional information. We also need the preposterior distribution of the data and a
prior distribution for what data the source will provide, but otherwise this calculation is
straightforward to specify.
To explain this somewhat more concretely, we consider an example of a binary source,
where the information is either 0 or 1. This could correspond to the network analysis only telling
us whether Harry was in contact with radical gang members. The extant information, 𝑖0 , is
combined with the new source data point, 𝑖𝑑 , and overall threat is then calculated. In this case,
there are only two possible values for the additional information 𝑖𝑑 , and 𝑝(𝑖𝑑 ) is a Bernoulli
random variable, with outcomes 𝑖𝑑 ∈ 0,1. This means we have some probability that, in addition
to what was known previously, we find that Harry was in contact with gang members, or he was
not. The two possible outcomes are combined with the initial data110, and the combined data is
referred to as i’. The threat fusion model specifies a relationship between any possible
information gathered and threat. The implicit joint distribution of information that could be
input and the current estimate of threat can be used to create a prior distribution over values of i.
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Defining utility is not trivial, and because not all aspects of the value or cost are easily quantified this is a key
component of the process in practice. See Section 5.5.2 for further discussion.
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The distribution of the combined data is then given by 𝑝(𝑖 ∪ 𝑖𝑎 = 0), and 𝑝(𝑖 ∪ 𝑖𝑎 = 1). Because the earlier
information is already given, this probability only depends on the additional information, this has the same Bernoulli
distribution as 𝑝(𝑖).
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In the example here, this is the prior probability that 𝑖𝑑 is either 0 or 1. The probability of various
values of i have different implications for what our posterior estimate of threat would be, and
therefore the decision which is used to calculate preposterior value of information. Formulating
this makes it possible to find the marginal expected utility that is due to the information by
integrating over uncertainty in both the outcome and the information.
Returning to the general problem of formulating preposterior value of information, it is
important to begin by first formulating the basic threat response decision problem, presented in
Equation 3.6. A decisionmaker hopes to maximize expected utility, which in this case largely
involves minimize the expected damage caused by a potential threat actor. In this case the
decisionmaker has a utility function 𝑈(𝑥, 𝑐|𝑑) considering the costs incurred 𝑐 and threat
outcome x, such as damage caused or lives lost, given each possible response decision 𝑑. A
decision could include arresting a threat actor, adding them to the no-fly list, or some other
enforcement action. When we consider Harry in the example above, we might have decisions
like arresting him or warning him. The decisionmaker’s estimate of the outcome relies on a
threat outcome model, x(t), instead of an estimate of the random variable x directly111. Given
these terms, we can specify a best decision, 𝑑 ∗ , found by the argmax, to maximize expected
utility. Because we consider expected utility, the maximization requires considering the
probability of outcomes, done by integrating over probabilities of the outcomes x(t) given the
decision.
Eqn 3.6: Threat Response Decision

𝑑∗ = argmax ∫ 𝑈(𝑥(𝑡), c|𝑑) ∙ 𝑝(𝑥(𝑡)|𝑑)𝑑𝑥
d∈𝐷

In the case of Harry, we might decide the best decision is to warn him that we know he is
getting involved with a gang. We would decide this because across different cases of what he
might do and the probabilities of each, warning him has the best expected outcome.
In practice, the response decision is made on the basis on information, a fact which is implicit
in the above formulation. This requires reformulating 𝑑 ∗ in equation 3.6 as a function of the
information, where the probabilities and the outcomes are assessed conditional on the
information.
Based on considering the uncertain information, we will be able to formulate VoI using a
preposterior analysis (preposterior, meaning that the evaluation of the value occurs prior to the
receipt of the information and the calculation of the posterior based on that information.) To do
so, the formulation of the decision must account for both the information we possess and its cost.
In the following, we use o to denote an information collection option (such as deploying a
sensor, querying a source, or performing a database lookup). When the choice of o has been
determined at the outset, but the content of the information is not yet known, we can consider a
111

In the model used, threat 𝑡 is a single-dimensional discrete variable. In this more general case, 𝑡 is the
multivariate random variable of the factors that comprise threat. This perforce includes anything needed to predict
outcomes 𝑥(𝑡).
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prospective analysis of the value of deploying o. . The uncertain distribution of the information
which might be received from chosen information option o is given by the random variable 𝑖. In
the example case, this included the network analysis, which was new information that might
either return 0 or 1. Such information may also entail costs specific to the information option as
well, so the cost, inclusive of the earlier costs c, is now denoted 𝑐(𝑜). (The costs are the same
regardless of the value of 𝑖, but they depend on the collection of the information.)
The optimal decision made using information available is denoted 𝑑 ∗ (𝑖). The decision
depends on 𝑖 because the updated value of t changes the probability of different outcomes.
Because the expected utility is now based on the posterior probability of outcomes as assessed
after information fusion occurs, the probability distribution 𝑝(𝑥(𝑡)|𝑑) from Equation 3.6
becomes, 𝑝(𝑥(𝑡)|𝑖, 𝑑) in Equation 3.7112.
Eqn 3.7: Threat Response Decision Given Information

𝑑∗ (i) = argmax ∫ 𝑈(𝑥(𝑡), 𝑐(𝑜)|𝑑) ∙ 𝑝(𝑥(𝑡)|𝑖, 𝑑)𝑑𝑥
d∈𝐷

Preposterior analysis of VoI must compare expected utilities of two different cases in order to
find the gain due to the information. This requires both some baseline information 𝑖, and some
new information. The combination of the new information and the baseline information is called
𝑖′.
Returning to our example of Harry, we might make different response decisions based on
whether the network analysis says he is in touch with radical gang members. Regardless of the
answer, we must account for costs incurred, including the cost of the network analysis. This total
cost is 𝑐(𝑜𝑑 ), which includes the cost collecting the information. In the newly introduced terms,
𝑑∗ (𝑖0 ) is not necessarily the same as 𝑑∗ (𝑖0 ∪ 𝑖𝑑 ). In addition, the latter response decision can
differ depending on the value of 𝑖𝑑 found by the network analysis. This response decision would
differ because our estimate of threat changes, as does our estimate of the probabilities of
different outcomes. For example, if the network analysis is negative we might realize that when
the threat from Harry is low, the decision to warn Harry that we suspect him is likely to make
him more likely to associate with the gang rather than less so. This difference in outcomes
because of the lowered estimate of threat alters our optimal response decision when considering
the expected outcome.
In equation 3.8, below, we consider VoI. The expected utility is again the integral of the
utility of the outcome 𝑥(𝑡) given threat 𝑡, and the costs 𝑐(𝑜) given the response decision d,
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Section 3.2.3 specified a threat fusion function which uses information 𝑖 to find an updated probability
distribution for threat, 𝑝(𝑡|𝑖). Given a threat outcome model 𝑥(𝑡), we find 𝑝(𝑥(𝑡)|𝑖), which is the probability
distribution of outcomes updated using the information. Unfortunately, there is no guarantee that combining fusion
models and outcome models will in general produce 𝑝(𝑥(𝑡)|𝑖) as output. For example, the estimate of 𝑝(𝑥(𝑡)|𝑖) will
be incorrect if the information i has implications about the outcome x that are not captured in 𝑡. In the model used
for the dissertation, the formulation is correct because we use a utility model presented in 3.2.5 where the outcome
𝑥(𝑡) = 𝑡, so that 𝑝(𝑥(𝑡)|𝑖) = 𝑝(𝑡|𝑖).
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multiplied by the likelihood of the outcome given the response decision. Here, however, the
response decision is the optimal one given the information, and includes a comparison of the
response decision with and without the benefit of the extra information included in i’, where 𝑖 ′ is
the combination of information from the new source and the information in i. The costs are
denoted 𝑜 and 𝑜’ for the original information option and the option which includes the new
source, respectively. As before, the response decision is made using the outcome model x(t),
where x is the outcome evaluated by the utility function U. The decisionmaker chooses 𝑑 ∗ (𝑖)
based on this expected utility, which depends on the information available in that case. The
expected utility is calculated based on the probability of the information which may be observed,
the cost of collecting it, and the probability of various outcomes. This expected utility of the
various optimal response decisions given the potential information is compared to the expected
utility and cost without collecting the additional information, and the difference is VoI. (For a
more general explanation of the formulation of preposterior VoI where the outcomes do not
depend on threat, see Appendix A.)
Note that this equation requires finding the optimal response decision given each potential
outcome of the information collection, and the optimal response decision potentially differs even
within the first and second terms based on the differing information which may be received.
Because of this, only after integrating over information is it possible to consider preposterior
VoI. Also note that in Equation 3.8, the second term allows for uncertainty of the extant
information. In the case of Harry the extant information is known, i is fixed, and only a single
probability integral would be required in the second term.
Eqn 3.8: Preposterior VoI for Threat

𝑉𝑜𝐼(𝑖 ′ |𝑖)
= ∬ 𝑈(𝑥(𝑡), 𝑐(𝑜 ′ )|𝑑 ∗ (𝑖 ′ )) ∙ 𝑝(𝑥(𝑡)|𝑖 ′ , 𝑑) ∙ 𝑝(𝑖 ′ ) 𝑑𝑥 𝑑𝑖 ′
− ∬ 𝑈(𝑥(𝑡), 𝑐(𝑜)|𝑑 ∗ (𝑖)) ∙ 𝑝(𝑥(𝑡)|𝑖, 𝑑) ∙ 𝑝(𝑖) 𝑑𝑥 𝑑𝑖
In the case of Harry, we would assess the expected utility of not performing the network
analysis and warning him (the second term) and compare that to the expected utility of warning
him in the case where the network analysis is positive, and not doing so when it is negative,
given the costs of getting the data and performing the analysis (the first term). The difference in
expected utility is VoI.
As explained in Section 1.3.3.3 and in Appendix A, Marginal VoI is a version of the
preposterior VoI that compares any two different information sets to find the value of specific
new information versus lack of that information. Because of the double integral in the second
term, this is already allowed by the formulation in Equation 3.8. In MVoI the comparison of
decisions based on 𝑖 and 𝑖′ allows i to be any set of collected or uncollected information, and i' is
that information combined with the additional information for which we assess the marginal
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value. For example, we might wish to find the marginal value of a network analysis after
receiving the agent report, or vice-versa, before either is collected.
3.4.3.1 Optimal Information Collection

Given the optimal response decision given information 𝑑∗ (i), it is possible to extend the
decision further, and (for a single threat) look at the value of every possible set of available
information from multiple sources. This is similar to what is done in the calculation of MVoI, but
this information collection decision compares cases to select the optimum instead of finding the
value of a single source using a single comparison. In our example, we might consider sending
an agent to investigate Harry in addition to the network analysis. The possible set of information
are therefore: 1) just using the fact of gang membership, additionally considering either 2) the
network analysis, or 3) an agent report, or 4) collecting and considering both the network
analysis and an agent report.
The information collection decision we represent in Equation 3.9 is this overarching choice
of information option o that should be gathered and analyzed from the set of available
information sources ƪ. (Note that in this information collection decision we are choosing o which
determines the random variable i to evaluate. The value of i, the outcome of information
collection, is determined stochastically according to the distribution p(i).) The best such choice is
denoted 𝑜 ∗ (ƪ). This evaluation could be done by comparing each potential information option to
the baseline, and finding the one with the highest VoI. Here, instead of comparing the marginal
values one at a time, Equation 3.9 considers all of the possibilities to pick an optimal information
option. In our Harry example, the four possibilities might be: 1) prior information only, 2) prior
information plus network analysis, 3) prior analysis plus assigning an agent to gather data, or 4)
prior information plus network analysis and assigning an agent to gather data.
We wish to choose 𝑜 ∈ ƪ in order to maximize our expected utility113. The set ƪ of
information options to choose between is dependent on the sources being considered, so the
optimal choice 𝑜 ∗ (ƪ) is a function of the set of available options ƪ. The notation follows that of
Equation 3.8, except that the information can be any produced by an information option in the set
ƪ, instead of only considering the initial information option 𝑜, which gives uncertain information
𝑖, and additional information 𝑜’, which gives 𝑖’, as was considered in the VoI case.
The information option decision shown in Equation 3.9 is therefore where we pick an
information option to maximize expected utility of the eventual outcome, based on the response
decision conditional on that information that has the highest expected utility. For our example of
Harry, 𝑜 ∗ would be one of the possibilities above, and indicates whether we should choose to
perform a network analysis, assign an agent to investigate, both, or neither. We make this
information collection decision on the basis of the uncertain outcomes given the response
113

In the case that we are collecting data from multiple sources, the variable 𝑖 has a joint distribution of information
from each source, and is not a single dimensional random variable.
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decision for Harry, and these response decisions are conditional on the outcomes of the
information.
Eqn. 3.9: Optimal Information Choice for Threat

𝑜 ∗ (ƪ) = argmax ∬ 𝑈(𝑥(𝑡), 𝑐(𝑜)|𝑑 ∗ (𝑖)) ∙ 𝑝(𝑥(𝑡)|𝑖, 𝑑 ∗ (𝑖)) ∙ 𝑝(𝑖) 𝑑𝑥 𝑑𝑖
𝑜∈ƪ

An important caveat is that this formulation assumes there is a single step where information
is gathered. In fact, it is possible that it would be better to allow multiple stages, because some
information gathered to decide whether more information is appropriate. For example, we may
choose to perform a network analysis and the outcome of that analysis may tell us that sending
an agent is justified. This follows from the discussion earlier about the decision model, where the
information chosen should be responsive to the needs of the decision being made. Such multistage information collection formulations, however, are more difficult to formulate and to
implement114.
3.4.3.2 VoIS

The final decision type we wish to explore is no longer about just the information selected for
the decision, but rather is an expanded question about the choice of data to have available, which
is VoIS as presented in Section 1.3.3.5. The source decision then allows the choice of an optimal
set of data from the sources as done in Equation 3.9. Because sources can be reused, this new
choice is made over multiple threat actors that exist, to allow decisions about source availability
across these threat actors. (If the sources were available for only a single decision, the
availability of sources could be included in the cost of getting data, and Equation 3.9 would be
sufficient.) The new source decision question can be important when a source has low marginal
cost, but high cost to develop. In such a case, it may not be not worthwhile for any individual
investigation. Despite this, it can be worthwhile once the availability of the source for many
cases is considered.
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The multi-stage case would require the response or information collection decision to be applied iteratively to
allow either a direct decision, or the collection of additional data. This means we need to consider an order
dependent set of possible information collection options and response decisions. For example, we may consider
performing a network analysis, and if the result shows a worrisome connection, we then also send the agent, and
based on that report we may decide any of the initial response decisions. This particular two-stage decision may be
an optimal policy, but it can only be identified by optimizing the information option over the set of decisions that
includes the decision to collect more information, and then re-assessing the choice of decision. In the example case,
we need to find that the expected value of sending an agent and then making a decision is positive if the network
analysis finds a worrisome connection, but the cost of sending the agent exceeds the value of doing so if no such
connection is found. Formulating this problem requires something akin to a dynamic programming formulation,
where we define the optimal decision conditional on already collected data. In practice, the complexity of
considering all possible combinations of information collection options and decisions in any order makes directly
applying such a formulation intractable, but computational approaches that approximate this exist, and are discussed
in the literature on myopic VoI. (Tolpin and Shimony, 2012; Radovilsky and Shimony, 2012; Liao and Ji, 2008)
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The inclusion of the notion of multiple sources means it is necessary to optimize the system
by choosing a set of data sources, then selecting the data itself in a variety of threat cases based
on that choice of available sources. The selection of data is similar to the above Equation 3.9, but
must allow consideration of multiple threat actors. To allow this, we modify the earlier
formulation of Equations 3.7 and 3.9. The choice of information option 𝑜𝑎 is specific to the
individual actor, and gives information about the actor 𝑖𝑎 . Given this information, we now make
a response decision 𝑑𝑎 ∈ 𝐷 for each threat actor, 𝑎 ∈ 𝐴, chosen from the set of possible response
decisions D. The best such response decision is denoted 𝑑𝑎 ∗ (𝑖𝑎 ). Here, the utility U is the same
utility function as before, but the information and response decision are again specific to actor a.
This means we define the information option as 𝑜𝑎 instead of o, with a given response decision
based on 𝑖𝑎 instead of i, having an estimated outcome of the potential threat as 𝑡𝑎 instead of t,
with probability of an outcome as 𝑝(𝑥(𝑡𝑎 )|𝑖𝑎 ) instead of 𝑝(𝑥(𝑡)|𝑖) , and with the response
decision 𝑑𝑎 instead of 𝑑. This means we can reformulate Equation 3.7 for actor a as follows:
Eqn 3.7(a): Threat Response Decision Given Information for Actor a

𝑑𝑎 ∗ (𝑖𝑎 ) = argmax ∫ 𝑈(𝑥(𝑡𝑎 ), c(𝑜𝑎 )|𝑑𝑎 ) ∙ 𝑝(𝑥(𝑡𝑎 )|𝑖𝑎 , 𝑑𝑎 )𝑑𝑥
𝑑𝑎 ∈𝐷

Extending this in the same way as earlier, for each actor, the source(s) provides information
𝑖𝑎 . Based on the optimal response decision given the information from Equation 3.7(a), we can
select the optimal information option 𝑜𝑎 for making such a response decision in each case. That
means that the optimal set of information 𝑜 ∗ from Equation 3.9 can be formulated as 𝑜𝑎 ∗ (ƪ) for
each given actor in Equation 3.9(a). Here, however, the available sources ƪ are a single set of
sources115 available across actors.
Eqn. 3.9(a): Optimal Information Choice for Threat Actor a

𝑜𝑎 ∗ (ƪ) = argmax ∬ 𝑈(𝑥(𝑡𝑎 ), c(𝑜𝑎 )|𝑑𝑎 ∗ (𝑖𝑎 )) ∙ 𝑝(𝑥(𝑡𝑎 )|𝑖𝑎 , 𝑑𝑎 ∗ (𝑖𝑎 )) ∙ 𝑝(𝑖𝑎 ) 𝑑𝑥 𝑑𝑖𝑎
𝑜𝑎 ∈ƪ

Given these reformulations, we can consider VoIS. This value is based on comparing
different sets of information options ƪ chosen from the set of potential combinations of
information sources, Ȿ. A given set ƪ yields different information options 𝑜𝑎 in each case. For
example, we need to decide whether to hire an agent who can investigate threat actors. If we do
not have the agent available, the information options to gather in Equation 3.9(a) is restricted to
the first two possibilities listed earlier, 1) prior information only, 2) prior information plus
network analysis. With an agent, all four information options are available. Because the set of
information options ƪ differs, this may lead to a different optimal information option choice,
𝑜𝑎 ∗ (ƪ), giving information 𝑖𝑎 ∗ (indicating the uncertain information from the optimal choice)
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When different information sources are relevant to different actors, we can still use a single set of sources ƪ, but
the information given by irrelevant sources is not uncertain, and does not change our estimate. For example, this
might include querying an agent located in Chicago about his nonexistent observations of a threat actor in Miami. It
is possible, but will have no value.
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which can lead to a different optimal response decision 𝑑𝑎 ∗ (𝑖𝑎 ∗ ), in turn leading to different
probabilities of outcomes.
As noted above, the new formulation is over multiple threat actors. To put this in terms of
our example, the analysis so far evaluated only Harry. It is likely that other individuals have
some probability of needing investigation in the future. We can consider what happens if we
might at some point need to evaluate threats from, say, Tom and Richard. If sources can be used
across multiple people it is useful to decide whether to gather information from sources based on
the value across potential analyses. Perhaps the value of hiring an agent for analyzing threat from
Harry or any other single individual is not enough to justify the cost, but the expected value for
evaluating all potential threats is high enough to make it worthwhile.
The value of a given source is the expected utility of all of the response and information
collection decision problems and associated costs when the source is available compared to the
expected utility without the source available. This means that VoIS of a potential source 𝑠 is
based on a comparison of the expected utility of the outcomes of response decisions made with
optimal information when the source is available to the case where the optimal information
cannot include that source. Given some baseline set of information collection options ƪ, we
consider the alternative set {𝑠 ∙ ƪ}, including every option previously available either with or
without information from the new sources 𝑠. We again modify the notation from Equation 3.9(a)
to replace 𝑜𝑎 ∗ (ƪ) with 𝑜𝑎 ∗ (𝑠 ∙ ƪ) and replace 𝑖𝑎 ∗ with 𝑖𝑎,𝑠 ∗ when the available set of sources
includes 𝑠, that is, the source being evaluated is available, and replace them with 𝑜𝑎 ∗ (ƪ) and
𝑖𝑎,−𝑠 ∗ respectively when the additional source is not available.
VoIS evaluates the value of making a single additional source s available. If the source would
be used and would be sufficiently valuable across enough cases to justify the cost, we would find
a positive VoIS. (Otherwise, we would not choose to make the source available.) This means that
for VoIS, the availability of a single additional source 𝑠 which may or may not be used in
𝑜𝑎 ∗ (𝑠 ∙ ƪ) leads to a new cost, c(𝑜𝑎 ∗ (𝑠 ∙ ƪ), 𝑠). This is the cost of having source s available,
whether or not the source is used in the optimal information option for a specific threat actor, in
addition to the costs considered before in c(𝑜𝑎 ). In our example, if we hire an agent we would
pay them regardless of how often or rarely they are asked for information. In equation 3.10 the
means the cost in the first term must include the cost of having source 𝑠 available116. The other
terms in Equation 3.10 similarly have 𝑖𝑎 ∗ and 𝑜𝑎 ∗ (ƪ) replaced with 𝑖𝑎,𝑠 ∗ or 𝑖𝑎,−𝑠 ∗ and 𝑜𝑎 ∗ (𝑠 ∙ ƪ) or
𝑜𝑎 ∗ (ƪ).
In this equation, we also need to consider the probability of the decision maker needing to
later perform an analysis of each potential actor. We do not necessarily expect to perform
analyses of everyone in the set of threat actors, and we therefore consider the utility of each
future decision weighted by the probability 𝑝(𝑎) that we will perform an analysis of potential
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Because the cost of the other sources in ƪ is fixed across all cases, we can consider it part of overall costs, and it
is therefore part of both c(𝑠, 𝑜𝑎,𝑠 ∗ ) and c(𝑜𝑎,−𝑠 ∗ ).
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threat actor a. For example, this allows for the utility to account for the possibility that additional
actors will be identified in the future, and analyses will be desired. In the case that we will with
certainty perform the analysis of each possible actor, the probability 𝑝(𝑎) is 1.
Eqn. 3.10: VoIS for Multiple Threat Actors
Vo𝐼𝑆(s | ƪ) = ∑ ∬ 𝑈 (𝑥(𝑡𝑎 ), c(𝑠, 𝑜𝑎 ∗ (𝑠 ∙ ƪ))|𝑑𝑎 ∗ (𝑖𝑎,𝑠 ∗ )) ∙ 𝑝 (𝑥(𝑡𝑎 )|𝑖𝑎,𝑠 ∗ , 𝑑𝑎 ∗ (𝑖𝑎,𝑠 ∗ )) ∙ 𝑝(𝑖𝑎,𝑠 ∗ ) ∙ 𝑝(𝑎) 𝑑𝑖𝑎,𝑠 ∗ 𝑑𝑥
𝑎∈𝐴

− ∑ ∬ 𝑈 (𝑥(𝑡𝑎 ), c(𝑜𝑎, ∗ (ƪ))|𝑑𝑎 ∗ (𝑖𝑎,−𝑠 ∗ )) ∙ 𝑝 (𝑥(𝑡𝑎 )|𝑖𝑎,−𝑠 ∗ , 𝑑𝑎 ∗ (𝑖𝑎,−𝑠 ∗ )) ∙ 𝑝(𝑖𝑎,−𝑠 ∗ ) ∙ 𝑝(𝑎) 𝑑𝑖𝑎,−𝑠 ∗ 𝑑𝑥
𝑎∈𝐴

In our example, we consider the value of having a network analysis available across threat
actors. 𝑑𝑎 ∗ (𝑖𝑎,𝑠 ∗ ) is the optimal response decision given the information from the optimal
information option for choosing how to respond to the threat posed by Harry. The optimal
information option is chosen from a set of sources that includes the agent. The utility for this
case is therefore 𝑈 (𝑥(𝑡𝑎 ), c(𝑠, 𝑜𝑎 ∗ (𝑠 ∙ ƪ))|𝑖𝑎,𝑠 ∗ , 𝑑𝑎 ∗ (𝑖𝑎,𝑠 ∗ )), which is the utility of the possible
outcomes of the response decision given all costs, including both having the agent source
available, and collecting optimal information from the sources chosen.
The expected utility is calculated on the basis of the utility and costs, weighted by the probability
of the information being each possible value, the probability of each given outcome occurring
given the information and that the optimal response decision made based on the information, and
the probability that we will perform an analysis of Harry in the first place. Integrating across all
values of 𝑖𝑎,𝑠 ∗ for each case, outcomes for each case, and actors gives the overall expected value
of the case given that the source, in this case the network analysis, is available. This is then
compared to the second term, which is the same expected utility except that the network analysis
is not available when choosing the optimal information for making the threat response decision.
Even after defining VoIS, we can go a final step further to define the optimal set of sources
across the threat actors. To do so, we once again consider the argmax of the expected value, but
now the argmax is over sets of sources, and the expectation includes the threat actor cases which
may occur. This leads to finding an optimal set of sources ƪ to make available over the uncertain
set of threat actors 𝑎 ∈ 𝐴. Here the optimum is the set of sources overall, ƪ∗ , from which 𝑜𝑎 ∗ (ƪ∗ )
can be selected in each case. Continuing the earlier notation, 𝑖𝑎,ƪ∗ ∗ is therefore the information
selected for making response decisions about threat actor a given the optimal available sources.
When considering the various sets of sources ƪ to have available, the decisionmaker selects
∗
𝑜𝑎 (ƪ), the optimal information option for decisions about threat actor a given available sources
ƪ. The associated cost is c(𝑜𝑎 ∗ (ƪ), ƪ). The decisionmaker’s utility function remains the same as
before, but takes these newly defined arguments, leading to 𝑈 (𝑥(𝑡𝑎 ), c(𝑜𝑎 ∗ (ƪ), ƪ)|𝑖𝑎 ∗ , 𝑑𝑎 ∗ (𝑖𝑎,ƪ ∗ )).
As in the VoIS case, the evaluation of expected utility requires integrating over outcomes given
the optimal information collection decision and resulting optimal response decision given by
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𝑖𝑎,ƪ ∗ , over the information available from the optimal information option 𝑜𝑎,ƪ ∗ in each case, and
summing over the set of actors. This gives Equation 3.11.
Eqn. 3.11: Optimal Information for Multiple Threat Actors
ƪ∗ = argmax ∑ ∬ 𝑈 (𝑥(𝑡𝑎 ), c(𝑜𝑎 ∗ (ƪ), ƪ)|𝑖𝑎 ∗ , 𝑑𝑎 ∗ (𝑖𝑎,ƪ ∗ )) ∙ 𝑝 (𝑥(𝑡𝑎 )|𝑖𝑎,ƪ ∗ , 𝑑𝑎 ∗ (𝑖𝑎,ƪ ∗ )) ∙ 𝑝(𝑖𝑎,ƪ ∗ ) ∙ 𝑝(𝑎) 𝑑𝑥 𝑑𝑖𝑎,ƪ ∗
ƪ∈Ȿ

𝑎∈𝐴

Equation 3.11 finds a set of sources that will, in expectation, maximize the utilities of later
response decisions 𝑑𝑎 ∗ (𝑖𝑎 ∗ ), integrated over the set of threat actors that might exist, weighted by
their probabilities117. This again makes the problem of selecting data sources depend on solutions
to the complex problem of choosing the optimal information from a set of sources to collect, and
a threat response decision across actors which is dependent on that optimal information set.
In our example, we consider the same two sources as our earlier example, a network analysis
and an Agent evaluation, but evaluate the threat of all gang members. The decisions about how
to respond to threats posed by Harry and the others are made based on available information, and
the choice of which information depends in turn on the sources available. In some cases, we may
not wish to collect information from sources that are available, but as noted earlier the cost of
having the source available still applies. Each source which is made available has the potential to
provide information in each case. For some possible gang members or affiliates that we analyze,
it may be optimal to gather no additional information, while for others it may be better to gather
more information from either or both sources.
In our example, if the total value from deploying an agent to evaluate the potential threat
agents is high, but the marginal value of performing network analyses is low, we may choose not
to obtain the data for the network analysis, or not to purchase the software to analyze it. Making
that source decision requires evaluating the expected outcomes of optimal response decisions
given optimal information collection decisions which can include the network analysis and the
agent report, and comparing it to the case where only the agent report is available. Alternatively,
if the network analysis is valuable for assessing threat, and the marginal cost of the agent
evaluating each member is high and rarely worthwhile, it may be worthwhile to perform network
analyses, and not have the agent available.
3.4.3.3 Practicality of Applying the Formulation

The above equations could be used directly to understand value of information sources, and
to choose between them, assuming known functional forms and an understanding of the different
sources and threats. To solve these multiple integrals, we would first need functional forms that
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This formulation again does not allow for choosing the information conditionally, and instead assumes the
simpler case where the information collection decision occurs in a single step for each case – the only additional step
is the prior selection of sources available. In cases where the value of sources is critically dependent on conditional
information collection decisions, this is problematic. As mentioned in the previous footnote, such cases are often
computationally intractable, but approaches for approximating the optimal information collection decision exist
which are somewhat more tractable.
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are at least approximations of the outcome model and the utility function over the uncertain
outcomes, as well as a model of the data sources. If these were provided, even when the
functional forms are relatively simple, it is unclear that the resulting integrals have a
computationally tractable solution118. Instead, we can extend the discrete representation
introduced earlier. This mitigates at least the problem of representing the relationships in a way
that allows algebraic or numeric solutions.
3.4.4 Building Bayesian Network Models using MFrags
While the example cases I presented earlier are simple enough to represent directly as a
single Bayesian network, the approach is not easily scalable to the full VoIS decision problem;
Representing multiple sources and multiple cases requires a quickly growing set of nodes,
including multiple nodes to represent each threat, each source, and all the relationships between
them. Additionally, even small changes in the sources, threats, or information can require
significant restructuring or re-parameterization of the entire network. To address this challenge,
an extension to Bayesian Networks, called Multi-Entity Bayesian Networks (MEBN) (Laskey,
2008) can be used. MEBN allows sub- networks, called MFrags, to be specified. MFrags allow
the specification of each fragment as a conceptually distinct entity119, and can allow use of
arbitrary combinations of fragments in concert for High-Level Information Fusion. (Costa et al.,
2012) The simplification is accomplished when related fragments of the network– such as a set
of agents who provide reports, or a set of sensors each providing a reading – are specified
parsimoniously as a single class of MFrag. This, along with a decision-theoretic extension of
MEBNs, referred to as Multi-Entity Decision Graphs (MEDGs), allows the use of large numbers
of related sources120 and threats needed for the applications considered. (Matsumoto, Laskey and
Costa, 2016) These can be combined into the same type of fully specified Bayesian network as in
the example cases, but this can more easily be done modularly and programmatically, so that the
specification can be used across larger sets of information sources, threats, and decisions.
3.4.5 MFrag Specification for Threat Fusion VoIS
An MFrag is a partially specified Bayesian network containing random variables (RVs)
connected into a directed graph. MFrags contain three distinct types of random variables (RVs);
(1) input RVs, which have their distributions defined in a different MFrag, (2) resident RVs,
118

There are also alternative approaches for approximating VoI which are discussed in the final chapter, and these
allow heuristic evaluation that avoids the need for functional forms.
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In terms more familiar to object oriented programmers, an MFrag defines a class, which can have multiple
instances. These instances can be thought of as being stored as a data structure indexed by the entities. The later
examples will clarify this further.
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Continuing the earlier analogy to programming, each source type, Source X or Source Y, inherits from the
generic Source class, but may not include all of the parent class’s variables, and may include additional ones. Each
individual source is then an object of some subclass. Each of these has an “evaluation” function, taking a potential
threat as an argument, which outputs the evaluation of the threat by that source.
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which have their distributions defined within the MFrag, and (3) context RVs, which have values
that define whether the random variable is applicable in the specific context. (Laskey, 2004)
Each of these random variables may depend on arguments, called entities. (These can also be
understood as indexes for multiple copies of the MFrag.) Once specified, an MFrag can be a
prototype for multiple instances with identical structure.
If a set of MFrags can specify a valid Bayesian network, so that each RV appears as a noninput node in exactly one MFrag, the set is referred to as an MTheory. (The technical
requirement is that the combination of MFrags and relationships specify a unique joint
distribution, and can therefore form a valid Bayesian network over the relevant variables. This
would not be true if, for example, there was an evaluation that was not connected to any source,
or there were causal loops or other inconsistencies.)
By allowing the representation of repeated components of the overall problem, the use of an
MEBN allows much more flexibility and extensibility than building variations on a single large
Bayesian network, and is especially convenient for representation of decision problems where
many relationships are repeated among a number of different but related entities. (Matsumoto et
al., 2011) This means that a single MTheory can specify various different valid Bayesian
networks – the addition of an MFrag for a new source results in a different BN than without it,
but both BNs can be specified based on the MTheory.
For this reason, instead of the single network from our examples that includes all sources, the
sources are segregated into separate MFrags, one of which is shown below. In this figure, the
Input RVs are in yellow. These RVs appear as input nodes in the MFrags for all sources of the
given type. When a multi-source Bayesian network is assembled, the assembled network will
contain a copy of each non-input node for each source, and a single copy of each input node,
which will be connected to all copies of the non-input nodes as shown in the network graph.
Resident RVs are in blue and green; blue for those only contained in this specific MFrag, and
green for those that are also input RVs into another MFrag in the MTheory. The gray decision
node is a binary choice of whether this source is being used for the specified individual. This
structure is used as a template to build the individual MFrags representing sources in the
MTheory.
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Figure 3.4.1 – Notional MFrag for Ally Data Source
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There are also newly introduced nodes for costs. The two input costs are the cost of having a
source accessible at all (“Source Creation Cost”) and the cost of eliciting an estimate in a specific
case. These would either be estimated based on past data, or input for a specific new source or
source type based on available information.
3.4.6 Assembling the MFrags into a Bayesian Network
For our application, there are three distinct MFrags classes that will be constructed to be used
in the MTheory; (1) the individual data sources, (2) the data those sources generate, and (3) the
individuals of interest.
As shown below in Figure 3.4.2121, there can be multiple source types, such as ‘Agent
(Source Type)’ and ‘FinInt (Source Type)’ shown below, and multiple persons of interest, each
of which are MFrags, repeatable templates. For example, Figure 3.4.1 shows the template for a
source MFrag. Each source type is an MFrag that can also have multiple instances, which
represent multiple agents or multiple sources of financial data. The source types have
characteristics, such as their ability to detect a specific type of threat behavior, and their
associated costs, while individual sources have characteristics such as the accuracy of their
estimates.
Each source, such as ‘Agent 3 (Agent)’, can generate an evaluation of any specific individual
of interest, such as ‘Harry (Possibly Threat)’. Such an evaluation is shown below, as ‘Agent 3:
Harry (Evaluation)’. If the source does not generate an assessment for that individual, or if the
data is not requested, the information generated would be a null result. Otherwise, the result is
the information provided. The relationships between the source, the actor, and the evaluation is
governed by the data source model.
In Figure 3.4.2, we see that there can be multiple agents and multiple FinInt sources, as well
as multiple threats, as needed for a VoIS analysis. The nodes in the top row are the MFrag
classes; Possible Threats, Agent, and FinInt; the latter two are instances of the more generic
“Source Type.” In this figure, the only threat evaluated is Harry, and only one agent and one
FinInt analysis is displayed. The evaluations each have two inputs, because they are jointly
affected by the sources and the threat. For example, if Harry disguises some of his financial
activities by only using cash, the specific source being considered will be less accurate. The
arrows connecting the source and threat to the evaluations represent the causal relationship
between them.
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In a model implemented in code, the MFrags would be indexed based on MFrag type; for clarity in the diagram,
the class of MFrag is in parentheses following the name.
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Figure 3.4.2 - Notional diagram of MTheory for Fusion

Once constructed, the MTheory can be used to answer a wide variety of questions other than
estimation of VoIS, given data and a valid and approximately correct MTheory. For example, if
interested in finding if a source is trustworthy, a simple application of the model would be to
construct the relevant MEBN from the MTheory, enter the dataset of threat data from that and
other sources, and update it using the realized data to estimate the probability assigned to the
relevant “trustworthy” node.
3.4.7 Calibrating and Applying an MEBN
Having built the relevant MFrags, historical data can be used to train them, and to build
baseline estimates for new sources. This is somewhat more complex than the equivalent
procedure for a BN, but the method is explained by Park (Park, 2017) This relies on having a
dataset that contains both the inputs from various sources, and the outcomes122.
The input nodes would have been estimated based on all historical sources of this class. The
relationships between the ally estimates and the output nodes are stored in the case input
likelihood node, which would similarly have been estimated based on previous cases where this
specific source’s data was used. These values would then be used to dictate the relevant
likelihoods for each of the four characteristics. The relationships for location are estimated
similarly, but are distinct because the estimate is over a different set of values.
The trained model must then be validated, using either a reserved portion of the dataset, as is
common in machine learning, or expert evaluation of the relationships. Preferably, both methods
would be used, as this validation step is critical for any application.
In order to calibrate the model parameters across both individual sources and classes of
sources, the estimate would use data about multiple cases and multiple sources to estimate the set
of parameters relating the source data to the case outcomes. Conceptually, the estimation process
would be attempting to minimize a loss function, for example, minimizing the discrepancy
between the model outcomes and the actual known outcomes123. This is conceptually similar to
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These outcomes must be based on outside evaluation of the eventual threat, and the cases used should include a
full spectrum of inputs and outcomes. This is discussed in more detail later.
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This is conceptually a hierarchical estimation problem of a type frequently encountered in statistics.
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estimating any statistical hierarchical model – but to perform the estimation, a full model of all
sources, cases, and outcomes must be constructed. Approaches like those built for Genie/SMILE,
for learning based on multiple cases, are available for reducing the complexity of this task.
(Voortman, 2005)
Our ultimate application is to understand the value of future data sources. As discussed, this
requires a proper validation of the model. Using the validated and calibrated model, we can
specify a distribution of potential future cases and available future sources so that the
preposterior value of information sources can be obtained. This process also requires a full
model, including representing the distribution of expected future cases, to estimate the value of a
new source.
For example, if there are local sources in various parts of the world, historical data can be
used to estimate the typical accuracy, reliability, and credibility of this class of sources. Based on
this, the usefulness of another local source, perhaps in an area where there is currently no such
source, can be estimated. As a crude approximation of this, imagine that in other areas, the yearly
cost of a maintaining such a source is $25,000, while the average value of the source is $5,000
per case; if the data from the new source is expected to be used for more than 5 cases per year,
this would be justified. This simplistic analysis shows the purpose, but ignores many factors that
are modeled; the credibility of the future source is uncertain, the source value depends on what
other data is available for the areas the new source covers, and the types of case in question.
Both of these applications, and similar ones, rely on having a large model that should be
extensible, allowing the addition of new sources for the historical model as more data becomes
available, and allowing the specification of additional uncertain cases and sources to estimate
their future value. For this reason, a MEBN representation could be valuable.
3.4.8 Considerations for Applying the Model in Practice
3.4.8.1 Optimization Applications

For any application, the decisionmaker and specific decision need to be specified as part of
problem formulation124. Here, the decision considered is the FBI’s process involves both filtering
out people unworthy of concern, and assessing those who should be promoted to additional,
more selective, watch lists. The model focuses on two classes of question related to this decision.
The first question type is the primary decisions about whether to further scrutinize and promote
those already in the TIDE database, in order to mitigate the potential threat. The second is VoI
questions about whether developing or using information sources can improve those primary
decisions.
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For applied policy work, this should ideally be the policy client, so that the work can inform those empowered to
make the decisions. This requires stakeholder engagement and buy-in, which are critical for having any policy
impact emerge from such a process.
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The problem can be approached in either of two ways: applying these formal methods to
optimize the FBI’s decision process, or using the model structure to guide stakeholders
informally. The choice of an investigative stage, before specific enforcement decisions are
relevant, mirrors the focus in this chapter on the information fusion and value of information
aspects of the problem, and allows understanding of some of the potential challenges involved.
The challenges of the approach also suggest a non-optimization focused approach for use of the
model. This avoids many of the challenges outlined in this section, but has significant limitations
as well.
3.4.8.2 Optimization

There are several key requirements for application of this model to the described problem.
First, the details of the structure considered, and the set of sources actually available to be
created, removed, and optimized must be specified. This allows the model to be adapted to the
specific class of cases that the model would need to represent, and select a structure that is
consistent with domain knowledge - in this case, presumably using the method proposed by
Cheol Park. (Park et al., 2016) Next, extant data and expert elicitation must be used to calibrate
the model, so that the sources are represented properly. Based on this, the fusion model should
be validated and verified, and then the utility model should be specified in a way that matches
the actual preferences of the decisionmaker.
In order to apply the model to optimize across many sources and cases, it is especially critical
to properly understand the scope of the decisions affected by the data, then to validate the model.
Here, the FBI would need to outline which sources already exist, which it can choose between,
versus those which are provided externally. Given the scope, the MFrags would be constructed to
represent all of the data input into these decisions.
After defining the scope and specification of the phenomenological and data source models,
calibration and validation are performed – which require access to data. Fortunately, the FBI has
one million records in the TSDB which function as cases with which to train the model.
Unfortunately, it is unlikely to all be in a format that can be directly input into any threat fusion
model; the sources are diverse in type, and not all are necessarily quantified. In order to apply the
model, some large subset would need to be interpreted into whichever format is used by a
predictive causal model such as PFT, used in our earlier case studies.
Given interpreted data, the model must be calibrated. This requires not only input data, but
results that would be output. By using the output from known cases125, the various uncertain
parameters can be estimated. This relies on using the a priori knowledge of structure to find an
appropriate value for uncertain parameters, not building a full representation of the system, as
125

This output cannot simply be the previous classification decision, but should ideally represent a concrete and
externally observed phenomenon – a successful or attempted attack, or conviction for attempted terrorism
(Critically, not one where law-enforcement personnel who used the output of the decision were involved in
suggesting or entrapping the would-be terrorist.) The need for external outcomes to validate the model is discussed.
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explained in an earlier chapter. If multiple models for threat are available, this process can also
be used for evaluation of how well they fit the observed data, as well as for Bayesian model
fusion, which allows for the use of multiple models in proportion to their predictive power.
Finally, the utility model appropriate to the specific decisionmaker must be constructed. As
discussed earlier, challenges exist in specifying a utility function that is not oversimplified, but
also does not ignore key costs. The utility must represent the value of different outcomes and
their relative worth. In our case, some of the most difficult to evaluate, controversial, and
uncertain costs are impacts of data collection on privacy, the longer-term consequences of
creating intrusive government powers, the value of security, and the possibility blowback effects
from our decisions, which can make the problem worse by further radicalizing populations due
to perceived or real discrimination or surveillance. Despite the difficulty in assessing these
factors, the decision analysis should capture all costs126 that are important for the decisions
made127.
Once all of these steps have been completed, the model can be used to evaluate value of
information in practice. These steps are each non-trivial and are only justified if the expected
gains from such an effort will be offset by sufficiently improved detection or a reduction in costs
exceeding the cost of the effort. Even if this is not the case, however, an informal application of
the model may be still useful, along the lines of what the methodology in Chapter 5 suggests.
3.4.8.3 Non-Optimization Applications of the Model

In place of the computational approach enabled by an MTheory where data is available, the
general approach for structuring VoI questions properly can be helpful to decisionmakers. This is
a potentially valuable use-case when one of the earlier pre-requisites is impossible, or too
expensive; if the data that is required for a full application of the model is unavailable, if it
cannot be interpreted into the form needed for a causal model (or no sufficiently reasonable
causal model exists,) or if eliciting the utility is difficult or too contentious. This would involve
methods like those discussed in the proposed methodology, presented Chapter 5.
In addition, however, there is a case to be made that building the model can be justified for
reasons other than application. The informal use of such a model is different from a model which
can be fully validated and applied. As James Hodges notes, there are a variety of valid uses for
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The alternative to using low-accuracy of estimates of impacts of decisions on privacy or blowback effects on
radicalization is excluding these costs – and that is making the even more blatantly inaccurate assumption that such
costs are zero.
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The decisions are being made by particular agencies like the FBI with narrower scopes, but doing so on behalf of
the government writ large. As suggested by the economic literature on Cost-benefit analysis, the decision makers act
as proxies for the public. For this reason, an analysis should be conducted from that standpoint – to maximize the
public good. This is further reason to simplify the problem as a unitary decision maker; despite the fact that the
public’s goals are not necessarily coherent, public stewardship is best exemplified by finding a useful coherent
proxy for their goals, and pursuing that proxy.

127

models that have data on inputs, but not on outputs128. (Hodges, 1991) Because such models
cannot be validated129, he argues that they should not be used to evaluate decisions, but suggests
that legitimate uses for these models still exist. We will focus on a few of those he lists; as an aid
to thinking and hypothesizing, as a tool for emphasizing and explaining the idea, and as a way to
create incentives for data gathering and interpretation.
The first method, as an aid to thinking, can be used in several ways. Hodges notes that it may
be “a decision aid in operating organizations.” As shown in the example cases, seeing the
marginal value of different sources, even when modeled notionally, builds intuition around how
different types of information are useful. For example, sources that inform specific questions
about motivation are most useful when other data about motivation is imprecise or not yet
collected. Similarly, information sources that are low cost can be useful even if they can only
provide information that exonerates with high accuracy, since this will reduce the size of the pool
of candidates, and provide implicit evidence that raises the probability of those who are not
exonerated. Here, absence of evidence is evidence of absence130.
3.4.8.4 Model as an Aid to Thinking

The model as an aid to thinking can also be used to understand the process itself more
clearly. This follows in many ways from Herbert Simon’s argument that heuristics may be
effective when models are not; objections to applications of the model are themselves useful as
ways to better understand the more heuristic process.
For example, the process of eliciting the characteristics of different sources, and considering
what they intend to inform, can be useful in clarifying how data is used for threat estimation. If
analysts find that decomposing evidence sources into independent components in infeasible, it
may be a sign that the current process also has trouble with this. By considering the overlap of
sources, more care can be taken to ensure that shared evidence is not double counted, and gaps in
the information gathering system are noticed.
3.4.8.5 Models as tools for explaining an idea

Aside from the earlier suggested uses for the model, it can be used as a tool for emphasizing
and explaining the idea. Even when the model cannot be applied directly, decisionmakers may
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He calls these impossible to validate models “bad.” This is arguably correct when used in a context requiring
such validation, as would be done when using the model for optimizing – hence the limitations and cautions
suggested. He goes on to say “the term bad model may seem polemical. It is intended to be.” Instead of resorting to
polemics, and without addressing the more general question of where various models are and are not appropriate, it
is appropriate to identify a model as valid or useful for a specific purpose. In this case, there are important gains to
be found in judicious use of “bad” models.
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The criteria he lays out for these models includes several that I would classify as implicit in the need for causal
and generative models, then adds the existence of data to validate the model, which can legitimately be understood
as a property of the model, or the application area – I consider it the latter.
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While absence of evidence isn’t evidence of absence in in formal logic, as a Bayesian proposition it is. For a
straightforward discussion of this issue, see Robyn Dawes's “Rational Choice in an Uncertain World”
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find ways to benefit from noticing the question. Earlier work on Value of Information for
Biosurveillance (Manheim and Willis, Forthcoming), was presented to decisionmakers, and the
use of a simplified notional model was viewed as helpful in exploring the question, aside from
the illustrative direct estimates provided. If the idea is explained and emphasized, this mode of
thinking can be applied as a mental model that can be applied much more flexibly and simply
than the formal model allows. Hodges refers to this as “a stimulus to intuition,” and many
sophisticated model builders and consumers use simulations in exactly this way. This is also
critical to the methodology presented in Chapter 5
One example of how such intuition can be valuable is explicitly considering what evidence
would confirm or falsify possible theories. Concretely, if a suspect is only viewed as dangerous
due to a single report, a better evaluation of the accuracy of the source or report can be much less
costly than finding corroboration or conflicting data. Perhaps finding that the report comes from
a business rival or ex-partner would be enough to dismiss it, while finding that it came from a
parent could promote it to immediate attention. For this reason, confirming or disconfirming the
provenance of a received report can be much more valuable than gathering data from additional
sources.
Alternatively, some data sources can much more easily be supported or contradicted by
different types of data. Focusing on the question of what would be needed is then focused on
identifying what sources would most effectively confirm or disconfirm the data. As an example
in a different domain, if one type of sensor for detecting a hostile missile launch registers false
positives most commonly due to flocks of birds, instead of attempting to refine the resolution of
the sensor system, the system could potentially be vastly improved cheaply by incorporating a
low-resolution visual double-check of the area.
3.4.8.6 Models creating incentive for data collection

The third valid use is to create incentives for data collection and interpretation. If the
informal application of the model appears to be useful, further data collection to allow a more
formal application of the model may be justified. In different cases, it may be found that, while
the informal application was useful, the marginal value of a formal model is insufficient to
justify the expense of sufficient data collection. In this way, an informal application of the model
can be viewed as a source of data to allow better estimation of the benefits of a more formal
application – it is, in a sense, a way to estimate the value of a VoIS model itself as an
information source.
These applications are possible even when relaxing some of the assumptions necessary for
direct application of the model. For example, use of a notional utility model is sufficient for the
first two uses described. More broadly, attempts to validate a notional model of threat fusion or
of source characteristics can be a motivation to collect data useful for further application even
when the utility function is entirely absent.
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3.5 Case Study Conclusions

This case study used discrete Bayesian networks (BNs) to understand information about
potential violent extremist actors. The models were found to be computationally feasible, but
require discrete approximations for the causal models used. While the lack of available data and
the requirements for interpreting data into model inputs make the actual analyses only notional,
future application inside of the intelligence community, where data is available, is feasible.
The model discussed here has both practical applications as an example for helping
decisionmakers understand the potential value of information, and longer term potential value as
a way to more rigorously represent the process and optimize these decisions. The latter use
requires further investigation, and in the case that optimization is found worthwhile, also requires
investment in data collection or aggregation inside the intelligence community, and investments
in modeling and validating the models used. This work would be valuable both for decision
making about information sources, and for refining our understanding of the relationships
between the various information sources regarding threat and the underlying threat from the
actors. Before applying the method directly to VoI decisions, however, further research is
needed, especially to better understand the preferences of decisionmakers131.
Substantive applications of this model seem likely to over-value information, given the
simplifying assumptions, and the fact that, in practice, organizational friction and coordination
costs make the information less useful for decisions. This could be problematic if it causes
decisionmakers to pursue information that is less valuable than assumed. However, a significant
body of research has shown that organizations typically overvalue information already.
(Feldman, 1981) It seems possible, therefore, that the use of such models can help combat this
tendency in organizations to over-value information by showing that even with these generous
assumptions, some sources can be difficult to justify.

3.6 Evaluating the Model as a VoI Application

In addition to the conclusions about the domain application, there are several substantive
conclusions about using VoI techniques not only in threat intelligence, but about the suitability
of the approach more generally. The application shows that while VoI techniques are suitable as
a tool for shaping discussion and exploration of intelligence sources, issues remain before their
direct use in decision making is warranted. The suitability of the approach generally will be
discussed in the context of how they apply here, and this evaluation will be primarily criticalto
better understand limitations.
3.6.1.1 Comparison to Proposed VoI Estimation Methodology

The approach outlined in Chapter 5 for applying these techniques starts with problem
formulation and alternative generation. Considering whether there is significant value in
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In fact, the preferences we elicit can be understood as a data source.
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investigating additional or alternative data sources can be done informally at these early stages –
and in many cases, it will be clear which sources would be most valuable, without formal
modeling of the sources. In cases where the value or costs of specific classes of additional
information and sources are uncertain, it may instead be clear that the value is not large enough
to justify an investment in modeling. These early steps are about more formally structuring the
problem, which closely relates to the non-optimization applications discussed in 3.6.2.
3.6.2 Non-Optimization Application
Applying the model in non-optimization settings is less problematic, but there are still
unresolved questions. For example, will the model actually lend the types of insight discussed,
and does this class of insights merely mirror procedure that would be performed without it? This
is a useful avenue of further research, but requires both an investigation into details of the
process at a level that is not public, and use of the technique in active collaboration with
stakeholders. Despite the lack of specific evidence supporting the use of conceptual VoI models
in this domain, such models are widely used to lend insight, and it is reasonable to claim this
application would have similar benefits in practice.
For a system as large and expensive as current counterterrorism efforts, better structuring and
modeling the benefits of sources is valuable independent of VoI. Such work allows both clear
heuristic evaluations, and structured elicitation. On the basis of this work, the computational VoI
applications, such as VoIS discussed in 3.4, may be found to be valuable as well.
If that is the case, and if the central assumptions behind the VoI model are appropriate,
validating the underlying models can identify and potentially even address shortcomings of the
model applied here, as discussed in 3.6.4. Because of this, it is important to first review and
address problems with these assumptions, and then discuss how the model simplifications could
be problematic.
3.6.3 Analysis Assumptions and Model Simplifications
The central assumptions behind the application of a computational VoI model are that we can
correctly represent the decision process and the preferences between options, can represent the
sources of new information that would affect those decisions and the likelihood of the
information, and can then evaluate the counterfactual decisions given such information.
The model explored simplifies the problem significantly in each of the areas mentioned –
process, sources and likelihood, and counterfactual evaluation. George Box’s maxim that “all
models are wrong, but some are useful” is a useful introduction to the question of whether a
specific incorrect model is useful. Outlining the specific shortcomings in these areas will show
whether the model used, or reasonable extensions of that model, can be useful despite the
important and acknowledged simplifications. The defense of the model is not that the model is
correct, but that the distortions created can be small enough to make application of the model
beneficial, or the distortions are not relevant to the decision considered.
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3.6.3.1 Process Model

The process of intelligence collection and post-collection decision making are complex, and
the focus on the “front end” ignores many of issues. The model describes the process of
intelligence collection and evaluation simplistically, without representing any details of the
decision process about what to collect. Instead, it simplifies the problem to an evaluation of the
costs of the information, and how the information impacts assessments of threat. This ignores the
complexity of information gathering and threat fusion, the organizational complexity and barriers
to coordination, and the later stages, including threat response.
3.6.3.1.1

Information Gathering

3.6.3.1.2

Organizational Simplification

Given the constraints and complexity of the threat information fusion and response system,
the analysis focused on the identification of potential threats in the data, and the sources that can
provide the data. The analysis therefore ignores the earlier parts of data-gathering and
coordinating data collection.
In the intelligence community, there is a view that “Analysis,” a set of qualitative and
quantitative methods that may use structured techniques, is beyond the realm of what can be
modeled quantitatively. If correct, this claim would imply that the threat fusion and information
gathering tasks are not possible to model. Despite realizing that any approximation differs from
the intuition and judgement of analysts, approximately quantifying the process is obviously
possible. The question of whether a simplified approximation can be as accurate as the intuition
of practitioners is an empirical one. While the answer may still be unclear in intelligence
analysis, in some similarly complex domains the answer has been a resounding yes. (Tetlock,
2005)
Additionally, as intelligence analysis begins to rely more and more on quantitative models to
sift through large data sets, the objection is less relevant; where automated systems are analyzing
data, techniques like those outlined here can be directly useful. The application of these methods
seems most appropriate where quantitative models are already being used, especially early in the
threat identification process, but as argued, this can provide insight even for less quantified data.
The simplified process also excludes the complex set of enforcement and investigation
agencies, which include intelligence and operational agencies involved in activities like
screening incoming travelers, as well as federal and local law enforcement, each with different
priorities.
The process simplification is closely related; we assume that the tasking and process for
specifying data gathering is less complex than in reality. Because “collection is a highly iterative
and continuous process [and] collectors jump around a lot in the diagram,” (Clark, 2013) the
details of selection of information and alignment of the parties involved occurs via feedback in
the system.

132

By ignoring the complexity of the organizations’ interactions, the compatible and
incompatible goals and incentives are lost. In any system with multiple agencies, bureaucratic
misalignments due to agencies with narrow scopes are expected. Here, the overall goals include
reducing terrorist attacks, minimizing expenses, and guarding civil liberties. While these goals
are incompatible individually, any tradeoffs and misalignments between them would be resolved
politically, and ideally are reflected in the final compromises between organizations. Because of
this, in a well-functioning system overall preferences represent the overall social goals.
Concretely, the simplification can be taken to mean that all agencies will cooperate fully in
collecting data, and that all available data would be shared between agencies. The ultimate
decisions about which data to gather is then implicitly based on the compromises mentioned.
To the extent that the agencies do not cooperate, or the system functions sub-optimally, the
assumption is more problematic. Thankfully a great deal of effort is put into minimizing interagency conflict, and the system as a whole is coordinated using a variety of mechanisms. To
reduce the complexity of coordinating the data-gathering process, guidelines that emphasize
priorities for information collection, are intended to align needed information with the
information which is collected. A variety of sources provide an overview of some of these
processes and agencies,(US Congress, 1996),(Best and Boerstling, 1996) which were then
revamped and further improved after 9/11 specifically to address the threats of
terrorism.(McConnell, 2007)
Despite these practical limitations on the agencies’ processes, a reasonable and compact
representation of the overall process is a model of the ideal state, which improvements in the
system work towards. This ideal state is one without misalignments or restrictions that limit the
effectiveness of the system132. In simpler systems, this occurs when a single group, the so-called
unitary decisionmaker, controls all aspects of the process – and this model will be important for
understanding the simplifications in the utility function.
3.6.3.1.3

Threat Response

The modeled process also excludes the specific actions that can be undertaken once there is
information about a specific threat, or reasonable cause to launch a full investigation. Because
the model is limited to an early stage, it omits later decisions about enforcement actions. The
model also treats the process as a single time-step, which is much less problematic when
considering the early stage process, compared to stages where the investigation can be time
sensitive and threat is potentially imminent.
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To the extent that there are known discrepancies between this ideal state and the one that occurs in practice, it is
certainly important to minimize them. If such discrepancies are severe enough, the VoI model is more helpful in
identifying these issues than in providing insight into the value of new information.
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Focus on an intermediate outcome (threat) instead of the actual outcome means any
optimization is for only a segment of the overall system, which can be problematic133. The
reduced scope ignores response actions, which precludes analysis of topics such as the relative
benefits of detection versus prevention, and the impact of more or less timely response or
interception of potential threats. This is an important concern, but one that requires a much more
extensive modeling effort to address. These questions could be understood using similar
techniques to those used here, using a more complete systems model, including a model of the
investigations process and the relative effectiveness of each option.
This reduction in scope also reduces concerns about the model omitting any representation of
legal limitations on data gathering and response options, which exist in practice for guarding
civil liberties and protecting classified information. While they are important operational
concerns, they have a more limited effect on the portion of the process that occurs prior to
inclusion in downstream databases. Systems such as TIDE are designed to allow data sharing
while respecting legal restrictions, explicitly intended to minimize the problems caused by these
limitations. This contrasts with investigative options in later stages of the process which are
dependent on factors like granting of warrants based on the outside assessment of a court, or
sharing evaluations with local police to corroborate or act on, when they are not necessarily
allowed access to classified data.
The simplifications in this model regarding information gathering, organizational dynamics,
and threat response allow a much more tractable modeling approach. The various process model
simplifications create several limitations. Despite these limitations, for the purposes of
evaluating VoI for filtering threats, eliminating the simplifications would make the model more
complex – infeasibly so. Extending the model to represent the source creation process would
require detailed modeling of complex source-specific processes like government hiring and
requisition. Including organizational dynamics would require details about the organizational
collaboration, and complex game-theoretic modeling of the incentives. Including options for
enforcement actions would introduce a time component in the model, and would require a
different and much more complex approach in both the utility and threat fusion models.
3.6.3.2 Utility Model

In order to evaluate options within our model (both threat assessment and comparing the
value of different types of information,) we included notional preferences for alternative threat
categorizations compared to the true value. This ignores three important factors; the actual
stakeholder preferences, the collapse of outcomes to a single dimension, and the use of an
intermediate outcome as a basis for preferences.
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This was stated succinctly but hyperbolically by Donald Knuth “Premature optimization is the root of all evil”
(Knuth, 1974)

134

3.6.3.2.1

Simplified Utility

3.6.3.2.2

Single-Dimensional Outcomes

The utility function used was simplistic, based on a crude assessment of relative costs and
benefits of under- or over-reaction. It does capture some critical features, like the asymmetry of
over- and under-reacting, and the nonlinear impact of more significant threats,. This measn that
the simplified utility function is not intended as a representation of true stakeholder preferences,
but illustrates the conceptual model. A full analysis would need to elicit these preferences, and
exercise which has been done in related contexts. (Keeney and von Winterfeldt, 2011)
In doing so, any elicited or modeled utility function necessarily collapses the various classes
of expenses, outcomes, and concerns into a single dimension. As a secondary concern, the
simplification for the model is that the utility is evaluated for an intermediary outcome, the
classification, instead of the eventual outcomes, such as dollar cost and lives lost. This use of a
final outcome for VoI is not strictly a necessary feature of a VoI model, but it presents issues
which can be difficult to understand or resolve.
The use of threat as an outcome in our model collapses the different outcome dimensions.
This has important effects on the evaluation of tradeoffs, and how we understand the preferences
of stakeholders. Despite the drawbacks, some form of this collapse to a single dimension is
necessary for Value of Information models.
Using threat as the single-dimensional outcome presents a tradeoff; a more sensitive system
would find more true false positives, but fewer true negatives, and vice-versa. In our case, the
alternatives we need to evaluate are including and excluding potential terrorists in a montiroing
system, with uncertain results (identifying or not identifying threats, incorrectly targeting or
exhonerating innocent people,) as well as gathering various types of information, and the value
and cost of each.
A full threat outcome model would be able to show outcomes in multiple dimensions; lives
lost, damage caused, direct and indirect costs incurred, economic impacts, restrictions of civil
liberties, and so on. Based on this, the various outcome dimensions could be shown, instead of
the single tradeoff of false-positive and false negative rates. Convincing arguments have been
made that presenting multi-objective outcomes from models, instead of the popular alternative of
monetizing outcomes, is useful in decision support. (Keeney and Howard, 1976; Korhonen,
Moskowitz and Wallenius, 1992) This allows decisionmakers to understand the tradeoffs
involved much more clearly, and is a useful enabler of representative clarity in most decision
contexts.
In value of information models, however, the decision model is used to compare outcomes of
decisions made with different information available. Implicit in any such model are the decisions
made given differing information available, and this requires a single outcome dimension – even
if that outcome dimension is itself a weighting of a set of factors. For example, we can again
consider the simple decision tree for the value of information of a medical test, like the one
presented in Figure 1.3. The test provides information about the person’s likely status: if they are
135

sick, treatment is indicated, but if not, the treatment is expensive and/or deleterious. The value of
the test is that it is likely to reduce unneeded costs and increase the health benefits of treatment
when it is indicated. Despite the different outcome types, dollar costs and health benefits, the
decision of whether to treat must be on the basis of some concrete metric, presumably one that
combines the uncertain costs and uncertain benefits. Without specifying some decision rule for
whether to treat, it is impossible to decide whether the test will have a benefit that exceeds its
costs. This does not assume risk-neutrality, but does require outcomes to be ranked on a shared
scale. Because of this underlying need for a decision metric, there must be a single-dimensional
metric used for decision. Therefore, the single-dimensional simplification is both necessary and
theoretically sound in any case where a decision is implict in the model.
The assumption of a single dimension is more problematic when there are multiple
stakeholders instead of a single decisionmaker; Arrow’s theorem implies that there need not be a
coherent utility in such a case. Despite this, in practice , the amalgamation of preferences in the
complex system can always be understood as a single-dimensional preference function, because
the system makes decisions, and overall preferences of the system are whichever outcome would
be selected for in practice134. This preference incorporates multiple dimensions, but ultimately
chooses one option over another. This means the assumption of single-dimensional preference is
more reasonable when made alongside assuming a simplified process model, since perfectly
aligned preferences would lead to an elimination of bureaucratic games that create many of the
complexities of the full system. This point can be seen as extending the earlier arguments about
why a simplification of the process can be justified.
The simplifications of a single-dimensional utility in a model can be mitigated using methods
shown in my work on Biosurveillance VoI.(Manheim et al., 2016b) Outcomes across multiple
dimensions from the model were shown to the decisionmaker, and the relative weights of the
different factors were able to be adjusted by decisionmakers to help them consider the
interrelationship between valuation of various factors and the value of information. This method
still requires a single dimension for utility, but allows exploration, and if practical would be
useful in extending the current model to help support decisionmakers.
3.6.3.3 Likelihood and Threat Fusion Model Simplifications

The Propensity for Terrorism model used for threat fusion creates significant uncertainty in
the overall model, with several simplifications and a critical but mitigateable shortcoming. There
are two important simplifications; the use of threat as an outcome, and the lack of representing
key model uncertainties. In addition, lack of calibration and validation of the model is a critical
shortcoming that must be remedied before application would be possible.
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In complex systems, it is worth noting that the overall preference of the system aresometimes not coherent. For
example, bureaucracy A may prefer X to Y, while bureaucracy B can prefer Y to X – perhaps because they value
different dimensions of the outcomes differently. Determining how to resolve these conflicting preferences is
difficult, but the resolution of any such conflict is a bureaucratic or political question, as noted earlier.
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3.6.3.3.1

Reliance on Intermediate Outcomes

3.6.3.3.2

Endogeneity of Final Outcomes

As noted in the previous section, the alternative to evaluating an intermediate outcome is a
full model of the decision process, including an attack model, and a model to represent other
outcomes. The complexity of such a model is daunting, and validating any model that maps
characteristics of individuals to attempted attacks, probability of success, and damage caused
would require a large dataset that does not exist135.
The use of threat instead of actual impacts in the model is necessary for several reasons.
First, a model connecting observed behaviors to eventual decisions is necessarily inexact due to
the level of current underlying social science like psychology and criminology. This means the
model does not evaluate how individuals will engage in extremism, as loners or by connecting to
a group, using guns or bombs or other attack modes, or the individual’s probability of success.
These are all critical components of the eventual threat, but do not relate to their initial desire or
general ability to engage in violence. Instead, “Capability and Opportunity" is a simplified proxy
for these factors.
The problem of composition of models mapping individuals to terrorist outcomes is
eliminated by estimating the intermediate outcome. This is done with the understanding that,
even if a fuller analysis with carefully elicited values from decisionmakers was performed, the
values will be somewhat vague and contentious. Despite the drawbacks of vague and contentious
values, some assignment of values to outcomes used is a determinant of the decisions output.
Using an intermediate outcome does not resolove the problem, however; preferences for the
abstract intermediate outcomes is still implicitly a preference over ultimate outcomes.
Given these caveats, the example utility function is implementable, whereas a correct model
is not. This does not imply that such a model isn’t useful for a more faithful representation of the
decisionmaker’s utility function, but if a more complete utility model were available, it would
require not only a threat outcome model that supported the estimates, but also a process model
that represents later choices, which would be similarly difficult.

The other reason threat is used is that impacts depend on response, which is endogenous to
the model. The estimated impact of an attacker depends on the expected response, which requires
a representation of some threat response model. In theory this could be done, but as was
discussed earlier, would require significant additional process modeling. This would also require
a significantly more complex representation of the outcome, and a utility model which used the
corresponding outputs.
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Despite the usefulness of such data for these purposes, the situation is thankfully a rare one.
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3.6.3.3.3

Resolving Uncertainties with Calibration and Validation

Key uncertainties in the model include the causal relationship between the factors in the PFT
model and the threat, and the relationship between the sources and the inputs to the PFT model.
The models used for the first component, TLWS and PF, are certainly simplifications, and
alternative parameterizations of these models were not explored. Finding the functional form
which best represents this relationship, and determining whether the inputs are sufficient to
reliably predict threat, are important unresolved question. The relationship used for the
likelihood of individual sources is also an important unknown.
Two modes of addressing these uncertainties will be useful in applications, both involving
calibration and validation. The first is training the exact model weights for PF and TLWS based
on historical data from sources and the relevant outcomes, and the second is expanding the
model to include additional factors and inputs found to be important in predicting terrorist
motivation and the severity of attacks.
Despite the need for this additional work, the conceptual model for Likelihood and Threat
Fusion laid out is both plausible and usable to begin illustrating the usefulness of the approach.
The additional work needed, however, poses several challenges.
3.6.4 Lack of Data
The use of simplifications can be justified if empirical data shows that the model is predictive
despite its shortcomings. In this case, however, the data needed for performing calibration and
validation was not available for this analysis, for two reasons; the data described is not always
collected, and where collected, it is not accessible. This is a critical concern, and for any direct
application it would need to be remedied – and this is an important area for future work136.
The data would be used to calibrate and validate both the fusion model itself, and historical
sources. This leaves a major uncertainty for potential future sources, which cannot be calibrated
in this way. This is a conceptual dependency for any value of information question; estimates can
be informed by extant data sources, but will always rely on judgement and assumptions about
characteristics of new sources.
3.6.4.1.1

Cost and difficulty of interpreting data to insert into this framework.

The current lack of calibration and validation can be mitigated if data is available. The
challenge of collecting and validating the data to input is also important, but this is a challenge
that is shared among most data-driven models, and traditional approaches for data collation and
cleaning should be sufficient. In fact, the collection and validation of the information has already
been a focus of much effort. Despite lack of access to any data and sources for those outside of
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As noted earlier, however, even the conceptual model that lays out the decision problem can be helpful to
decision makers. For this reason, there is substantive value in a presentation of the model itself, without further
work. The model may be more useful, however, if the lack of validation can be remedied – and the use of the model
as a motivation for data collection may be a necessary precursor.
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the intelligence community, this model could provide a valuable tool that is possible to validate
for those inside to make decisions, if the data is sufficient for proper calibration.
3.6.4.1.2

True Positives

While data is potentially available, there may still be a lack of true positive cases to input.
Terrorism is rare, and a naïve approach could incorrectly estimate small probabilities as
impossibilities. This is because without true positive cases, a simple estimate of the conditional
probabilities needed to use the model will contain many null cases, where the threat is estimated
as zero because no such cases have been observed. This can be addressed by using Bayesian
statistical methods to estimate the conditional probabilities. Given non-zero priors, the
conditional probabilities will be correctly reduced based on false positives and true negatives, but
will not be estimated as zero, which would critically impair the model.
3.6.5 Feedback loops and “Math Destruction”
If the full extended model is applied, there is a critical concern that the model will use data
from the system for validation that reinforces the system’s conclusions. This can lead to a
feedback within the system that leads a model to converge to the validation data, instead of an
objective truth. If the model is used to decide on actions, the results of which are then used to
validate the model, the validation can be based on partially circular logic. Cathy O’Neil has
observed this in risk models for mortgages, insurance pricing, and college admissions; the
decisions justified by the model cannot be compared to an outside outcome, and the model reifies
the biases of the model builders, instead of reflecting underlying facts. (O'Neil, 2016)
This is particularly problematic when the modeled outcome is an intermediate outcome –
here, the threat level. Because this is not an objectively verifiable outcome, it is difficult to
validate without reliance on the model itself. This is an important concern, and would be critical
to address before deploying the system.
The concern can be mitigated because the ground truth is observed in some cases, but care
must be taken that the model is not validated purely based on outcomes dictated by the system.
This means that any calibration should be careful to include outside evaluations of the outcomes
like court outcomes for criminal cases brought against potentially identified attackers, actual
attacks that were attempted or that succeeded, and exonerations and removal from threat lists.
3.6.6 Computational Limitations
As constructed, the model relies on coarse discretization, does not implement MTheories, has
only been applied to small cases, and involves a significant amount of tedious manipulation to
add sources or individuals. These drawbacks can all be addressed by software solutions; several
different software packages perform dynamic discretization of values, and allow the creation of
object-oriented Bayesian networks, with automatic extension and inheritance of properties. (Neil,
Fenton and Nielsen, 2000) These solutions have not been investigated for the current model, and
will significantly increase the computational time required for running the model. The concern is
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limited due to the successful application of other large scale Bayesian networks, including Object
Oriented BNs, but applying them at scale using an MEBN would require further investigation
which Park is currently pursuing. (Park et al., 2016)

3.7 Note Regarding Reproducibility

All diagrams and charts in this chapter can be reproduced using the Bayesian network
included as Appendix B. Unfortunately, GeNIe does not preserve virtual evidence in saved files,
but the virtual evidence is reported in the chapter, and should be input as listed in the relevant
discretized tables.
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4 Influenza Case Study

In this chapter, I present a case study on estimating VoI for influenza biosurveillance data
using a novel Bayesian statistical model presented in Appendix C, which was created to be
extensible to additional data sources. The model components necessary for a VoI analysis are
presented, which in this case are the influenza model, the surveillance system and information
models, and the Bayesian inference model, as well as the utility function. Following a
mathematical formulation of the VoIS problem, the priors and extensions necessary for VoIS are
discussed. Based on specific aspects of the problem addressed, I find specific limitations of
computational Bayesian methods for Value of Information in complex systems, especially those
with model dynamics that are computationally complex, such as differential equations and for
Value of Information for rare events and interventions. Potential future steps that could mitigate
these problems are explained. The insights gained are also more generally applicable, as will be
explored in Chapter 5.

4.1 Background

Biosurveillance “systematically collects and analyzes data for the purpose of detecting cases
of disease, [and] outbreaks of disease.” (Wagner, Moore and Aryel, 2006) It can be especially
useful for identifying dangerous events, such as a particularly bad season or bout of an endemic
disease, or a pandemic that is starting to occur. Some of the central questions when building such
a system are: what data to collect, what conclusions the collected data can support, and what
decisions are made based on the conclusions.
In the past half century, the world has gone from almost no biosurveillance to a complex set
of different systems that provide different types of information about different diseases – and the
US spends billions of dollars per year on these systems (Wagner, Moore and Aryel, 2006). Our
much-improved planning and response depends on these systems, and the impact is
overwhelmingly positive. The effect of the proliferation of data and systems has led to the new
and potentially important question of how much data, and of what types, is most cost effective –
especially given new sources that can pose novel challenges. (Wojcik et al., 2014) We will
specifically consider how information for US flu incidence can potentially inform decision
making about interventions to reduce the effect of a particularly bad season, or a pandemic.
This question fits into the general framework of questions the dissertation is addressing, but
provides interesting specific challenges as well. First, the data arrives over time, and timeliness
of the data sources matters. Second, the way in which the data provides information about the
underlying phenomenon is complex, since the data is a noisy indicator about the results of a
complex disease process, not information that relates directly to the parameters of interest.
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The evolution of the disease in the population over time can be represented by a system of
differential equations, as in a standard compartmental disease model (Manheim et al., 2016a). A
Bayesian statistical model represents the relationship between the disease and the biosurveillance
data, so that the disease characteristics and progression can be estimated using the
biosurveillance data.
As shown in Chapter 2, any VoI analysis must represent the system in a way that includes
both the underlying causal dynamics governed by a system of differential equations, and the
relationship of the data generated by a biosurveillance system to those underlying features. Such
a representation can allow a model to estimate relationships between surveillance data and the
various inputs to the system. Unfortunately, most models do not allow easy extension to new
data types.
This chapter presents a novel model for information fusion of diverse data types which
enables easy expansion of the model to include new influenza biosurveillance data sources. The
Stan® modeling platform (STAN Development Team, 2017) provides both a framework for
representing Bayesian networks which can solve for posteriors using Hamiltonian Monte Carlo
sampling, (Gelman, Lee and Guo, 2015), and an integrated ODE solver for the disease model.
This class of model can also generate samples of future events, including sample data source
observations, which is needed for VoI analyses. The outline of an analysis of VoI and VoIS for
influenza is presented, where simulated samples and a representation of the interventions
considered can be used for computing the value of information. The necessary analysis is
presented in detail, and additional complexities and challenges for this class of analysis are
explored.

4.2 Modeling Approach and Model Structure

The model has three principal components: (1) the phenomenological model, (2) the
information model, and (3) a model of interventions. Additionally, the model uses a numerical
Bayesian method which allows the phenomenological model and the information model to be
used together. Each of these will introduced, then discussed in detail in the relevant sections.
The influenza model is of a standard type used in infectious disease modeling, called a
compartmental SEIR model. Individuals in the model are assigned to one of four statuses, or
compartments; Susceptible, Exposed, Infected, or Recovered – that is, S, E, I, or R, hence the
name. The rate at which people become infected depends on the number of infectious
individuals, and so the model uses a system of coupled differential equations to track the
movement of so that the rate at which individuals move between these states. The model takes as
inputs the characteristics of the virus, the population characteristics, and the initial conditions,
and outputs the (unobserved) actual dynamics of the disease over time.
The data used to inform the model is observations of the public of various types. Actual
infections are not known, and Biosurveillance is used to capture a statistical sample. The
information model represents the relationships between the data that is observed, and either the
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ground truth data or the modeled, unobserved dynamics. For example, if we tested enough
individuals across the country for the flu, we could use the sample data to statistically
approximate the number of total cases at that time. For a similar approach using our SEIR model,
we might use laboratory testing to determine whether they were susceptible, were exposed and
had a latent and developing case of influenza, were actively infectious, or were not susceptible
and could be considered recovered. This approach is not practical, and the actual data is more
complex, so that the information model is used to infer the actual values less directly.
When given available data from the sources, the SEIR model can be solved using Stan. It can
also be used in data fusion, or to simulate future observed data. The model for interventions is
based on a literature review of estimated impacts of various actions, and the values obtained for
impact can be used to modify the values used by the SEIR model, thereby representing the
impact of these decisions.
The model can be used in several different ways, to find both prior and posterior estimates of
various values of interest. In the case study, it is used to find the posterior estimate for
parameters of influenza in each season, to show the approximate course of historical flu seasons
given data, and finally to find a posterior estimate for the relationship between the data sources
and the underlying process.
As the chapter explains, for decision analysis the model can also (1) be used as a generative
model for producing simulated future influenza seasons and simulated data from the hypothetical
flu season, (2) be used to estimate the course of influenza based on the simulated data given
various interventions, and (3) be used to represent the intervention decisions which would be
made in each simulated case. The combination of these allows computation of value of
information.

4.3 Influenza Model

Susceptible-Exposed-Infectious137-Recovered (SEIR) models are a standard method for
representing influenza and many other similar infectious diseases138. The model represented the
transition between states; starting with those susceptible, they can be exposed to the disease, and
have a latent and developing case, so that they are infected but not yet infectious, at a rate that
depends on their contact with infectious individuals. The exposed then become infected at a rate
determined by the biology of influenza. After the influenza has run its course, the individual can
no longer be infected due to serological immunity, and they may then be considered recovered
from a particular strain for multiple years.
137

This status is usually referred to as “Infected,” based on the terminology of SIR models, where there is only a
single compartment for those who have the infection. Here, exposed individuals are also infected, so the
compartment is more clearly referred to as infectious.
138

For a basic discussion of the various approaches that exist for modeling disease, including this type of
compartmental model, see Chapter 2 of Manheim et al. (Manheim et al., 2016a) For a more in-depth look at building
compartmental models, the standard textbook, by Anderson and May, is excellent. (Anderson, May and Anderson,
1992)
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Figure 4.1: SEIR Model Structure, Inputs, and Differential Equations Governing the Model

This model is a causal representation of how a disease spreads in the population, based on a
straightforward logic mode for disease transmission. In the model, the actual process is
simplified by representing population groups in aggregate, and tracking the overall rates of
contact with infected individuals and the course of the disease. The course of the process is
approximated using a set of differential equations that represents the transition between disease
states of people in the population over time, as shown in Figure 4.1.
Each of the rates of transition, and several other related parameters, can differ to a greater or
lesser extent over time, between different age groups, individual behaviors, and between yearly
strains and pandemic influenza. The SEIR model constructed for this project simplifies this into
4 categories representing different age groups139, each of which has some proportion of their
population that has each status over time. The differential equations governing the transition
rates are given in the figure, where each group (𝑔 ∈ 𝐺) has 4 compartments (each indicated by
their initial) subscripted by population group. The unknown variables α, β, γ represent the
probability an infected person infects a contact, the average rate of become infected after
exposure, and the rate of recovery, respectively. The contact matrix is the rate at which people in
different groups encounter each other.

4.4 Information Sources and Information Model

A data source model relates the data available to inputs and outputs of the phenomenological
model. The Influenza model uses three extant data sources. The first two sources are, Influenzalike Illness (ILI) and the National Respiratory and the Enteric Virus Surveillance System
(NREVSS) data, both collected by the CDC. These formed the basis for the initial model, while
the third, Google Flu Trends (Ginsberg et al., 2009), was used as an example of how additional
139

These age groups were chosen to match age groups provided in the CDC ILI data, as well as because it allows
for isolating school-aged children for school closure interventions, and working adults for workplace interventions.

144

data sources could be incorporated into the model140. Historical data from the sources was used
to estimate the relationships of these data sources to the underlying number of cases over time.
4.4.1 Causal model of surveillance data
As noted earlier, these historical datasets are used as inputs used to identify both the
relationship between the total case load and the underlying flu, and between the surveillance data
and total case load. To identify the latter, the causal information model relates the flu cases with
the data sources. This allows the Bayesian update conditional on the flu data to estimate the
relationships in this causal model.
Each week influenza surveillance systems report a value based on the number of people with
influenza, or similar illnesses, whose data is captured. As an example, some number of people
each week do not feel well. If the person goes to a doctor who participates in the flu surveillance
system, and exhibits flu symptoms, this will be reported as an influenza like illness. If a lab test
is performed for that person at a lab which reports to NREVSS, and the symptoms are in fact flu,
this data point will appear as a positive case of influenza in the NREVSS data141.
4.4.2 STAN Model implementation
Standard practice in Bayesian Analysis, as explained by Gelman et al (2014), starts by
building a full probability model relating all the observable and unobservable data, as we have
sketched in our information model. This should be consistent with the causal relationship
between factors, and consistent with the way the data is collected. For instance, if we fail to
correctly model inaccuracy in measurements, the model will not represent the relationship
between input data and other variables, and the model may fail to converge, or will have high
uncertainty in the estimate.
Each of the uncertain inputs in the model, including both the unknown values in the
phenomenological model and the auxiliary variables in the information model, are treated as
random variables with a weakly informative prior distribution. Conceptually, the posterior values
for all of these variables are computed using Bayes’ rule. Direct calculation of the posterior is
intractable, and modern Bayesian tools use computational estimation methods. Stan uses a set of
heuristic approaches to draw an initial sample from the estimated posterior distribution to use for
adaptation of the Markov chain, i.e., to reach an area of high posterior probability. These samples
are used to initialize the mass matrix and find a useful step size for later sampling. Then,
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The Google Flu data source was discontinued, but functions as a useful example. For decision purporsess, it
could presumably be gathered again if found to be valuable. It is also a reasonable proxy for several proposed or
trialed systems that use live social media or internet data such a Twitter monitoring.
141

The data also reports specific strains of influenza, which a more complex influenza model that represented
individual strains might be able to utilize. This capability would also be critical for identification of pandemic
strains.
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following a warm-up period, Hamiltonian Monte Carlo is used to generate samples from this
posterior distribution142.
4.4.3 Identifiability Issues
One critical issue found in this analysis was problems with statistical identifiability,
sometimes referred to as the parameter identification problem. Identifiability is a property of a
model where the true value of variables can be inferred from some set of data143. This fails if
there is no way for a model to differentiate between different potential values of the uncertain
variables, even if given unlimited data.
For example, if a statistical model144 of ideal kinematics145 used for the path of a projectile
receives data containing only a set of the positions of the projectile which was launched from and
landed at ground level, without any data about time, the model could not correctly identify the
direction of the projectile. This is because there are two different valid solutions; either the ball
left point A and went to point B, or it left point B and traveled to point A; the parabola traveled is
symmetric, and the data is identical in either case.
Issues with identifiability are typical for many Bayesian statistical models, and the issues
therefore are important for VoI models using these methods. There are two different classes of
identifiability issues, which we will refer to as fundamental lack of identifiability versus
observational limits to identifiability. The case of the kinematic equation is an observational limit
– the additional data needed to infer direction, i.e. the time of each observation, are possible to
observe, they simply are not present in the model. A fundamental lack of identifiability is where
we define a model containing fundamentally intertwined variables that cannot be observed – and
they are not even necessarily meaningful outside the model. An example of such a model would
be a kinematic model where we are measuring position of the projectile relative to a moving
surface, and wish to infer the velocity of both the surface and the ball; a consequence of
Einsteinian special relativity is that there is no preferred reference frame, so it is not possible to
use observation to clarify. The model can specify any value for initial velocity of the ground that
142

For more technical details on this, see Andrew Gelman’s textbook, (Gelman et al., 2014). For details on the
various sampling and simulation algorithms used, see Stan® documentation (STAN Development Team, 2017) and
related technical papers. For an explanation of warm-up for HMC as it occurs in STAN, see the discussion of
terminology in comments on Gelman’s blog (Gelman, 2017)
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Typically, even when models are non-identifiable, they are still partially identifiable. This is where data can
ensure that some variables have unique values, but others do not. For a simple discussion of types of identifiability,
see the explanation on Wikipedia. (Wikipedia contributors)
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This non-identifiability exists even if there is no uncertainty. This is an example of an identifiability problem
explored in Bellu et al.(Bellu et al., 2007) in a deterministic model, as explained by Little et al. (Little, Heidenreich
and Li, 2010). This differs somewhat from more specific stochastic identifiability problems, which are more
commonly discussed in the Bayesian modeling literature, and may be more familiar to readers as non-unique
solutions, or as the control-theoretic property of observability.
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The model in the example ignores wind resistance, Coriolis effects, and other similar factors that could make the
model identifiable.
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it wants, and a solution for the ball’s motion can be derived. In these cases, it is important that
the model can be conceptually clarified to remove the ambiguity.
4.4.3.1 Contact Matrix and Rate of spread

The infectious disease model as initially formulated had both fundamental and observability
identification issues, both related to the contact matrix. As mentioned earlier, the contact matrix
is the rate at which people in different groups encounter each other. This is critical for estimating
how many individuals are infected; every contact between someone with the flu and a noninfected person has a probability β of infecting the second person.
The first identifiability issue is that the model cannot tell the difference between the correct
solution, and a solution where the contact rate is doubled and the infectivity β is halved. Because
these two solutions produce the same predictions, this is an example of non-identifiability.
Further, this is based on a fundamental ambiguity; flu transmission does not occur at the same
rate for different types (durations and intensities) of contact. If we consider every time two
people are in the same room to be one contact between them, we would find a very large number
of contacts, and a rate at which contacts lead to infections which is very low. As the threshold for
what is considered a contact is raised, the number of contacts that occur decreases and the rate of
ttransmission increases correspondingly. To remedy this, the model restricts the total number of
contacts to be a fixed number, since, as the model structure implies, there is no way to
distinguish between higher contacts or higher 𝛽, as the two quantities are multiplied. Fixing the
total prevents statistical identification issues, and consequently simplifies by assigning any
variability in total contact rate to be a feature of the flu virus.
There is also an observational identifiability issue with the interaction between the contact
matrix and several other model variables. The contact matrix is 4x4, with a single term for the
rate at which each group encounters each other group. Given a fixed definition of what is
considered a contact, we could find the true number, perhaps by following a representative
sample around and recording the contacts which qualify. Because this is not done, even though
the total number of contacts are fixed, the number of contacts between groups may vary – and
this leads to a non-identifiability doe to the interaction of several other variables in the model.
For example, contacts and group-specific immunity rates are interrelated. Because the
immunity rates are unobserved, they can take values which are not descriptive of reality. In such
a case, higher immunity among the elderly might not be distinguishable from a lower rate of
transmission from other groups to the elderly, manifesting as a reduced contact rate. Because
different solutions lead to the same observations, the correct solution cannot be identified based
on the model data146.
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This seems to be true in many cases even if there were unlimited data which was perfectly known. In this case,
the model should technically be referred to as set-identifiable, since certain values cannot be identified, but can be
constrained to a range. For example, if the population immunity and symptomatic percentage were both in fact 0%
or 100%, only one solution would be found for the contact rates, and the values of these variables are usually in fact
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However, because contacts are reciprocal, (every time Bob comes into contact with Joe, Joe
also comes into contact with Bob,) the contact matrix should obey a set of reciprocal
constraints; 𝑃𝑜𝑝𝑢𝑙𝑎𝑡𝑖𝑜𝑛𝑔 ∙ 𝐶𝑜𝑛𝑡𝑎𝑐𝑡𝑖,𝑔 = 𝑃𝑜𝑝𝑢𝑙𝑎𝑡𝑖𝑜𝑛𝑖 ∙ 𝐶𝑜𝑛𝑡𝑎𝑐𝑡𝑔,𝑖 . This means that if elderly
people can become infected by other groups at a given rate, they must be in contact in a way that
lets them infect others as well.
To reduce the severity of this identifiability problem and account for these reciprocity
constraints, the model only estimates the contacts between groups a and b once, and per the
earlier discussion, also has a fixed total number of contacts. This means that for n groups, the
number of free variables for the contact matrix is

𝑛2 −𝑛
2

− 1, and not 𝑛2 − 1, greatly reducing the

number of variables, and eliminating part of the identifiability problem. This modification was
able to constrain the partial identifiability further, and it allowed model convergence. It is likely,
however, that remaining non-identifiability in the model is still significant.
4.4.3.2 Extending the model in STAN

The initial model developed for this case study included only the CDC data sources.
Extending the model to include Google Flu data was relatively simple, and involved the addition
of only a few lines of code in the information model, as seen in Appendix C, in the section
presenting the data source model in Stan. Modeling of other new sources would be similarly
simple as long as the structure of the relationship to actual cases was understood.

4.5 VoI and VoIS Analyses for the Flu Model

To consider the application of the model to a VoI decision, we need to extend several
components of the model developed, and specify several assumptions. As discussed in Chapter 5,
formulating the decision problems considered is valuable for understanding what is needed.
Following this, a utility model will be specified, several interventions will be discussed and
modeling for those cases will be suggested, and possible priors for decision cases will be
presented.
4.5.1 Mathematical Basis for Decision Model
First, we will assume the decision to deploy an intervention given an uncertain set of
potential outbreak cases is based on maximizing expected utility, using a utility function that
depends on the outcomes of the outbreak. For example, if a utility function assumes a value of
statistical life of $3m, and an intervention costing $300m saves an expected 500 lives, ceteris
paribus, it should be used, while if it saves only 50 lives, it should not. One potential utility
model is presented in Appendix C , in the proposed cost model.

constrained to a region between these values by the data – but the solutions in that set are still potentially nonunique, so the model is not identifiable.
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Because the impact of the intervention depends on the disease, we need some estimate of the
probability distribution over the outbreak 𝑝(𝑥), and an estimate of the impact of the intervention
given the case; 𝑈(𝑥|𝑑). Here, 𝑥 is the outbreak case, which implies the number of cases, and 𝑑 is
the intervention decision. One or more decisions, such as to shut down schools or deploy
antiviral medications, are available to be performed at any time point 𝑑 ∈ 𝑡 ∙ ℙ(𝐷). This gives a
large set of cases to evaluate147. The optimal policy (i.e. the set of decisions and the time they are
applied,) is max𝑑∈𝑡∙ℙ(𝐷) ∫ 𝑈(𝑥|𝑑) ∙ 𝑝(𝑥) 𝑑𝑥. This is the decision that maximizes the expected
utility over the possible pandemic cases, given a prior distribution of possible cases.
Eqn. 4.1: Intervention Decision

Intervention Decision 𝑑 at time 𝑡 = max ∫ 𝑈(𝑥|𝑑, 𝑡) ∙ 𝑝(𝑥) 𝑑𝑥
𝑑∈ℙ(𝐷)

Given this optimal decision policy given uncertainty about the state of the disease, we must
determine how we can build an estimated distribution of the case. This is the role of
biosurveillance. In this model, we consider biosurveillance to be comprised of a set of sources
that can be used to estimate the disease characteristics and future course of the outbreak148.
Given that the influenza outbreak 𝑥 ∈ 𝑋 occurs149 with a prior probability 𝑝(𝑥), we have data
from some subset of all possible data sources, 𝑠 ∈ ℙ(𝑆), providing uncertain data at time t
𝐼(𝑠, 𝑡), with cost that depends on which sources were selected. At time t, we first wish to find the
value 𝑝(𝑥|𝐼(𝑠, 𝑡)) in order to make a decision.
This leads to a reformulation of the decision problem given biosurveillance information.
Eqn. 4.2: Decision with biosurveillance

Intervention Decision with biosurveillance = max ∫ ∫ 𝑈(𝑥, 𝑐(𝑠)|𝑑, 𝑡) ∙ 𝑝(𝑥|𝐼(𝑠, 𝑡)) 𝑑𝐼 𝑑𝑥
𝑑∈ℙ(𝐷)

This is a posterior decision, given the information, and it reoccurs at each time step. To
evaluate value of the information, we can compare our decision with and without the information
– but here, we need to integrate across the different times at which a decision may be made. At
early points in time, there may be no difference in the decision made, and the utility of the two
cases is identical. Once a decision is made in either of the two cases, however, it affects the
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To simplify the large set of possible cases considered, we can assume each decision is made at most once, so the
size of this power set is only 𝑡 ∙ 2𝑑 , and not 2𝑑∙𝑡 . We can also limit the time points at which we consider
interventions to the first several time points, to further reduce dimensionality. The later an intervention is done, the
less effective it is at reducing spread, so this should not materially affect our decisions, and as a consequence, also
not impact the value of the information to inform it.
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This is an information fusion problem, but unlike the previous case study, this is one that has been the subject of
intense modeling effort, and the relationships between the data and the future course of the disease is well
understood, if still uncertain and imperfectly modeled.
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X includes non-occurrence as a degenerate case. Otherwise, X is characterized by the various parameters that
define different outbreaks, or is (equivalently) the future course of the outbreak that can be fully characterized by a
full such set of parameters.
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outcome of the disease going forward by changing the outbreak dynamics, and the value of the
information is the cumulative effect over time150.
Eqn. 4.3: VoI over Time

Value of information 𝑠 over time
= ∫ (𝑈 ( max ∫ ∫ 𝑈(𝑥, 𝑐(𝑠)|𝑑, 𝑡) ∙ 𝑝(𝑥|𝐼(𝑠, 𝑡)) 𝑑𝐼 𝑑𝑥))
𝑑∈ℙ(𝐷)

− 𝑈 ( max ∫ 𝑈(𝑥|𝑑, 𝑡) ∙ 𝑝(𝑥) 𝑑𝑥)) ∙ 𝑝(𝑥|𝐼(𝑠), 𝑡) 𝑑𝑡
𝑑∈ℙ(𝐷)

This compares the value of the decision without the information to the decision which would
have been made without it. In the preposterior value of information case, evaluating the integrals
require defining the probability distribution over potential cases x, with associated courses of the
disease with and without any potential decision 𝑑 ∈ 𝑡 ∙ ℙ(𝐷). Given the distribution over
simulated disease cases and interventions, we then need to use a generative model to create the
distribution of data from each of the potential sources. The generative model could then produce
samples of realizations of the flu in each situation, thereby providing samples from the joint
distribution for these calculations.
Stan allows for Monte-Carlo sampling from a derived joint distribution that can represent a
range of these variables, and the generative model can produce simulated data as well. For each
sample, Stan can output both the input variables, and a set of outputs for the specific case, such
as total infections, as well as infections seen by a given monitoring technique, for the full course
of the disease.
Computationally, we find the utility by applying an algebraic utility function, such as the one
suggested in Appendix C , in the proposed cost model.. The utility function gives the cost of the
disease, minus the cost of the signals, and the cost of the decisions. This involves treating the
simulated case x, the decision d, and the sources available s, as constants, and uses as inputs the
model output, such as total infections. To solve the inner integral, (for each t, s, and d, which are
held constant), the weighted sum of the utility of each point, (weighted by the marginal
probability conditioned on s and d,) is the expected utility. Still holding the choice of sources, s,
constant, the decision for each value x is the argument d that maximizes expected utility (or
equivalently, minimizes all costs.)
To solve Eqn. 3, we would simulate the full joint distribution for a representative set of
potential influenza cases, each of which has a simulated set of data sources given the uncertain
distribution of data, and computed utility 𝑈(𝑥, 𝑠|𝑑), as well as a decision based on that utility
and the probability of each simulated case, 𝑝(𝑥, 𝑠𝑑 , 𝑡|𝑠, 𝑑). By increasing the number of samples
for both cases and information, the simulation can represent the distribution with higher fidelity.
We would then use the simulated values to find the optimal decision given the data available, as
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We assume that the discount rate for intra-season utility is effectively nil.
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in Eq. 2. Doing so, however, becomes complicated due to the differing estimated distribution in
each case.
To estimate the relevant probabilities, the STAN model would be used to estimate
𝑝(𝑥|𝐼(𝑠), 𝑑, 𝑡) for each realized dataset from the information sources, at each time step, for each
decision, for each simulated sample influenza case from the prior distribution of potential disease
cases. This requires a further set of computational simulations, one set for each simulated sample
of data, at each point in time. The joint distribution of potential cases x, the sources, and the
posterior estimates of the case probabilities given the source data at each point in time where a
decision might be made needs to be simulated at a high enough fidelity (using enough data
points) to enable reasonably certain inference about the optimal decision of intervention.
In order to extend this to VoIS, we have a similar decision problem over I and s that depends
on the optimal decision cases above. In theory, this is solved similarly, by using the subset of
cases where the optimal d is selected, applying the same method. Utility is computed over this
subset, and is summed, this time weighted by the probability of the specific signal (given the
specific choice of signals.) The set of signals that maximizes the expected utility is the optimal
choice, and we can find the (marginal) value of a signal is the difference in expected utility
above not having a signal (or above the other signals.)
4.5.2 Utility Model and Cost Burden of Influenza
The model described represents the infectious disease, but does not include the costs or
preferences necessary for a decision. For VoI analysis, I suggest a decision model which assigns
both outcomes and costs in terms of dollars. This is presented in Appendix C as a cost model.
This reduction of impacts to dollar values is both the most familiar to decisionmakers, and
arguably the least difficult way to cast such decisions151. While this does not represent the
specific preferences of decisionmakers, which can be difficult to ascertain, changing, and
potentially inconsistent, it is both tractable and an accepted method for considering decisions.
4.5.3 Interventions
Value of information requires a further extension of the valuation model, because additional
cost estimates are needed in order to make decisions on the basis of information. Costs must be
assigned to possible interventions and to data sources in order to calculate their values. Second, a
preposterior simulation of the interventions and their effects is needed to evaluate the costs
across uncertain futures.
In evaluating value of information, we would simulate the interventions, the different data
available, and the outcomes. The model described above can be used both to fit historical
influenza seasons, and with slight modifications, to simulate future ones. The future simulations
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Alternatives include Robust Decision Making, which has not typically been explored for complex value-ofinformation calculations, or Multi-Attribute Decision Making, as explored for this topic in Manheim, et al. 2016.

151

use the calculated posterior distributions for the historical influenza model for the parametrized
relationships between the outputs and the underlying disease. This process involves several
stages.
The simulation model generates the ground-truth result for all intervention cases across the
range of potential virus cases. Given simulated results for all possible choices, it is possible to
compute the value of the information once an intervention is selected. The choice of intervention
cannot be based on the simulated result, since it is made on the basis of only the information
available at the time of the decision. The biosurveillance data generated by the simulated model
at the decision point is instead re-used to fit the generated data and project the value with and
without the interventions. This projected fit can then be input into the value model to choose the
intervention. However, as explained in detail in Appendix C, the computations required were
found to be infeasible, and the set of model-able interventions available were limited.
4.5.4 Priors for Flu Pandemics
In order to properly model potential outbreaks in the future, we need an informative prior
over potential flu outbreaks. Because we have fit a model for several years of historical
influenza, we will use that fit for the non-pandemic case. Pandemic occurrences, however, are
not represented in this distribution. Pandemics are a central reason biosurveillance is important
for decisionmakers, so this lack is critical. Instead of using the distribution found using the
model, data about the history and potential characteristics of pandemics can be used to create a
similar distribution for pandemic cases. A potential characterization of such a prior, along with a
discussion of the difficulties involved, is presented in presented in Appendix C’s discussion of a
pandemic prior.
4.5.5 Considering EVPI
Best practices for modeling VoI includes considering Expected Value of Perfect Information
before modeling the actual sources. EVPI provides an upper bound on VoI for any actual source,
and can suggest where VoI is unlikely to be high enough to justify the costs. In our case, there
are several ways to specify EVPI, since the information we are considering is multifaceted. We
will heuristically consider these before explaining the mathematics of the model.
First, we can consider a source which could exactly predict the course of an influenza season
given a decision about an intervention. This would allow deployment of the most severe
countermeasures, such as airport and school closures and cancellation of public events, in a
worst-case scenario, significantly limiting the spread of the disease. Even if cases as bad as the
1918 Spanish Flu are only expected to occur once a century, this capability alone could save
hundreds of thousands of lives in the US alone by allowing much faster deployment of
countermeasures. (Madhav, 2013) This makes the expected value based on this capability alone
worth billions of dollars – easily a multiple of any projected cost for sources being considered.
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Alternatively, we can consider a source which gives exact estimates of the number of people
sick in each location in the current and previous weeks, significantly reducing the uncertainties
for extant models. The value of this is reliant on the predictive capability of models, but given
the existence of machine learning models which are more predictive given the current limited
and uncertain data, we expect this has high value on the basis of pandemic prevention, and would
again be more valuable than the cost of most data sources which might be considered.
Both of these estimates rely heavily on the probability and severity of a pandemic These are
key uncertainties, and this fact could be identified early on – so that we could quickly conclude
that the value is sensitive to parameters we have little information about. Alternatively, we could
consider the impact of perfect information on less severe outbreaks, but doing so would require a
model of interventions that are useful to deploy in those cases. Realizing the lack of accurate
characterizations is also a key issue in the model which could be identified early on.
Considering additional cases, where VoI for moderate events is considered for EVPI, might
be instructive. This was done at a high level for a single decision using a notional representation
of the surveillance system in my earlier work. Unfortunately, doing so more broadly requires a
model of the impacts of these decisions, and those are themselves highly uncertain. Because of
this, modeling improvements to biosurveillance is no longer as simple as an EVPI estimate.
One potentially useful additional heuristic analysis is the value of better estimates of the
impacts of interventions. This is no longer an EVPI estimate, however, and is less simple to
compute. This type of analysis more closely resembles Expected Value of Including Uncertainty
(EVIU) introduced by Henrion. (Henrion, 1982)
4.5.6 Model limitations
The model used in the case study has several advantages, but also has significant limitations,
and falls short of ideal both compared both to other models, and to the actual phenomenology.
Certain simplifications were required due to a combination of computational concerns and the
available data as discussed in Appendix C, while others are due to the need for a causal model
for VoI. Lastly, some limitations are due to the domain, particularly the fact that most risk and
most mitigations are highly uncertain, due to the extreme nature of the events involved. Detailed
discussion of these limitations is deferred to Appendix C.
The primary limitations of the model class used are that SEIR models are both less predictive
than machine learning models, and simplify the dynamics by aggregating groups. (Manheim et
al., 2016a). The model built also aggregates the population into a single geographic region, due
to the available data. More critically for the case study using the model for VoI, the model does
not easily represent extreme events, and the number of interventions that can be represented is
limited both by the geographic aggregation of the model (preventing modeling local or regional
interventions,) and the difficulty of estimating the effects of such interventions in the model.
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4.6 Case Study Conclusions

In the case study, I presented a novel model for modeling influenza data sources more easily,
and explained a method for how such a model could be used to evaluate how valuable additional
or more timely data sources are for making decisions about whether to deploy various
countermeasures. Many countermeasures and risk-mitigation actions are available, and the use of
models for these decisions has been discussed extensively (Manheim et al., 2016a) - but these
“low hanging fruit” are already well explored, and while there is additional room for
improvement, much work has been done on supporting the decisions.
As discussed in section 4.5.6, the critical decisions are ones where the intervention is
expensive or otherwise unpalatable, and are only justified in the event of a rare but severe
pandemic. This type of intervention includes school closures, closing airports, and similar
actions discussed in the discussion of potential interventions in Appendix C. These in turn
depend critically on early detection of worst case events, which is where additional data sources,
more timely data, and better estimates are potentially the most valuable. If the model constructed
were capable of reliably predicting the course of influenza at such early points in the season, it
could potentially be used to model the value. Two fundamental issues were encountered which
make this infeasible, and these issues and potential solutions are discussed.
4.6.1 Issues
There are two fundamental modeling issues I encountered in this study, one of which is due
to the numerical methods employed, and the other of which is a more fundamental aspect of
detecting the cases in which better information is most valuable. These two issues unfortunately
compound with each other, making this application particularly challenging – and while some of
the complications are specific to this application, several are not.
4.6.1.1 Modeling Issues

First, there are issues with the estimates of pandemic parameters given generated data using
the methods applied. “In general, it is quite hard to infer parameters for compartmental models
even though one can often get quite good predictions.” (Steinitz, 2016) The coupled differential
equations governing the dynamics of influenza are “stiff,” meaning small changes in some
variables create rapid variation in the solution. As an illustrative example, if the number of
contacts multiplied by infectivity of the disease is close to one, a small change from below one to
above one can move the solution from dying out to spreading – so the number of infections at a
given point in time would move from zero to a large value. This is not a critical problem for
differential equation models of diseases in general, since stiff differential equation solvers can
still solve the system – but it does lead to a significant slowdown in generating samples for later
use.
This is more problematic in numerical Bayesian inference for differential equation models,
because of an interaction between the Bayesian sampler and the differential equation solver. In
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our case, the sampler uses Hamiltonian Monte-Carlo, which “uses the derivatives of the density
function being sampled to generate efficient transitions spanning the posterior… [This] uses an
approximate Hamiltonian dynamics simulation based on numerical integration which is then
corrected by performing a Metropolis acceptance step.” (STAN Development Team, 2016) This
simulation requires evaluation at different values for the infectious disease parameters, including
regions where the derivatives of the density function are unstable because the differential
equation is stiff. In this case, the interaction between the numerical sampling used in the
approximate Hamiltonian dynamics simulation and the differential equation leads to instability.
This problem is surmountable for typical influenza cases (albeit with a significant slowdown of
the solution) by using concentrated priors for the disease, implicitly restricting the range
explored152. This approach is not viable for arbitrary influenza cases, which presents additional
problems when compounded with the second issue.
The second issue is that the value of information depends critically on differentiating
between cases where an intervention should or should not be implemented. These are precisely
the cases where slight variation in the disease dynamics, ones that are difficult to identify early in
the course of the progression of the pandemic, can lead to large differences in outcomes. As an
example, if a strain of influenza appears to be spreading rapidly based on data from the first two
weeks, this could either be due to unusually high detection in the second week, or normal
detection rates coupled with rapid spread – or perhaps unusually low detection rates coupled with
even more rapid spread. Our prior belief based on historical data is that rapid spread of a strain is
low, while detection rates vary from season to season and week to week. The combination of
these two factors will make it difficult to determine which of the three considered cases is
occurring. These cases occur in the tails of the distributions for either detection rates or for
disease spread.
This difficulty is not due to numerical stability of the model, but due to the identifiability
issues discussed in, 4.4.3, and the difficulty of resolving the underlying uncertainties. The use of
concentrated prior distributions discussed above to restrict numerical instability is not viable for
these cases. “The problem with these models is that the tails in which you [need] to explore in
warmup,” due, in this case, to the need to identify whether the disease is in fact spreading more
rapidly than usual, “lead[s] to stiff systems. Priors are indeed important for these models as the
nonlinearities in the ODEs tend to induce some nasty non-identifiabilities, especially when
you’re measuring only a few components.”(Betancourt, 2016a) This means that the earlier
solution, constraining the priors, cannot work - since it is exactly these “nasty nonidentifiabilities” which need to be resolved to determine the severity of the outbreak. This means
that formulations of the ODEs need to be written that eliminate the non-identifiabilities where
possible, and find data that resolves the uncertainty for the rest, all without making solution of
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This modification of priors was done somewhat heuristically for generating the historical results in Appendix C
– Stan Influenza Model and Data Files, in order to find a model that would converge.
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the ODEs intractable. Without a fundamental breakthrough in solution methods, which may be
impossible even in theory, this is unlikely to be a fixable problem. For future work, identifying
fundamental identifiability issues and numerical stability issues would be critical to determine
whether this class of modeling is appropriate.
4.6.1.2 Fundamental Issues with VoI Estimation

Two specific issues were identified in the earlier discussion of EVPI in section 4.5.5, the
difficulty of estimating tails of distributions and probabilities of extreme events, and the lack of
interventions for non-tail cases. These problems are considered in Appendix C, in the sections on
extreme events and on the limited number of interventions. Addressing these are substantive
challenges with this domain, ones which are worth considering, but are well beyond the scope of
this analysis.
4.6.1.3 Potential for Resolving Modeling Issues

There is ongoing work on bridging the gap between implicit generative models and
variational inference like that used in Approximate Bayesian Computation. (Huszár, 2017) It is
possible that future work will allow the more predictive methods in use to be used for implicit
generative modeling, and causal effects and interventions could be represented. Alternatively,
new approaches to importance sampling (Vihola, Helske and Franks, 2016) and related methods
may improve convergence for this type of complex MCMC models; this is still unclear. New
work has found that certain classes of systems of differential equation can be solved much more
efficiently using partial analytical solutions and mixed solvers, (Margossian, 2017a) but
correspondence with the authors clarified that these methods were not applicable to the specific
system used in this model. Alternative models or adaptations of these methods might be more
tractably solved with these methods (Margossian, 2017b).
If these approaches are useful, until they are better developed the available models are
unlikely to be able to evaluate VoI in this case., even if the fundamental issues with extreme
events and interventions are addressed.
4.6.2 Application Conclusions
The presented model is potentially of interest for rapidly characterizing information sources
about influenza. This leads to applications in rapidly prototyping and understanding novel data
sources. For this reason, the model results, and their accuracy, is important, and the future work
described in Section 4.6.4, may be valuable. Unfortunately, the model results and challenges lead
to a conclusion that using the model for reliable estimates of VoI is not viable. While
disappointing, it illustrates several factors that are particularly valuable for the overall
dissertation, which explores where these methods are and are not useful, and what challenges
exist to applications in various domains. As argued earlier, however, significant insight is
possible from the better understanding that setting up such a model involves.
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This case study used a compartmental differential-equation influenza model in conjunction
with Markov-chain Monte-Carlo Bayesian statistical methods to attempt to numerically
approximate VoI for biosurveillance. The limited accuracy of the type of model used and the
computational interactions of the approximations in the two model types both make the model
require further development or fundamental advances for future applications. Additionally, the
lack of viable and well-studied interventions for moderate influenza cases make VoI dependent
on the tail of the severity distribution, which is both highly uncertain and sensitive to a high
degree of uncertainty in the intervention models. Additionally, the effect of interventions in
extreme and unobserved cases is unclear, and difficult to estimate)
4.6.3 Lessons Learned
The primary lesson learned is the necessity of exploring the scope of the problem more
clearly before selecting a modeling approach. In this case, the paucity of interventions, the
importance of the right tail of the severity distribution, and the relative lack of predictive
accuracy of the available models all make the approach attempted infeasible.
Before refining the model, however, a broader approach to the question is warranted, using a
methodology proposed more fully in Chapter 5. As an alternative to the class of modeling tried
here, that methodology would recommend first more completely considering the types of
information available, further exploring and more completely enumerating possible
interventions, then to consider using expert elicitation for estimating value of information.
4.6.4 Next Steps and Expert Elicitation
Given the current state of understanding, expert elicitation for VoI would be a potentially
valuable next step. This would involve first compiling a list of different intervention types and
data sources, and then using a classification of their properties, perhaps building on the work
done in Generous et al. (Generous et al., 2014). Next, a more complete list of policy decision
types, like those explored in Manheim et al. and a full set of intervention types would be needed.
(Manheim et al., 2016a) The source characteristics could then be aligned with decision types.
Integrability of a data source is critical for use in predictive modeling, but perhaps less important
for decisions about directing response resources.
Experts would then be asked to evaluate the relative and synergistic value of different
sources for each of the decision types. For example, would the more timely, lower resolution
data from social media be useful for identifying an outbreak? Perhaps different geographic
resolutions make some social media data sources useless, while others are valuable because they
support or reinforce initial worries about a nascent event coming from less timely, but higher
resolution sources.
This can be combined with evaluations of the likelihood and importance of different needs.
For example, identifying the timing of the peak incidence of seasonal flu may be much less
important than identifying magnitude. This would also consider the use of interventions; early
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identification of circulating strains for use in vaccines is critical, while identification of strains
during the course of a season may be less relevant for decisionmakers.
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5 Methodology for Policy Applications of VoI

In this chapter, we propose a straightforward method for performing Value of Information
(VoI) analyses in practice. VoI asks the question of what the marginal benefit from having
additional information is in making decisions. Many policy decisions can benefit from such
additional information, but evaluating whether to pursue such information can be difficult, and
the problem is often overlooked. This chapter is intended as a guide for policy researchers and
decision analysts for when and how to perform such assessments, especially in complex systems.
It reviews various methods for performing assessments, outlines challenges, and presents a
methodology for performing assessments using these methods.
The methodology involves a four-step process for considering evaluation of VoI in policy
analysis.
1. Structure the problem and consider the set of potential data sources and interventions;
2. Consider the value of various information sources for the specific interventions using
heuristic methods;
3. Use expert input and/or structured elicitation to refine the estimates for the usefulness
of the sources across the potential interventions
4. Consider the use of, and potentially apply, computational modeling to generate
estimates for the value of various information sources.
Applying the steps in order has several advantages, and following the process helps identify
where different tools for VoI evaluation are most appropriate. Each step in this process can
potentially provide answers, and should otherwise help identify how and where further work
would be useful. This also allows rapid identification of cases where additional methods are
unlikely to be useful.

5.1 Framing the VoI Problem
As outlined in Chapter 2 of the dissertation, decision support begins with framing the
problem. During this process, many uncertainties and options are identified, and choices will
eventually be needed to select between these options, and outcomes will depend on the
uncertainties. At this point during the problem exploration, questions of how to choose between
options, and how uncertainties might be reduced, begin to be considered.
In an economic analysis, for instance, the elasticity of a given quantity is sometimes
identified as an important uncertainty. Because elasticity of demand for steel is low, for example,
taxing it or subsidizing it are not an effective way to change behavior. If the elasticity is
unknown, finding it could be valuable for considering how to approach a problem, and
eliminating taxation as a useful policy lever.
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Framing involves outlining the parts needed for an evaluation of options.
When thinking about VoI, Lopatovska recommends considering four parts of the problem;
Alternatives, Outcomes, Likelihoods, and Values. (Lopatovska, 2007) At this initial stage, it may
be particularly useful to start with identifying the set of alternatives and interventions to be
considered, and based on this start considering what likelihoods and outcome values matter.
Following these steps, information sources which would allow choosing between the
interventions can be considered.
In considering the potential use of information, some questions will be generated which can
be answered quickly and easily. In the example above, the price elasticity of most goods has
been estimated already. In other cases, there are irreducible (aleatory) uncertainties, like the
weather on the 7th of January the year after next. These cannot be easily resolved using any
feasible data source – though knowledge about them can still be useful. Identifying these cases
can also suggest a need for approaches suited to planning under uncertainty, instead of VoI
approaches.
In many other cases, there are uncertainties that can be investigated, and better information
might be appropriate. In these cases, the exercise of outlining the questions to be answered will
provide significant value. Interventions can be identified that were not already being considered,
and in that case, outlining and considering them is both a prerequisite for further work, and
valuable by itself. Similarly, finding sources that provide information about high-importance but
poorly understood parts of the problem may lead to recognition of a useful source without further
work. Lastly, it may become clear that the set of interventions can be expanded to make available
data more valuable, or to cover high-importance or likely cases that are not yet addressed.

5.2 Heuristic Methods
Once the problem is clear, simple analysis and the judgement of decisionmakers is sometime
sufficient to eliminate the need for further investigation, perhaps due to the relative simplicity of
the decision, and its low cost compared to formal models.
5.2.1 Motivating Questions
To consider value of information heuristically, we can ask the following types of questions;
-

What information would be sufficient to resolve the uncertainty?
What is the Expected Value of Perfect Information (EVPI)? That is, if perfect information
regarding one or more uncertainty was available, would that be valuable enough to pursue?
What additional uncertainties remain that would make even perfect information have
limited value?
What specific cases have uncertainties which make decisions uncertain? In those cases, is
there information which has the potential to resolve the uncertainties?
Are there easy ways to avoid the problem? Are there alternatives that are acceptable which
do not depend on the uncertainties?
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-

Are there ways to partially resolve the uncertainty? Can certain options or possibilities be
eliminated by data? Would this be valuable?
Can the decision or analysis be deferred until the uncertainty is easier to resolve?

These questions will not always yield answers, but they can be valuable for limiting the
questions of interest. As stated by Kleinmuntz and Willis, “the idea is to do an initial assessment
based on whatever knowledge is at hand,” and follow up with more sophisticated methods
involving expert elicitation. (Kleinmuntz and Willis, 2009) Before doing so, however, it is useful
to consider what can be gained by further investigation.
5.2.2 Early Conclusions
At this point, there are several useful conclusions that can be reached. These should be
considered as early as possible to identify whether further investigation is worthwhile, and
perhaps what the next steps should be. First, there are several issues with relationship between
information sources and options that can plausibly be identified given only the assessment of
decision options and information sources. This is further clarified when constructing the
elicitation, but problems can sometimes be seen immediately, such as occurred on the basis of
the EVPI analysis in Section 4.5.5.
Second, it should be clear whether the information could plausibly help a decisionmaker
choose between options, and whether the difference between the choices is important enough to
justify the effort. This can again be done using EVPI and similar analyses based on rough
estimates or known values. If no information sources which are being considered are useful for
choosing between the options, there are two further questions to ask, namely (1) is there any type
of information that could help, and (2) are there additional options that might be worth
considering on the basis of the information that is being evaluated. If neither of these is the case,
there is likely no reason to continue to consider VoI.
5.2.3 Mathematical Formulation
One method which is sometimes useful at this point is formulating the problem
mathematically, as presented in Appendix A. This process can be useful for clarifying the exact
parameters of the problem, and in conceptually identifying the types of problems the
methodology discusses. It is also an important prerequisite for using later approaches, and if not
done now, it is potentially necessary later.

5.3 Elicitation
Expert input is critical for many policy analyses, and the methods here can utilize such
assessments in several ways. First, the heuristic approaches considered so far can be extended by
asking experts to consider the questions presented above. This may be useful if the policy
researchers are unsure if they can accurately or reasonably answer the questions.
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Expert opinion can also be used for VoI analyses in two additional ways, each of which may
be worth considering. The first is using expert opinion to inform a qualitative evaluation of
information sources. Such a qualitative evaluation clarifies the relative advantages and
disadvantages of different information sources. This can be especially useful if there are many
different information sources that are plausibly useful, all of which are expensive. The last
elicitation method involves structuring the formal VoI problem, and eliciting estimates for key
uncertain values in order to produce an estimate for VoI.
5.3.1 Qualitative Elicitation
A qualitative assessment of the data sources considers the characteristics of the sources,
instead of the direct value for decisions. For example, Generous et al. performed such an analysis
for biosurveillance, considering usefulness of various data sources. In that work, sources are
identified and rated based on being helpful for four tasks; early warning of health threats, early
detection of health events, situational awareness, and consequence management. A set of metrics
were constructed for rating the sources, and these were used to rate how valuable they are. In that
application, the sources were rated on the basis of: accessibility, cost, credibility, flexibility,
integrability, geographic/population coverage, granularity, specificity of detection, sustainability,
time to indication, and timeliness. (Generous et al., 2014)
In cases where there is significant expert understanding of the decisions being made, it may
be obvious to experts that data with given characteristics is or is not valuable for a specific
decision type. Experts also frequently understand the relative importance of different
characteristics of data sources. For example, the data sources may differ greatly across the
dimensions outlined above, but the extant sources may have less variation. When given a choice
between more timely, more geographically representative, or higher accuracy data, experts in a
given domain may have a clear understanding of the relative importance of the data source
characteristics. This level of analysis can frequently answer VoI questions sufficiently well for
policy decisions. In other cases, it can at least identify which sources are not worth significant
further investigation.
This type of qualitative analysis does not directly address VoI because it does not consider
the interaction between the data sources and the decisions to be made. For example, given extent
data sources for influenza, it is unclear whether more timely sources which have low resolution
or are noisy would be valuable, since many interventions more than knowledge that there is
something happening. Similarly, this type of qualitative evaluation cannot necessarily be used to
consider the benefits of spending money to increase the timeliness of a source. In this type of
assessment, the various dimensions are not compared or evaluated in relative terms153. Expert
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To decide whether it is worthwhile to invest in better information, it is important to know if an extra week of
warning and preparation for a pandemic is worth tens of millions of dollars, or if it is worth hundreds of billions.
The saying that time is money is correct, but this type of assessment potentially leaves the rate of exchange unclear.
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judgement accounts for this implicitly when successful, but experts may acknowledge that the
tradeoffs between the characteristics found are in conflict, and this would show that further
investigation is called for.
5.3.2 Structured Elicitation
The final potential avenue for expert assessment, which does address VoI directly, uses
judgement in place of computing Bayesian estimates directly. This type of structured quantitative
elicitation can be used alongside computational modeling or heuristic methods, replacing
portions of the computation with expert assessments of specific inputs. To perform such an
assessment, the problem must be formulated mathematically, as suggested earlier, and the
various inputs should be identified as either estimated by experts, output by a model, or informed
by the literature.
Building structured elicitations to inform an assessment of VoI is still a nascent area of
research154, but is potentially useful if specific uncertainties which are seen to lead to most of the
uncertainties in a heuristic estimate or if certain difficult-to-model informational values for
deploying interventions have been identified. Partially elicitation-driven estimates have been
performed, as in Claxton and Schulpher to identify the most valuable areas of further medical
research, and they argue for wider use of these methods. (Claxton and Sculpher, 2006). Expert
elicitation is not the only method for performing this, however. Other methods for eliciting such
probabilities for use in a model, such as prediction markets, may be useful in tandem with, or
instead of, expert elicitation. (Leamer, 1986; Hanson, 1995)
As an example of how these methods could be used, an estimate may be produced, either via
expert elicitation or other methods, for how likely a given data source is to identify various cases
in time to use a particular preventative measure successfully155. If the impact of the cases and the
decisions available are clear, the rough approximation allows use of these judgements in
estimating VoI directly. In the example, the impacts and costs of the measure are known, then
(assuming the measure is not deployed without the information,) the difference between the
impact and the cost is multiplied by the elicited probability to find the expected value. More
generally, the probability or outcome estimates which were elicited are plugged in to the
equations, producing an overall estimate.
Unfortunately, elicitations are difficult in several specific cases. Expert judgement differs
greatly in quality between domains, and for complex conditional probabilities, the estimates are
less reliable. Eliciting or estimating high-dimensional joint distributions are a problem using
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For an example of such elicitation which was used in building an adaptive policy based on EVPI, instead of for
VoI directly, see the papers by Runge et al., and Johnson. (Runge, Converse and Lyons, 2011; Johnson et al., 2017)
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Another alternative has been suggested by Robin Hanson to provide estimates of VoI more directly via
prediction markets. (Hanson, 2003) These methods may prove to be useful more widely, but as formulated they are
mostly useful for corporate decision making. In addition, because the proposed method has not yet been used, the
practicality of the method is still unclear.
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these methods, but not one that further modeling necessarily solves. After performing these noncomputational analyses, however, it may be found that there are specific uncertain, potentially
high-value sets of information which are difficult for experts to evaluate. Based on the heuristic
estimates, or due to concerns about their accuracy, replacing such informal estimates with further
modeling could reduce the uncertainty.
5.3.3 Interim Evaluation
Significant disagreement between experts is an important potential warning sign. This should
be explored carefully: it may point to fundamental uncertainties, or instead simply indicate
different interpretations of the question. A careful review of the challenges in section, 5.5 is
therefore useful early in the next stage of VoI estimation, computational modelling.

5.4 Computational Modeling
Once preliminary analyses have identified a potentially important uncertainty which cannot
be resolved via expert elicitation, computation modeling is worth considering. The two
computational model types identified as useful for VoI in Chapter 2, Bayesian Networks (BNs)
and statistical Bayesian simulation, can be considered via a similar process presented here. The
considerations are outlined, and an outline of how the analysis should be performed is presented.
Potential challenges raised while considering computational modeling are reviewed in the
following section, and discussed further in 5.5.
5.4.1 Considering the use of Computational Models
Before considering the application of computational methods, it is especially important to
consider the cost, benefit, and degree of difficulty of building, validating, and running the model.
Some applications are relatively straightforward, but in other applications the techniques are
completely implausible. Difficulty can be due to either the model required, or formulating the
decision. As an example of the difficulty with the model, computational modeling is infeasible if
no reliable model of outcomes or interventions can be built. As an example of difficulty
formulating the problem, if decisionmakers cannot specify which outcomes they prefer, a VoI
model cannot be constructed.
These cases are not binary, however, and many factors exist which influence the difficulty of
a given application. For this reason, an overview of model components and challenges is helpful,
and is presented in Table 5.1. Potential challenges are split into three main cases; severe
warnings (red), which are difficulties that might make computational modelling impossible, less
severe potential complications (yellow), which are challenges that make heuristic evaluation or
computational modelling more difficult or expensive, and best case scenarios (green), which
indicate that estimation and/or modeling may be straightforward. The challenges are presented
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based on the five portions of a computational VoI model that are critical, shown separately in the
chart below.
1) The phenomenological model, which represents how the system works, or phenomenon
occurs
2) A utility model for evaluating the outputs of the phenomenological model
3) A (full) set of potential intervention decisions informed by the data source, and their
impacts
4) The prior probability distributions of the inputs and/or outputs of the phenomenon
5) The data source model, which relates the data sources to the phenomenological outputs
It is worth noting that some of these are important positive or negative signs for
computational VoI approaches, but are not relevant for the approaches discussed earlier, while
others are important roadblocks or good signs even for those approaches. A fuller discussion of
the challenges and how they can be addressed is deferred to the next section.
Table 5.1 Challenges for Modeling
Model Component
Phenomenological
Model

Utility Model

Interventions

Prior Distributions

Data Sources

Best Case

Potential Complication

Severe Warning

Uncontroversial

Disputed

Unknown / Controversial

Simple / Closed Form

Complex / Non-Algebraic

Simulation / Agent Based

Axiomatic

Imputed / Inferred Causal
Models

Correlative / Machine Learning

Clear valuations

Imputed / elicited values

Disputed value of outcomes

Costs, benefits monetized

Multi-attribute Utility

Unknown costs or impacts

Inputs are outcomes of
phenomenological model

Inputs are intermediate
outcomes

Inputs are subjective
judgements

Studied and Quantified

Approximated impacts

No model for impacts

Specific / Varied / All
Represented

Few / Similar /
Some Missing

No known interventions

Used in likely outcome
cases

Used in tail outcome cases,
or conditional on unclear
criteria

Cases where to intervene are
unclear or fundamentally
disputed

Clear Domain Knowledge

Bounded Ranges

Deeply uncertain

Parametric with known
causes

Poorly understood /
empirical estimates

No basis for estimation

Known / Already Used

Observable

Non-observable

Clear relation to
phenomenological model

Discoverable /
parameterizable
relationships

Unclear conceptual
relationships to model outputs

For each dimension, the table outlines the spectrum of best to worst possible cases for use of
computational VoI techniques, from green lights to severe warnings.
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5.4.1.1 Potential Costs and Viability, Based on Difficulty

If the problem is ideal, it is possible that well-established methods in statistical decision
theory can be used to find analytic results. This may be a straightforward statistical exercise
using mathematical techniques, and if this is the case, an expert may be able to perform the
analyses simply and quickly. In most areas of policy analysis such simplicity would be unusual,
and computational methods might be needed.
If analytic methods cannot be used, sometimes simple extant models which fulfill the model
criteria discussed in section 2.4 can be used along with extant utility and decision models to
answer VoI questions. If this is the case, a domain expert is likely to be able to suggest that fact,
and a rapid analysis is possible156.
If an estimate of VoI requires first performing the whole decision model building and
validation process, even in the ideal case, computational VoI methods are likely to require an
investment on the order of a full year multiple person consulting project. This is likely
worthwhile only if the marginal gain from the methods is expected to be millions or tens of
millions of dollars. This makes it suitable for some large business decisions, and for many
governmental policy decisions. Even in such large-scale decision areas, it is important to note the
possibility that the conclusion is that the resulting model cannot predict VoI accurately enough to
support a decision, or that the heuristic estimations already used are close to optimal.
Based on a review of applications and experience applying these models in specific sample
cases, in a typical case with two or three warning signs listed above, this is an even larger
endeavor. The complexity of building or adapting models to an analysis and making policyrelevant recommendations based on the model will be a significant project, requiring a large
project and significant analytical and policy expertise. For some major government policy areas
where billions of dollars may be involved, such as major infrastructure projects, large social
programs, or major military decisions, this is possibly the case.
5.4.1.2 Required Methodological Expertise

The methods discussed involve somewhat specialized tools and methods157, and applying
them without involvement from experts in the specific modeling methods requires significant
investment in learning these tools. For analysis areas where there is little extant work on the
required models, developing such models is an added challenge, requiring a level of specific
expertise in both the substantive domain and the tools. This will add to the challenges above, and
many challenges regarding model-building apply: good models are hard to build, expensive to
verify and validate, and can be useless or misleading if built incorrectly or applied
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This fact would hopefully be identified during the heuristic evaluation phase.
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Specifically, Bayesian statistical modelling or discrete Bayesian networks, as well as decision analysis tools and
quantitative policy methods.
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inappropriately. This is especially true for VoI, where sensitivity to model assumptions and
uncertainties can be magnified.
5.4.2 Performing Computational Modeling
Computational modeling of either type follows a similar conceptual model, beginning with
building a model, and ending with calculation and sensitivity testing. I will not outline the full
process in detail, but several portions of the process are worth comment, especially as use for
VoI can differ from the standard approaches. If attempting to implement the process, it is likely
worthwhile to become familiar with those standard methods and approaches. For Bayesian
statistical modeling approaches, Gelman’s textbook is a worthwhile starting point. (Gelman et
al., 2014) For BNs, Fenton and Neil’s excellent introductory text for decision analysis is a
similarly worthwhile initial text. (Fenton and Neil, 2012)
To introduce the explanatory comments, an outline of the process is useful. Table 5.2 follows
Gelman et al’s general process for Bayesian modeling, then extends it by adding several
components specific to VoI. (Gelman et al., 2014) It also differentiates between the class of
statistical methods Gelman discusses, and the roughly equivalent process which can be followed
if using BNs.
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Table 5.2 - Outline of Computational Model Building and VoI Analysis

1) Build a probabilistic model for all observable and unobservable quantities;
a) Including both the outcome model with representation of interventions, and the
information model with a generative relationship
b) Containing appropriate priors for the events and data source relationships
c) Consistent with problem knowledge, including causal representation of both the
outcomes and interventions, and the relationship of observable data to other parts of the
model.
2) Condition on observed data to calculate a posterior estimate of:
a) The parametrization of data sources (for VoI)
b) The distributions of unobservable factors (for simulation)
c) The conditional distribution of outcomes based on interventions (for validating the model
and causal relationships used for later simulation, if such data is available.)
3) Validate the model, and evaluate the fit of the posteriors, including the data source model and
the phenomenological model.
a) Validation and verification of a models is often assisted by evaluating posterior fit
b) Non-identifiabilities158 can often be found at this stage, and are important to eliminate
where possible
c) The evaluation of the posterior differs by model type;
i) For BNs, likelihood and other diagnostics.
ii) For statistical Bayesian representation, statistical measures of the fit of a model
4) Simulate data sources for the range of cases
a) For BNs, this can be done without simulation
i) Representing the distribution of events within the model.
ii) Use utility nodes in a Bayesian decision network formulation
b) For statistical models, simulate fictitious observable data, and fit the simulated data;
i) This requires a set of samples across the full range of the prior distribution for
observed and unobserved quantities, and for each data source and intervention.
ii) Plug outputs from the model of the simulated observable data into the outcome model
to approximate what the decisionmaker would know.
5) Evaluate the expected outcomes of each potential decision
a) For statistical simulation, using simulated observable data and for each case in the
distribution, simulate choices based on the fit from simulated available data, and
outcomes based on the simulated true case.
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Non-Identifiability is discussed in Section 4.4.3.
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b) Favorable outcome distribution (positive expected utility in simple cases) will indicate
that information sources should be considered worthwhile or pursued.

5.4.2.1 Probabilistic and Data Source Models, and Desiderata

The first two steps of the process discussed in the table partly involve phenomenological
model design. First, the model for the phenomenon we are interested in must be constructed or
adapted to a Bayesian model framework. As discussed in Section 2.5, for use in VoI analyses,
such a model must both follow general best practices for models, but also fulfill addition
desiderata for policy and decision models generally. It must (1) be able to represent the
alternatives which will be considered, (2) be causal, so that the relationship between the actions
taken and the outcome are understood, and (3) the model outputs must include all inputs into the
utility model.
In addition, for VoI, the analysis requires a data source model, relating the information
sources to the underlying phenomenon. This model should be both generative, so that the data
generated by the sources can be used as an input into the phenomenological model, as well as
causal. This may be complex, as discussed in the dissertation in Chapter 2, and as the examples
in Chapters 3 and 4 show.
5.4.2.2 Calibration and Conditional Analysis

A full probability model for all observable and unobservable quantities relevant to the
problem is created by the combination of the phenomenological and information models,
consistent with relevant causal relationships. Where aspects of these models are not exactly
known, or uncertain, there should be a parametric representation of the relevant variables, so that
they can be calibrated. For example, if the data for a source is a sample from an underlying
variable, the standard deviation of the source’s estimate might be estimated from such historical
data. Where the uncertainty cannot be resolved via data, the importance of this uncertainty
should be evaluated, perhaps via sensitivity testing. Additionally, any model non-identifiability
should be addressed to the extent possible. (See discussion in Section 4.4.3.)
5.4.2.3 Model Fitting and Validation

The next step, 3 in the outline, is validation and model fitting. After verifying the correctness
of the model, the phenomenological and data source models are usually calibrated based on data.
This will give a posterior estimate of any variable aspects of the models if statistical Bayesian
methods are used, or give the likelihoods of the model conditional on the data in a discrete
Bayesian network. These results can be used to select appropriate parameterizations or
conditional probability tables for the relationships between nodes. This step will also provide
distributions of the values for unobservable quantities. Lastly, if the impact of interventions is
poorly understood, but data exists, it can inform those parameterizations. If the model is well-
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enough constrained, and has few enough unknown variables given the data available for
calibration, the fit of these posteriors can then be evaluated.
In addition to standard approaches to verification, the evaluation of the fit of the model, and
its coverage of the relevant space, is critical. For VoI, we also need to ensure that the model
inputs can be approximately recovered given different source information, or different amounts
of such information. If the information potentially available does not significantly constrain the
set of possible cases, the analysis will depend much more heavily on the prior assumptions than
on the information.
The validation procedure differs based on the model type being used. For discrete Bayesian
networks, the model fitting can be evaluated via residuals, to assure fit, and likelihood. The final
model used may then be based on Bayesian model averaging using this likelihood159. For
Bayesian statistical models, a set of different values simulated in the model should be fed back
into the original model to show that the inputs can be recovered based on such estimated data.
5.4.2.4 Generative Simulation of Priors

In the final steps, numbered 4 and 5 in the outline, the generative model will be used for
estimating VoI – if the phenomenological model is sufficiently predictive and the data source
model is well-enough constrained, the generative model will be possible to use for VoI analyses.
At this stage, the utility model and decision making is integrated into the other models. The
utility evaluates the outputs of the combined phenomenological and data source models, and the
decision model can select the preferred alternative based on comparing the possible outcomes.
This requires a both a preference among alternatives (more generally, a utility function,) and a
set of alternatives to pursue160. Discrete Bayesian networks can use more direct methods for
evaluation of the utility-maximizing information given alternatives. In Bayesian statistical
models, this is performed using simulation and numerical evaluation instead.
5.4.2.5 Simulation Fitting and Outcome Calculation for Statistical Bayesian Methods

In this final step, Bayesian statistical models are used to generate fictitious data source
samples across the range of prior values for the phenomenon, both with and without each of the
different interventions, alone or combined. This is done in order to (approximately) find the
decision that would be made in each case, by fitting the phenomenological model to the
generated data, and finding the choice which maximizes utility given the posterior estimate.
While not necessarily complex, this is the most computationally intense stage, since the
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In the case where a single parameterization is clearly superior to others, Bayesian model averaging will lead to a
model almost identical to the one given by that parameterization, and the averaging stage can be omitted in favor of
the simpler choice of a model. In many cases, however, model averaging is more accurate than any single model.
160

We will again assume that the given utility function is well defined, and is an unambiguous and calculable
function of the generated outputs of the model – but this is critical. We also assume that the model for impacts of
alternatives is known; otherwise, an additional stage of model fitting is required to estimate these impacts.
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generative model is run over potentially a large variety of cases, and then the resulting generated
data must be fit to the model for each set of data sources considered, in order to evaluate the
outcomes.
5.4.2.6 Sensitivity and Case Uncertainty Testing

The model should be evaluated across different values for disputed or deeply uncertain
values to test sensitivity. For discrete Bayesian approaches, strength of influence and sensitivity
methods exist in most software packages implementing the methods. For statistical Bayesian
methods, a combination of convergence diagnostics and analysis of the model output and
variance will allow for understanding these factors.

5.5 Challenges for VoI Analyses

The earlier discussions mentioned a variety of challenges which should be identified as early
as possible. These were presented in the earlier Table 5.1, reproduced here, and will be
discussed, along with approaches for addressing the challenges will be presented. The table
shows the rough spectrum of possibilities for each potential challenge via three cases. In
descending order of difficulty, the three representative cases are severe warnings, potential
complications, and green lights. (Not all problems are applicable to all approaches, and those
exclusively relevant to computational approaches are indicated in this presentation of the table
with speckled cells.)
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Table 5.1 Challenges for Modeling with computational challenges indicated
Problem
Component
Phenomenological
Understanding

Preferences or Utility

Interventions

Prior Distributions

Data Sources

Best Case

Potential Complication

Severe Warning

Uncontroversial

Disputed

Unknown / Controversial

Imputed / Inferred Causal
Models

Correlative / Machine
Learning

Axiomatic

Simple / Closed Form

Complex / Non-Algebraic

Simulation / Agent Based

Clear valuations

Imputed / elicited values

Disputed value of outcomes

Costs, benefits monetized

Multi-attribute Utility

Unknown costs or impacts

Inputs are outcomes of
phenomenological model

Inputs are intermediate
outcomes

Inputs are subjective
judgements

Studied and Quantified

Approximated impacts

No model for impacts

Specific / Varied / All
Represented

Few / Similar /
Some Missing

No known interventions

Used in likely outcome
cases

Used in tail outcome cases,
or conditional on unclear
criteria

Cases where to intervene are
unclear or fundamentally
disputed

Clear Domain Knowledge

Bounded Ranges

Deeply uncertain

Parametric with known
causes

Poorly understood /
empirical estimates

No basis for estimation

Known / Already Used

Observable

Non-observable

Clear relation to underlying
phenomena

Discoverable relationships

Unclear conceptual
relationships to model outputs

Severe complications can hopefully be identified early in the heuristic evaluation or
elicitation processes, or understood immediately based on characteristics of an application area.
For example, if any part of the system model cannot be made, or if the relationships between
different parts are unknown, it is obvious that the issue would need to be addressed for any
analysis. While there may be ways to value the information without a computational model even
if we cannot properly model the system under consideration, these methods are more akin to the
earlier elicitation-based methods. An extensive list of such severe warnings is shown in red in the
table. They do not mean VoI is impossible to estimate, but suggest that heuristic and elicitation
methods should carefully consider the issues raised, and imply that the computational methods
presented are likely to be inappropriate.
There are also a range of problem characteristics that make VoI estimation less precise,
potentially harder, and/or more subjective. These potential complications are also identified in
the table, and are shown in yellow. Heuristic approaches and structured elicitation may be useful
to address many such cases, but caution is warranted before performing (or attempting)
computational analyses with many such warning signs. The feasibility of the estimation depends
on how the analysis is being done, and the resources being devoted to the problem. There are a
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variety of methods available for performing even computational analyses despite having such
features, but they increase the difficulty of an analysis.
In ideal cases, these analyses can be straightforward, and after performing the earlier
analyses, if the value of various sources is potentially high, and other techniques were unable to
resolve this uncertainty, computational techniques are recommended. These desired
characteristics are shown in green. This best case uses computationally trivial, well understood,
well accepted causal probabilistic models for the underlying system, with clear domain
knowledge to understand what is likely to occur in the future. The data sources to value are well
understood outputs of the system. Lastly, this best case is where we have clear understanding of
the interventions, and the relative value of the outcomes in the form of an agreed upon utility
function.
Some of the dimensions in the chart – the first three categories listed - relate to decision
analysis generally, and can often be identified early, as they may pose problems even for
heuristic analysis. The final two are more specific to VoI analyses, but can be identified in
problem formulation or in structured elicitation. In addition, a few of the drawbacks relate only
to the modeling of the problem (indicated with partial shading), while others are general issues
with understanding or making decisions. In the latter case, the problem will be a substantive one
with the problem domain, and such issues should come to light at much earlier stages of the
analysis. The available approaches for each challenge are important in determining whether such
an analysis is feasible.
5.5.1 Underlying Uncertainties, Causality, and Disputes
Models range from physical models with known inputs and outputs where relationships
undisputed, to models where the structure of the relationship is uncertain or the direction of
causality is unclear, to mental models which are relied on implicitly in elicitation or heuristic
estimates of VoI. These models vary in their acceptability, difficulty, and causal basis. When
issues in any of these areas exist, the ability to apply VoI techniques can be limited, especially if
using computational tools.
5.5.1.1 Outcome Uncertainty

If decisionmakers or domain experts do not clearly understand what causes the outcomes of
interest, decision making is at best rudimentary. Understanding and predicting outcomes given
different scenarios is at the heart of any decision analysis. At present, geo-engineering is such a
domain, where decisionmakers do not (at present) know what would happen if large scale
geoengineering of various types were to occur. On the other hand, even when the impacts of a
decision are unclear based on scientific uncertainty, the analysis might identify decisions and
information valuable regardless of the approach, similar to the approaches used in RDM.
(Information that helps resolve such uncertainties might also be identified, which may be
valuable both for the decision, and more widely.)
173

5.5.1.2 Causality

If the causal relationship in the system is not understood, the assumed impact of a decision
implicitly depends on the estimation being causal. This poses fundamental concerns about
validity, but experts can often indicate where correlative estimates are reasonable. If causal
analysis is possible, it may be a useful preliminary step. For computational modelling, this means
the causal relationship between inputs and outputs are unclear. In this case, a model may be
useful for projection, but not for choosing interventions.
This is particularly problematic in areas where machine learning and predictive modeling are
better able to predict outcomes than models which account for the causal factors, because the
causal mechanisms are not represented in the more predictive model. In this case, decisions
contingent on as-yet unobserved cases create out-of-sample prediction issues with the model, and
it would be difficult to validate such models.
For example, in biosurveillance, a non-causal model may not distinguish between cases
where different populations are likely to be the critical vectors. This can be important for
choosing interventions; even if the model identifies overall severity correctly in the normal case,
if a targeted intervention is used the estimation will require out-of-sample prediction161.
5.5.1.3 Acceptability and Agreement

In cases where the relationship between the case and the outcome is not only uncertain, but
the uncertainty relates to unresolved scientific, political, or other disagreements, decision
analysis tools must account for those disagreements.(Laskey, 1996)162. Even where these
uncertainties can be parameterized, the lack of agreement on the models makes it likely that a
complex decision analysis which relies heavily on them will be more difficult to use. Approaches
such as RDM and gaming may be more appropriate for guiding decisions, so that widely
acceptable decisions can be found despite disagreements. In these cases, non-quantitative and
facilitator guided discussions can be useful for finding common ground.
In other cases, there are a range of unclear factors in the model, and issues of model
uncertainty can create other challenges. In domains like social science, where computational
models are highly uncertain and rare, parameterization and alternative models may be difficult to
find or build. (Davis, 2017) In domains where many models exist or a large set of parameters are
uncertain, the computational costs of running alternative models can become problematic. If
there is disagreement that extends beyond the models, as in so-called “wicked problems”, it is
useful to review the extensive literature on coping with those challenges. (Kwakkel, Walker and
Haasnoot, 2016) The use of computational value of information for such problems poses unique
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See Chapter 2 of the dissertation for a fuller discussion.
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Laskey’s discussion is a useful overview of both the theoretical issues that exist for, and practical tools for
coping with, model uncertainty.
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difficulties, which are potentially useful avenues for further research, but are unresolved at
present.
5.5.1.4 Computational Complexity

Even when the underlying structure is agreed upon, computationally complex models can
pose practical difficulties when embedding the phenomenological model within the nested
decision analyses required for VoI. Because many of the analytic and numerical methods used in
computational VoI are themselves computationally intensive, complex phenomenological
models can make overall computation requirements unfeasible. This is a problem even when the
projection of future outcomes by the model is fully accurate. This problem can occur, for
example, when using complex numerical methods to project outcomes, such as differential
equation or simulation models. This may be only a practical limitation (instead of a fundamental
one) but it is still not always possible to surmount it.
This means that the modeled relationship is ideally mathematically tractable. In some cases,
simplified models can be built from intractable ones. For example, a discretized set of outcomes
or cases can be used for discrete Bayesian networks, or they can be used to build an approximate
polynomial model via interpolation or quadrature on the basis of those cases. The uncertainties
induced by such approximation may be important, and should be carefully considered. Other
valuable techniques for addressing this may include multiresolution modeling (Davis and
Hillestad, 1998) and parameterized approximations of more complex models, so-called proxy
models163.
5.5.2 Preferences and Utility
Given causal understanding of outcomes, or a causal model including interventions that
projects what will happen, a utility model is needed to choose which outcome is preferred. (For
computational models, the outcomes are input into the utility model.) Ideally, the preferences can
be determined based on conceptually clear, quantifiable values. In some decision problems,
however, preferences can be hard to elicit, ambiguous, or conflicting. In other cases, relative
preference for outcomes are unclear, or the preferences involve outcomes which are not
conceptually clear or quantifiable.
5.5.2.1 Finding Preferences

In many decisions, no explicit valuation of the outcomes exist, but the preferences of the
decisionmaker can be inferred or elicited. Methods for doing this include revealed preferences,
where past decisions are used to infer the relative value of different outcomes, or direct
163

These have been used in various fields, including industrial applications (Zangl, Graf and Al-Kinani, 2006)
hydrology, (Zubarev, 2009) risk models in policy (Fischbach et al., 2012). See the discussion of “Model Parroting”
in section 2.7.3.1 for an approach. Computational approaches for building such models have been developed
(Castellini et al., 2010).
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elicitation of the preferences from the decisionmaker. (Wardman, 1988) Typically, this requires
assumptions about the functional form of the utility function, and extrapolation of utility to cases
where preferences were not elicited or observed – although adaptive methods may ameliorate
these problems. (Chajewska, Koller and Parr, 2000)
In many decision analysis applications the decisionmaker is given feedback about the
relationship of their values and the outcome of the model and revises utility estimates to match
intuited preferences. This can be useful as a way to iterate about decisionmaker preferences in
VoI estimates, but because the utility function is central to the nested decision problem in VoI
analyses, these approaches may be impractical to apply directly to the VoI analysis164.
5.5.2.2 Preference Ambiguity or Disputes

In other cases, preferences are disputed, and different participants have different preferences
for the outcomes. For example, if decisionmakers disagree about whether increasing investment
in solar power or nuclear power is good or bad, information that helps understand the impact of a
policy on the deployment of each of these power sources will have implications that drastically
differ. This is a potential area for further research, and multiple analyses using different utility
functions may be useful, but the use of VoI techniques may simply perpetuate or magnify extant
disagreement over choices. Heuristic estimates may show where this will occur more easily than
elicitation. For computational modeling, many of the exploratory methods for resolving
decisions given deep uncertainty and disputes are computationally intense themselves. Because
of this, it is unclear if computational VoI methods can tractably be combined with these
exploratory methods.
5.5.2.3 Relative Preferences and Multi-Attribute Utility

Frequently, preferences depend on multiple factors that can be predicted by the
phenomenological model, but a disagreement exists about the relative importance. For example,
all participants may agree that saving lives and reducing expenditure are both positive, but the
relative value may be disputed. In cases where the utility function is based on few outcome
dimensions, whether only dollars, or incorporating one other dimension like Quality Adjusted
Life Years (QALYs) or lives saved, comparing the outcomes can be tractably accomplished by
presenting multiple cases with specific weights on each value, and allowing discussion.
Many decision analyses use tools like Multi-Outcome analyses to allow the display of
outcomes along many relevant dimensions. Multi-outcome analyses leave the decisionmaker
with options that they can compare, and can help them with specifying a utility function, or with
comparing different choices of utility given the components. This might be useful for heuristic
estimates, but is difficult in computational VoI analyses.
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This type of feedback can be given in a complex model, but the clearest methods for doing so requires an
algebraic solution for the decision problem, which is often impossible. See the simplifications required for the utility
function in my earlier work on VoI for biosurveillance. (Manheim et al., 2016b)
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This is because the utility is not just compared as an output, but is used within the model in
order to consider which decision to make when different information is received. While the
resulting value of information can be shown in multi-attribute form, the underlying model must
use a single utility function.
Multi-Attribute Utility Theory (MAUT) formalizes multi-outcome analyses for use with
utility-theoretic analyses. MAUT was “developed to help decisionmakers assign utility values,
taking into consideration the decisionmaker’s preferences, to outcomes by evaluating these in
terms of multiple attributes and combining these individual assignments to obtain overall utility
measures.” (Mateo, 2012) An approach has been developed for using MAUT in earlier work, but
it relies on an algebraic utility function and a restricted number of dimensions. (Manheim et al.,
2016b) Extending this to simulated outcomes or other cases may be difficult.
5.5.2.4 Ambiguous Outcomes

If the phenomenological model outputs final outcomes, or probability distributions of such
outcomes, it can be clear how the utility relates to the preferences of the decisionmaker.
Frequently, however, some inputs into the preference model are in terms of a constructed scale,
or involve outcomes where no directly measurable result occurs. For example, if a decision
impacts learning outcomes, where the ultimate value occurs over the following decades, or
involves customer satisfaction, where the impacts on profitability are indirect, the outcomes are
causally remote from the model. Instead, models can output an intermediate outcome, like the
expected test scores, or the expected results of a customer survey. This type of model poses
particular challenges for decision making that were not always appreciated, such as
underspecified goals (Manheim, 2016b), and systemic distortion and biases (O'Neil, 2016)..
Further, sometimes the outcomes are subjective judgements based on conceptual instead of
concrete outcomes, such as the earlier case study which modeled threat from a suspected
terrorist. Building such a subjective scale for outcomes, then comparing probability distributions
over the scale is problematic in decision analysis, not least because it makes validation
impossible. In these cases, use of VoI as more than a tool to structure discussions and consider
options165 can be misleading.
5.5.3 Interventions
For decisions, the expected outcomes given no action is important as one alternative, but
decisions involving choices require evaluating the impacts of those choices. Clearly, if no
decisions are possible, decision analysis cannot be useful for guiding choices, and information is
not valuable in the VoI sense. However, even in cases where choices can be made, there are both
modeling and substantive pitfalls. For the validity of VoI estimates, key challenges include
165

A case where this occurs is discussed in Chapter 3 of the dissertation, and suggestions for how such nonvalidated models can sometimes be used can be found in a paper by Hodges. (Hodges, 1991).
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unmodeled impacts and omitted alternatives. More fundamentally, if available interventions are
limited, VoI will be lower than otherwise. This occurs due to a lack of interventions, or due to
interventions where the impact is in closely-related or unlikely cases. Identifying such cases
quickly can show that further analysis is unneeded, and so this is a critical consideration early in
the analysis.
5.5.3.1 Unmodeled Effects

If an intervention cannot be modeled, or has effects relevant to the decisions which cannot be
modeled, it will be impossible to compare the use and non-use of the intervention. If the impacts
are approximate, or poorly understood, they will induce a corresponding imprecision in the
decision model which can have compounding effects with other uncertainties. This can be a
significant problem, but omitting these interventions leads to additional issues.
5.5.3.2 Omitted Interventions

If potential decision alternatives are omitted, it can bias estimates in complex ways, with hard
to understand ramifications. As a simple example166, if an omitted alternative can be used in
place of one which is modeled, it may be superior in some cases. Omitting an alternative which
can in fact be chosen will then bias the model to overemphasize the importance of the remaining
modeled interventions. The alternative may also work in conjunction with a different alternative,
and its absence could incorrectly reduce the importance of that alternative. Because of this,
omitting the intervention has an unclear overall impact. To address this, even naïve assumptions
are arguably better than omission, but in policy analysis, this can undermine the credibility or
defensibility of the model.
This problem is magnified in a VoI estimate, since the information may increase or reduce
the value of the interventions, and the direction of the impact of the missing intervention will be
unclear. Because of this, expert elicitation may be important early on to identify all alternatives,
even for heuristic estimates. This is one reason that the work that occurs prior to computational
VoI is critical; it can identify interventions which can be considered before choosing or
constructing a model, ensuring that the model does not limit the interventions considered.
5.5.3.3 Existence of Alternatives

For VoI there are also substantive impacts of having few alternatives. In the best case,
different interventions available are relevant across the spectrum of cases, and the information
available is useful for differentiating between the cases where each is most valuable. For
example, while pandemics can be ordered from least to most problematic, this does not mean
that successively more expensive and more effective interventions are most useful for addressing
them. In cases where the infection is more severe in certain populations, more or less extreme
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This example does not consider VoI. VoI analyses will have the same problem, but the manifestations will be
much less clear due to the overarching structure of the analysis
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interventions targeting those populations may be the most effective choice, regardless of the
overall severity. This means that information with higher demographic resolution may be
valuable.
The impact of the additional information is only non-zero when the interventions are
warranted in some cases; the information is valuable to the extent that it differentiates between
those cases. If few interventions that can impact the outcome of interest exist, information is
valuable only in differentiating between those cases. As a simple example, if the decision is
binary, such as whether to purchase a specific item, only information that could plausibly change
that decision is valuable.
Similarly, if multiple interventions exist, but are useful in similar cases, the value of any
information that cannot distinguish between exactly those cases will be low or zero. Finding
cases where information cannot be used to help identify which intervention should be pursued is
possible based on heuristics, or even when structuring the problem. Considerations like these can
also lead to identifying information which may not have originally appeared useful.
5.5.3.4 Alternatives for Rare Cases

As one consequence of the need for interventions across the span of cases, if interventions
are used mostly for rare or extreme cases, the value of the information will be concentrated in
those cases. This is important, because such interventions can be high impact, but such decisions
pose additional problems. Both expert assessments of low probabilities and most models have a
variety of technical and substantive problems in estimation of tail cases, and the uncertainty is
therefore much higher. This makes VoI techniques especially difficult, given the sensitivity of
the results to underlying uncertainty for the probabilities of cases considered167.
5.5.4 Challenges for Prior Distributions
Because VoI evaluates differences between expected outcomes, the probability of the
different cases in which a decision is needed is critical to the analysis. For both heuristic and
structured elicited approaches, these should ideally not be left implicit. Estimates require
baseline beliefs which can be used as Bayesian prior distributions in VoI analyses, as discussed
in Section 1.2. For example, the likelihood of an earthquake is a necessary input for evaluating
overall value of information sources that help identify earthquakes minutes in advance, enabling
evacuations.
The probabilities are important in two ways; first, the likelihood that the source will be used
depends on the probability of an earthquake, and second, the likelihood of an earthquake given
specific information depends on the same baseline probability. Because the outcomes of VoI
calculations depend on these prior distributions, it is problematic if there is little understanding
of the future outcomes or there is disagreement about these probabilities.
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For an example, see section 4.6.1.1, which discussed how this occurred in the influenza case study.
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In the best case, the distribution can be reliably estimated based on historical data, when the
probability distribution is stable or the likelihood is otherwise well understood. In a less ideal
case, the prior may be constrained to a sufficiently small range based on the phenomenological
model. For example, if one of several cases must occur, but the relative frequency is unknown,
the resulting allocation must sum to 100%. This may be a sufficient constraint for evaluating VoI
approximately, and sometimes sufficient for establishing that a particular data source is valuable
regardless of the actual values within that range. Constraints may also be fundamental or
physical. For example, all probabilities must be between 0 and 1, and an angle might necessarily
be between 0 and 90 degrees; these constraints again provide bounds for estimating VoI. Such
constraints allow estimation methods to be applied even if the historical data is limited so that the
priors are weak or uncertain. In fact, these cases may be where information is most valuable. If,
however, the information being evaluated is insufficient to provide a significant reduction in the
prior uncertainty, the resulting value of information will be dependent on the exact
parameterization of the prior estimates, and sensitivity analyses to these assumptions would be
critical.
Lastly, in some cases, there is a large range for prior beliefs, or the priors are strong, but
differ based on characteristics that cannot be observed. For example, the rate of adoption of a
new technology could be near zero, or extremely large – and which rate applies may not be
resolved until after the necessary decision has been made. Alternatively, the probability of an
event may be deeply uncertain, and disputes about its probability dominate the value of
information calculation. If the prior distribution is critical in the model in this way, and is not
constrained by information being evaluated, the result of an analysis depends entirely on the
choice of that prior, and VoI estimates may simply restate a choice of input. In this case, the
analysis adds little value beyond having structured the problem – something that should be
identified early on.
5.5.5 Challenges for Data Sources
The second critical basis for VoI calculations, as distinct from decision analysis in general, is
the information being valued. This requires understanding the relationship between the data
sources and the underlying phenomena. For example, an earthquake warning system may
provide advance warning sufficient for response only for earthquakes which are within a certain
distance, come from a specific fault, or occur above a certain depth. In this case, the VoI
evaluation must consider not the overall incidence of earthquakes, but instead differentiate
between those the system is useful for, and those for which it will be unhelpful.
In computational modeling, this means representing the source’s relationship with outcomes
or aspects of the underlying phenomenon, or with the inputs into the phenomenological model.
As with the other parts of the model, this requires both causal representation, and an estimated
output that connects the specific quantities represented by the other models.
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5.5.5.1 Characterizing Evidence from, and Phenomenological Basis for Data Sources

If the potential data that will be received cannot be characterized, or the relationship to the
outcome of interest is unknown, the choice of decision conditional on the unknown information
is impossible. This can occur in two opposite ways. First, the information itself may have an
unclear relationship to the outcome. In this case, the conditional probability of the outcome given
the data is unknown. Detecting various ground motions which may or may not indicate an
earthquake cannot be used to sound an alarm; an understanding of the relationship between the
data and the outcome of interest is needed.
Second, the likelihood of receiving the information given the underlying case may be
unknown. This means the probability of receiving the information is unknown; the earthquake
detector may detect some percentage of earthquakes that occur, but the percentage is unknown,
and the value of the system depends on this percentage.
Both problems are implicit challenges in data fusion, and both can be ameliorated to some
extent for computational models if historical information about the source and its outputs exists.
For example, the accuracy of a physical measurement device is possible to find via calibration,
and the representativeness of a survey sampling method is likely to be a function of factors that
can be inferred from historical results.
One critical challenge with this method is that the validity of historical estimates for source
relationships requires that the outcomes span the range of cases and outcomes of interest. This is
necessary for the approximate relationship to be reliably estimated – either the relationships are
found to be static, or vary along modeled dimensions. If a system is 90% reliable in observed
cases, but data about other cases is unobserved, it may turn out to be unreliable. An example of
this is Google Flu Trends, which used 5 years of data to infer an observed relationship between
search results and influenza cases. (Ginsberg et al., 2009) After several years of accurate
prediction, however, the relationship changed in a way that made the prediction systematically
overestimate prevalence. (Lazer et al., 2014; Ginsberg et al., 2009)
5.5.5.2 Estimation of Source Outputs

The likelihood of different information being provided by a source is closely related to the
prior for events. If we know the likelihood of each case, and know the distribution of results the
source will provide given the case, it is possible to calculate the probability of possible outputs.
If both the prior and the source output are uncertain168, the calculation of VoI is dependent on the
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Even if the prior is uncertain, a well characterized source signal can be known to be valuable. For example, a
medical test known to have low false positive and false negative rates can be valuable over a wide uncertain range of
prevalence of the disease in the population, if alternatives can be chosen with high confidence on the basis of the
test. For example, when choosing between two treatments that are effective for different diseases with otherwise
similar symptoms, the rate of one disease would need to be a significant multiple of the rate of the other disease for a
test distinguishing them not to be useful.
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chosen estimates for each. This makes the setup for a VoI analysis useful for understanding that
relationship, but less directly useful for decisions.
This challenge, and the related challenge of estimating correlations between sources,
highlights the importance of having causal models for sources. For example, in the
biosurveillance study from chapter 4, the relationship between the number of observed flu cases
in doctor’s offices is correlated with the number of cases observed by monitoring online
searches, even conditional on the actual number of cases. This occurs because several causal
factors, like the level of symptomatic flu, are causing the observed values to vary. At the same
time, the correlation is imperfect; the systematic misestimation for search results mentioned in
the previous section, 5.5.5.1, did not occur in the ILI data collected in doctor’s offices.
A causal model of the source characteristics, including how the data is generated, is
important because it can explicitly account for correlations without relying on sparse historical
data about the correlation, or the difficulty modeling high dimensional joint distributions. This is
an active area of investigation, and recent work has highlighted the importance and usefulness of
these methods. (Jacob et al., 2017) For more information on the mathematical and conceptual
importance of generative models, see the explanation Michael Betancourt provides. (Betancourt,
2016b).
5.5.5.3 Relationship to Underlying Phenomena

If the source signal has an unclear relationship with the specific causal factors related to the
decision (for computational models, the inputs), then the information may not be useful for
differentiation between interventions. For example, an indicator of overall seasonal flu rates that
does not differentiate between populations may not be useful for choosing between interventions
targeting different age groups. When choosing between shutting down elementary schools,
colleges, or concerts and public gatherings, identifying the populations most likely to be
spreading the influenza is critical. This can be a problem, but points to a substantive limitation of
the information available, instead of a failure of the model. Once again, the preliminary work of
understanding the sources and interventions available would identified this case early, as was
done in Section 4.5.5, and prevent wasted effort from attempting elicitation or building models.

5.6 Conclusion
Value of information methods have been applied in many contexts, and a variety of policy
application areas would be enhanced by additional consideration of Value of Information. The
traditional tools are widely used outside of public policy, and more complex analyses are also
considered in various domains, especially engineering. Computational tools are also gaining
traction many places, including in some areas of public policy. In other areas, the computational
methods are less tractable, but other heuristic or elicitation-based tools presented here are still
valuable, and sometimes involves no more work than typical in-depth policy analyses already

182

perform. For these reasons, the overall method presented in the chapter is a valuable addition to
the set of tools that policy analysts use any time information is being considered.
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Appendix A - Mathematical Formulation of VoI Problem Types

This appendix is intended as an introduction for readers who are familiar with mathematical
notation, but not with decision theory of VoI. As noted in Chapter 5, mathematical formulations
of decision problems can be a useful tool for clarifying the problem. While they are not
necessary for initial consideration of whether the methods should be used, when considering
whether and how to perform an evaluation of VoI, a formulation of the problem is
recommended. For this reason, it is useful to provide a formulation of the general problem types,
with examples.
(The reader may prefer to skip this appendix unless planning a specific analysis.)

The General Decision Problem
Formally, any decision between actions or alternatives 𝑎 ∈ 𝐴 can be represented using an
random variable o for outcomes, with probability distribution p(o) for each of the alternatives.
The decisionmaker has concrete preferences for some outcomes over others, and a more general
preference over probabilities of the various outcomes169. The preference ordering requires an
estimate of the probabilities of the outcomes, and an understanding of the relative preference for
each outcome or probability distribution over outcomes. This preference ordering is encoded as a
utility function, U, so that we can state the decisionmaker prefers one alternative to another given
the assessed probabilities of the various outcomes. The decisionmaker then computes a weighted
sum, in the discrete case, or an integral, in the continuous case, of utility to find the expected
utility of the outcome170. The optimal choice, denoted a̅, is one which maximizes the utility of
the decisionmaker, as shown in Equation A.1
Equation A.1: Optimal Decision

a̅ = argmax ∫ U(o|𝑎) ∙ p(o|𝑎) 𝑑𝑜
a∈A

At this point, we already have several challenges which should be noted. First, estimating
𝑝(𝑜|𝑎), the probabilities of the outcome given a decision, and the actual outcomes given the
alternative chosen can be difficult. Second, the utility involves an integral over the different
169

For a readable but rigorous justification, and how this applies when not maximizing expected value, see chapters
3 and 4 of Raiffa, “Uncertain Payoffs and Biased Measurements,” and “Utility Theory, or What to do about nonEMV’ers.” In this discussion, I will assign a monetary amount to these utilities. This is admittedly a problematic
conceptual step in decision theory, but is beyond the current scope.
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Utility is always an expectation. Generally it is a preference over probability distributions of sets of outcomes,
and the utility must be evaluated across the set to have any meaning. (In the degenerate case, the utility function
could be a preference ordering of alternatives without uncertainty.) We use the notation of the probability
distribution as the variable of integration to note that the weightings do not need to be linear in the probability of the
outcome.
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outcomes, but we use an estimate for the outcome which is generated by some model – not the
actual outcome. This means that the uncertainty involved in use of the model is one part of the
uncertainty which must be considered when the decision is made171.
For example, we can consider a commuter’s choice of a route to get to a destination, which
we assume depends only on cost and time taken. They pick the route which they are most
satisfied by – but this is not necessarily the route which is fastest. Sometimes, a route which has
lower uncertainty is preferred over the one expected to be faster, because the risk of an accident
on the fast route is higher. Given this analysis, a problem remains; if their estimate of time taken
with or without an accident is uncertain, or the estimate of the probability of an accident is badly
calibrated, the impact of this model error is particularly hard to evaluate.

Information for Decisions
Information can change the decision being made by changing the assessed probabilities; if
the information has a cost, it also changes the outcome. The updating of probabilities requires
using a Bayesian approach172, so that the initial estimate of probabilities is a prior estimate, and
the estimate which incorporates the new information is the posterior estimate.
The simplest case to consider is the posterior value of the information, or the retrospective
evaluation of how useful the information is after being received173. This can be computed as the
value of the outcome of the alternative chosen given the new information, minus the value of the
outcome without that information. Formally, we have Equation A.2, in which the estimated
probability of outcomes changed based on the information, i174. Because of the change in
probability of outcomes, the best choice, 𝐚̅0 , and 𝐚̅1 may differ between the two terms.
Equation A.2: Posterior VoI

̅̅̅
̅1 , i) ∙ p(o|𝐚̅1 , i) 𝑑𝑜 − ∫ U(o|a̅̅̅
VoI(i) = ∫ U(o|𝐚
̅ 0 ) ∙ p(o|𝐚̅0 ) 𝑑𝑜
Here 𝐚̅0 is the action that maximizes expected utility when no additional information is available
and 𝐚̅1 is the action that maximizes expected utility when the information is taken into
consideration.
The action in the first utility calculation is from equation 1 conditional on the available
information using the posterior probability estimate, and the value of information is the
171

Formally, we can account for this by replacing 𝑈(𝑜|𝑎) with 𝑈(𝑀(𝑜|𝑎)), and integrating with 𝑑𝑝(𝑜|𝑀(𝑜|𝑎));
this accounts for the model uncertainty by integrating over the probability of the outcome given the model result,
instead of assuming the probability of the outcome itself is known directly. This formulation more clearly requires
an explicit calibration of model error and uncertainty, which is important. Despite this, the additional notation is
confusing, especially in more complex equations needed below, and will not be used.
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Alternative philosophical formulations exist, but in application the methods agree if the utilities involved are
explicit. (Cozic, 2011)
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This is the evaluation after the information is known, not after the final outcome is known.
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This equation is post-hoc VoI, which, unlike prior VoI, may be negative.
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difference between the posterior expected value given the information, and the decision based on
the prior, without the information.
For example, our commuter might listen to the traffic before leaving home. They find that the
route that sometimes has an accident is clear, and the value of listening is therefore the additional
value of picking the route that is expected to be faster given the time spent on listening to the
traffic report before leaving, minus the value of taking the less uncertain route.
This formulation is useful only post-hoc, because it does not account for the decisionmaker’s
choice of information occurs before knowing what information will be received. Our driver
might find out there is traffic on the faster route, or not; if they would have been cautious
originally, in the first case, the information has no value, in the second the post-hoc value is
positive. Evaluating this requires a pre-posterior analysis; we evaluate the posterior value of the
information based on the prior distribution of information that may be received.
Formally, an uncertain piece of information I that takes value i will be used for deciding
between different options 𝑎. The VoI of that information is given by Equation A.3175. Here, the
value requires computing another nested level for evaluation of utility; the decisionmaker has a
preference for the uncertainty due to the information, not just the uncertainty due to which
outcome will occur.
Equation A. 3: Basic (Preposterior) VoI
VoI(I) = ∫ [𝑈 (argmax ∫(U(o|an , I) ∙ p(o|an , i) 𝑑𝑜)) − 𝑈 (argmax ∫(U(o|an ) ∙ p(o|an ) 𝑑𝑜))] ∙ p(i) 𝑑𝑖
a𝑛

an

This is the preposterior value of information, where I is the information to be collected, with
value i, 𝑜 is the outcome, and an is the set of n possible actions. This means that before finding
out the value of i (i.e. preposterior), the decisionmaker considers the action which maximizes
value for each potential piece of information i that could be received, and the action which would
be taken if no information was sought. The value of the information is the difference in utility
between the cases in the first and second term of the equation weighted by the probability that
each outcome for i will occur. To calculate the second term, we need to evaluate the utility
function given the prior probability distribution for outcomes from each action, and choose the
optimal action. To calculate the first term, we need to evaluate the same quantity using the
posterior distribution given the specific information i from the set of possible information, and
the overall utility is weighted by the probability of getting that information, based on the risk
preference of the decider. For example, the commuter may significantly prefer higher certainty,
and would not take the faster route even if no traffic was reported, since a crash could still occur.
In this case, the information is valueless, even on a preposterior basis; no potential information
would change the decision.
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In this and later equations, we omit the notation U(o|𝑎) , in favor of the simpler U(𝑎). The meaning remains the
same, as the integration is across outcomes, and the probability is over outcomes.
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If information can change his decision, our commuter chooses whether or not to listen to the
traffic not knowing whether the information will change their decision – in which case listening
has a cost, but no attending benefit. They also have remaining uncertainty about the traffic; a
crash may occur after they listen. In addition, the traffic report may sometime be incorrect, and
not report a crash that occurred, or report a crash that has now been cleared away. They evaluate
their preference given both the remaining traffic uncertainty, and this additional uncertainty from
the information source. This is accounted for in the outer integral of equation A.3.

Complex VoI / SDT Methods
Given the definition of the typical VoI Problem, we can extend the formalization to the types
of cases discussed above; marginal VoI, optimal stopping, and VoIS. Each of these methods
requires a modification of the formulation that can introduce further complications in an
evaluation.
Marginal VoI
Marginal VoI is an evaluation of Equation A.3 with the understanding that 𝑝(𝑜|𝑎) can be
replaced with an expression that accounts for extant information. This is powerful because we
may have some information already, and wish to know if more would be helpful, or want to
evaluate various possible combinations of additional information. The single piece of uncertain
information 𝑖 is replaced by any of a set of possible information, 𝑍𝒊 yielding information 𝑧𝒊 . The
marginal VoI of 𝑍𝒊 given extant information 𝑖 is given in Equation A.4.
Equation A.4: Marginal VoI
VoI(Zi |I) =
∫ [𝑈 (argmax ∫ (U(an , zi ) ∙ p(o|an , zi , i) 𝑑𝑜)) − 𝑈 (argmax ∫ (U(an , I) ∙ p(o|an , i) 𝑑𝑜))] ∙ p(zi |i) 𝑑𝑧𝑖
zi

a𝑛

a𝑛

𝑜

𝑜

Here, our driver can choose which traffic report to listen to, or if they should listen to more
than one, and choose a route based on that information. This depends on a new critical factor; the
joint distribution of outcomes given various traffic reports. For instance, if the commuter can
watch television or listen to radio traffic, they must choose one, or both. If the televised and radio
traffic come from the same original source, they might prefer the one with lower cost, or with
greater timeliness. Alternatively, they may differ in accuracy, and now assuming the cost is
equal, would presumably pick the more accurate source – but accuracy in this case is
multidimensional. The televised traffic may be more timely, but incorrectly report traffic more
often, leading to a more complex evaluation.
Additionally, different sources with different accuracy can lead to the question of whether
using both sources is beneficial. In this case, the evaluation of p(o|an , zi , i) is critically
dependent on the joint distribution of outcomes conditional on the sources; if they are
uncorrelated, a significant advantage can come from combining them. More commonly, there is
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a complex relationship between the accuracy of the sources, and the model of the source
accuracy would be critical. This does not require a different mathematical formulation, but does
require careful attention to the often-difficult question of estimating a joint probability
distribution accurately.
Optimal Stopping and Process Design
The formulation permits further generalization. One of the most useful is considering a
process of data collection, where we want to collect information until the marginal value is no
longer positive. The driver can listen to the first 1 minute of the traffic report, or the first two, or
all three minutes. This can be expressed using Equation A.4 iteratively; at each stage we ask
whether we want to gather the next data point 𝑧𝒊 , with the caveat that our probability estimate
requires considering each minute an effectively different source. This is the optimal stopping
problem, where we decide whether to continue sampling. Once news of an accident along the
route is known, the rest of the report may be irrelevant, but if an accident could occur along
either of the routes considered, the evaluation must include a joint distribution of the source
likelihood to mention each location during each of the time periods.
Generalizing differently, we can consider data from a set of possible sources as part of a
process. This makes the choice of information part of a known multi-step procedure. This is a
common application of Statistical Decision Making (SDM) in engineering, and algebraic
solutions often exist. For example, a production line might need to do quality control to assure
that several different features of a product meet the required specifications. If a batch of the
product needs to meet ductility, strength, and reliability standards, and have 3 different tests that
can be performed. If these criteria are independent, the choice can use the iterative procedure
mentioned above for the various standards. For example, if the strength standard is most
important, performing tests of strength may have the highest value, and would occur first. Once
the marginal value of performing strength tests is lower, it may be best to test ductility. Once the
marginal value of additional tests is zero, testing would stop.
As with our earlier example, the random variables representing the sources may be
correlated. Perhaps batches that fail all standards are more likely than ones that fail only one or
two of them. This no longer allows us to assume that the single test with the highest marginal
VoI is the optimal next step, and iterative choice of the individually most valuable test can lead
to suboptimal decisions. For example, even when the strength criteria is most important, it may
be optimal to test only the reliability standard because it provides significant evidence that the
other two criteria are met, while testing strength gives little information on ductility, and more
tests would be required overall if performing them one at a time.
This information decision problem is now similar to the general decision problem; what
information do we prefer to gather, given all the choices. We want to choose the optimal set of
̅ , which is the information that will allow us to best choose the action that leads to
information 𝒁
the highest utility. Formulating it in that way, we have Equation A.5, where zi is a random
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variable denoting the information received from collecting Zi , in additional to extent information
̅ is the optimal such set of information to collect.
i, and 𝒁
Equation A.5: Optimal Information Set

Z̅ = argmax ∫ 𝑈 (argmax ∫ U(an , Zi ) ∙ p(o|an , zi , i) 𝑑𝑜) ∙ p(zi , i) 𝑑𝑧𝑖
Zi

a𝑛

zi

𝑜

Data Fusion
As discussed earlier regarding correlations, practical application of this method can rely on
the probability of outcomes given (potentially heterogeneous) information, from multiple sources
– otherwise known as the data-fusion problem. This is involves estimating the joint distribution
of the data sources and outcomes, and estimation of such joint distributions is significantly
harder that estimating the distributions individually. Because different sources can provide
information that have different implications, and the information from the sources can be
correlated with each other as well as with the outcome, data fusion can be challenging.
VoIS
Value of Information Source instead extends the formulation differently, to a 3-step process
where we wish to select some set of information sources that can later provide information to
inform multiple decisions. This means we have alternatives for information sources 𝑠 ∈ 𝑆, then
alternatives for information from each source, 𝑧𝑠 ∈ 𝑍, then for actions 𝑎𝑖 ∈ 𝐴. Because of this
extension, it is appropriate, and more fruitful, to consider multiple decisions, because an
information source can provide or not provide data separately for multiple decisions.
Formally, this still relates closely to our original formulation, but our alternatives are now
over both the information sources, the information, and the outcomes for multiple decisions
𝑑 ∈ 𝐷. If there is some probability p(D) that we need to make each decision D, along with a
prospective source that can provide information for each, we now have the value of an
information source as Equation A.6, with a further nested utility evaluation both with and
without the source. The difference between the utility with the source across decisions having
paid for the source, and the utility without the source across the decisions, is VoIS.
Equation A.6: VoIS

𝑉𝑜𝐼𝑆(𝑆)
= ∫ 𝑈 ((∫
𝐷

Zi ∈𝑆

𝑈 ( argmax ∫ (U(an , Zi , i) ∙ p(o|an , zi , i)𝑑𝑜)) ∙ p(zi |S, i) 𝑑zi ) , 𝑆)
a𝑛 ∈𝑑

𝑜

− 𝑈 (argmax ∫ 𝑈(am ) ∙ 𝑝(𝑜|am , 𝑖)𝑑𝑜) ∙ p(D) 𝑑𝐷
a𝑚 ∈𝑑

𝑜
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This also has the critical additions of two new probability distributions, p(D) and p(zi |S, i).
The first is uncertainty about which cases will occur for which decisions need to be made.
Because sources are used across multiple decisions, the value is across all the decisions which it
may inform. The second distribution is to allow considering information available which is
conditional on the source, and the source may have uncertain characteristics. (This uncertainty is
only relevant in the first integral, where the source is purchased.) This is therefore uncertainty
about what information will be generated by the prospective source. In order to evaluate this,
there needs to be characterization of the source, which creates additional practical concerns.
Modeling Information Sources
The required prior information in VoIS cases now extends to the probability of the different
decisions, as well as the probabilities that the source that will be developed will have various
characteristics. For example, the accuracy of a geographic survey may be unclear until it is
carried out. This accuracy can even have relationships to the other features about which
information is gathered. A survey’s accuracy or the depth of geologic data obtained may depend
on the type of terrain surveyed; the prior distribution for source characteristics will be critical for
estimating what information will be produced.
The information produced is still complex because the joint distribution must be estimated.
This is compounded in this case by the need to model multiple decisions over time, each of
which may have different dependencies on the information. For example, geographic data has
different importance for civil engineering than it does for navigation, or agriculture. The choice
to do aerial or geological surveying is important for all of them, but the decisions involved and
the impact of different aspects of the information on decisions can be critical.
The combination of these factors leads to particularly critical need for a single generative
model, where the distribution of the information and of the cases of interest can be simulated in
tandem, and the decisions can be modeled based on those estimates. As discussed earlier, this
model must be causal for the decisions about the sources and the actions to be valid, and it must
be explicable to a decisionmaker to be useful in much of policy analysis. (For further discussion
of the aspects of the model needed, see Chapter 2 of the dissertation.)
Bayesian Statistical Models for VoI
For continuous simulation models, the above expressions can be evaluated numerically, if the
model is generative. This requires numerous samples from the full distribution of experiments
and outcomes. For conditional distributions given those outcomes, a Bayesian posterior is fit to
the simulated outcomes, generating the conditional posterior distributions along with other
uncertain variables. The various conditional distributions that make up the joint distribution can
be found by restricting the samples included in the calculation to the relevant simulation
outcomes. Similarly, the interventions that maximize the utility in each case are found by
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inspection of simulated cases for the posterior distributions. A specific example of this was
proposed and outlined in Chapter 4.
Discrete Bayesian models for VoI
In a discrete Bayesian network, we have a representation of the full joint distribution, where
each random variable in our formulation is a node, or set of nodes. We can manipulate the
representation, and marginalize the graph over Z and E, fixing the values for each pair (E,Z), in
order to maximize over different values 𝑥 ∈ 𝑋. This requires us to calculate an outcome
distribution for each E, and the utility of any actions conditional on that distribution. Once this is
done, we deterministically pick 𝑒 that gives us the maximum utility176. Using this method is
conceptually a bit complex, but is supported by software implementing Bayesian networks, and
should be clearer given examples of the process that appear in Chapter 3.
Other models for evaluating VoI
Simulation of the joint distribution is possible with other methods, since many other model
types are generative, allowing evaluation of the joint distributions. Despite this, concerns of
causality are critical, and these Bayesian models can more easily be both causal and generative
than the other model types considered in the previous chapter. In cases where concerns about
causality can be addressed in other ways, such as where intervention effects can be estimated on
the basis of sufficient data, those model types are potentially useful.
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Note, in this case, that we are not picking the E to maximize our expected utility – the expectation is calculated
within the utility. Instead, we are picking an E to maximize the utility, which can account for probability by being
risk neutral, or not.
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Appendix B - Threat Model Bayesian Networks

Bayesian networks used in the dissertation are available in the electronic edition, available at
http://www.rand.org/pubs/rgs_dissertations/RGSD408.html
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Appendix C – Stan Influenza Model and Data Files

As presented in Chapter 4, the SEIR model constructed for the dissertation was able to
represent the disease dynamics and information sources for influenza. This appendix presents
additional details about the model structure, the random variables and associated distributions
used in the model, and implementation notes for VoIS modeling.
The STAN model, data inputs, R scripts, and the simulated result file are available in the
electronic edition, available at http://www.rand.org/pubs/rgs_dissertations/RGSD408.html

SEIR Model Implementation
In order to represent the dynamics of historical influenza seasons, several modifications were
made to the general model structure outlined in Chapter 4. The three modifications involved the
contact matrix, and the contact rates for inter-group mixing, and non-susceptible populations. As
will be discussed later, this class of model is helpful at identifying where model simplifications
or inaccuracies invalidate the analysis, and while building the model, several such issues were
found and addressed.
Two simplifications were made to the contact matrix model, as discussed in section 4.4.3.1.
This is necessary because there are multiple structurally equivalent but numerically different
solutions. The model restricts the total number of contacts to be a fixed number, since, as the
model structure implies, there is no way to distinguish between higher contacts or higher 𝛽, as
the two quantities are multiplied. The model also uses a static contact matrix, allowing the
estimation of contact rates.
There are also adjustments made to account for, first, the non-constant contact rate
throughout each season and second, the varying susceptibility to the circulating strains in each
season.
The first modification is made to represent how the mixing rate between groups changes
during certain times of the flu season. Most notably, during winter holidays, many children are
not attending school, and are therefore in contact with a different set of people than during other
times of the year. This creates a noticeable jump in influenza case rates following the holidays,
followed by a return to the earlier trend. To account for this, and for other school and holiday
closures, we include a parameter to adjust the uncertain change in contact rate during this period
for each age group that depends on the percentage of school days missed by students, which
functions as a proxy for when the contact rates change. The data for school days missed is an
average taken from the three largest US school districts, Los Angeles United School District,
New York City, and Dallas. The model assumes a simple linear relationship between the number
C-1

of days of school missed and the overall contact rate that should apply, and a parameter for the
adjustment is estimated for each age group.
Second, the population susceptible to the disease is also a critical uncertain input, since there
is some percentage of the population each year that is not susceptible to the seasonal strains due
to previous exposure, as noted177. In a typical year, this is approximately 80%, and these people
can be considered part of the “Recovered” segment at the infection start. (This estimate is due to
use of population estimates of infectivity, using Rp instead of R0178 for the estimate of
population infectiousness179 (Anderson, May and Anderson, 1992), (Earn et al., 2000).
Bayesian Approach and Stan Model implementation
The model is built in Stan, which allows a Bayesian update of the model parameters based on
data. Without this approach, in the most basic cases, we could take known values for the
seasonal flu parameters, contact rates, and population, and forecast the course of the disease; this
requires solving the system of deterministic differential equations, which can be done in a much
less complex way with widely available software packages. Because these values are not known,
however, we estimate them based on observed data, performing an approximate Bayesian
posterior estimate of the values conditional on the data.
Estimation of the inputs to the SEIR model can be accomplished using non-Bayesian
methods, for example by sampling across the range of the inputs and finding a least-squares fit
based on the overall number of cases. The data, however, is not the number of actual flu cases.
Instead, the data is the observed rates generated by the biosurveillance system. Using a Bayesian
approach allows for the model to simultaneously estimate the relationship between observed data
and the flu parameters.
Stan® (Carpenter et al., 2016) has a standard function for solving coupled differential
equations, which is used for solving the SEIR model180. This allows us to combine the
177

In fact, many are partially susceptible due to the individual’s history of infection with various strains, and the
match of those strains with the ones in circulation in the current year. This leads to a partial reduction of
susceptibility in those individuals who were exposed to related strains in the past, or who have been vaccinated. The
simplification in a compartmental model to adjust for this is to assume some fraction of the previously exposed
people are non-susceptible, and estimate the percentage of non-susceptibility in the model.
178

“R-naught” or “R-zero” is a key term in infectious disease modeling. This is the expected number of infections
caused by a single sick individual, in a population otherwise free of the disease i.e., at the time of disease
introduction, when everyone else is not yet exposed. This is explained further in note 179 and later in the appendix,
regarding priors for a R0 Distribution.
179

In a simple model, R0 is transmissibility * Contact Rate * duration * population, while Rp is transmissibility *
Contact Rate * duration * susceptible population. The actual calculation of Rp in our model requires accounting for
the more complex model structure, where contact rates and transmissibility differ per population group. The method
is explained in Diekmann et al. (Diekmann, Heesterbeek and Roberts, 2010).
180

STAN has 2 different built-in solvers, rk45, which is a standard runge-cutta method, and a variable-step,
variable-order, backward-differentiation formula solver implementation which is more efficient for stiff systems.
(See Stan Documentation for details.) Because MCMC Bayesian updating explores the space of possible values,
STAN developers have noted that it is likely that coupled infectious disease models sometime exhibit stiff behavior,
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phenomenological SEIR model, which captures the dynamics of a flu season, and the
information model discussed below.
In the STAN model, the variables α, β, γ, as well as the contact matrix, the non-susceptible
population, and the additional contacts during holidays are all treated as random variables, and
are estimated via the Bayesian update process, using the relationships shown in Figure 4.1. The
STAN model generates a time series of infections by solving the differential equation model,
based on prior distributions over the uncertain variables, and updates these values to approximate
a Bayesian posterior distribution over those parameters conditional on the data.
SEIR Model Function in Stan
The text box on the following page contains the code for the SEIR model. This Stan function
has a standardized template for use with the solver, necessitating some transformation of the
variables passed into and out of the function. The output of the function is the vector of
derivatives of the function, and the input contains both Stan parameters, variables to transform
those parameters, and the number of school days used to modify the contact rates.
The point in time is t, which is a day number, and y is the number of people in each group at
that time. Theta is a vector containing all of the Stan parameters to estimate, including the
contact matrix and the variables α, β, and γ. x_i[1] is the number of groups in the model (in our
model, four). Out_of_School is the percentage of time off for schools.

necessitating the use of the second method, which was incorporated in recent versions of STAN for this reason. (See
the related discussions in the STAN users group, https://groups.google.com/forum/#!categories/stan-users/general)
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real[] banded_SEIR(real t, real[] y, real[] theta, real[] Out_of_School, int[] x_i) {
real dydt[(x_i[1]*4)]; //The final output of the function. (Used to solve the Differential equation,
given the initial conditions.)
matrix[x_i[1],4] dydt_matrix; //The matrix form of the derivative, transformed into a vector.
int groups; //Number of groups
//The population was input as a vector that is 4*groups elements, 4 compartments for each group.
//The contact matrix is input as a vector that is groups^2 elements, and occupies the first g^2 positions
in the theta vector.
//We now transform them back into matrices;
matrix[(x_i[1]),4] ppl; //Nx4
matrix[(x_i[1]),4] normed_ppl; //Nx4
matrix[x_i[1],x_i[1]] contacts; //NxN
vector[(x_i[1])] group_size; //People in each group.
real Holiday_Bonus[x_i[1]]; //The multiplier to use for when there is a school holiday.
real Multiplier; //Used to count the percentage of days in the period that are not in school; see
below.
int contactmatrix_start; //The contact matrix is inside of the thetas vector. This tells us its position.
int thetas_start; //And similarly, where is the set of thetas we need.
groups = x_i[1];
contactmatrix_start = 0;
thetas_start = groups*groups;
// We will multiply the contact matrix by Holiday_Bonus.
Holiday_Bonus = segment(theta, 3+thetas_start+1, groups);
// Out_of_School is the percentage of time off for schools in each week 1-52, but each repeated 7
times, for 364 entries. It is used as a proxy multiplier for all groups.
for (iter in 0:52) { //v.4 - Changed to be 0-52.
if(t<(iter*7)&&(t>((iter-1)*7))){
Multiplier = Out_of_School[iter];
}}
for (g in 1:groups) {
ppl[g,1] = y[(g-1)*4+1]*Holiday_Bonus[g]*Multiplier; // This assigns the extra bonus (as
fictional extra people,) proportional to number of days off.
ppl[g,2] = y[(g-1)*4+2];
ppl[g,3] = y[(g-1)*4+3];
ppl[g,4] = y[(g-1)*4+4];
}
// contacts(theta,groups,groups)
for (g in 1:groups) {
group_size[g] = sum(ppl[g]); //Inefficient to sum a matrix row... do it once here, instead of in loop
below.
for (c in 1:groups) {
contacts[c,g] = theta[contactmatrix_start+c+(g-1)*groups];
}
}
//The transition from S -> E is the only one that requires cross-group dynamics.
//We calculate this using matrix math, then we flatten it.
for (g in 1:groups) {
dydt_matrix[g,1] = -1 * theta[1+thetas_start] * ppl[g,1] *
dot_product((col(ppl,3)),row(contacts,g)/group_size[g]);
dydt_matrix[g,2] = theta[1+thetas_start] * ppl[g,1] *
dot_product((col(ppl,3)),row(contacts,g)/group_size[g]) - theta[2+thetas_start] * ppl[g,2];
dydt_matrix[g,3] = theta[2+thetas_start] * ppl[g,2] - theta[3+thetas_start] * ppl[g,3];
dydt_matrix[g,4] = theta[3+thetas_start] * ppl[g,3];
}
dydt = to_array_1d(to_array_2d(dydt_matrix)); //Nest so that I get row-major order. Otherwise it's
column-order...
//print(dydt); //Debug by printf.
return dydt;
}
}
//END SEIR Model.
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Data Source Details
CDC Data Sources Used
ILI data is collected from a sample of healthcare providers throughout the US, and now
includes several thousand providers. It is available approximately 2 weeks after it is collected.
Each flu season, the CDC enrolls providers to report weekly data on the total number of patients
they see, as well as the number of patients by age group with “fever (temperature of 100°F
[37.8°C] or greater) and a cough and/or a sore throat without a known cause other than
influenza.” (Centers for Disease Control and Prevention, 2016)
In order to model this data, we define several auxillary variables used in the information
model. Each of these quantities requires a prior estimate, which is then updated based on the
data. The structure of the relationship between the auxillary variables and the data for CDC data
sources is shown in the illustrative diagram below, and the actual model structure estimated can
be seen in the STAN model.
Figure C.1: Information model for CDC Data, Illustrative Relationship Diagram

Outline of Auxillary Variables for CDC Data Source model








Nonflu ILI is the number of (symptomatic) non-influenza illnesses in the population; it is
used to inform both the ILI and the Google Flutrends data, since flulike illness are not
distinguishable from true cases of influenza. The prior for nonflu-ILI per time period is a
gamma distribution, with alpha = 0.01, beta = 0.1.
The symptomatic rate is the percentage of the infected population that exhibits symptoms.
Medical literature suggests that this is around ¼, so a moderately informative prior is used;
a beta distribution with alpha=10, beta=30.
The Consult Rate is the percentage of people with symptomatic flu that go to a doctor, which
uses an uninformative prior with mean 10%.
ILI coverage (ILI_Pop_Pct) is a fixed value defined as the percentage of the total population
covered by the ILI network in a given week. It is calculated based on input data, and varies
by week because the number of offices/clinics that participate in ILInet varies over the
course of the year.
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The NREVSS testing rate is assumed to be the percentage of people who go to a doctor who
have a flu test performed; it is simply the total number of NREVSS tests performed divided
by the calculated number of average doctor visits per week.

The number of actual weekly flu cases is represented by the number of people in the I
compartment in the influenza model. The relationships between the observations and this overall
number is governed by the sampling process. Because the sample data has a total number of
patients seen, we consider the number of people who consult the given doctors overall, and those
who have ILI and go to the doctor for that reason. Of the people who have influenza, only a
fraction (that depends on age) are symptomatic. People who go to the doctor do so because they
are symptomatic, which can either be due to actual influenza, or due to non-flu ILI.
NREVSS data is virological surveillance data provided by laboratories (now several hundred,
including both CDC’s NREVSS system and the WHO laboratories in the US.) These reports are
available approximately 4 weeks after the samples tested are collected. The weekly data includes
the total number of samples they receive for testing, used in the model, as well as the number
that tested positive for each virus type across age groups, which is not publicly available.
(Centers for Disease Control and Prevention, 2016)
This data can be considered a subset of the ILI cases, where only actual influenza cases are
detected. Only symptomatic patients who go to a doctor are eligible to be tested, and doctors test
an uncertain fraction of those, given by the NREVSS testing rate.
Google Flu Data Source
Google flu trends has reported the volume of searches for “flu search activity” compared to
the long term baseline, where the data is measured in standard deviations from the baseline,
which is normalized to 0. During nonflu season, which is Summer in the United States, the value
is near -1, while in a severe flu season it reaches 4 or higher. The model will assume this data is
available immediately, to represent the potential of such a system181. The data implicitly
measures something related to flulike illness, since searches are presumably in large part
performed by those that cannot distinguish between flu and similar illnesses. However, there is
much more uncertainty in this estimate; the volume of searches can react to factors other than
flu, such as fear of flu as occurred in 2009.
Google Flu Trends data is reported as an index, where the value represents the number of
standard deviations above or below the normal volume of influenza related search activity.
(Ginsberg et al., 2009) Because the average and standard deviation are not reported, we define
them as auxiliary variables, and the Bayesian model finds the appropriate value that best fits the

181

The charts representing this data was released in near-realtime during the time the system was in use.
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data set given. We assume that search volume is a function of total number of symptomatic ILI
cases, caused by influenza or not.
Information model Relationships
The relationships between the observed variables and these auxillary variables are given by
the following set of formula, with the noted characteristics.
-

𝐷𝑜𝑐𝑡𝑜𝑟 𝐶𝑜𝑛𝑠𝑢𝑙𝑡 𝑅𝑎𝑡𝑒 =
o

𝑊𝑒𝑒𝑘𝑙𝑦 𝐷𝑜𝑐𝑡𝑜𝑟 𝑉𝑖𝑠𝑖𝑡𝑠
𝑃𝑜𝑝𝑢𝑙𝑎𝑡𝑖𝑜𝑛

Data on doctor visits is from (Centers for Disease Control and Prevention, 2010)
𝑊𝑒𝑒𝑘𝑙𝑦 𝐼𝐿𝐼 𝑇𝑒𝑠𝑡𝑠

-

𝐼𝐿𝐼 𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒 =

-

𝑅𝑒𝑝𝑜𝑟𝑡𝑒𝑑 𝑤𝑒𝑒𝑘𝑙𝑦 𝐼𝐿𝐼 = 𝐼𝐿𝐼 𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒 ∙ ((𝐷𝑜𝑐𝑡𝑜𝑟 𝐶𝑜𝑛𝑠𝑢𝑙𝑡 𝑅𝑎𝑡𝑒 ∙ 𝑆𝑦𝑚𝑝𝑡𝑜𝑚𝑎𝑡𝑖𝑐 𝑅𝑎𝑡𝑒 ∙

𝑊𝑒𝑒𝑘𝑙𝑦 𝐷𝑜𝑐𝑡𝑜𝑟 𝑉𝑖𝑠𝑖𝑡𝑠

𝐴𝑐𝑡𝑢𝑎𝑙 𝑊𝑒𝑒𝑘𝑙𝑦 𝐹𝑙𝑢 𝐶𝑎𝑠𝑒𝑠𝐺𝑟𝑜𝑢𝑝 𝐺 ) + 𝑁𝑜𝑛𝐹𝑙𝑢 𝐼𝐿𝐼𝐺𝑟𝑜𝑢𝑝 𝐺 )
o
o

This data is currently only available with a two week delay
The data is per age group
𝑁𝑅𝐸𝑉𝑆𝑆 𝑇𝑒𝑠𝑡𝑠 𝑃𝑒𝑟𝑓𝑜𝑟𝑚𝑒𝑑

-

𝑁𝑅𝐸𝑉𝑆𝑆 𝑡𝑒𝑠𝑡𝑖𝑛𝑔 𝑅𝑎𝑡𝑒 =

-

𝑁𝑅𝐸𝑉𝑆𝑆 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 =
𝐴𝑐𝑡𝑢𝑎𝑙 𝑊𝑒𝑒𝑘𝑙𝑦 𝐹𝑙𝑢 𝐶𝑎𝑠𝑒𝑠 ∙ 𝑆𝑦𝑚𝑝𝑡𝑜𝑚𝑎𝑡𝑖𝑐 𝑅𝑎𝑡𝑒 ∙ 𝐷𝑜𝑐𝑡𝑜𝑟 𝐶𝑜𝑛𝑠𝑢𝑙𝑡 𝑅𝑎𝑡𝑒 ∙
𝑁𝑅𝐸𝑉𝑆𝑆 𝑡𝑒𝑠𝑡𝑖𝑛𝑔 𝑅𝑎𝑡𝑒
o The data is currently only available with a four week delay
o The available data is a sum across all age groups

-

𝐺𝑜𝑜𝑔𝑙𝑒 𝐹𝑙𝑢 𝐼𝑛𝑑𝑒𝑥 = 𝑇𝑟𝑒𝑛𝑑 𝑅𝑎𝑡𝑒 ∙
o

𝑊𝑒𝑒𝑘𝑙𝑦 𝐷𝑜𝑐𝑡𝑜𝑟 𝑉𝑖𝑠𝑖𝑡𝑠

(𝐴𝑐𝑡𝑢𝑎𝑙 𝑊𝑒𝑒𝑘𝑙𝑦 𝐹𝑙𝑢 𝐶𝑎𝑠𝑒𝑠 − 𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝐶𝑎𝑠𝑒𝑠)
𝐶𝑎𝑠𝑒 𝑆𝑡𝑎𝑛𝑑𝑎𝑟𝑑 𝐷𝑒𝑣𝑖𝑎𝑡𝑖𝑜𝑛

This data was available weekly, with no delay.

Data Source Model in Stan
The data block in a Stan program defines the dimensions of all variable provided to the
model. These variables are then transformed into inputs into the model in the “transformed data”
block.
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data {
// Model Parameter elements:
int<lower=1> N_t; //Number of (Weeks)
int<lower=1> Years; //Number of years of data provided
real t[N_t]; //Data points, (1 per week; 7, 14, etc.)
int groups; // Number of population groups;
//Data Element Parameters;
real<lower=0> contact_matrix[groups,groups]; // These are unknown, but depend on the group
types. This (approximate) matrix here will be used in the prior.
real pop_sizes[groups]; // Instead of providing the groups' percentages and the overall
population, provide the population sizes per group;
int<lower=0> N_t_ILI; //The number of periods of ILI data available; typically N_t-2 per
year. (Lagged by 2 periods)
int<lower=0> N_t_NREVSS; //The number of periods of NREVSS data available; typically N_t-4
per year. (Lagged by 4 periods)
int<lower=0> N_t_Google; //The number of periods of Google data available; typically N_t per
year.
// Background Data
real<lower=0> Total_Doctor_Visits_Yearly_ByGroup[groups];
//Actual Data Observed from Data Sets.
real<lower=0> Yearly_Observed_ILI_Infections_ByGroup[Years*groups*N_t_ILI]; //Ordered by
time, then year, then group.
real<lower=0> Yearly_Observed_ILI_Total_Patients[Years*N_t_ILI];
real<lower=0> Yearly_Observed_NREVSS_Total_Tests[Years*N_t_NREVSS];
real<lower=0> Yearly_Observed_NREVSS_Flu_Positives[Years*N_t_NREVSS];
real Yearly_Google_Flu_Index[Years*N_t_Google]; //Weekly, index is STDev from normal volume
of searches.
real<lower=0,upper=1> Pct_Nonschool_Days[N_t]; //Weekly values.
}

Transformed Data
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transformed data {
real t0;
real Out_of_School[N_t];
int x_i[1];
real ILI_Pop_Pct[N_t,Years]; //The percentage of the total population which ILI is a samples of.
real Contact_Matrix_Normalizer; //This normalizes the matrix, to ensure the parameter is a simplex,
which is sampled more easily.
real Upper_Contact_Matrix[groups*(groups+1)/2];
real<lower=0> Expected_Weekly_Visits; //Normal number of visits when not sick
real<lower=0> NREVSS_Test_Rate[N_t_NREVSS,Years];
simplex[groups] group_pct;
simplex[groups] interaction_pct[groups];
real group_totals[groups];
real interaction_totals[groups,groups];
real<lower=0>
real<lower=0>
real<lower=0>
real<lower=0>

Full_Year_ILI_Infections_ByGroup[52*groups]; //Ordered by time, then year, then group.
Full_Year_ILI_Total_Patients[52];
Full_Year_NREVSS_Total_Tests[52];
Full_Year_NREVSS_Flu_Positives[52];

Expected_Weekly_Visits = sum(Total_Doctor_Visits_Yearly_ByGroup) / (52.0);
Out_of_School = Pct_Nonschool_Days;
t0 = t[1]-0.01;
x_i[1] = groups;
for (y in 1:Years) {
for (i in 1:N_t_ILI) {
//Get the ILI covered population percentages.
ILI_Pop_Pct[i,y] = Yearly_Observed_ILI_Total_Patients[(y-1)*N_t_ILI+i]/Expected_Weekly_Visits;}
for (i in 1:N_t_NREVSS) {
//Get the NREVSS Testing Percentages. Assume the fraction is invariant percentage of ILI.
NREVSS_Test_Rate[i,y] = Yearly_Observed_NREVSS_Total_Tests[(y1)*N_t_NREVSS+i]/Expected_Weekly_Visits;
}}
{
for (i in 1:groups) {
group_totals[i] = 0;
for (j in 1:groups) {
group_totals[i] = group_totals[i] + contact_matrix[i,j]*pop_sizes[i];
interaction_totals[i,j] = contact_matrix[i,j]*pop_sizes[i];
}
}
for (i in 1:groups) {
group_pct[i] = group_totals[i]/sum(group_totals);
for (j in 1:groups) { //Now, using i as a count per group;
interaction_pct[i][j] = interaction_totals[i,j]/sum(interaction_totals[i]);
}
}
}}
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Priors and Posteriors for Historical Model Fit

Using historical influenza data for 6 past influenza seasons, 2005 through 2012, excluding
2008 and 2009 due to the outbreak of H1N1, the source data available was used to estimate the
model parameters. This includes the characteristics of the data sources, which would be critical
to allow simulation of those sources. (See included R code and STAN models.) This analysis
also provides posterior samples for the joint distribution, including those for the relationships
between the number of patients and the reported biosurveillance data. Because of the
computational complexity of the model, 4 chains with 250 samples after a 50-iteration HMC
adaptation period were generated. (This is fewer samples and a significantly smaller adaptation
window than would be ideal.) The results are included as an R data file, and summarized below
with ranges for the values over the years estimated.
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Parameter182

Interpretation

Prior Distribution /
Prior Mean

Posterior Mean

100 ∙ 𝛩1

Probability of becoming exposed for gamma(40,20) /
a susceptible individual given a
2, or 2% per contact
single contact with an infected
individual

(1.71,2.23)

100 ∙ 𝛩2

Daily probability of becoming
infected after exposure.
Equivalently, 1/rate of transition183.

gamma(200,45) /
4.5, or 22 latent days

(2.09, 2.71)
36-47 days

100 ∙ 𝛩3

Probability of recovering per day,
once infected. Equivalently, inverse
of time an individual is sick.

gamma(1400,100) /
14, or 7 sick days

(13.23, 13.88)
7.2 - 7.5 sick days

100000 ∙ Baseline
Rate

Prevalence of non-influenza ILI in
the population throughout the year

gamma(0.01,0.1) /
0.1, or 0.0001%

23.15, or 0.023% of the
population

Holiday Multiplier

The contact rate multiplier during
non-school days for each group

gamma(12,10) /
1.2

Age

Multiplier

0-4

2.95x

5-24

2.33x

25-64

1.82x

65+

0.51x

182

Multipliers next to the parameters center the mean so that the Hamiltonian Monte Carlo Sampler is more computationally efficient. (Parameters are logtransformed for sampling, so values close to the bound are hard to sample. This affects gamma distributions near 0, and beta distributions near 0 or near 1.)
183

This value was expected to be significantly higher than the literature suggests for influenza; this is an artifact of accounting for delay in the exposure
transition, which ordinary differential equations cannot model directly. Standard methods for accounting for this require more complex differential equations.
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Percent
Symptomatic

Symptomatic influenza

beta(10,30)
25%

13%

Consult Rate

Rate at which infected individuals
consult a doctor (for ILI / NREVSS)

gamma(0.1,1)
10%

1%

10000∙Search
Volume

Normal rate of ILI-related searches
on Google

gamma(50,20)
2.5, or 25,000 searches

3.03 (30,000 searches)

Standard deviation of ILI-related
10000∙Search
Standard Deviation searches during the year

gamma(40,40)
1, or 10,000 searches

0.37 (3,700 searches184)

ILI Age Group
Percentage

Dirichlet(6.5%,
34%,46.5%,13%)
(Prior mean is equal to
fraction of population)

Age

%

Proportion185

0-4

20%

308%

5-24

19%

56%

25-64

19%

41%

65+

42%

323%

Interaction Rate

184

Relative proportion in each age
group under ILI surveillance

Contacts between each group.

Dirichlet (Prior for Contact
Matrix)

0-4
5-24
2564
65+

0-4 5-24
6
0.6
10 0.7

25-64
0.3
4

65+
21
22

12
6

3
4

5
4

4
5

For illustration, if total searches are lognormally distributed, this would imply that 50% of the time there were between 20,000 and 30,000 searches.

185

The relative percentage of ILI participation to actual percentage of population; 3 times as many infants are seen with ILI symptoms as would be expected if
all groups were equally likely to have a doctor report their symptoms.
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Percent Non
Susceptible

Rp

Proportion of each group that is not
susceptible to each year’s strains

Average number of subsequent
cases due to each case at the time
of disease outbreak

beta(12,3)
80%

N/A186

186

Age

% (varies by year)

0-4

41%-61%

5-24

77%-83%

25-64

85%-90%

65+

88%-93%

2.221

The calculation of Rp is not done within the model, and was instead calculated in R based on the model results using the Next Generation Matrix (NGM)
method. This means no explicit prior was specified. See Diekmann, Heesterbeek and Roberts for an explanation of the methodology used. (Diekmann,
Heesterbeek and Roberts, 2010) The estimate here is of Rp, infectivity in the population, instead of R0, infectivity in an unexposed population, because the model
accounts for susceptibility when estimating the percentage of individuals who are non-susceptible. The population estimate is based on no modification for
holiday exposures.
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Based on this posterior, we plot the estimated number of total cases for each population
group in the charts below. The dark line is the estimated number of cases, while the shaded areas
are the 50% CI (from 25% estimate to 75% estimate) of the actual number of cases.
Charts
2004-2005 Influenza Season (First Year, Typical)

2010-2011 Influenza Season (Worst Modeled Year)

These estimates are of the underlying number of cases; this reflects the observed data, which
are number of ILI- and NREVSS-cases, and the Google flu index, and uses these values to infer
total prevalence of influenza in the population. The inference from visible to non-visible cases
introduces significant uncertainty. Validation would be assisted if the model were applied
predictively, and could be calibrated accordingly, as outlined in section 4.5.
Validation
To validate these estimates, and the model, we could compare them with known historical
data, and to other modeling approaches. Unfortunately, data mostly exists for clinically relevant
cases, which are estimates of hospitalizations and deaths. Comparisons to observed case loads
are highly dependent on free parameters like symptomatic case percentages, which were
calibrated based on the same historical data, so validating the overall outcome is difficult.
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Rp Estimates

The model can be used to estimate Rp, which is critical for understanding transmissibility of
the influenza virus in the population, which is critical for projecting future pandemic cases.
Again, the estimated ranges are large, showing that the model estimates of transmission
dynamics are highly uncertain.

Despite these issues, the estimates are largely in line with the literature. Rp is estimated as
approximately 1.3 for seasonal flu (Chowell et al., 2006), similar to estimates found in a metaanalysis (Biggerstaff et al., 2014). This lies near the mode of the model estimates for most
years187. A higher degree of convergence of the model for these historical cases would
presumably improve this correspondence.
Pediatric Mortality Estimates

Estimates of pediatric mortality for 2003-2010 are available, and are within the 50%
uncertainty bounds of the model results presented here using the estimated fatality rates
presented in section 5.6.2.1. (Wong et al., 2015) This and other outcome comparisons are
problematic, however, because they compare the observed mortality to an outcome model that
187

In a Bayesian analysis, the mode of the posterior is the maximum a posteriori estimate, which roughly
corresponds to a maximum likelihood estimate, and seems to be an appropriate value for comparison.
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was calibrated to observed mortality. This could potentially be addressed with a model with
higher geographic resolution, as proposed in 5.6.7.2, allowing comparisons of per-region caseloads and mortality, ensuring that the mortality estimates are consistent across regions and years.

Cost Model
The valuations for medical costs, lives lost, and work interruptions are based on additional
modeling. Despite this, assigning costs to illness is not straightforward. (Chisholm et al., 2010)
For the analysis below, the transformation of the phenomenological model outputs, including
costs for illness, loss of work, and death use some of the assumptions from earlier work,
(Manheim et al., 2016b) with sources and values summarized in the table below, or use more
detailed estimates that became available more recently. For each estimate, extensive literature
exists from the perspective of both economic cost models, and decision making, and the values
below are largely consistent with the various methods used in this domain.
The individual parameters of the cost model map from the outputs of the influenza model to
the cost of a flu season, shown in the table below. The model uses point estimates of each of the
inputs needed for this mapping; for purposes of the model, we stipulate these values, instead of
allowing them to vary. This avoids conflating aleatory uncertainty in the model, which deals with
lack of knowledge of the disease, with epistemic and value uncertainty in the importance of
various outcomes, which deals with how much decisionmakers care about those outcomes.
Parameter

Original Source

Value

Hospitalization-to-Fatality
Rate

(Reed et al., 2015)
(Averaged over 3
estimated years in the
model)

0.47% for <18 (Used for <20)
2.47% for 18-64 (Used for 2064)
3.9% for 65+

Fatality Rates

(Milne, Halder and
Kelso, 2013)

Case Fatality Rate: 3% of
hospitalizations

Infections-to-Hospitalization
Multiplier (Age-Specific)

(Reed et al., 2015)

143.4 for 0–4 years
364.7 for 5–19 years
148.2 for 20–64 years
11.0 for ≥65 years

Willingness-to-Pay to Avoid

(Lee et al., 2002;
Viscusi and Aldy,
2003)

$196 for illness, $79,000 for
hospitalization. $6m for death
(USD 2005)

Work Days missed due to
illness

(Dixon et al., 2010)

Days home: 1.45 days + 13.9
additional days if hospitalized

Work Days missed caring for
ill children

(Dixon et al., 2010;
Molinari et al., 2007)

35% of illness days, 70% if
hospitalized.
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Economic Cost of Missed
Work

(Akazawa, Sindelar
and Paltiel, 2003)

$137/day

Historical Cost Results
Using the utility model outlined, we can infer the costs of historical influenza seasons. This is
important both as a baseline for comparing interventions, and to ensure the model is in line with
other methodologies for estimates. To validate the simulation and valuation model, the model is
applied to the historical simulations, and to validate, the outputs can be compared to known
values.

Some Potential Interventions
Two interventions are presented here with details that can be modeled. The first intervention
is nationwide school closures, and the second is a handwashing promotion campaign. For the
model, the decisions considered are to deploy eithser of the interventions during any of the first
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weeks of the flu season. The costs and impacts of the interventions are estimated on a
population-wide basis; more targeted interventions are possible, and might be more costeffective.
Intervention

Estimated
Cost

Handwashing
Promotion
School Closure

Reduction in Influenza Transmission Rate

$160m/week

50%-80% - relative risk of .5 to .8

$4b/week

24%

School Closures
The exact efficacy of school closures is still somewhat unclear, and the WHO notes that the
effect depends critically on context. (WHO, 2009) Most of the evidence is unclear, since the data
usually measure rates without modeling the underlying dynamics, and the data available is based
on inconsistent school closures that occurred before, during, or after peak incidence, varied in
length, were associated with either pandemics or seasonal flu, and were sometimes intended
specifically to prevent flu, and sometimes already scheduled.
Based on a recent meta-analysis, when schools are closed, the intervention seems to have the
most effect directly on school aged children. (Jackson et al., 2013) In France, the effect was to
reduce transmission rates between 20-29% (median 24%) among school aged children, while in
Mexico the contact rate declined 23-30%. In order to model the intervention, we would assume
the contact rate between school aged children is reduced by 25%, but this does not account for
potentially increased transmission rates to other age groups.
The cost of school closures is a difficult problem, but one economic study in the UK
estimates a minimum cost of approximately 0.02% of GDP per week across the country, or about
3 billion dollars per week of closures in the United States.(WHO, 2009) Independently, Perlroth
et al. estimate a cost of $19/day, or $95/week.(Perlroth et al., 2010) For the approximately 50m
grade- and high school children in the US, that leads to an estimate of $4.75 billion. For actual
interventions, this would likely be at a smaller scale; if the model supported such decisions,
region-specific closures should be used instead.
Hand Hygiene Promotion
Other nonpharmaceutical interventions are generally much weaker than school closures. The
one most discussed in the literature is hand hygiene, and the estimates of the costs and effects are
still debated.
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Based on a review of literature about interventions for promoting hand hygiene, there is a
range of infection reduction effects, with a relative risk of infection in schools reduced, with
relative risk between 0.5-0.8. (Warren‐ Gash, Fragaszy and Hayward, 2013) The effect sizes are
larger in low income countries and neighborhoods, and weaker in homes than in schools.
Because these studies are so mixed, with varied strength of evidence, we limit the suggested
modelling of interventions to schools, and the intervention would necessarily occur in place of
school closures.
The cost of hand hygiene interventions must also be estimated. Most extant cost analyses for
hand hygiene are in the context of hospitals, not schools. They report costs of the soap or alcohol
as $0.025 to $0.05 per application. (Pittet et al., 2009) There are additional costs for developing
the training, and a hard to estimate cost for training teachers and delivering the information to
students. If this training is developed and made available publicly, development costs will be
much lower than the cost of time and additional materials used. There are 50m people in the precollege school-aged group, and using an estimated 16:1 student:teacher ratio (Snyder, de Brey
and Dillow, 2016a), and a 1 hour teacher training plus a 1 hour student presentation, this will
take approximately 6.25 million hours of teacher time, at a cost of $40/hour188, with a training
cost of $250m. In addition, we can assume 2 additional handwashings per day will be due to the
training, costing a total of $5m/day, for a two-week duration, costing $70m. This leads to a total
cost estimate of $160m/week.
Other Potential Interventions and limitations
While other interventions were not considered in this analysis for the model, additional
measures should be modeled. Because much of the value of information is driven by tail risk, as
noted by Fan et al, extreme measures may be important. (Fan, Jamison and Summers, 2016) This
includes business closures, airport closure and flight cancellations, or cancellation of public
events such as concerts and sports games. Other intervention types are medical, including
widespread use of prophylactic antivirals. These are potentially important, but quantifying their
effectiveness is difficult, as no historical data exists.

Seasonal Flu and Pandemic Priors
Estimates of the prior probability of various cases are necessary for considering the use of a
source. The estimation of seasonal influenza characteristics is relatively straightforward as long
as not pandemic occurs. There is significant data and fewer fundamental uncertainties involved
in these cases, and we can assume the distribution is relatively static. For this reason, below we
focus on estimating the probabilities of pandemics.
188

$56,383 median pay, per the NCES survey, with 180 days of school per year, leading to an estimate of
$39.15.(Snyder, de Brey and Dillow, 2016b)

C-19

Pandemic History
There has been significant discussion of the prediction of future influenza outbreaks for at
least the past 200 years; Taubenberger and Morens cite a 1820 book by Georg Most as first
asking the question of how to do so, and notes that there are still many open issues with doing so.
(Taubenberger and Morens, 2010; Most, 1820) For the purposes of an informative base rate to
use as a prior for frequency, we can ignore many of the still-problematic questions about the
different potential novel flu strains their likelihood of moving to humans189. Instead, we
characterize a distribution of outbreak occurrence using a Poisson process, and then characterizes
severity and characteristics of the outbreaks separately.
Frequency Distribution for Pandemics
We will look at the historical record to find the average frequency of the emergence of a
pandemic in the modern era190 – though it is noteworthy that some experts caution that the
distribution may not be stationary, and current probabilities are higher (Organization, 2005).
Since 1876, “there were undoubted pandemics in 1889, 1918, 1957, 1968, 1977, and 2009”
implying a rate of approximately 4%. Other sources note 10 pandemics in the past 300 years, or
13 since 1700 (Congressional Budget Office, 2005), implying rates of 3.3% or 4%. notes that
“during the 200 years up to 1900 there were sixteen major epidemics,” leading to an estimate of
8%, or through the present a rate of 6% - but nine of the 16 were only “possible pandemics,”
giving a lower bound of 3.5%, which is consistent with the record since that time. Additionally,
as noted by Beveridge, earlier episodes were different because travel was both slower and
smaller in volume191. Based on this, we can use a Poisson distribution for pandemic occurrence,
with a frequency characterized as a random variable with a mean 4% and a standard deviation of
1%, based on our uncertainty about the true frequency.
The novel strains that cause pandemics differ, as do their virulence, morbidity,
transmissibility, and fatality rates192. A complete account of this could include assessments of the
189

There are definite relationships between strains that make pandemics more likely as time passes since a previous
strain, and the virulence of such a pandemic is related to how novel the strain is in humans, as well as other factors.
Despite this, we will treat the occurrence of a novel pandemic as a Poisson random variable; the recurrence is strain
dependent, and the set of potential threats is large, so correlation due to immunity to a given novel strain is assumed
to be low.
190

The timing of this period is based on both the availability of reliable information about the pandemics occurrence
and important characteristics.
191

For example, per both Beveridge and Taubenberger and Morens, many of the events occurring before 1889 were
noted as earlier pandemics spreading to new areas in subsequent years. (Beveridge, 1978; Taubenberger and
Morens, 2010) Due to the changes in spread and the lack of information, it is entirely possible that rates since this
time have shifted – and interpreting information about earlier pandemics involves “arbitrary judgment,” according to
Beveridge, so it is appropriate that they are excluded.
192

Many additional factors differ in ways that are not accounted for in the models we are using, such as differing
infection rates among different aged populations.
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probabilities of specific animal strains transitioning to humans, along with estimates of the
distribution of likely virulence and impact of these strains on humans. An analysis of this sort
would require expert consultation, and still be based heavily on extrapolation, with significant
uncertainty. Because of this, our analysis will use base-rate values extracted from the historical
pandemics. Until recently, this information only existed for pandemics since 1918, but more
recent efforts by (Valleron et al., 2010) have managed to extend this record to the beginning of
our sample period.
Pandemic

Strain

R0

CFR

1.4

0.026%

2009 Swine

(Pourbohloul
et al., 2009)

H1N1 / 09

1968

(Langmuir et
al., 1958;
Jackson,
Vynnycky and
Mangtani, 2010)

H3N2

1957

(Potter, 2001;
Vynnycky and
Edmunds, 2008)

H2N2

1.8

0.025%

1918 Spanish

(Chowell et al.,
2006; Mills,
Robins and
Lipsitch, 2004)

H1N1

3.75

2%

1889 Russian

(Valleron et
al., 2010)

2.1

0.17%

Flu

Flu

Flu

Source

H3N8
(uncertain)

1.13-3.58
(Location and
Wave
Specific193)

0.016%

Additionally, not all viruses that emerge are considered “pandemics.” For example, the 1946
H1N1 strain was a novel swine flu, and seems to have had a profile similar to that of the 2009
swine flu – no notable excess deaths occurred nor was the R0 significantly higher than seasonal
flu. For this reason, it seems that the emergence of a novel virus does not necessarily imply a
pandemic. Relatedly, the transmission of a new strain may occur in a single location, or at a
small scale, but not have an R0 high enough to allow larger spread of the disease – so our data is
censored from below, as can be seen in the many cases where influenza is passed to humans but
193

The first wave was milder, with R0 from 1.13 at the RAF base in England to 2.06 in Sao Paulo, while the second
wave ranged from 1.86 at the RAF base to 3.58 in Sao Paolo. There is a clear connection between social and
socioeconomic factors and the local R0, since it is a factor of both the disease and the contact rate between
individuals, which varies based on social norms, household sizes, and similar factors. This speaks to a significant
relationship, and for purposes of modeling will be important when interventions are discussed.
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is not human to human transmissible, or cases where it does not spread outside of a few
individuals before stopping.
Based on this, we will estimate independent distributions of transmission and R0. The data is
insufficient to provide any indication that there is a correlation, and subject matter experts
indicate that if such a correlation exists, it is unreasonable to estimate based on either
characteristics of the viruses themselves or extent data.
R0 Distribution
R0 is used as a measure of virulence for infectious diseases. It is the number of secondary
infections that occur in the population for each primary infection in a susceptible population.
Some studies, such as Carrasco have used the assumption that R0 follows a uniform
distribution – in that case, using in the range [1.4 - 3.9]. (Carrasco et al., 2011) This is
insufficient for our purposes, because of our need to represent the full range in order to consider
the impact of the tails on expected value. Additionally, the assumption that 1919 is an absolute
worst case is difficult to justify given known results from extreme value theory, and we have
some evidence about likelihood of different values.
The observed distribution of R0 for a pandemic is censored from below by 1, as indicated
above, since below that number there is no pandemic potential. This can be modeled as drawing
from a distribution bounded from below by 0, with only censored data available for inference.
The cases where the R0 is below 1 never spread, and those with R0 only slightly above 1 are
much less likely to spread globally than those that have higher R0. Because of this, a reasonable
approximation is a gamma distribution, for which estimation methods for truncated samples is
available. (Brawn and Upton, 2007). This methodology also allows for testing the percentage of
non-spreading influenzas as that data becomes more available. Recent data has found such cases
with novel influenzas that are not human-to-human transmissible, as noted earlier. The solutions
found, using these various methods, are all close to alpha=1.1, beta=1.0. As an alternative
parameterization, we can fit a lognormal distribution to find a log-mean of -0.36, and a logstandard deviation of 0.80. This gives us the below distributions.
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Estimated R0 Pandemic Distributions
10

1

0.1

0.01

0.001
0%

10%

20%

30%

40%

Gamma Distribution

50%

60%

70%

80%

90%

100%

Lognormal Distribution

The frequency distributions must be adjusted to account for the fact that in almost 60% of
cases, pandemics do not occur. The truncation of observed cases occurs at an R0 of 1, and
differences in distributions below this point are not critical.
The right tail, however, has significant differences in the tail depending on the distribution.
The limited historical record makes estimations of the tail difficult, and the difference in the two
selected distributions illustrate this – despite not choosing these distributions to capture the range
of potential distributions for use. There is a 95% likelihood that the R0 will be below 3.3 using a
logarithmic fit, and below 3.1 using the gamma fit, which is not a huge difference, but the
remaining 5% of cases are importantly different; the gamma distribution fit suggests a 1%
chance of a pandemic with an R0 above 4.8, while the logarithmic fit suggests a similar
probability of R0 above 5.7 – a very severe case. For even more extreme cases, this difference is
further magnified.
Much of the value of biosurveillance is due to the ability to detect pandemic cases and deploy
countermeasures to halt their spread. As discussed in Section 4.5.5, the probabilities of these
extreme cases are important to the overall estimate of VoI. This difficulty in estimates of the tails
of distributions is a fundamental limitation, and is important for VoI not only in biosurveillance,
but any domain where much of the value comes from identifying extreme cases.
Existing Immunity

Even for a novel pandemic, it is likely that there is some population immunity due to
exposure to related strains. This was seen for H1N1 because older individuals were exposed to a
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related strain in 1919, and maintained some level of antibodies that were able to fight the novel
influenza. Modeling this would require estimating the probability that future pandemics are
related to extant strains, and would be particularly challenging. Estimates of the distribution of
Rp can be used, as were estimated for this strain. Unfortunately, that makes use of the current
SEIR model problematic, since spread of the disease differs importantly between a case where
some people are immune compared to the case where the virus is less infectious overall. Extant
immunity can instead be treated as a case-uncertainty variable, and several analyses could be
conducted with varying values
CFR and Medical Needs Distribution

Case fatality rates (CFR) have ranged from 0.016% in some seasonal epidemics to 2%, in
1918 similarly suggesting a distribution parameterized using a gamma or lognormal distribution.
Despite this, the advance of medicine since early pandemics makes earlier pandemics less
informative as to what modern CFR would be; the most recent three pandemics were relatively
mild, but are the only pandemics that occurred with modern techniques. Because of this,
estimating the true mean from historical sources is difficult, and expert elicitation could be used.
Short of this, the estimates are again volatile.

Model Limitations
There are a number of limitations mentioned briefly in the chapter, which will be explained
in more detail here.
SEIR Model
SEIR models have advantages and disadvantages as compared to other model approaches.
Such models are causal, representatively clear (at least compared to many other approaches,) and
can potentially be used for VoI. The disadvantage is that they require several types of
simplifications; they aggregate individuals in to groups, both geographically and in this case by
age, and the solution methods assume simplified disease dynamics.
First, the aggregation of individuals into a small number of distinct groups implicitly
simplifies several important heterogeneities. Because there was no geographic breakdown of
cases available in the public data that was used, higher geographic resolution was impossible.
Additional, there would be insufficient data to reasonably estimate geographic mixing of
populations and initial caseload per region in the Bayesian model, since the number of
parameters required to account for mixing is the square of the number of compartments194.
The age groups for the model compartments reflected the available data. The groups
represented in the model are only split by age; 0-4, 5-24, 25-64, and 65+. This does not
194

There are assumptions and ancillary data that could be used to reduce the number of variables. For example,
mixing is presumably related to a combination of geographic distance and domestic travel. Accounting for these
would add significant additional complexity and require difficult to test assumptions.
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necessarily align well with the actual differences in the population, but allows use of the publicly
available data collected by CDC’s influenza like illness (ILI) surveillance program. The ages are
also roughly appropriate for modeling interventions that affect the groups differently, such as
school closures or workplace measures.
Second, the differential equation representation implicitly assumes that every individual in
each group is equally likely to interact with any other member, so-called homogenous mixing.
This ignores the distribution of behavior of individuals and other factors, but makes the model
computationally tractable. This means there is also no socioeconomic split between groups, and
the transition rates are assumed constant across groups. This simplification means that the
contacts between groups,
, , can be intuitively understood as the weighted average
number of times that a person from group i is exposed to someone from group g. This
corresponds to the biological mechanism where, if the person in group g is infectious, there is
then some probability that the person they come into contact with will become infected.
In fact, the interaction probability depends on behavior that can differ between individuals,
and between groups. The contact rates therefore represent aggregated behavior of individuals in
each group. The proper aggregate values to use depend on the model structure as well as
behavior, but we expect it to resemble the true averages of the number of contacts. Because this
estimate is a higher level statistical amalgam, we expect it to be inexact, and is therefore a source
of uncertainty.
There is extensive literature regarding the rate at which various groups interact, and the
initial estimate in our model is informed by that literature (Wallinga, Teunis and Kretzschmar,
2006). This led us to treat the mixing matrix as a parameter; we have a prior belief that it lies
near the value in the literature, but is endogenously calculated based on the data, which will
reflect the impacts of model structure and actual variance. This is helpful for finding a valid
approximation for the values needed, but doesn’t address the heterogeneity within groups.
Alternative Models
More predictive models would overcome some of the challenges faced in this application.
The most predictive infectious disease models are machine-learning based. For the projection of
the course of the disease, such more skillful influenza models exist, such as those described by
Biggerstaff et al, and their predictions at 8 weeks (early December) are remarkable accurate,
especially compared to the posteriors for historical model fit from the model presented here.
(Biggerstaff et al., 2014) These machine learning models can be useful for supporting some types
of policy decision making, as explored in Manheim et al. (Manheim et al., 2016a) Unfortunately,
these models are neither generative nor causal. As explained in Chapter 2, this makes these
models unsuitable for VoI.
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Extreme events
The interventions which have been identified are primarily valuable in extreme cases. This
makes any model-based estimation of the tails of the distribution of outcomes needed for
estimating VoI sensitive to uncertainties in the tail outcomes. This is a general issue with
modeling extreme events, because the probabilities in the tail are inherently more uncertain.
Worst case seasonal or pandemic influenza is associated with significant uncertainties of these
types. (Fair et al., 2012)
For this model, the dependence on tail events is even more problematic, because the use of
simulation for generating events makes estimates of the tails of the distribution computationally
intensive. While methods exist to overcome these limitations, such as weighted sampling, they
are not supported by the class of MCMC model used, and still cannot help resolve the
fundamental uncertainties about extreme events.
Limited Number of Interventions
The usefulness of a decision analysis is limited by the actions available; if no action can
mitigate the risk, analysis cannot improve the decision. In the case of influenza, few effective
interventions exist that mitigate risk for non-extreme cases, and those that do exist have weak
effects, and are not well characterized. The more drastic interventions discussed, like school
closure, are slightly better understood, but in an emergency many other actions with less well
understood impacts, (like airport closures and cancellation of public events,) would also become
important. Ignoring certain interventions limits the accuracy of any decision analysis, and is
problematic here.
Compounding this problem, the rarity and lack of data on the events which are most
problematic also means that the expected endogenous changes in behavior cannot easily be
estimated. This makes the underlying model less useful, both due to the unpredictable effects of
these types of changed behavior on contact rates, and the difficult to predict interaction of these
changes with potential interventions.

Future Work Using the Model
The previous chapter concluded that non-optimization use of the model is worth considering
when data is unavailable. Here, the problem is reversed; data is available, but the models suitable
for VoI cannot reliably predict the outcomes well enough to perform optimization, and the
potential interventions are both not well characterized, and only useful in difficult to estimate
cases. Despite the conclusion that the model cannot be used for VoI, there are a variety of
avenues for expanding and refining the model.
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Non-VoI Uses for Modeling
The model explored is causal, generative, and interpretable, but this isn’t always necessary
for non-VoI problems. The model used does have some other characteristics that could make it
useful, primarily relating to the data source modeling. Unlike many types of machine learning
and classical compartmental models, the Bayesian model constructed here is easily extensible to
new sources of data.
For example, including Google Flu data into the extent model requires a single line of code
for representing the data, three lines specifying the auxiliary variables needed for characterizing
the source and its relationship to the SEIR model, and a final nine lines of code (including
defining temporary variables and a loop statement) to specify the relationship itself.
Model resolution
For uses other than VoI, the current model’s resolution is limited in two important ways; it
models a single (aggregate) geographic region, and assumes a single influenza strain. Given
geographic data, the model could produce state- or city-level estimates, which would be
important for allowing decisions on a local level. More importantly, the model now implicitly
assumes an average of all seasonal influenza strains, and assumes they follows seasonal timing.
Because of this model shortcoming, the 2009 occurrence of H1N1 could not be represented,
requiring exclusion of both the 2008-2009 and 2009-2010 seasons.
Modelling Multiple Strains
To extend the model to multiple strains, two important and potentially complex changes are
needed; one for the information model, and the SEIR model. The information model would
require only minor modification, since most surveillance data is not strain specific, and would
relate to the sum of cases across strains. NREVSS data is partly strain specific, but also contains
many individuals labeled as “Unable to Subtype,” or “Subtyping Not Performed.” This means
that additional sources would likely be critical if attempting this type of modeling; as noted,
incorporating new data sources is fairly straightforward.
The SEIR model, however, would need to be expanded significantly; cross-reactive
immunity to different strains in each population would require accounting for individuals in
many more immunological groups than the single S-E-I-R model used. This would multiply the
number of parameters to identify, both for viral characteristics and for initial infections, with a
much smaller corresponding increase in the data used for identification.
Modeling Pandemic Timing
Representing pandemic influenza would be an important addition to the model, both because
of the challenges posed by even moderate cases like 2009’s H1N1, and for detection of future
C-27

pandemics. This extension would require modeling multiple strains195 to include the emergence
of a new strain, and would pose additional challenges as well.
One approach for modeling a pandemic would be to require expert identification of a new
strain and its timing, with modification of the model based on that identification – largely
obviating the benefits of using the model for identification. This also precludes use of the model
for preposterior value of information.
An alternative is to allow the model to have a variable for identifying the timing of the
emergence of a new strain. This creates statistical identification issues, since it requires modeling
a binary quantity, whether a new strain is emerging, in addition to the characteristics of that new
strain, which are only estimated conditional on that binary quantity. This also creates a
discontinuity in the probability, which is difficult for this class of model to handle. (STAN
Development Team, 2016)

195

Incorporating a novel strain into the averaged set of seasonal strains is inappropriate, as it would obviate most of
the advantages of such incorporation, and unlikely to succeed, as it is will not resemble any single averaged
influenza case due to differences in timing and severity.
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