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Abstract

The COVID-19 pandemic demonstrated the value of modeling to inform health policy.

Models were used to provide situational awareness and inform mitigation policies. How-

ever, uncertainty surrounding the longevity of vaccine and infection-induced immunity,

the emergence and characteristics of SARS‐CoV‐2 variant strains, and behavioral responses

to policy interventions prevent modelers from providing more than a few weeks of model-

based foresight. Under those conditions, policymakers have options to control the pan-

demic, but deep uncertainties deny the prediction of their long-term effects. Robust De-

cision Making (RDM) is a set of methods and tools designed to inform decisions under

conditions of deep uncertainty. This dissertation presents three papers exploring the utility

of RDM for supporting health policy decisions. The first paper discusses how public health

decision-makers may benefit from RDM, using pandemic response policies as a motivat-

ing example. The second paper presents a stress test of California’s COVID-19 reopening

strategy, demonstrating that adaptive reopening plans are superior to non-adaptive ones.

The third evaluates the robustness of colorectal cancer screening strategies to uncertain-

ties surrounding the natural history of the disease. Finally, this dissertation reflects on the

broader applicability of RDM to health policy decision-analytic problems and reflects on

future research directions.

x



Chapter 1

Introduction

Simulation models play a critical role in informing health policy. Models allow researchers

to anticipate the implications of policies by integrating disparate sources of evidence and

providing essential decision support. As the COVID-19 pandemic demonstrated, mod-

els can provide situational awareness, synthesize key epidemiological characteristics of the

disease, and inform mitigation strategies (Biggerstaff et al. 2022).

While simulation models are valuable, they are only as reliable as their underlying as-

sumptions. Deeply uncertain decision-analytic situations1 often require modelers to con-

dition theirmodels on assumptions thatmay prove indefensible in retrospect. TheCOVID-

19 pandemic offers a vivid example of those conditions. Disease transmission models re-

quire a set of assumptions regarding the transmissibility and severity of the pathogen that

may be difficult to estimate and can change as a pandemic progresses. Moreover, mixing

behavior can change, which will change the population-level mixing. Under such condi-

tions, modelers can employ their models to simulate what-if scenarios. Nevertheless, they

do not control which scenarios come to pass, and a reliable a priori probabilistic character-

ization of those scenarios is difficult, if not impossible.

Robust Decision Making (RDM) is a multi-objective, multi-scenario, quantitative
1See section 2.2.2 for a definition of deep uncertainty.

1
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decision-support methodology to inform policy under conditions of deep uncertainty.

RDM has proven helpful in many fields where uncertainties abound, including climate

change (Lempert 2013), coastal resilience (Groves, Fischbach, and Knopman 2014),

terrorism insurance (Dixon et al. 2007), water resources management (Groves et al. 2013)

and others. RDM is part of a group of methods collective called Decision Making under

Deep Uncertainty (DMDU) methods (Vincent A. W. J. Marchau et al. 2019b). While

DMDU methods could help decision-makers respond to uncertainties surrounding the

COVID-19 pandemic and other health decision problems, their potential remains largely

untapped in the health decision sciences.

1.1 Research Aims

This dissertation explores the utility ofDecisionMakingUnderDeepUncertainty (DMDU)

methods, particularly RDM, to inform health policy-relevant problems. This dissertation

pursues three aims:

1. To demonstrate how Robust Decision Making can inform deeply uncertain health

policy problems, focusing on COVID-19.

2. To assess the robustness of COVID-19 social distancing strategies during vaccination

rollout in the state of California.

3. To quantify the robustness of colorectal cancer screening strategies to uncertainties

in the natural history of colorectal cancer.

Each of these aims is covered by one of the dissertation papers. Thefirst paper provides

a high-level overview of DMDU principles and discusses how they can be valuable in in-

forming COVID-19 control policies. The second paper uses RDM to stress-test California’s

COVID-19 reopening strategy and reveals the characteristics of non-dominated strategies.
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The third paper evaluates the robustness of colorectal cancer colonoscopy screening strate-

gies.

COVID-19 and colorectal cancer (CRC) are very different disease processes and in-

volve different decision problems. Their differences can help reveal the utility of Robust

Decision Making methods in Health Policy. COVID-19 is a novel, evolving disease that re-

quires significant public health interventions and challenges traditional decision-analytic

methods with its dynamism. Managing the COVID-19 pandemic is controlling a non-

linear system outside its equilibrium. Unsurprisingly, controlling the pandemic is chal-

lenging due to uncertainty about the disease, how new variants will evolve, and shifting

population behaviors affecting disease progression. Interventions to reduce the burden of

COVID-19 involve reducing transmission and ensuring rapid access to vaccines and treat-

ments. In contrast, CRC is not an infectious disease, thus not resulting in dramatic non-

linear phenomena at the population level. However, imperfect scientific knowledge still

prevents researchers from perfectly characterizing key structural, unobservable character-

istics of the natural history of the disease.

Strategies to lower the burden of COVID-19 and CRC also differ substantially. Reduc-

ing the burden of COVID-19 involves reducing transmission through behavioral interven-

tions, to some extent through vaccination, and reducing disease severity through vaccines

and treatments. The primary strategy to reduce the burden of CRC is early detection and

removal of pre-cancerous lesions through screening and subsequent surveillance. While

models that encode scientific knowledge about both diseases offer opportunities to inform

policies to lower their burden, modelers should ensure that their recommendations do not

hinge on assumptions that may prove false in retrospect. This dissertation uses COVID-19

and CRC decision-analytic problems to examine whether and how Robust Decision Mak-

ing can be valuable as a resource to strengthen model-based health policy recommenda-

tions under conditions of deep uncertainty.



Chapter 2

COVID-19 and Deep Uncertainty

Informing Pandemic Policy Responses with Robust Decision Making Methods

Abstract

Many countries have introduced Public Health and Social Measures (PHSMs) to control

COVID-19. As vaccines are rolled-out, PHSMs often need to continue to be implemented

due to the uncertainty in vaccine performance against variants, the limited capacity to de-

tect variants globally, and the significant inequities in global vaccine access. Introducing

and lifting suchmeasures are significant decision-making challenges surrounded by uncer-

tainty and tradeoffs. This paper discusses how Decision Making under Deep Uncertainty

(DMDU) methods, particularly Robust Decision Making, can help decision-makers craft

robust PHSM strategies. We briefly review the fundamentals of Decision Analysis and dis-

cuss howDMDUprinciples andmethods can be used to inform PHSMpolicies. We review

a case study of an RDM application that demonstrates how these concepts are relevant to

PHSM policies and suggest further policy problems where DMDU methods could be used.

4
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2.1 Introduction

Many countries introduced Public Health and Social Measures (PHSMs1) to control

COVID-19. PHSMs act in concert, and a combination of measures is required to ensure

control of outbreaks (Vardavas et al. 2020). PHSMs often need to be sustained as

vaccines are rolled out due to the uncertainty in vaccine effectiveness against variants

and the significant inequities in global vaccine access (World Health Organization 2021).

PHSMs policy decisions are challenging because they are characterized by complexity,

uncertainty, urgency, uneven distribution of health and economic outcomes, multiple

layers of decision-making, and multiple actors. These factors have challenged scientists’

ability to provide decision-relevant information and help to improve decision processes

that respond to the COVID-19 pandemic.

PHSM policies should be informed by science and the best available evidence. Re-

searchers and policymakers would like to predict all the consequences of such policies be-

fore making decisions. If reliable predictions were available, using them would be appro-

priate and very useful. However, if predictions are uncertain, unreliable, or unavailable,

policymakers must resort to other approaches to support decision-making. Various op-

tions to control COVID-19 are available to policymakers, but they have no means to ac-

curately estimate all the long-term combined effects of those policies before making deci-

sions. While infectious disease modeling has informed the pandemic response by forecast-

ing the pandemic’s short-term dynamics, projecting the pandemic’s long-term dynamics

remains challenging (Swallow et al. 2022) because pandemics are unpredictable systems

(Siegenfeld, Taleb, and Bar-Yam 2020). Given the behavioral and biological complexities

and uncertainties that govern the dynamics of the pandemic, accurately predicting its long-
1PHSMs include personal protective measures (e.g., physical distancing, avoiding crowded settings, hand

hygiene, respiratory etiquette, mask-wearing); environmental measures (e.g., cleaning, disinfection, ventila-
tion); surveillance and response measures (e.g., testing, genetic sequencing, contact tracing, isolation, and
quarantine); physical distancing measures (e.g., regulating the number and flow of people attending gath-
erings, maintaining distance in public or workplaces, domestic movement restrictions); and international
travel-related measures.
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term dynamics (e.g.,> 1 month) has proven to be elusive. This lack of predictability creates

challenges for coordinating pandemic responses based on social distancing. A one-month

prediction time-frame does not match relevant planning societal timescales - people want

to plan their lives beyond one month. Nevertheless, proactive, adaptive, transparent, and

inclusive decision-making is necessary to reach decisions that are context-specific and re-

sponsive to local needs, and the inability to predict is not an excuse for inaction.

During the pandemic, many researchers across several fields have expressed concerns

over how uncertainty would be handled and called for the use of Decision Analysis ap-

proaches (Berger et al. 2021; Manski 2020b; H. Rutter, Wolpert, and Greenhalgh 2020;

Shea, Bjørnstad, et al. 2020). Economists have acknowledged the importance of uncer-

tainty in COVID-19 decisions (Manski 2020b) and have called for the uptake of decision-

analytic methods (Berger et al. 2021). Similarly, epidemiologists and ecologists have called

for the use of multi-model outbreak decision support (Shea, Runge, et al. 2020) and have

coordinated substantial efforts to provide current, decision-relevant scenarios to inform

policy directly (Borchering et al. 2021).

Principles and methods from Decision Analysis (DA) are used to support decision-

making under uncertainty in many fields and could help support PHSM decisions. A large

body of empirical research makes it clear that people, acting as individuals or in groups,

often make better decisions when using well-structured decision aids. DA comprises the

theory, methodology, and practice that informs the design, information content, and use

of such aids (Lempert 2019). DA helps answer the question of what constitutes a good de-

cision. DA suggests that good decisions emerge from processes with a set of characteristics

in which people are explicit about their goals, use the best available evidence to understand

the potential consequences of their actions, carefully consider tradeoffs, contemplate the

decision from a wide range of views and follow agreed-upon rules and norms that enhance

the legitimacy of the process for all those concerned (Lempert 2019).

Establishing decision-making processes with those characteristics to support PHSM
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decisions should be a key priority if society is to respond better to future public health emer-

gencies. PHSMdecisions are poised to be contested and have become the focus of themain-

stream political debate. If public health decision-makers fail to establish decision-making

processes that justify substantial interventions to control pandemics, the next pandemic’s

response could be even more difficult. There is little consensus on how strong PHSM mea-

sures should be at the outset of a pandemic. Optimal pandemic control strategies critically

depend on both epidemiological and economic factors that are unknown at the outset of a

pandemic (Nowak et al. 2021), indicating the need for robust, nimble decision processes

that consider those uncertainties as a new pandemic evolves.

This paper discusses how one type of DA approach, DecisionMaking under DeepUn-

certainty (DMDU) (Vincent A. W. J. Marchau et al. 2019b), and in particular Robust De-

cision Making (Lempert et al. 2006; Lempert 2019), can help decision-makers craft robust

PHSM strategies to tackle the uncertainty surrounding COVID-19 and future pandemics.

As one crucial feature, RDM provides a way to use simulation models to inform good deci-

sions even when predictions based on those models are unavailable or unreliable (Lempert

et al. 2013). Although DMDU and RDM methods have been extensively applied in other

policy fields where uncertainties abound and decisions are often contested, DMDU meth-

ods remain largely untapped in health policy. As the COVID-19 pandemic subsides, pub-

lic health decision-makers must shore up their decision-making processes and capabilities

in preparation for successive surges of COVID-19 or other pandemics. DMDU methods

could become one of the tools in such improved decision-making processes. This paper

provides an entry point to the DMDU literature for health policy researchers and decision-

makers who believe our response to COVID-19 fell short in addressing uncertainty.

This paper is organized as follows. First, we distinguish three roles that models have

played in informing COVID-19 PHSMpolicies: i) Forecasting, ii) Causal Inference, and iii)

Decision Analysis, which is the focus of this paper. We briefly review the fundamentals of

decision analysis and discuss how DMDU principles and methods can help inform PHSM

policies to confront the uncertainty surrounding COVID-19 and future pandemics. We
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also offer an overview of an application of RDM to COVID-19 policies (Nascimento de

Lima et al. 2021) that demonstrates how these principles and methods can help inform

pandemic policy responses.

2.2 Informing PHSM Policies with Models

2.2.1 Three Roles for Modeling in Public Health Decision Support

Models have played a critical role during the COVID-19 pandemic. Models - from in-

fectious disease simulation models to data-analytic regression models - have been used to

provide situational awareness, synthesize key epidemiological characteristics of the disease,

and inform mitigation strategies (Biggerstaff et al. 2022). This section distinguishes three

broad roles formodel-based public health decision support: Causal Inference, Forecasting,

andDecisionAnalysis. While all these roles2 are decision-relevant and involve uncertainty,

we argue that they impose different demands on modeling. Scientists and policymakers

should know how to recognize those differences and clearly state the purpose of their use

of models. Finally, we argue that an increased focus on decision analysis is needed to help

inform policies to defend society against pandemics. Table 2.1 presents a list of questions

closely related to each of the roles of modeling described in this section.

2Here, I use the term role as opposed to “type of model” because the same model could fulfill one or more
roles. Bayesian modelers could argue that a well-informed mechanistic model could serve all three roles.
However, the three “roles” I distinguish correspond to different literature branches and modeling traditions;
hence they might also be thought of as “types of models” if models save only one purpose. Also note that
this list is not meant to be exhaustive and does not include models used only for descriptive purposes (e.g.,
estimating disease prevalence) or for individual-level prediction (e.g., machine learning models).
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Table 2.1: Modeling Roles, Questions and Example Studies

Role and Question Example Studies

Causal Inference

What is the effect of the BNT162b2 mRNA vaccine on COVID-19

incidence?

Polack et al. (2020)

What is the effect of mask wearing on severe COVID-19

infections?

Abaluck et al. (2022)

Forecasting

How many COVID-19 cases, hospitalizations and deaths should

we expect over the next few weeks in US states or countries?

Cramer et al. (2021),

Reiner et al. (2021)

Decision Analysis

How quickly should California relax Nonpharmaceutical

Interventions?

Nascimento de Lima

et al. (2021)

When should US counties relax Nonpharmaceutical

Interventions?

Shea, Borchering, et al.

(2020)

Which population groups should receive vaccines first? Matrajt et al. (2020)

Should Low- and Middle-Income countries introduce social

distancing measures?

Barnett-Howell,

Watson, and Mobarak

(2021)

2.2.1.1 Causal Inference

Causal inference is prominent in public health (Glass et al. 2013) and evidence-based

medicine (Stovitz and Shrier 2019). Causal inference methods (Rubin and Imbens 2015)

primarily seek to estimate the effects of treatments or policies empirically. Causal inference

methods have been invaluable during the pandemic. They have been used to estimate the

effects of vaccines on COVID-19 incidence (Polack et al. 2020) and assess the effects of
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mask-wearing on severe COVID-19 infections (Abaluck et al. 2022). Estimation is often

carried out with Causal Inference methods (Hernán and Robins 2020) to leverage data to

determine the effects of policies and treatments on populations.

Whenever possible, policymakers should use existing estimates to guide policy and

update their knowledge as new data becomes available. However, empirical estimation

alone cannot inform all decisions needed in the timescale of a pandemic. Moreover, one

can only empirically estimate facts about the past, not the future. Pandemics are unique

events, and estimates of policy effects from past pandemics or even waves may have lim-

ited utility for the future. Specific outcomes that should be used for decision-making, such

as the long-term net welfare effect of any single portfolio of PHSM actions, may not be

estimable even years after the decisions to introduce and lift interventions were made.

2.2.1.2 Forecasting

Besides usingmodels to estimate the effects of policies, researchers also usedmodels to fore-

cast the near-term (e.g., next oneweek to threemonths) trajectory of the pandemic (Cramer

et al. 2021; Reiner et al. 2021). Pandemic forecasts can be helpful to determine short-term

resource needs and help provide situational awareness. Timely forecasts of an imminent

public health emergency have proven powerful to motivate early policy responses to the

COVID-19 pandemic. Accurate forecasts are particularly useful when they provide action-

able insights. However, forecasting COVID-19 incident cases, hospitalizations, and deaths

beyond a few weeks has proven challenging, especially when forecasts could be the most

useful - near the peak and bottom of infection waves (Reich et al. 2021). While cumulative

mortality forecasts have been somewhat accurate (Friedman et al. 2021)3, forecasts of the

trajectory of COVID-19 cases, hospitalizations, and deaths are less accurate for several rea-
3The accuracy of COVID-19 forecasts depends heavily on how accuracy is defined. For instance, Reich et

al. (2021) evaluate weekly incidence, while Friedman et al. (2021) focus on cumulative mortality. Unsurpris-
ingly, cumulative forecasts have better accuracy (Friedman et al. 2021), and weekly forecasts poorly predict
the peaks and valleys of infection waves (Reich et al. 2021)
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sons. Pandemics’ dynamics depend on parameters that are either unknowable at the outset

of the pandemic or can change after models have been estimated. For instance, transmis-

sibility alone can change due to seasonal effects, changes in behavior (e.g., unmasking), or

a new variant strain. In addition to those uncertainties, there is uncertainty regarding how

our immune systems will respond to repeated exposures to currently-dominant variants,

vaccines, and new variants. All those factors can evolve and interact in the time frame of

months, rendering long-term forecasts elusive. Expert modelers acknowledge those uncer-

tainties and challenges to long-term (e.g., > 2-6 months) forecasting.

Despite these challenges, scientists devoted substantial efforts to build and improve

COVID-19 forecasting models. The infectious disease modeling community draws from

an extensive arsenal of modeling formalisms - from theory-based models (e.g., the SEIR

model) to purely statistical models that directly use past data to project future trends with

little support from theory (Manheim et al. 2016). Theory-based models are often preferred

to statistical models with no basis in epidemiological theory (Jewell, Lewnard, and Jewell

2020). Moreover, ensembles ofmodels have been used to provide better predictive accuracy

(Reich et al. 2021). Despite these efforts, ensemble projections based on infectious disease

models do not offer more than two to four weeks of foresight4. No amount of effort will

eliminate the fundamental uncertainties described above.

Even if epidemic forecasts were accurate within a one-year horizon, they would still be

insufficient to inform all policy decisions. Forecasting models are tailored to predict one

trajectory of epidemiological outcomes under “status quo” conditions. By construction,

they do not ask the crucial question of “how one can change the status quo conditions”.

Responding to this demand for counterfactual predictions, modelers often resort to project

Scenarios, where model outcomes are conditioned on assumptions that depart from the

“status quo”5 (Borchering et al. 2021). Reiner et al. (2021), for example, provided three
4The US COVID-19 Forecasting Hub, for instance, decided to reduce the reported forecasting horizon

from the ensemble due to the lack of accuracy of models over extended time-horizons (Reich et al. 2021)
5Some readers may prefer the term projection to denote forecasts that are conditioned on assumptions

that depart from the status quo.
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projection scenarios for COVID-19 outcomes, while Cramer et al. (2021) only provides

forecasts based on “status quo” assumptions.

While short-term forecasting can prove helpful, the consequences of our decisions on

the long-term dynamics of the pandemic - not in the next four weeks - should be used to

inform our decisions. While we know enough about pandemics to model them, no effort

will resolve the uncertainties above. Forecasting alone is helpful but insufficient to inform

long-term decisions. Causal Inference is desirable, but there is no credible empirical strat-

egy to precisely estimate the effects of interventions.

2.2.1.3 Decision Analysis

Decision Analysis (DA) is a set of methods and tools for decision support under conditions

of uncertainty. While DA often involves modeling, its primary goal is to support good deci-

sions, not to predict the future. While many decision-analytic approaches exist, all of them

involve a set of steps, including i) structuring the decision problem, ii) assessing the poten-

tial impacts of a set of alternatives, iii) determining preferences (values) of decision-makers,

and iv ) evaluating and comparing alternatives (Keeney 1982).

DA methods have been adopted in Health Policy and are a keystone of Cost-Benefit

Analysis (CBA) and Cost-Effectiveness Analysis (CEA) (Neumann et al. 2016). CBA and

CEA have proven instrumental in theHealth Technology Assessment (HTA) field (K. Clax-

ton, Sculpher, and Drummond 2002; O’Brien and Briggs 2002). In those fields, standards

have been developed to promote good modeling practices (Caro et al. 2012) and support

the adoption of adequate parameter estimation and uncertainty analysis approaches (Briggs

et al. 2012).

Traditionally, CBA and CEAmethods are based onDecision Analysis axioms (Keeney

1982) that result in the maximum expected utility decision criterion - that is, decision-

makers should choose their actions to maximize the expected net benefit. When the as-
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sumptions behind this conclusion hold, the maximum expected utility criterion offers a

solid criterion for decision-making. However, when the assumptions do not hold, relying

on maximum expected utility can be problematic.6

Because not every problem can or should be reduced to a maximum expected util-

ity problem, DA methods differ in their assumptions about the decision problem. CBA,

for instance, encourages the aggregation of all outcomes into a single measure to be max-

imized. In health policy7, benefits are represented by life-years gained or quality-adjusted

life-years gained from interventions. Cost-Effectiveness analyses (CEA) relax the former

aggregation step, keeping costs and effectiveness measures separate until they are summa-

rized in an Incremental Cost-Effectiveness Ratio that defines the marginal cost of saving

life years. The DA literature also offers alternative criteria for ranking decisions without

well-defined probability distributions - called Wald, Hurwicz, Savage, and Laplace (Luce

and Raiffa 1989; Schneller IV and Sphicas 1983).

Current CEA standards for evaluating interventions to improve health (Sanders et al.

2016) suggest standard methodological practices that all CEA studies should use to im-

prove comparability across studies. Allowing comparability of Cost-Effectiveness of health

interventions and treatments requires adopting a set of methodological practices. One of

such requirements is that Cost-Effectiveness Analyses performed from a societal perspec-

tive should consider all parties affected by interventions and account for all significant

outcomes and costs that flow from them (Sanders et al. 2016). One concern that moti-

vates those requirements for economic assessment of health interventions is the increasing

healthcare costs as a share of GDP in many countries, notably in the United States. CEA

methods are a tool that can support rational resource allocation decisions in a contextwhere

health costs have been increasing without proportional improvements in health.
6These assumptions include the premise that decision-makers agree on a single probability distribution

over model inputs, and they can agree on how to value the outcomes. See Keeney (1982) for a list of DA
axioms and Lempert, Popper, and Bankes (2003) for an in-depth discussion about why they do not hold in
every decision-making problem.

7For a complete treatment on Cost-Effectiveness Analysis in Health, see Neumann et al. (2016)
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Under a strict interpretation of the CEA methodology, analysts must consider all rel-

evant costs and benefits of all interventions under consideration. Usually, this requirement

protects populations from being lured into adopting expensive treatments with little value.

However, these exact requirements can also be used to criticize COVID-19 modeling stud-

ies that only account for health outcomes (Manski 2020a).

We have argued that long-term prediction is unfeasible in a pandemic. Nevertheless,

traditional decision-analytic methods require long-term counterfactual predictions so that

all relevant costs can be tallied in Cost-Effectiveness evaluations of public health policies.

The same requirements that have proven useful to elevate rigor and comparability in CEA

analyses, if interpreted strictly, can create a gridlock problem for public health officials and

infectious disease modelers tasked with informing real-time decisions. While desirable,

requirements derived from traditional decision-analytic approaches may lead to gridlock

when there are no credible means to estimate all the relevant costs and benefits of interven-

tions. In practice, governments decided to introduce and lift PHSMs in a matter of days,

and the credibility of estimates of their costs and benefits will be subject to discussion for

the next several decades.

Many modeling studies sought to inform the choice of PHSM interventions by incor-

porating some of the costs and benefits of PHSMs (Aleta et al. 2020; Vardavas et al. 2020;

Keeling et al. 2021; Moore et al. 2021). These studies serve a decision-analytic role, even if

they did not explicitly state a specific decision-analytic method or have not tried or claimed

to have considered all benefits and costs of PHSM interventions.

While the decision to introduce and lift COVID-19 PHSM policies can benefit from

the framing provided by formal Decision Analytic methods, using traditional Decision

Analysis methods under those conditions can prove challenging. Probabilistic decision

analysis requires predicting the effects of each alternative option on each outcome of inter-

est. Moreover, a strict interpretation of Cost-Effectiveness Analysis frameworks can lead to

an analytic gridlock because current models do not measure or account for many compo-
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nents of the cost of interventions (e.g., long-term effects of school closures on educational

outcomes). Moreover, transmission models also fail to account for the long-term effects

on health, including the still unknown prevalence and burden of “long COVID”. Efforts to

include economic outcomes in epidemiological models may be helpful but will inevitably

fall short in including all the costs and benefits of interventions and resolving fundamental

value conflicts.

Thedifficulties in applying traditional decision-analyticmethods under the conditions

described above are not new. We see those difficulties as symptoms of decision-making

under deep uncertainty problems. These symptoms include the inability to predict all the

relevant consequences of decisions and disagreement over how to value outcomes (e.g.,

how to value freedom vs. lives saved). Thankfully, decision-analytic methods have been

developed and tailored for those situations and have proven helpful in informing many

decisions (e.g., how to respond to climate change). The following section describes a set of

principles used by those methods and provides a case study where they have been used to

inform COVID-19 PHSM policies.

2.2.2 Decision Making Under Deep Uncertainty

This section introduces principles of Decision Making under Deep Uncertainty (DMDU)

(Vincent A. W. J. Marchau et al. 2019b) and their implications for informing COVID-

19 policy. We start this discussion at a high level, emphasizing DMDU principles8 and

their implications for responding to COVID-19 and future pandemics. After discussing

those principles, we present RobustDecisionMaking (RDM) (Lempert et al. 2006; Lempert

2019), a method that embodies those principles.

DeepUncertainty has been described as “conditions under which analysts do not know
8The literature on DMDU methods contains a set of principles that may be helpful to inform COVID-19

PHSM policies. See Lempert (2019), Popper (2019) for a discussion on DMDU principles and Vincent A. W.
J. Marchau et al. (2019a) for a survey of methods.
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or parties to a decision cannot agree upon (1) the appropriate models to describe interac-

tions among a system’s variables, (2) the probability distributions to represent uncertainty

about key parameters in the models, or (3) how to value the desirability of alternative out-

comes” (Lempert et al. 2006). Under those conditions, using traditional decision-analytic

methods can prove problematic since fundamental assumptions of probabilistic decision

analysis are not satisfied under deeply uncertain conditions. Requiring decision-makers to

maximize the expected social welfare of PHSM policies can lead modelers and decision-

makers to an analytic gridlock. No credible model fully represents the total social welfare

effect of PHSMs. Moreover, even the long-term health effects of PHSM interventions are

unknown, and decision-makers may not agree on how to balance conflicting goals. How-

ever, the response to these challenges is not to discredit models but to build and use them

in a way that does not require untenable assumptions.

DMDU methods could help inform pandemic response policies. DMDU methods

can be helpful when one has enough information about the causal chain between policies

and a set of crucial outcomes but has little confidence in the probability distribution of key

model parameters9. For this reason, models used in DMDU analysis are often mechanistic.

Relative to other fields, infectious disease modeling is well positioned to use DMDU meth-

ods. The key phenomenon of interest (transmission of pathogens and disease progression)

has been extensively studied with various model formalisms - from deterministic Ordinary

Differential Equations (ODEs) (Kermack and McKendrick 1927) to network-based mod-

els (Meyers 2007) to city-scale Agent-Based Models (Ozik 2021). There is a nearly century

of evolution of theory-based models that can be used as tools to stress-test policies even if

they cannot predict more than a few weeks of the pandemic trajectory.

In this paper, we focus on DMDU methods for a few reasons. First, DMDU methods

(Vincent A. W. J. Marchau et al. 2019b) were designed explicitly to address conditions of
9The transmissibility and severity of variant strains that have yet to emerge is an example. More broadly,

one can think of structural differences betweenmodels as a structural parameter over which it is hard to place
a probability distribution.
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deep uncertainty (Walker, Lempert, and Kwakkel 2013), which we argue characterizes the

complexity of PHSM decisions. Second, the DMDU literature brings new approaches to

decision-making that have been embraced in other policy fields plagued with uncertainty,

such as climate change but are still untapped in public health policy. DMDU methods

notably have emphasized integrating models with “deliberation with analysis” decision-

making processes and the means to craft adaptive strategies and focus on policy robustness

instead of prediction or finding optimal policies. Despite being potentially useful to in-

form deeply uncertain problems in the health decision sciences, there the literature lacks a

translation of DMDU principles and methods into better decisions in the about the utility

of DMDU methods to inform health policy, and the intersection of the health decision sci-

ences literature and the DMDU literature is inexistent. This paper is a first step to fill this

gap.

2.2.2.1 Begin with Problem Framing (Not Modeling)

Modeling can only serve a good purpose if used to answer appropriate questions. Con-

versely, not every decision-analytic question can be answered by models. DMDU methods

start with a problem framing step, where the boundaries of the problems are defined, the

objectives and goals of stakeholders are clarified and translated to outcome measures that

can be considered in the analysis, alternative policies are laid out, and uncertainties of con-

cern are identified (Vincent A. W. J. Marchau et al. 2019a). Any decision-analytic study

necessarily involves all those elements, and DMDU analyses seek to be clear and transpar-

ent about those elements from the beginning.

2.2.2.2 Use Models to Stress-test Strategies (Not as Crystal Balls)

DMDU methods are applied to situations under which models cannot be used for their

predictive power. If the future is predictable, DMDU methods will reproduce the results of
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probabilistic decision analysis (Lempert and Collins 2007), but because DMDU methods

can take more effort, they are not desirable for such circumstances. Nevertheless, models

can still be helpful to forge good decisions even when predictions are unavailable or unreli-

able (Lempert et al. 2013).

DMDU methods use models as a vehicle for stress-testing rather than prediction. By

stress-testing policies over a wide range of futures, modelers learn how a set of policies per-

form over a set of plausible futures. Rather than predicting the future, DMDU analyses

seek to communicate the types of futures in which policies succeed or fail. Stress-testing

can be coherently performed even if themodeler or decision-maker does knowwhat future

will transpire or do not know how to judge their likelihood. In constrast, probabilistic pre-

diction necessarily requires a probabilistic expression of one’s beliefs about the likelihood

of such futures.

2.2.2.3 Seek Robust Strategies (Not Optimal Strategies)

Because the future is uncertain, DMDU methods reject the quest for optimal strategies

when the choice of strategies is highly contingent on deeply uncertain assumptions. In-

stead, DMDU methods focus on finding and forging robust strategies. Robust strategies

are those that work reasonably well compared to the alternatives across a wide range of

potential futures (Lempert, Popper, and Bankes 2003). Robustness can be measured in

many ways, and different robustness measures can result in different answers (McPhail et

al. 2018). An appropriate robustness measure is chosen during the problem-framing stage

of DMDU analyses. Recognizing that optimal strategies may rely on assumptions that may

prove false, DMDU analyses focus on finding strategies that result in acceptable perfor-

mance over a broader range of futures and points of view.
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2.2.2.4 Seek Pareto-Efficient Strategies (Not Necessarily a Single, Best Strategy)

Problem framing often identifies tensions among objectives identified by stakeholders.

DMDU methods seek to identify a set of Pareto-efficient strategies. A Pareto-efficient

strategy is one for which it is not possible to improve one relevant societal outcome

(e.g. health) without making worse some other societal outcome (e.g. economic income).

Because decision-makers often disagree on how to value alternative outcomes, forcing

agreement with arbitrary weights given to conflicting policy objectives often proves

counterproductive. DMDU methods avoid the urge to reduce problems to a single-

objective optimization problem because doing so can violate values or require indefensible

assumptions. The primary purpose of adopting a multi-objective framing is to preserve

the legitimacy of decisions and represent conflicting societal values that cannot be reduced

to a single measure of social welfare.

2.2.2.5 Leverage Low-Regret and Adaptive Strategies to Achieve Robustness

DMDU analyses aim to identify strategies that can cope with uncertainty by design. With

that purpose, DMDU analyses attempt to uncover any available Low-regret strategies and

to characterize the conditions under which strategies fail. Even if they are not optimal

in any future, low-regret strategies help decision-makers confront uncertainty by taking

small steps toward robust policies. DMDU analyses also often seek to develop adaptive

strategies that achieve robustness by responding to evolving signposts. Adaptive strategies

often create conditional mechanisms that change policy dynamically in response to new

developments. By being responsive to the environment, adaptive strategies reduce their

reliance on predictions and thus offer a hedge against uncertainties. Aswe argue later in this

paper, this feature fits pandemic policy responses that can include adaptive components -

such as phased response plans that are introduced conditional on the prevalence of disease.
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2.2.3 Robust Decision Making (RDM)

Robust Decision Making (RDM) (Lempert, Popper, and Bankes 2003; Lempert et al. 2006;

Lempert 2019) is a multi-objective, multi-scenario, quantitative decision support method-

ology that has been used in fields as diverse as climate change (Lempert and Kalra 2011;

Lempert and McKay 2011) and water resource management (Fischbach et al. 2015; Groves

et al. 2008), terrorism insurance (Dixon et al. 2007) and coastal resilience (Groves and

Sharon 2013). RDM is an example of a DMDU approach and goes beyond standard sen-

sitivity analysis techniques; in addition to identifying the uncertainties that most influ-

ence outcomes, it also identifies the circumstances under which current policies need to be

changed.

RDM proceeds from the observation that decision-makers often manage uncertainty

by seeking robust strategies, which perform well at meeting policy objectives, compared

to alternative strategies, across a wide range of future states of the world (Lempert 2019).

The RDM approach identifies robust strategies by using computer simulation models to

explore the performance of strategies acrossmany plausible future states of theworld. RDM

analyses use these simulation runs to help decision-makers: (1) identify robust strategies

that meet stakeholder goals in many potential futures and (2) characterize combinations of

uncertainties that influence the choice of strategies.

2.2.3.1 The RDM process

A typical RDM study follows the steps shown in figure 2.1. In step 1 –Decision Framing, the

key elements of the analysis are defined, namely: policy objectives and criteria; alternative

policy levers that decision-makers use to achieve those objectives; the uncertainties that

may change the effect of those policies; and the relationships that connect policy objectives,

actions, and uncertainties.
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Figure 2.1: The Robust Decision Making Process

1. Decision framing

2. Evaluate strategies 
across futures

3. Vulnerability analysis

4. Tradeoff analysis

Robust strategies

Decision-relevant scenarios

New options

Deliberation

Analysis

Deliberation with 
analysis

Notes: This figure illustrates Robust Decision Making as an iterative deliberation with anal-
ysis process where models are purposefully built and used to stress test policies, generate
decision-relevant scenarios, new options and ultimately help decision-makers find robust
strategies.
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After the problem framing step, the process proceeds to step 2 – evaluate Strategies

across futures. In this step, modelers construct an extensive database of model runs in

which each run represents the performance of one strategy in one plausible future state

of the world. Each future represents one set of values for the uncertain parameters. This

step includes all steps modelers must take to produce model outputs and is the most time-

intense phase of the RDM process.

Once a database of model runs has been created, modelers proceed to step 3 - Vul-

nerability Analysis. In this step, modelers use this database of results to characterize the

robustness of the strategies under consideration. RDM studies often use a regret measure

to evaluate alternative strategies. Regret is defined for each strategy in each future as the dif-

ference between the projected outcome and the best possible outcome in that future. Using

data visualization and statistical analyses, such as scenario discovery (Bryant and Lempert

2010), we can extract policy-relevant information from the results database. RDM analyses

often identify clusters of futures with shared characteristics that define the vulnerabilities

of proposed plans. This step can result in new ideas to improve the robustness of policies,

which initiates another decision-analytic cycle.

After improving upon the initial set of strategies, modelers perform a Tradeoffs Anal-

ysis. The tradeoff analysis step summarizes and communicates the tradeoffs that remain

after initial strategies have been improved. This step often involves clarifying remaining

tradeoffs among conflicting objectives and any conflicts emerging from alternative futures.

This section provided an overview ofDMDUprinciples and theRobustDecisionMak-

ing approach. Readers interested in an in-depth treatment of the RDM approach can refer

to the RDM expositions (Lempert 2019; Lempert et al. 2006). Vincent A. W. J. Marchau

et al. (2019b) also presents a description of the main DMDU methods and applications,

and Lempert, Popper, and Bankes (2003) provides a detailed discussion of the need for

improved methods for decision-making under deep uncertainty.
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2.2.3.2 Robust Decision Making and Other Approaches

Leveraging RDM to inform COVID-19 policies can help meet the increasing demand for

rigorous, thorough uncertainty analyses in the infectious disease modeling community.

Structural uncertainty has been increasingly assessed by the infectious disease modeling

and ecology literature (Li et al. 2019; Milner-Gulland and Shea 2017; Probert et al. 2016),

and addressing uncertainty is a crucial goal of the Multi-Model Outbreak Decision Sup-

port (MMODS) approach recently proposed (Shea, Runge, et al. 2020). RDM shares many

of the goals of the multi-model decision support approach proposed and used to inform

pandemic response policies (Shea, Runge, et al. 2020) but differs in how it pursues those

goals.

The MMODS approach is a multi-model approach, where multiple modeling groups

convene to answer a common decision-analytic question, each with differentmodels (Shea,

Runge, et al. 2020). In principle, the same modeler can implement alternative models (as

seen in Li et al. 2019). Like RDM, MMODs is an iterative approach in which problem

framing and decision-analysis can evolve.

While both approaches start by eliciting objectives and interventions to be evaluated,

RDM emphasizes the explicit elicitation of deep uncertainties to be assessed in the analysis

a priori. In RDM analyses, these structural uncertainties are often built into the model fol-

lowing the problem framing step instead of inferred from differences between alternative

model specifications. For example, in Nascimento de Lima et al. (2021), we create an addi-

tional experimental design encompassing scenarios that could otherwise be represented by

differences between assumptions made by different modeling groups. In the RDM frame-

work, multiple models can be considered, but their outcomes do not need to be aggregated

into an ensemble projection because the goal is not to forecast the future but to learn the

conditions under which policies fail to meet objectives and to characterize and improve the

robustness of strategies.
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Another relevant difference is how RDM synthesizes information about uncertainties.

RDM studies often employ Scenario Discovery algorithms (Bryant and Lempert 2010) to

identify the combinations of uncertainties that best distinguish those futures in which plans

meet andmiss their goals. This information is then used to design better adaptive strategies,

which generally outperform static strategies by responding to uncertainty dynamically. The

purpose of RDM is not to produce projections or ensemble forecasts but to improve and

build confidence in strategies and improve decision-makers’ knowledge of how their strate-

gies would perform when challenged by uncertainty. After an RDM engagement, decision-

makers should have better, more robust strategies and clearly understand whether and how

they can hedge against uncertainty.

2.3 Case Study: Managing Adaptive Public Health & Social Measures

This section presents results from Nascimento de Lima et al. (2021) - chapter 3 in this dis-

sertation - as a case study that used RDM to inform strategies tomanage PHSMs during the

COVID-19 pandemic. Most jurisdictions introduced Public Health and Social Measures

to contain the COVID-19 pandemic, often managing those measures with response plans

tied to epidemiological indicators and thresholds. Such plans were often defined based on a

discrete set of COVID-19 transmission levels. For instance, WHO’s criteria to adjust public

health and social measures (see World Health Organization 2021, pg. 18) contained seven

transmission levels defined by a set of epidemiological indicators. An essential function

played by public health officials during the pandemic was to manage those plans, seeking

to balance the goals of reducing the burden of the pandemic, preserving the integrity of

healthcare systems, and minimizing the adverse welfare effects of PHSMs. We frame this

dilemma as a decision under deep uncertainty problem and use results from Nascimento

de Lima et al. (2021) to show how the concepts described were applied to the problem of

managing PHSM strategies during vaccine rollout in the COVID-19 pandemic.
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2.3.1 Policy Levers and Strategies

When encouraging or mandating PHSMs, public health officials must make a set of deci-

sions, including deciding the criteria that define when those intervention levels should be

enacted and which interventions will be applied within each intervention level. Figure 2.2

illustrates how a portfolio of interventions can be managed, with intervention levels rep-

resented by colors. In this example, a green intervention level implies the least stringent

intervention level (e.g., only indoor mask-wearing is encouraged), while the red interven-

tion level implies the most stringent intervention level (e.g., only essential businesses are

allowed to operate). As the number of COVID-19 cases rises, public health officials intro-

duce and communicate new interventions.

Figure 2.2: Example PHSM Management Strategies
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Less cautious strategy Time-varying strategy

Vaccination starts

Highly cautious strategy

Notes: This figure illustrates how three portfolios of interventions can be managed, with
intervention levels represented by colors. the green intervention level implies the least
stringent intervention level, while the red intervention level implies the most stringent in-
tervention level. The black solid line represents the number of COVID-19 cases and the
dotted line represents the date when vaccine rollout starts.

Many jurisdictions implemented policies that resemble the strategies outlined in fig-

ure 2.2. These strategies effectively act as a control loop during the pandemic, curbing the

infection rates as they reach dangerous levels. Variants of these strategies include consid-

ering other epidemiological indicators, such as the number of COVID-19 hospitalizations,
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as the signal determining intervention levels.

If interventions are grouped within progressive intervention levels, deciding the level

of stringency of these plans and how the plan should be managed over time becomes a

critical question. In figure 2.2, we present three illustrative types of policies. The Highly

Cautious Strategy, for example, quickly responds to an increase in COVID-19 cases by in-

troducing stringent interventions early. In the limit, this strategy can represent a “Zero-

COVID” strategy followed in China, New Zealand, and other countries. Another strategy

example is the Less Cautious strategy, which allows COVID-19 cases to rise before any

interventions are adopted. This strategy may rely upon “individual protection” measures

and risk communication. Nevertheless, even the Less Cautious strategy will entail some

restrictions as COVID-19 hospitalizations threaten healthcare systems. Note that there is

a wide range of policies between the Highly Cautious and the Less Cautious Strategy, and

decision-makers may decide to achieve a compromise between them.

Alternatively, decision-makers may follow a different approach to reach a compro-

mise. Instead of trying to reach a compromise immediately, they may choose a Time-

Varying strategy. Since they know that a vaccination program is in progress, they can ini-

tially choose to be more stringent and transition to a less-stringent strategy as immunity

in the population increases. In Nascimento de Lima et al. (2021), we test 78 alternative

strategies that represent various options discussed above. We analyzed strategies that re-

semble zero-covid strategies, less cautious strategies, and compromises between them. We

also included strategies that followed a time-varying approach.

2.3.2 Relationships

Nascimento de Lima et al. (2021) use amodel initially developed for the RANDCOVID-19

State Policy Tool (Vardavas et al. 2020), a tool that integrated an epidemiological (Vardavas,

Nascimento de Lima, and Baker 2021a) and economic models (A. Strong and Welburn
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2020) to inform the state-level policy responses to the COVID-19 pandemic in the United

States. The epidemiological model is a stratified compartmental model that describes the

transmission dynamics of COVID-19. The original model was updated to account for a

phased vaccination campaign wherein vaccines are gradually distributed to different pop-

ulation groups. The model was calibrated from March 1st, 2020, through December 25th,

2020, for the state of California, and strategies were simulated from December 25th, 2020,

through January 31st, 2022 - a period that encompassed most of the vaccination campaign

in California.

The model simulates PHSM interventions using a discrete set of intervention levels

ranging from 1 (no intervention) to 6 (close schools, bars, restaurants, and nonessential

businesses; and issue a shelter-in-place order for everyone but essential workers). These

discrete intervention levels include features present in real-world PHSM strategies (State

of California 2020; World Health Organization 2021), where public health measures are

introduced and lifted dynamically based on epidemiological outcomes. More details on

the model formulation and calibration can be found in Nascimento de Lima et al. (2021).

2.3.3 Outcome Measures

Evaluating PHSM interventions is difficult because they impact not only COVID-19 health

outcomes but also many other social welfare measures. Therefore, the decision to enact

those policies should account for the social welfare effects of those interventions (World

Health Organization 2020). Only considering COVID-19 outcomes results in an incom-

plete analysis because solely minimizing COVID-19 deaths, hospitalizations or cases can

come at the cost of unnecessary welfare loss (Manski 2020a).

While decision-makers should weigh all the long-term costs and benefits of PHSMs

when instating or lifting those measures (Manski 2020a), doing so with a satisfactory level

of precision is arguably unfeasible. First, a reliable estimate of the total social welfare cost
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of each PHSM strategy is simply not available by the time these decisions need to be made.

Even worse, any single measure of social welfare could be easily contested because the

health and economic impacts of interventions are unevenly distributed in the population.

Moreover, even the long-term health effects of the interventions may not be estimable be-

cause the long-term trajectory of the pandemic is fundamentally unpredictable. Moreover,

the potential long-termhealth damages caused by aCOVID-19 infection are also unknown.

Under those conditions, policymakers are faced with a decision-making under deep uncer-

tainty problem.

Scientists and decision-makers often resort to a pragmatic approach to avoid an ana-

lytic gridlock over how to weigh all the consequences of PHSMs: relax the requirement that

all measures of welfare should be directly accounted for in their models and adopt the best

proxies of social welfare that their model can incorporate. Published analyses that informed

policies used the number of days under interventions as a proxy for the social welfare cost

of interventions (Shea, Borchering, et al. 2020), and we use the same two key outcome

measures in our study - days of COVID-19 interventions and COVID-19 deaths.10

Figure 2.3 illustrates the performance of a set of strategies from (Nascimento de Lima

et al. 2021). Each point in this figure represents a single strategy, such as those illustrated in

figure 2.2. The shape of the strategies represents their categories. Circles representConstant

strategies - they sustain the same thresholds that determine which interventions are applied

throughout the whole period. Vaccine- and Time-based strategies use information about

the ongoing vaccination campaign to reduce their level of stringency as the population is

vaccinated. Vaccine-based strategies use the proportion of fully vaccinated individuals as a

signpost to reduce the level of stringency in policies. Time-based strategies reduce the level
10Modelers have also sought to estimate the income loss that could be caused by PHSM interventions

(Thunström et al. 2020; Vardavas et al. 2020) and our study does include available estimates of income loss.
Other modeling studies take a step toward converting all outcomes into a single outcome by computing the
Value of Statistical lives lost (Barnett-Howell, Watson, and Mobarak 2021), but doing so does not eliminate
the problem that not all costs of these interventions can be measured. Because our main findings do not rest
on any result from the economic models, we refrain from emphasizing their use in this analysis. Instead, we
use measures requiring minimum assumptions and rely only on those we consider to be scientifically and
ethically defensible.
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of stringency on a set date.

Strategies connected by a line are part of a Pareto Frontier. The Pareto frontier includes

policies that are better than the alternatives in at least one of the criteria considered in the

analysis. In this example, A is better thanB inminimizing days under interventions, but E is

dominated byAbecause E results inmore deaths and days of interventions. We also present

shaded areas around those strategies, representing uncertainty in the model estimate of

COVID-19 deaths. 50% of simulated cases fall within the narrower bands, while 95% of

simulated cases fall into the broader uncertainty bands.

The most striking finding from figure 2.3 is that almost all Constant strategies are

systematically dominated by Vaccine- and Time-Based strategies. Except for strategy D,

all circles are outside of the efficiency frontier - that is, they can make society unneces-

sarily worse off and represent a lose-lose strategy. By not adapting restrictions based on

the immunity existing in the population, they miss the opportunity to concentrate efforts

to contain COVID-19 cases and prevent deaths during the early phases of the pandemic

when social distancing interventions are most helpful. As long as decision-makers agree

that minimizing COVID-19 deaths and the number of days under intervention are both

societal goals, constant strategies are dominated, and we find no rational justification for

them. Although the magnitude of that difference may seem small, those are unnecessary

deaths and days under intervention. Those deaths and days of interventions can be avoided

by policies that aremore stringent initially, then are relaxed as vaccination reaches high lev-

els.

Recommending strategies C over F, G andH does not require any value judgment over

how to weigh the costs and benefits of PHSM interventions. It does not require modelers

to account for all costs and benefits of social distancing strategies. As long as the benefits

of social distancing strategies are proportional to averting COVID-19 deaths and the costs

increase with the number of days under interventions, recommendations based on this

analysis can be made with confidence. However, stating that specific strategies dominate
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others is all one should confidently state based on this analysis. This conclusion relies solely

upon the structure of the model and structural assumptions about how the interventions

operate. Decision-makers might still argue over how to choose between strategies A, B, C,

and D, and our analysis alone does not - and should not - resolve this conflict.

Figure 2.3: The Pareto Frontier

Notes: This figure compares a set of strategies considered in this analysis. Strategies con-
nected by a line are at the Pareto frontier, and the object shapes’ represent the strategy
types. Shaded areas around those strategies, represent uncertainty in the model estimate
of COVID-19 deaths. 50% of simulated runs fall within the narrower bands, while 95% of
simulated runs fall into the broader uncertainty bands.

2.3.4 Uncertainties

ThePareto Frontier presented in figure 2.3may represent the expected tradeoffs faced by so-

ciety at a point in time. It already accounts for some of the uncertainties faced by decision-
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makers. However, it makes an assumption that can prove to be false - a new variant with

higher transmissibility will not emerge in the period of the analysis11.

New variant strains are not the only uncertainty that challenges the strategies we as-

sessed. Changes in behavior, the uncertain will of the population to vaccinate, and the

vaccine effectiveness to curb transmission of a new variant that has yet to emerge are all un-

certainties that can dramatically change the model predictions. Acknowledging the impor-

tance of those uncertainties on the performance of strategies being evaluated, the Robust

Decision Making approach recommends an intuitive solution - use models to stress-test

all strategies against a challenging set of assumptions that encompasses the uncertainties of

concern. In Nascimento de Lima et al. (2021), we account for a wide range of uncertainties

by stress-testing each of the 78 strategies across 20,000 potential futures. This stress test re-

sulted in a data set of 1.56million simulation runs, made possible by theHigh-Performance

computing resources provided by the Argonne National Laboratory.

Figure 2.4 illustrates the effect of uncertainty on the Pareto Frontier, focusing specif-

ically on the change of transmissibility12. The figure presents the previous Pareto Fron-

tier and policies under the label of a “Baseline Scenario” and the same strategies under a

“NewVariant” scenario. The new variant scenario is created by a subset of ourmodel-based

stress-test data-set where there is an increase in transmissibility by 40%-50%. This figure

presents several lessons. First, it is clear that a new variant makes both outcomes worse, but

the change of transmissibility pushes each strategy in different directions. Strategy D, the

most stringent, results in a slightly higher number of COVID-19 deaths but experiences a

severe increase in the number of days under intervention. Unsurprisingly, a more trans-

missible variant is much more challenging to control. Conversely, less cautious strategies
11This assumption may seem naive for non-modelers, but they are the standard assumptions that are made

unless modelers explicitly account for an a priori unknowable increase in transmissibility driven by new vari-
ants. Suppose this tradeoff figure was traced immediately before the emergence of the Omicron variant and
before the vaccination rollout was completed. While the emergence of variants should not come as a surprise
at that point in the pandemic, any inference approach that ignored the possibility that a new variant would
emerge could be misleading, and the distribution of model parameters may not reflect that possibility.

12In Nascimento de Lima et al. (2021), a different version of this figure is presented in the Supplemental
Materials appendix, page 1.



CHAPTER 2. COVID-19 AND DEEP UNCERTAINTY 32

result in much higher deaths and an increase in the number of days of interventions. Even

with those substantial changes, the finding that constant strategies are dominated remains,

and the choice should still be made between strategies A, B, C, or D.

Figure 2.4: The Effect of Deep Uncertainty on the Pareto Frontier

Notes: This figure compares the same set of strategires presented before under a new sce-
nario where a more transmissible variant strain is introduced after vaccination starts. Col-
ors represent the scenario. This figure demonstrates that a probabilistic interpretation of
the uncertainty bounds defined by the baseline scenario understates uncertainty if the pos-
sibility of a new variant introduction is not accounted for.

Decision-makers do not have any control over which Scenario they will experience or

when a transition from the baseline Scenario to the New Variant scenario occurs. Never-

theless, their choice of an initial strategy should consider these possibilities, and this is why

stress testing is warranted. For instance, decision-makers who have committed to strat-

egy D without realizing the potential effects of new variants on the costs to pursue strategy
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D may regret having pursued a strategy that is so stringent13. Similarly, decision-makers

might regret pursuing strategies that were not initially cautious enough and left no room

for further adjustment.

Figure 2.4 also presents challenges to those hoping to use Causal inference methods

to precisely identify the effect of PHSM interventions. Variant strains, for example, can

emerge and replace previous variants quickly in different geographic regions at different

times. Note that the introduction of variants alone is sufficient to shift projections drasti-

cally and change the trajectory of the pandemic. The emergence of variants is a stochastic,

nearly unpredictable process that can shift the tradeoff curves presented - changing the ex-

pected effect of interventions and underlying predictions. As COVID-19 surges happen, they

worsen COVID-19 outcomes and may cause local jurisdictions to tighten PHMS. Because

they affect both the policy choice and the outcomes, these local shifts become time-varying

confounders that will cause omitted variable bias in data used to inform models if ignored.

Similarly, other time-varying factors can also work as confounders by influencing policy

choices and COVID-19 outcomes, including the introduction of mask mandates and other

COVID-19 containment policies. Figure 2.4 also demonstrates that attempts to precisely

estimate the cost of interventions can prove unfruitful or misleading.

2.3.5 Other Deeply Uncertain Pandemic Response Questions

One could argue that introducing PHSMmeasures is a one-in-a-century problem, andmost

of the decisions we now face in public health are tractable by traditionally used methods.

Public health officials would not have a reason to worry about deep uncertainty if that were

the case. However, the challenges posed by the COVID-19 pandemic point to the oppo-

site conclusion - we still face other deeply uncertain problems. Randomized controlled

trials (RCTs) are limited in terms of the populations they study and the interventions they
13Indefinite zero-covid strategies pursued in China as of 2022 can be seen as strategies type “D” - they

indeed will minimize the number of COVID-19 deaths, but at a significant societal cost.
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can examine. Similarly, observational studies, even if well-conducted, are not forward-

looking and can only provide useful causal information when one can isolate the relevant

confounders or leverage natural experiments. RCTs and observational studies, if available,

only provide limited evidence to answer those questions. Models will unlikely be able to

predict the consequences of our choices with satisfactory precision. However, robust de-

cisions in those areas can mitigate the burden imposed by a pandemic. Here we list two

issues that could be characterized as deeply uncertain problems.

2.3.5.1 Vaccine Regimens Against New Variant Strains

Choosing whether and how to distribute COVID-19 vaccine boosters is also a decision

under deep uncertainty problem. Policy levers includewhen andhow to distributeCOVID-

19 vaccines. They also include following a regimen modeled after the flu shot. The ideal

vaccine regimen seems unclear but contingent on known unknowns, including how fast

immunity wanes, how much SARS-Cov-2 will still mutate, to what extent the population

will accept new vaccines, and how PHSM measures will evolve.

2.3.5.2 Vaccine Equity under Deep Uncertainty

The successive emergence of variants creates another problem: when faced with uncer-

tainty, high-income countries will likely purchase more vaccines than their populations

are willing or able to take. Vaccines have a limited shelf-life, and the population might not

be eager to take boosters as soon as they become available - only waiting to receive their

shots after the emergence of a worrisome new variant. Highly effective vaccines have been

wasted in countries like the United States when they could have been used elsewhere. This

problem raises the question: how should countries coordinate the demand and supply of

new vaccines contingent on the vaccine regimens described above?
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2.4 Conclusion

Long ago, researchers recognized that an unwarranted reliance on models for prediction

could be paralyzing and unproductive under conditions of deep uncertainty (Lempert,

Popper, and Bankes 2003). Pandemic response policy decisions discussed in this paper are

typical examples of decision-making under deep uncertainty. These problems are char-

acterized by difficult tradeoffs, where there is scant information to support prediction or

timely estimation of causal effects. These problems exist in Climate Change, Defense re-

source planning, natural resources management, and other fields. Under those conditions,

scientists can still use the best available evidence and data to stress-test alternative policies

and learn which strategies are more robust to challenging futures. By acknowledging deep

uncertainty and using models to anticipate the consequences of alternative courses of ac-

tion preemptively, policymakers can be more prepared to understand the implications of

their choices and make better decisions.

The goal of this paper was to serve as an entry point to the field of Decision-Making

Under Deep Uncertainty for Public Health Policymakers. This paper reviewed principles

and methods available from decision analysis and decision making under deep uncertainty

(DMDU) and discussed how those principles and methods could assist decision-making

on public health and social measures for controlling COVID-19. We hope the increased

adoption of those methods or ideas helps steer decision-making in pandemics to more eq-

uitable, responsive, and robust policies.



Chapter 3

Reopening California

Seeking Robust, Non-dominated COVID-19 Exit Strategies

Abstract

The COVID-19 pandemic required significant nonpharmaceutical interventions (NPIs)

from local governments. Although NPIs often were implemented as decision rules, few

studies evaluated the robustness of those strategies under a wide range of uncertainties.

First released in May 2021,1, this paper uses the Robust Decision Making approach to

stress-test 78 alternative strategies to manage COVID-19 NPIs considering a wide range

of uncertainties. We find that plans using fixed COVID-19 case thresholds might be less

effective than strategies with time-varying reopening thresholds. While we use California

as an example, our results are particularly relevant for jurisdictions where vaccination roll-

out has been slower. The approach used in this paper could prove useful for other health

policy problems in which policymakers need to make decisions in the face of deep uncer-

tainty.
1A version of this paper has been previously published under a Creative Commons Licence. Please cite

Nascimento de Lima et al. (2021)
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3.1 Introduction

The COVID-19 pandemic has wreaked havoc across the US, causing over 37 million con-

firmed cases and 600,000 deaths as of July 2021, and state-wide shutdowns of all non-

essential businesses. As state officials navigate the pandemic, theymustmanage both health

and economic goals. Generally, reopening plans (New York State Government 2020; Office

of the Governor - Washington State 2020; State of California 2020; State of Illinois 2021)

have been proposed as phased strategies, in which the state allows economic activity to

resume based on meeting COVID-19 incidence targets. However, pandemics often fol-

low oscillatory waves of infection, and many states have already been forced to revise their

plans, either shutting down after new outbreaks or adjusting which activities are allowed in

each phase. To ensure long-term success in combating the pandemic, local policymakers

need to consider the trade-offs underlying reopening decisions, while accounting for deep

uncertainties.

Since one-time lockdowns have proven to be insufficient to control the pandemic, a

coherent, long-term strategy is needed. Instead of adopting a stable, pre-defined strategy,

local policymakers have changed regulations and instated NPIs adaptively, often adopting

NPIs based on the decisions of other jurisdictions (Sebhatu et al. 2020) without necessarily

supporting every deliberation with thorough analyses. A key challenge in recommending

a stable, transparent strategy - i.e., a clear prescription of which NPIs local policymakers

should enact given a set of observed conditions - is to account for the effects of the biologi-

cal, behavioral, and technological uncertainties surrounding the pandemic. As of July 2021,

many factors and constraints are still unknown and outside of the control of policymakers,

including the behavioral response to vaccination (i.e., change in population mixing behav-

iors after vaccination), vaccine uptake or vaccine efficacy to prevent transmission (Lipsitch

andDean 2020). Variant strains with higher transmissibility (Castonguay, Zhang, and Lan-

glois 2021) might also hamper the effects of social distancing measures and could impact

vaccine efficacy, making it difficult to define and commit to a defined long-term strategy.
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Model-based analyses of strategies for defending society against the COVID-19

pandemic have been invaluable. Prior studies evaluating how local governments should

manage NPIs in the absence of COVID-19 vaccines have presented a grim outlook (Shea,

Borchering, et al. 2020; Kissler et al. 2020; Vardavas et al. 2020; Perkins and España 2020)

justifying the need for stringent NPI strategies, and have revealed the impracticality of

strategies solely based on naturally-acquired herd immunity (Brett and Rohani 2020).

Analyses specifically focusing on vaccine strategies accounting for age-dependent mortal-

ity and vaccine scarcity (Buckner, Chowell, and Springborn 2021; Gallagher et al. 2020;

Bubar et al. 2021; Matrajt et al. 2020) have generally supported ACIP’s vaccine allocation

recommendations (McClung et al. 2020) if one seeks to minimize deaths. More recently,

analyses focusing on how to relax NPIs in the presence of vaccination generally find that

premature reopening would result in resurgences and potentially compromise the benefits

of vaccination (Moore et al. 2021; Alhogbi et al. 2021; Patel et al. 2021; Gozzi, Bajardi, and

Perra 2021; Gumel et al. 2020; Betti et al. 2021).

This paper offers three contributions to the emerging literature of NPI strategies in

the presence of COVID-19 vaccines. First, we evaluate a large number (78) of alternative

adaptive strategies tomanageNPI levels, including strategies that resemble reopening plans

with fixed thresholds such as California’s Blueprint for a Safe economy (State of California

2020) and CDC’s Operational Strategy for Reopening Schools (CDC 2021) as well as al-

ternative strategies that change those thresholds over time. Adaptive reopening strategies

based on case thresholds have been widely used to control the COVID-19 pandemic (New

York State Government 2020; Office of the Governor - Washington State 2020; State of Illi-

nois 2021), often without being preceded or followed by multi-objective decision analyses.

Second, we consider economic consequences of NPIs, allowing the analysis of robustness

trade-offs among strategies considering COVID-19 deaths, days of NPIs and income loss

induced by NPIs. Third, we employ the Robust Decision Making (RDM) approach (Lem-

pert et al. 2006; Lempert, Popper, and Bankes 2003; Lempert 2019) to facilitate comparison

of alternative adaptive NPI strategies and to address the deep uncertainties (Walker, Lem-
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pert, and Kwakkel 2013) surrounding the COVID-19 pandemic and vaccination rollout.

Although RDM and other Decision Making Under Deep Uncertainty (DMDU) (Vincent

A. W. J. Marchau et al. 2019a) methods have proven useful in other policy areas where un-

certainties abound (i.e., climate change (Hallegatte et al. 2012; Lempert, Schlesinger, and

Bankes 1996), coastal resilience (Groves and Sharon 2013), terrorism insurance (Dixon et

al. 2007), water resources management (Groves et al. 2013), and transportation (Lempert

et al. 2020)), only few applications have used them for infectious disease modeling (Pruyt

and Hamarat 2010; Auping, Pruyt, and Kwakkel 2017), and we are not aware of other ap-

plications that informed COVID-19 policies and reopening plans.

RDM provides a framework designed to evaluate adaptive policies under deep

uncertainty (Lempert, Popper, and Bankes 2003). This framework builds on key con-

cepts and tools from Decision Analysis, Assumption-Based Planning, Scenarios, and

Exploratory modeling and is designed to provide decision making support under deeply

uncertainty.(Lempert 2019).This paper employs RDM to stress-test COVID-19 reopen-

ing strategies that were implemented using adaptive components but still lack formal

evaluation. For example, California’s reopening plan (State of California 2020) and other

reopening plans (New York State Government 2020; Office of the Governor - Washington

State 2020; State of Illinois 2021) are adaptive strategies that instate nonpharmaceutical

interventions in response to COVID-19 cases and other measures. However, these plans

have changed over time, often without rigorous analyses preceding those changes. This

paper includes specific recommendations for COVID-19 reopening policies and also

demonstrates how one can use RDM to support policy decisions amidst an evolving public

health crisis. RDM and other Decision Under Deep Uncertainty methods have been

thoroughly discussed in the literature, and interested readers can refer to the seminal and

recent RDM publications for those discussions (Lempert et al. 2006; Lempert 2019).

In this paper, we demonstrate that the design of those reopening plans shape the

tradeoffs that these jurisdictions face. Our analysis demonstrates that holding reopening

plans fixed can be a dominated strategy and make society unnecessarily worse off. That
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is, reopening strategies with fixed case thresholds can be pareto-dominated by strategies

with time-varying or endogenous thresholds. Pareto-dominated strategies are those that

are outperformed by another strategy in all criteria under consideration. Because pareto-

dominated strategies makes society unnecessarily worse off, they should always be avoided.

Our analysis and approach provides a framework for evaluating COVID-19 adaptive re-

opening strategies rigorously, and can support the improvement of reopening plans in the

wake of vaccination roll-out. These results are relevant not only for California given its re-

opening plan(State of California 2021a), but also for countries or jurisdictions where vac-

cines are scarce. More broadly, these results are relevant to inform the response to future

pandemics that may require similar responses.

The paper is organized as follows. First, the methods section provides a high-level

overview of our approach, and details on the model can be found in our prior work (Var-

davas et al. 2020; Vardavas, Nascimento de Lima, and Baker 2021b) in section 3.5. Once

the problem framing and our terminology is defined, the results section focuses on the

main substantive finding that strategies with fixed thresholds can be dominated by strate-

gies with time-varying thresholds. Finally, we discuss how improved strategies might be

implemented, as well as potential challenges in pursuing pareto-efficient strategies.

3.2 Methods

3.2.1 Problem Framing

State public health departments need to decide how to manage their NPI levels using a co-

herent set of rules that seek to minimize both the health and economic impacts of the pan-

demic. California’s Blueprint for a Safer Economy plan (State of California 2020), for exam-

ple, requires the number of daily new cases to be below 7 cases / 100 k and positivity rates to

be below 8 % to allow counties to move below their most stringent NPI level (widespread).
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As of Feb 1st, 2021, 99% of the state population was living under the widespread risk level,

in which some non-essential businesses are closed or operate under restrictions. We frame

the decision problem as to how to define the threshold criteria in those plans over time

seeking to balance health and other welfare goals.

Reopening plans are not only defined by threshold criteria but also contain a larger

set of decisions not analyzed in this paper. These decisions include which businesses are

allowed to operate under each risk level, capacity constraints, and a set of adaptation mea-

sures. These decisions directly affect societal welfare by imposing differential costs on spe-

cific activities and have evolved over time within California’s reopening plan (State of Cal-

ifornia 2020). While examining these decisions could reveal that targeted interventions

have the potential to produce pareto-improvements (Chang et al. 2020), doing so is be-

yond the scope of this paper. Therefore, this paper holds the definition of the risk levels

constant and asks how one should navigate between the risk levels over time.

Although states can mandate low-cost mitigation measures such as voluntary social

distancing and mask-wearing that have proven effective (Howard et al. 2021), imperfect

compliance still allows the virus to circulate among the population in many US states.

Therefore, the key decision-making challenge this paper investigates is how to manage

blunt NPIs (such as restricting economic activity or interrupting in-person education),

contingent on the net effect of other low-cost measures such as mask-wearing, behavioral

changes, and physical adaptation measures. High compliance with low-cost measures and

swift initial lockdowns, followed by tight strictmovement interventions (e.g, NewZealand’s

strategy), and appropriate levels of testing, contact tracing, and isolation to prevent re-

seeding can potentially eliminate COVID-19 locally and obviate the need for this decision-

making process and reopening plans. In practice, however, US states and many countries

have failed to control the spread of the virus through those instruments, thus forcing local

decision-makers to still face trade-offs and impose restrictions.

When crafting reopening plans, decision-makers should seek strategies that are both



CHAPTER 3. REOPENING CALIFORNIA 42

robust and non-dominated. A non-dominated strategy (also called pareto-efficient) is one

for which it is not possible to improve one relevant societal outcome (e.g. health) without

making worse some other societal outcome (e.g. economic income). A robust strategy is

one that performs well compared to the alternatives across a wide range of futures. A focus

on non-dominated strategies provides decision-makers with a set of best-possible tradeoffs

among societal objectives, without pre-judging how much decision-makers ought to weigh

one objective over another. A focus on robust, non-dominated strategies aims to provide

decision-makers with a set of tradeoffs that are non-dominated irrespective of how various

uncertainties in fact unfold.

While seeking robust, non-dominated policies, decision-makers have to consider a

number of factors, including the goals that one seeks to achieve, the policy levers that are

within reach, uncertainties that can influence the decision between those policy levers, and

how those elements are connected. The next sections describe the main elements of this

decision problem that are included in our analysis, using an XLRM framework (Lempert,

Popper, and Bankes 2003). The letters X, L, R, and M refer to four categories of factors im-

portant to the analysis: outcome measures (M) that reflect decision makers’ goals; policy

levers (L) that decision-makers use to pursue their goals; uncertainties (X) that may af-

fect the connection between levers and outcomes; and relationships (R), instantiated in the

simulation model, that link uncertainties and levers to outcomes. The subsequent sections

provide details on each of those four basic elements.

3.2.2 Relationships

This paper builds from the models underlying RANDs COVID-19 State Policy Tool (Var-

davas et al. 2020; Vardavas, Nascimento de Lima, and Baker 2021b; A. Strong and Welburn

2020). The original model and tool use a state-level deterministic epidemiological model

(Vardavas, Nascimento de Lima, and Baker 2021b) and a general equilibrium economic

model (A. Strong and Welburn 2020) to inform state policymakers on the trade-offs of al-
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ternative NPIs. The set of NPIs used by each US state is characterized by a discrete set of in-

tervention levels ranging from 1 (no intervention) to 6 (close schools, bars, restaurants, and

nonessential businesses; and issue a shelter-in-place order for everyone but essential work-

ers). The economicmodel (A. Strong andWelburn 2020) provides an estimate of weekly in-

come loss for each US state and each intervention level, which we integrate over time based

on the NPI levels used in the epidemiological model. The epidemiological model contains

five strata: those below 18 years (Young), those with more than 65 years with or without

chronic conditions, frontline essential workers, working-age individuals with chronic con-

ditions, and working-age individuals without chronic conditions. Each intervention level

is associated with population mixing matrices that describe how strata interact with each

other in six different settings: household, work, school, commercial, recreation, and other

(Vardavas et al. 2020; Vardavas, Nascimento de Lima, and Baker 2021b). Interventions are

modeled as changing the level of mixing which occurs in each of these settings. For in-

stance, closing schools reduces school and work mixing but increases home mixing. Given

the specified model structure, the NPI time series, and the mixing matrices, the model can

be calibrated and run for any US state using cumulative monthly deaths time series (The

Atlantic 2020). In this analysis, the model was calibrated in the period of March 1st 2020

through Dec 25th 2020 for the state of California. The policies are evaluated from Dec 25th

through Jan 31st, 2021. Further details about our model can be found in section 3.5.

3.2.3 Policy Levers and Strategies

Following the policy structure seen in state-level plans such as California’s Blueprint for a

Safer Economy (State of California 2020), we defineNPI policies as a set of intervention lev-

els. Within eachNPI level, a set of restrictions are imposed. For instance, when 𝑁𝑃𝐼𝑡 = 1,
the lowest level, businesses and schools are opened, although society may still have inex-

pensive policies in place, such asmask-wearing. When𝑁𝑃𝐼𝑡 = 6, the highest level, society

imposes the most stringent restrictions on people leaving their homes and interacting with
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others. An NPI Strategy consists of a rule that determines how NPI levels change over time.

The time-dependent NPI level can be specified as a function of COVID-19 prevalence 𝑝𝑡

using the controller function:

𝑁𝑃𝐼∗
𝑡 =

⎧{
⎨{⎩

min(𝑥𝑠
𝑡𝑝𝑡 × 103, 5) + 1 if 𝑉𝑡 < 𝑉 ∗

1 if 𝑉𝑡 ≥ 𝑉 ∗
(3.1)

where 𝑝𝑡 represents estimated COVID-19 prevalence scaled by 103, and 𝑥𝑠
𝑡 represents

the sensitivity of policymakers to this prevalence which we label “level of caution”, 𝑉𝑡 is

the current vaccination coverage rate, and 𝑉 ∗ is the threshold vaccination coverage rate at

which policymakers terminate the use of NPI’s. The controller function is bound between

one and six, corresponding to the six intervention levels in our model. This results in a pol-

icy wherein a 𝑥𝑠
𝑡0.1% increase in COVID-19 prevalence results in policymakers increasing

restriction levels by one level until the highest restriction level is adopted. This controller

function provides a simple representation of the types of phased reopening plans used by

US states, such as California’s Blueprint for a Safer Economy plan (State of California 2020).

Eq. 3.1 also reflects the fact that policy-makers might exhibit different levels of sensitivity

to changes in COVID-19 prevalence, and that this sensitivity 𝑥𝑠
𝑡 can change over time.

In this study, we ask how 𝑥𝑠
𝑡 should be managed over time. We evaluate three types of

NPI Strategies, denoted by 𝑠 = 𝐶 , 𝑇 , and 𝑉 , which differ in how the level of caution 𝑥𝑠
𝑡 is

managed. The strategies can use a constant level of caution (𝑠 = 𝐶), a two-step function of

time (𝑠 = 𝑇 ), or a smooth function of the proportion of the population that is vaccinated

(𝑠 = 𝑉 ). We define each type of strategy as follows:
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𝑥𝑠
𝑡 =

⎧{{{{
⎨{{{{⎩

𝑥𝑏, if 𝑠 = C

𝑥𝑏, if 𝑠 = 𝑇 and 𝑡 < 𝑇𝛼

𝛼𝑥𝑏, if 𝑠 = 𝑇 and 𝑡 ≥ 𝑇𝛼

𝑥𝑏(1 − 1
1+𝑒−𝑘𝑐(𝑉𝑡−𝑉𝑚𝑖𝑑) ), if 𝑠 = 𝑉

(3.2)

The constant level of caution strategy (𝑠 = 𝐶) holds 𝑥𝑠
𝑡 constant at a baseline level of

caution 𝑥𝑏. The two-step strategy time-based strategy (𝑠 = 𝑇 ) begins with the value 𝑥𝑏

and changes to 𝛼𝑥𝑏 at a predefined date 𝑇𝛼 (i.e., 𝑇𝛼 could be the beginning of spring, or

the fall). We assume that 0 > 𝛼 > 1. The vaccination-based strategy (𝑠 = 𝑉 ) calculates

a time-varying level of caution as a smooth function of the cumulative number of persons

fully vaccinated 𝑉𝑡 using an inverse logistic function that starts at 1 when 𝑉𝑡 = 0, and ends

at zero when 𝑉𝑡 = 1, with mid-point 𝑉𝑚𝑖𝑑, and curvature defined by 𝑘𝑐. A particular

NPI strategy is defined by the choice of values for the parameters 𝑠, 𝑥𝑏, 𝛼, 𝑉𝑚𝑖𝑑 , and

𝑘𝑐. Strategies are coded as [strategy type (𝑠)]-[initial level of caution (𝑥𝑏)]-[identification

number]. The first letter in the strategy code represents the strategy type (C for constant

caution, T for time-based, and V for vaccine-based strategies). The subsequent number

represents the baseline level of caution 𝑥𝑏, and the third number is a sequential code to

make the strategy code unique.

Fig. 3.1 illustrates the model dynamics with a constant level of caution 𝑥𝑡. This for-

mulation leads to frequent interventions, similar to patterns seen in California. Note that

with a low level of caution (𝑥𝑏 = 0.5) prevalence is allowed to increase substantially be-

fore a state takes action. With a high level of caution (𝑥𝑏 = 24) prevalence is held much

lower. As a reference, California’s criteria of 7 cases / 100 thousand people to relax the most

stringent intervention level translates to a level of caution 𝑥𝑡 ≈ 5 to 5 in our model. One

can translate a case rate threshold 𝑐 to our model’s level of caution 𝑥 by approximating the

known prevalence 𝑝 ≈ 𝑐 ∗ 𝜏 from Little’s Law (Little 1961), where 𝜏 is the average duration

of the disease and 𝑐 is the case rate criteria, and 𝑝 represents an estimate of the prevalence.
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From that, and considering ourmodel has five intervention levels, we can translate any case

rate criteria to a level of caution by letting 𝑥 = 5/(𝑐 ∗ 𝜏 ∗ 103), which leads to a level of

caution of five when 𝑐 = 7/100𝑘 and 𝜏 = 14. We defined the range of the baseline level

of caution parameter 𝑥𝑏 by exploring the tradeoff surfaces they produce and ensuring that

the range includes the edges of the tradeoff space presented in fig. 3.1. We do not include a

level of caution of 0 in our analysis because we regard this level of caution as unrealistic.

Eqs (3.1) and (3.2) represent a range of alternative strategies to manage NPIs during

vaccination roll-out. If California were to change its thresholds and reduce restrictions in

the fall of 2021, that could be represented by a time-based strategy 𝑠 = 𝑇 with a base-

line level of caution 𝑥𝑏 = 5, transition time 𝑇𝛼 = 𝐹𝑎𝑙𝑙, 2021 and a reduction factor of

𝛼 = 0.5. If 𝛼 = 0, California would allow businesses and in-person education to operate

at 𝑇𝛼. Similarly, California might decide to slowly scale down restrictions based on the

number of vaccinations, such that restrictions would be halved when 50% of the popula-

tion is vaccinated. This policy would be represented by a strategy 𝑠 = 𝑉 , with 𝑥𝑏 = 5 and

𝑉𝑚𝑖𝑑 = 0.5. We consider a set of strategies by combining strategy types and their parame-

ters in a full-factorial experimental design. More information about the strategies and the

parameters used in this paper is provided in section 3.5, and a sub-set of the 78 strategies

is presented in table 3.1.

3.2.4 Uncertainties

We categorize uncertainties into two distinct classes: well-characterized uncertainties and

deep uncertainties. Well-characterized uncertainties are those for which historical data or

clinical evidence can provide information (e.g. a joint distribution of parameters), either

directly or through calibration. Deep uncertainties (Walker, Lempert, and Kwakkel 2013)

are those for which calibration or existing clinical evidence provides little information as of

May 2021, and have a high potential to affect the choice of the strategies. Well-characterized

uncertainties are treated with probabilistic methods and deep uncertainty are treated with
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Figure 3.1: Model Dynamics with Adaptive NPI Strategies in California
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Notes: This figure presents three illustrative runs testing three strategies in an example
future state of the world. Strategies are coded as follows throughout this paper. The
first letter in the strategy code represents the strategy type (C for constant caution, T for
time-based, and V for vaccine-based strategies). The subsequent number represents the
baseline level of caution 𝑥𝑏, and the third number is a sequential code to make the strategy
code unique. In this figure, the most stringent strategy, C-24-1 uses a level of caution
𝑥𝑡 = 24 throughout the simulation run. Strategy C-6-1 uses a level of caution 𝑥𝑡 = 6 and
produces similar results, while strategy C-0.5-1 results in a substantial increase in deaths.
None of these model runs represent a forecast.

RDM approaches.

Well-characterized uncertainties include the length of disease states, which are set to

fixed values based on published findings, and parameters that are selected using model cal-

ibration, including the magnitude of the seasonal effect on mixing. Calibrated parameters
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are chosen using the Incremental Mixture Approximate Bayesian Computation (IMABC)

approach (C. M. Rutter, Ozik, Deyoreo, et al. 2019). The IMABC algorithm results in 100

simulated draws from the posterior distribution of the parameter set. This parameter set,

hereafter termed “calibrated parameters”, contains values for 42 model parameters, includ-

ing information about how effective NPIs have been in the past, mortality rates, and disease

progression rates. Calibration priors, targets and the calibration process are discussed in

section 3.5.

Deep uncertainties include vaccine efficacy to prevent transmission, the behavioral

mixing response to vaccination, willingness to vaccinate, changes in transmissibility, im-

munity duration, and the actual vaccination rate. Uncertainties surrounding vaccine ef-

ficacy are particularly concerning given their impact on the pandemic dynamics. While

vaccine efficacy to prevent disease has been established, vaccine efficacy to prevent infec-

tion is unknown at the as of May 2021 writing (ModernaTX Inc. 2020; Polack et al. 2020;

Lipsitch and Dean 2020). Similarly, the effect of new variant strains on transmissibility and

other disease parameters is of particular concern. For example, variants B.1.1.7, B.1.351,

and P.1 have demonstrated an impact on transmissibility, inactivity, and antibody escape

capabilities (Castonguay, Zhang, and Langlois 2021).

To examine the impact of deep uncertainties on future outcomes, we first draw a quasi-

random sample of 200 unknown parameter vectors using Latin Hypercube sampling to

ensure representation of the parameter space. Details about these parameters and their

bounds are provided in section 3.5 under the Experimental Design section. We then com-

bine each row in our “calibrated parameters” dataset with each row in our Latin Hypercube

to create a new dataset with 20,000 rows in which each row represents a single future state

of the world (SOW). The final experimental design is obtained by testing each strategy in

each of the 20,000 future states of the world.

We define our set of strategies using a full-factorial experimental design yielding 78

strategies, described in Appendix I. Hence, our experimental design contains 1.56 million
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cases (78 strategies * 20,000 future states of theworld). Following the RDMapproach (Lem-

pert et al. 2006), we evaluate how each strategy would perform in a wide range of futures,

and judge those strategies by their ability to cope with many potential futures. Readers

unfamiliar with the RDM approach can think of our analysis as stress-test of each candi-

date policy across a wide range of plausible futures. Further details about the parameters

included in the experimental design and justification for those decisions are are found in

section 3.5.

3.2.5 Outcome Measures

When judging alternative reopening strategies, policymakers often have to weigh multiple

criteria to make decisions. Our epidemiological model computes the cumulative number

of COVID-19 cases per 100,000 people including undetected cases, years of life lost due

to COVID-19 deaths per 100,000 people, and COVID-19 deaths per 100,000 people. Our

model does not simulate any health outcome that is not directly attributed to a COVID-

19 infection, and does not include excess deaths other than COVID-19 deaths (Vardavas,

Nascimento de Lima, and Baker 2021b). Reopening decisions, however, have far-reaching

social welfare consequences which are not explicitly computed in COVID-19 epidemio-

logical models. While short-term economic impacts might have been limited in some cir-

cumstances (Goolsbee and Syverson 2021), the full social welfare cost of NPIs includes the

effects of interrupted in-person education (Diliberti and Kaufman 2020), mental health

impacts of isolation, other illness exacerbated by reduced use of non-COVID health ser-

vices, impacts of financial effects onmental and physical health, deaths of despair (Mulligan

2020), and long-term loss of income. While we are not aware of a published estimation of

the total welfare loss induced by NPIs, one needs to find criteria that can be computed

from the model and are proportional to the marginal welfare loss induced by alternative

NPI levels.

One proxy for the welfare cost of NPIs already used in prior analyses is the number
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of days under NPIs (Shea, Borchering, et al. 2020). This criterion reflects the number of

days that society needs to close non-essential workplaces, which included schools. Without

loss of generality, this measure (number of days with 𝑁𝑃𝐼𝑡 > 1) also reflects the number

of days with school closures in this analysis. We adopt this proxy of social welfare cost

because it has already been used by other analyses thus allowing us to compare results, it

is easily interpreted, and require a minimal set of assumptions. The only assumption one

needs to accept for using this criterion is that society is worse off when activities that would

be otherwise allowed are interrupted, and that more time under interventions result in a

higher social welfare cost. Thus, this is the outcome this paper uses as the cost of averting

COVID related deaths.

While it is easily interpreted, this outcome does not consider that more stringent NPI

levels could imply more severe social welfare costs, so other proxies for welfare loss might

be desirable. One approach is to use weights for each NPI level, such that those weights are

proportional to themarginal daily welfare loss induced by eachNPI level. With the purpose

of demonstrating how this could be done, we use an estimate of income loss as thoseweights

to present a proxy for economic consequences of NPI restrictions (A. Strong and Welburn

2020). Although these proxies are imperfect measures of social welfare loss induced by

NPIs, the conclusions in this paper do not rely on their precision, but on the assumption

that NPI costs are increasing in the level of restriction. This structural assumption allows us

to illuminate trade-offs and reveal pareto-dominated strategies. Therefore, our findings do

not rely on the precision of any welfare loss estimate, neither does it rely on the structure

or assumptions of the economic model but only on the structure of the epidemiological

model. Alternatively, one might estimate the costs of NPIs using a willingness to pay or

a similar approach. As long as the resulting weights are monotonically increasing (i.e.,

people are not deriving utility from NPI restrictions), our substantive findings would hold

becausewe refrain from aggregatingmeasures. While estimatingmore precise welfare costs

of NPIs and using those costs as a criterion could be valuable to compare benefits and costs

at the same scale, we doubt that this approach would lead to precise estimates because these
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weights are likely not stable over time due to economic diversion (Goolsbee and Syverson

2021) and adaptation. Still, as long as these weights aremonotonically increasing in theNPI

level at any point in time our substantive results would hold. Because the weights are highly

uncertain, potentially not constant, and not necessary for the purposes of this analysis, we

refrain from trying to aggregate all outcomes under a single social welfare metric in our

analyses as a traditional Cost-Benefit analysis would. Instead, we assess pareto-efficiency

and seek strategies that dominate other strategies across a set of outcomes, over awide range

of futures.

Because our interest lies in the robustness of strategies rather than in their optimality

for any particular future, we use regret (Lempert et al. 2006) as a robustness metric and

the 75𝑡ℎ Regret percentile as a decision criterion. Regret measures are useful when there

is a wide range of variation in potential outcomes, but outcomes are only partially under

control of the decision-maker. Regret is computed for each metric of interest as follows.

We construct a dataset of model runs in which each row contains the values of the out-

comes defined above at the end of the simulation. Each row in this dataset represents the

performance of each strategy on each future state of the world (SOW) characterized by

uncertainties as described previously. Robustness in this study is operationalized with a

separate regret metric for each outcome of interest. Regret 𝑅𝑠,𝑓 is defined for each strategy

𝑠 in each SOW 𝑓 as the difference between the observed outcome and the best possible

outcome in that future:

𝑅𝑠,𝑓 = 𝐷𝑠,𝑓 − min
𝑥

[𝐷𝑥,𝑓 ] (3.3)

The goal of the decision-making process is to adopt a strategy that minimizes regret

across a wide range of potential futures, across all of the outcomes of interest. When trying

to minimize regret across a wide range of outcomes and futures, decision-makers often

find that prioritizing a single set of outcomes imposes regret on other outcomes. Similarly,

minimizing regret in a single future might create vulnerabilities to other future states of the
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world. There are multiple approaches to summarize the many-objective robustness trade-

offs implied by alternative strategieswhen evaluated across awide range of plausible futures.

For example, if one chooses the 100𝑡ℎ percentile, this approach corresponds to a minimax

regret criterion. If one chooses the mean and assumes that future states of the world are

equally probable, that would correspond to a Laplace criterion. Here we choose the 75𝑡ℎ

percentile. While changing this percentile can change the strategy rankings, doing so did

not change the main substantive conclusions of this paper that constant-caution strategies

were dominated. While a thorough discussion on the use of regret metrics is beyond the

scope of this paper, the interested reader can refer to methodological pieces discussing the

use of robustnessmetrics (Lempert et al. 2006; Lempert, Popper, and Bankes 2003;McPhail

et al. 2018).

3.3 Results

This section describes two main results from our analysis, namely: i) the trade-offs among

the baseline and alternative strategies, and ii) the existence and characteristics of dominated

policies. While traditional decision analyses often rule out dominated policies as a first step,

we find it useful to focus our discussion on those strategies with the goal of illuminating

potential alternatives.

Fig. 3.2 (A) presents the distribution of Deaths / 100,000 people for a sub-set of the

78 strategies considered in this paper. These results emphasize that only strategies that

use a high initial baseline level of caution (𝑥𝑏 ≥ 6) are able to control deaths and thus

result in low regret in terms of deaths. The strategies using lower baseline levels of caution

unsurprisingly result in higher death regret. These results demonstrate that the baseline

level of caution non-linearly affects deaths. For example, figure 3.2 (B) demonstrates that

there is a significant reduction in the number of deaths when one compares the level of

caution 0.5 to 1.5, but using a level of caution of 24 instead of 12 marginally reduces deaths.
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The baseline strategy with a fixed level of caution (C-6-1) seems to achieve a compro-

mise when compared to more stringent strategies. More stringent strategies (i.e., C-24-1,

C-12-1) are able to achieve a lower number of deaths regret, but doubling the level of cau-

tion does not halve the number of deaths, nor does it double the social welfare costs, as

measured by Loss of Income or Days under NPIs. This result indicates that a baseline strat-

egy with a level of caution 𝑥𝑏 ≥ 6 is necessary to robustly control the number of deaths. If

the goal of policymakers was only to minimize the number of deaths from the pandemic,

these results would imply that the best approach would be to sustain the highest level of

caution indefinitely.

Preventing deaths, however, comeswith a cost. Figure 3.2 (B) contains other outcomes

produced by the set of strategies evaluated. In figure 3.2 B, each line represents one of the

78 tested strategies, and the parallel axes summarize the performance of each strategy using

the 75𝑡ℎ percentile of the regret distribution shown in panel A for each one of the metrics.

Again, this figure reveals that only strategies with higher baseline levels of caution (i.e.,

𝑥𝑏 > 3) are able to reach the bottom of the Deaths regret scale. Unsurprisingly, strategies

that achieve the lowest numbers of deaths are also the ones that generate the highest social

welfare costs, asmeasured by the two proxies available. Although the order ofmagnitude of

the outcomes can vary among other models, this finding is in line with prior studies using

multiple models (Shea, Borchering, et al. 2020).
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Figure 3.2: Robustness Trade-offs Emerging from 78 Alternative Reopening Strategies.

Notes: Panel A shows the distribution of a Regret metric for four outcomes of interest. Each strategy is represented by a line
in panel B and C, and either by a triangles, circles or square in panel D. Vertical axes in panels B and C represent the 75𝑡ℎ Regret
percentile for each metric. All Health outcomes are normalized per 100 thousand people.
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Although the baseline strategy (C-6-1) seems to produce acceptable health outcomes

given the other alternatives, that does not imply that this strategy is pareto-efficient. To

assess pareto-efficiency, we categorize strategies into three classes. Non-dominated strate-

gies are those that are not outperformed by any other strategy with respect to health and

social welfare outcomes using the 75𝑡ℎ regret percentile as a criterion. Because all health

outcomes are correlated, we use Deaths and Days under NPIs as criteria to perform pareto-

sorting and determine which policies are dominated. We select strategies with relatively

low numbers of deaths seeking to represent a decision-maker who is willing to prioritize

health outcomes. Finally, dominated strategies are those that exhibit worse health or social

welfare outcomes. These strategies are color-coded in panels C and D of figure 3.2.

Figure 3.2 (D) reveals a troubling pattern for jurisdictions pursuing strategies based on

constant COVID-19 case thresholds. The figure illustrates that strategies with constant lev-

els of caution (circles) are dominated bymany other strategies. Vaccination-based strategies

(squares) and time-based strategies (triangles) are closer to the origin in that plot. Table

3.1 includes the strategies with constant level of caution and flags strategies that dominate

the baseline strategy (C-6-1) with an asterisk. We find that strategies using a constant level

of caution (the circles in figure 3.2 D) are systematically dominated, except for the most

stringent strategy or the most relaxed strategies. That is to say, unless society is willing to

indefinitely sustain the highest level of stringency we considered, sustaining a fixed level of

caution is always dominated by strategies that change the level of caution over time.

Of course, this result does notmean thatCalifornia or other jurisdictions can startwith

a level of caution of six and achieve better results by lowering the same level of caution. As

table 3.1 indicates, any reduction of the level of caution necessarily results in higher deaths.

For example, starting with a level of caution of six and reopening too soon (e.g., strategy

T-6-4 starts with a level of caution of 6 and reduces the level of caution by 50% on March

10th, 2021) results in doubling the number of deaths 75𝑡ℎ regret percentile, while achieving

only a decrease of 27 days of number of days under NPIs.
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Table 3.1: Regret Percentiles by Metric and Strategy for a Set of Non-dominated and
Constant-caution Strategies

Strategy Strategy Parameters Deaths per
100 k

NPI Days

C-24-1 constant 0 252
V-24-2 𝑉 ∗ = 60%; 𝑘𝑐 = 15 1 248
T-24-6 𝛼 = 50%; 𝑇𝛼 = 2021 − 09 − 26 1 249
V-24-1 𝑉 ∗ = 60%; 𝑘𝑐 = 10 1 248
T-24-5 𝛼 = 50%; 𝑇𝛼 = 2021 − 07 − 04 1 248
V-24-5 𝑉 ∗ = 50%; 𝑘𝑐 = 10 2 244
V-24-6* 𝑉 ∗ = 50%; 𝑘𝑐 = 15 3 240
T-24-4* 𝛼 = 50%; 𝑇𝛼 = 2021 − 03 − 10 4 229
C-12-1 constant 4 247
T-24-3* 𝛼 = 10%; 𝑇𝛼 = 2021 − 09 − 26 5 225
V-12-2 𝑉 ∗ = 60%; 𝑘𝑐 = 15 5 242
T-12-6* 𝛼 = 50%; 𝑇𝛼 = 2021 − 09 − 26 5 238
V-12-1 𝑉 ∗ = 60%; 𝑘𝑐 = 10 5 243
V-24-3* 𝑉 ∗ = 40%; 𝑘𝑐 = 10 6 238
T-12-5* 𝛼 = 50%; 𝑇𝛼 = 2021 − 07 − 04 6 240
V-12-5* 𝑉 ∗ = 50%; 𝑘𝑐 = 10 8 238
V-12-6* 𝑉 ∗ = 50%; 𝑘𝑐 = 15 8 232
T-24-2* 𝛼 = 10%; 𝑇𝛼 = 2021 − 07 − 04 9 213
V-24-4* 𝑉 ∗ = 40%; 𝑘𝑐 = 15 10 222
T-12-4* 𝛼 = 50%; 𝑇𝛼 = 2021 − 03 − 10 11 222
T-12-3* 𝛼 = 10%; 𝑇𝛼 = 2021 − 09 − 26 12 217
C-6-1 constant - (baseline strategy) 12 238
T-6-6 𝛼 = 50%; 𝑇𝛼 = 2021 − 09 − 26 14 223
V-6-2 𝑉 ∗ = 60%; 𝑘𝑐 = 15 14 231
V-6-1 𝑉 ∗ = 60%; 𝑘𝑐 = 10 15 230
T-6-5 𝛼 = 50%; 𝑇𝛼 = 2021 − 07 − 04 16 224
V-6-5 𝑉 ∗ = 50%; 𝑘𝑐 = 10 19 218
V-6-6 𝑉 ∗ = 50%; 𝑘𝑐 = 15 19 213
T-6-3 𝛼 = 10%; 𝑇𝛼 = 2021 − 09 − 26 22 204
T-6-4 𝛼 = 50%; 𝑇𝛼 = 2021 − 03 − 10 24 211
V-6-3 𝑉 ∗ = 40%; 𝑘𝑐 = 10 27 195
C-3-1 constant 28 209
T-6-2 𝛼 = 10%; 𝑇𝛼 = 2021 − 07 − 04 33 168
V-6-4 𝑉 ∗ = 40%; 𝑘𝑐 = 15 33 177
C-1.5-1 constant 50 161
T-6-1 𝛼 = 10%; 𝑇𝛼 = 2021 − 03 − 10 71 112
C-0.5-1 constant 93 73

Notes: This table presents a subset of the strategies evaluated in this paper. This table
presents only strategies that use a constant level of caution, or dominate the baseline strat-
egy C-6-1, allowing for a margin of 1%. The parameters column describes policy levers
that characterize each strategy, as described in the methods section. The final two columns
present the 75𝑡ℎ regret percentile of two metrics of interest.
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The strategies that dominate the baseline strategy (C-6-1) while resulting in a lower or

equivalent number of deaths share the same characteristics. They start with a higher level

of caution, then relax their level of caution as vaccination and time advances. For example,

strategy T-12-5 starts with a higher level of caution of 12 and relaxes its level of caution by

50% on the fourth of July. By doing so, this strategy outperforms the baseline strategy C-6-1

by halving the number of deaths using two additional days under NPIs. Starting with high

stringency levels then relaxing when immunity is widespread is arguably what other coun-

tries with higher capacity to control COVID-19 (i.e., New Zealand) will do and our results

support that strategy. Although California’s Blueprint for a Safer economy plan originally

had fixed thresholds, California has imposed a regional stay-at-home order from Decem-

ber 2020 through January 2021, effectively increasing the level of caution in that period.

Recently, California updated its plan and made it dependent on vaccination rollout (State

of California 2021b). Our results generally support changes on reopening plans that effec-

tivelymake reopening policiesmore stringent while immunity is not widespread. Nonethe-

less, our results also demonstrate that stress-testing a wide range of strategies against other

alternatives is important to verify whether selected policies are not clearly dominated by

other alternatives.

While simpler SEIR models with homogenous populations might produce similar re-

sults, that result might not be observed in models assuming homogenous populations. We

attribute at least part of our results and the rationale behind the vaccine-based strategies

to the interactions between the vaccination strategy being used and the heterogeneities

included in our model. As more individuals from the most vulnerable groups are immu-

nized first, the average infection-fatality ratio (IFR) amongst the currently infected should

decrease, thus suggesting that strategies with a fixed level of caution would be dominated.

In the limit, as we approach an endemic state (Lavine, Bjornstad, and Antia 2021), the

marginal benefit of NPIs decrease and the strategies accounting for these dynamics dom-

inate strategies with fixed thresholds. The time scale of that transition depends on several

factors, including heterogeneous fatality rates, vaccination strategy, and the rate at which
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immunity increases and wanes in the population. Our analysis evaluated these policies

not only on a single-best estimate of model parameters, or on a single sample from the

posterior distribution of calibrated parameters, but against 20,000 futures defined by well-

characterised and deep uncertainties (see section 3.5). Other analyses using similar models

or agent-based models that incorporate those heterogeneities should reach similar conclu-

sions.

3.4 Discussion

Ourmain substantive conclusion is that adaptive reopening strategies with fixed thresholds

can be dominated by policies that are initially more stringent but are relaxed over time.

While this finding points to potentially better policies, it also demonstrates that seemingly

sensible reopening policies might not be pareto-efficient. This finding has important impli-

cations for existing reopening plans, not only in California but also for other US states and

countries pursuing similar reopening strategies. These findings suggest that localities with

stringent policies might have to craft time or vaccine-based reopening policies as vaccina-

tion ismadewidely available. Similarly, jurisdictions pursuing strategies with a low baseline

level of caution might be trading death regret for small benefits, and are vulnerable to the

emergence of new, more transmissible strains. Failing to cautiously adjust reopening poli-

cies will result in excess deaths from premature reopening decisions and/or unnecessary

economic burden on those most vulnerable. While balancing multiple outcomes has not

generally been done formally by policymakers (i.e., we still fail to find reopening plans that

are backed by many-objective analyses stress-testing the decision rules embedded in those

reopening plans), these decisions are arguably the most important policy decisions of 2021

and have far-reaching consequences.

After demonstrating that current strategies can be pareto-dominated, the next ques-

tion is whether and how pareto-efficient strategies can be implemented. This paper does
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not offer a fixed timetable for when thresholds should be changed because doing so would

defeat the purpose of our quest for robust reopening strategies. In our model, strategies

are defined with respect to local conditions such as the number of cases and vaccination

rates, which may be different across regions. However, after running our analysis and

considering a large experimental design for a single state as we did for California, one

can find a time-based reopening strategy that approximates the performance of the ro-

bust vaccination-based strategy, provided that vaccination progresses as expected. Trans-

lating a vaccination-based strategy to a time-based might prove useful for implementation

purposes because vaccination strategies were defined as smooth functions of vaccination.

Because vaccination rates are not equal across jurisdictions and the immunity status of the

population would differ, the resulting timetable would be different for each jurisdiction,

but would likely dominate alternative fixed-threshold strategies. Nevertheless, the general

result that fixed-threshold reopening policies are dominated would still hold because they

are a result of model structure, not parameters that describe the population of California.

Our results are generally in linewith prior studies that have used similarmodels, but go

beyond their usual findings by emphasizingwhich policies can be dominated. Other studies

have also found a tradeoff between premature reopening amidst vaccination and COVID-

19 outcomes (Moore et al. 2021; Alhogbi et al. 2021; Patel et al. 2021; Gozzi, Bajardi, and

Perra 2021; Gumel et al. 2020; Betti et al. 2021). Moreover, a study using an ensemble of

models also found tradeoffs between the duration of interventions and COVID-19 deaths

averted, with longer intervention periods being required to control the pandemic, which

is in line with our findings (Shea, Borchering, et al. 2020). This analysis, however, also

demonstrates that strategies with fixed-case thresholds can be dominated.

The disparities exacerbated by the pandemic offer a compelling reason for more con-

cern and rigor in defining reopening plans. While affluent populations are hedged against

health and economic risks by savings and remote employment, vulnerable populations -

within the US and abroad - have been experiencing the worst of the pandemic. Vulner-

able populations were more likely to have had COVID-19 (Chang et al. 2020), be denied
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in-person education (Diliberti and Kaufman 2020), and experience hunger during the pan-

demic (Gundersen et al. 2020). How NPIs are managed in the next several months will de-

termine the outcomes of the COVID-19 pandemic and will shape the trade-offs that these

populations face. While our paper did not explicitly evaluate outcomes for distinct sub-

populations within California or other jurisdictions, the evidence so far overwhelmingly

points to the conclusion that populations at the margins are likely to pay a high proportion

of the costs presented in this analysis, and therefore will bear the burden of dominated re-

opening strategies. If policymakers choose pareto-dominated reopening strategies, then it

is inevitable that the already vulnerable populations will be the most affected by the conse-

quences of dominated decisions.

Even after accounting for multiple uncertainties and simulating a wide range of strate-

gies under many conditions, this analysis has a series of limitations. While we account for

three behavioral responses in our model (increase in mixing due to vaccination, change in

transmissibility driven by changes in behaviors, and willingness to vaccinate), this analysis

does not contain an endogenous behavioral response to changing prevalence other than

the effects induced by the NPIs. In reality, people likely voluntarily react to COVID-19

prevalence, businesses adapt their operations to reduce the risk of transmission, and all

these responses endogenously reduce the need for state-mandated NPIs. Similarly, when

individuals or businesses relax, new surges can happen. These endogenous behavioral re-

sponses would likely introduce additional oscillations and dynamic challenges to the NPIs

and might even dominate model dynamics if included. However, we are not aware of com-

prehensive behavioral models that we could confidently apply to our model at this stage.

Better incorporating plausible behavioral mechanisms in our model is one of the next steps

in our research agenda, and could reveal even more interesting results.

Although we consider immunity duration as an uncertainty, our analysis does not

explicitly account for multiple components of immunological protection that will likely in-

fluence the transition to an endemic state (Lavine, Bjornstad, and Antia 2021). However,

doing so would likely strengthen the case for time-varying strategies. If sterilizing immu-
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nity is short-lived but second infections have a substantially lower IFR, then loss of immu-

nity (Hansen et al. 2021) will represent a smaller challenge going forward, thus requiring

a lower level of intervention in the future. This analysis also does not address other long-

term outcomes from alternative policies (lack of traditional education in the long-term

educational outcomes, long-term COVID-19 health effects such as lung damage, mental

health impacts of isolation, other illness exacerbated by reduced use of non-COVID health

services, the impact of financial effects on mental and physical health, etc.).

Another set of limitations are a result of our model’s structure. The model used in

this analysis is a deterministic ODE model with heterogeneous population strata, implying

that eradicating COVID-19 is never achieved. While this assumption might be reasonable

for US states given the lack of coordination and commitment to NPI policies, this assump-

tion is not reasonable for smaller countries or countries with tight travel controls that were

able to at least momentarily eradicate COVID-19 through swift lockdowns and prevented

re-seeding for extended periods of times (e.g., New Zealand and Australia). Such coun-

tries can benefit from our framing but should adopt models that can represent eradication,

which will indicate that swift lockdowns are the most effective policy, provided that there

is high compliance to those measures. Because our model is defined at the state level, this

analysis also does not represent interactions among different geographic levels. Account-

ing for multiple geographic levels and re-seeding would also likely weaken the case for

constant strategies and strengthen our conclusions. Finally, this analysis does not explic-

itly consider distributional concerns. While these limitations have the potential to shift the

tradeoff curves, they are unlikely to change our substantive results. Future iterations of this

analysis might choose to include these additional mechanisms and further stress test more

policies against an even wider set of uncertainties.

Despite these limitations, this analysis demonstrated that the RDM approach can be

useful to stress-test a wide range of COVID-19 reopening policies under conditions of deep

uncertainty. More broadly, other decision-making under deep uncertainty (DMDU)meth-

ods and tools (Walker, Lempert, and Kwakkel 2013) might also prove useful. While this
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paper only used the tools required to demonstrate that current reopening policies could

be dominated, future work may make use of other available tools. Future work can explore

how the use of rival framings that account for alternative objectives (Quinn et al. 2017)may

support different policy recommendations, as well as howMany-objective Robust Decision

Making (Kasprzyk et al. 2013) could improve the trade-off surfaces we presented. Further,

other many objective approaches that incorporate deep uncertainty in the many-objective

search process (Watson and Kasprzyk 2017; Bartholomew and Kwakkel 2020) may also

result in alternative policies.

These approaches can accommodate the relaxation of model and methodological as-

sumptions, allowing the policy set to be tested in an increasingly larger experimental design,

helping to meet the demand for rational policy-making during a pandemic (Berger et al.

2021). In that regard, our work contributes to a stream of analyses (Li et al. 2019; Shea,

Runge, et al. 2020) and initiatives (MIDAS Network 2020) that seek to address structural

uncertainties in infectious disease models. RDM and other DMDU methods share many

of the goals of these approaches (Shea, Runge, et al. 2020) but differ in how they addresses

uncertainty. Understanding those differences and how DMDU methods can contribute to

and learn from existing approaches used by infectious disease modelers might be useful to

help policymakers make better decisions in this and the next pandemic.
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3.5 Supporting Information

This section presents supporting information detailing themodel used in this analysis 3.5.1,

the calibration strategy 3.6, the experimental design @ref(reopeningexperimental design),

computing environment 3.8, and the R package developed to support this work 3.9. Sup-

porting tables and figures were omitted from this dissertation chapter for brevity and are

available in Nascimento de Lima et al. (2021).

3.5.1 Model

Themodel used in this analysis is based on our previously publishedODEmodel (Vardavas

et al. 2020) and its recent extension (Vardavas, Nascimento de Lima, and Baker 2021b). In-

dividuals in our population are divided into 21 compartments. The set of compartments

that are common to our NPI-only model include: The noninfected and susceptible (𝑆),

the exposed and infected but not yet infectious (𝐸), the presymptomatic or primary infec-

tious stage (𝑃 ), the infected with mild symptoms (𝐼𝑆𝑚), the infected with severe symp-

toms (𝐼𝑆𝑠), the diagnosed infected with mild symptoms (𝑌𝑆𝑚), the diagnosed infected

with severe symptoms (𝑌𝑆𝑠), the non-ICU hospitalized (𝐻), the hospitalized in the ICU

(𝐻𝐼𝐶𝑈), the infected asymptomatic (𝐼𝐴), the diagnosed infected asymptomatic (𝑌𝐴), and

those that died (𝐷). We assume that individuals in the 𝑃 and 𝐼𝐴 compartments are com-

pletely asymptomatic and thus are unaware of being infectious. All those compartments

were present in our previous work (Vardavas et al. 2020; Vardavas, Nascimento de Lima,

and Baker 2021b).

The model used in this paper includes new compartments aiming to represent vac-

cination roll-out. Here, we focus our description on these compartments. New compart-

ments include those who have received a full vaccination dose (𝑉 ), the vaccinated who

have been infected and are in the exposed and infected but not yet infectious stage (𝐸𝑣),
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the vaccinated in the presymptomatic infectious stage (𝑃𝑣), the vaccinated in the infected

asymptomatic (𝐼𝐴𝑣) and those diagnosed infected asymptomatic (𝑌𝐴𝑣). This model also

has three distinct recovered stages 𝑅𝐼 , 𝑅𝐴 and 𝑅𝐴𝑣 allowing us to respectively track those

that have recovered having been symptomatic, non-vaccinated asymptomatic, and vacci-

nated asymptomatic. We assume that mild symptoms are a dry cough and a fever, while

severe symptoms also include shortness of breath. The sum of the population in all of the

states gives the total population 𝑁 . However, we assume that 𝑁 = 1 and thus each state

variable gives the proportion of the population belonging to that state.

Our compartmental model is described by the following set of coupled ordinary dif-

ferential equations (ODEs) in eqs. (3.4). Most of theODEs and transition rates in equations

(3.4) are the same as those used by our first COVID-19 transmission model described in

our recent work (Vardavas, Nascimento de Lima, and Baker 2021b). Here we focus on

providing a high-level overview of the way NPIs are represented in our model and on de-

scribing the additionsmade to the ODEs and themodel. Vaccination is themost important

addition compared to our previous model, and most of the description is centered around

how we model vaccination.
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̇𝑆 = − 𝜆𝑆 − 𝜔(𝑡)𝑆,
̇𝑉 = 𝜔𝑆 − 𝜆𝑣𝑆,
̇𝐸 = 𝜆𝑆 − 𝜈𝐸,
̇𝑃 = 𝜈𝐸 − (𝛾𝑆 + 𝛾𝐴)𝑃 ,
̇𝐸𝑣 = 𝜆𝑣𝑉 − 𝜈𝑣𝐸𝑣,
̇𝑃𝑣 = 𝜈𝑣𝐸𝑣 − (𝛾𝑉 + 𝛾𝐴𝑣)𝑃 ,
̇𝐼𝐴 = 𝛾𝐴𝑃 − [𝜉𝐴 + 𝜁𝐴(𝑡)]𝐼𝐴,
̇𝑌𝐴 = 𝜁𝐴(𝑡)𝐼𝐴 − 𝜉∗

𝐴𝑌𝐴,
̇𝐼𝐴𝑣 = 𝛾𝐴𝑣𝑃 − [𝜉𝐴 + 𝜁𝐴𝑣(𝑡)]𝐼𝐴𝑣,
̇𝑌𝐴𝑣 = 𝜁𝐴𝑣(𝑡)𝐼𝐴𝑣 − 𝜉∗

𝐴𝑌𝐴𝑣,
̇𝐼𝑆𝑚 = 𝛾𝑆𝑃 − [𝜐 + 𝜉𝑚 + 𝜁𝑆(𝑡)]𝐼𝑆𝑚,
̇𝑌𝑆𝑚 = 𝜁𝑆(𝑡)𝐼𝑆𝑚 − [𝜐∗ + 𝜉∗

𝑚]𝑌𝑆𝑚,
̇𝐼𝑆𝑠 = 𝜐𝐼𝑆𝑚 − [𝜉𝑠 + 𝜇𝑠 + ℎ𝐴𝐻 + (1 − 𝐴𝐻)𝜁𝑆(𝑡)]𝐼𝑆𝑠,
̇𝑌𝑆𝑠 = (1 − 𝐴𝐻)𝜁𝑆(𝑡)𝐼𝑆𝑠 + 𝜐∗𝑌𝑆𝑚 − [𝜉∗

𝑠 + 𝜇𝑠 + ℎ∗𝐴𝐻]𝑌𝑆𝑠,

�̇� = 𝐴[ℎ𝐼𝑆𝑠 + ℎ∗𝑌𝑆𝑠] − [𝜇𝐻 + 𝜒 + 𝜉𝐻]𝐻,

�̇�𝐼𝐶𝑈 = 𝐴𝐼𝐶𝑈𝜒𝐻 − [𝜇𝐼𝐶𝑈 + 𝜉𝐼𝐶𝑈 ]𝐻𝐼𝐶𝑈 ,

�̇�𝐴 = 𝜉𝐴𝐼𝐴 + 𝜉∗
𝐴𝑌𝐴,

�̇�𝐴𝑣 = 𝜉𝐴𝐼𝐴𝑣 + 𝜉∗
𝐴𝑌𝐴𝑣,

�̇�𝑆 = 𝜉𝑚𝐼𝑆𝑚 + 𝜉∗
𝑚𝑌𝑆𝑚 + 𝜉𝑠𝐼𝑆𝑠 + 𝜉∗

𝑠𝑌𝑆𝑠 + 𝜉𝐻𝐻 + 𝜉𝐼𝐶𝑈𝐻𝐼𝐶𝑈 ,

�̇� = 𝜇𝑆(𝐼𝑆𝑠 + 𝑌𝑆𝑠) + [𝜇𝐻 + (1 − 𝐴𝐼𝐶𝑈)𝜒]𝐻 + 𝜇𝐼𝐶𝑈𝐻𝐼𝐶𝑈 .

(3.4)

The additional disease compartments include new disease-specific progression rates.

In particular, disease progression rates for those that have vaccinate can differ from those

who have not. The vaccination rate is given by the parameter 𝜔(𝑡), described later in this
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paper. We denote the per-person progression rate from exposure to the presymptomatic

for those vaccinated by 𝜈𝑣. The progression rates for those who vaccinate differs from the

progression rates for those who do not vaccinate. Hence, the progression rates 𝛾𝑣 and 𝛾𝐴𝑣

are not respectively equal to 𝛾𝑆 and 𝛾𝐴. However, we assume that the overall duration

of the presymptomatic phase does not change with vaccination. Hence, (𝛾𝑣 + 𝛾𝐴𝑣)−1 =
(𝛾𝑆 + 𝛾𝐴)−1. However, the proportion 𝑎𝑣 of those vaccinated that remain asymptomatic

is higher than the same proportion 𝑎0 of those who did not. Hence, 𝑎𝑣 > 𝑎0, where

𝑎𝑣 = 𝛾𝐴𝑣(𝛾𝑣 + 𝛾𝐴𝑣)−1 and 𝑎0 = 𝛾𝐴(𝛾𝑆 + 𝛾𝐴)−1. We assume that those who have

been vaccinated but get infected and developmild symptoms progress through the disease’s

clinical states as if they were not vaccinated. Hence, for these people, we assume that the

vaccine has failed and no longer provides benefits. However, the majority of vaccinated

individuals will continue to stay asymptomatic. Their disease progression rate is the same

as those asymptomatic who did not vaccinate except for the detection rate. We assume that

those who are vaccinated and asymptomatic have a lower rate of seeking to get tested, and

hence 𝜁𝐴𝑣 < 𝜁𝐴.

Our model also tracks additional outputs. We compute the true cumulative case

counts ̇𝐶𝑇 ; the reported cumulative case counts ̇𝐶𝑅, the cumulative number of people

tests ̇𝑇 , the reported recovered �̇�𝑅, the reported deaths �̇�𝑅 and the reported case-fatality

rate CFR𝑅(𝑡). These output quantities are respectively computed using eqs. (3.5).

̇𝐶𝑇 = 𝜆,
̇𝐶𝑅 = 𝜁𝑆[𝐼𝑆𝑚 + (1 − 𝐴𝐻)𝐼𝑆𝑠] + ℎ𝐴𝐻𝐼𝑆𝑠 + 𝜁𝐴𝐼𝐴,
̇𝑇 = ̇𝐶𝑅 + 𝜁(𝑆 + 𝐸 + 𝑃 ),

�̇�𝑅 = 𝜉∗
𝐴𝑌𝐴 + 𝜉∗

𝑚𝑌𝑆𝑚 + 𝜉∗
𝑠𝑌𝑆𝑠 + 𝜉𝐻𝐻 + +𝜉𝐼𝐶𝑈𝐻𝐼𝐶𝑈 ,

�̇�𝑅 = �̇� − 𝜇𝑆𝐼𝑆𝑠,

CFR𝑅(𝑡) = 𝐷𝑅(𝑡)/𝐶𝑅(𝑡).

(3.5)
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3.5.2 Population Groups and Mixing

Our model considers different population groups or strata. We consider five population

strata, including the front-line essential workers (FLEW), the employed non-FLEW, the

unemployed, minors of age below 17, and seniors of 65 and above. The first three popula-

tion strata only include those aged 18 to 64. The prognosis parameters that enter the ODEs

depend on the population strata. Prognosis parameters include the proportion of people

that develop symptoms (i.e., 𝛾𝑆, 𝛾𝐴, 𝛾𝑉 and 𝛾𝐴𝑣), the proportion of symptomatic who de-

velop severe and critical symptoms (i.e., 𝜐 and 𝜒), and the proportion of critical cases that

lead to death without pharmaceutical treatment (i.e., 𝜇𝐼𝐶𝑈).

The structure of the model is expressed as an array of ODEs, where the disease pro-

gression dynamics for each stratum are expressed by equations (3.4). This formulation ex-

tends themodel from themore conventional version of a single-strata compartment model

that assumes homogeneous mixing and implicit interactions within the population. Het-

erogeneity in disease transmission is introduced by strata-dependent mixing contact rates

describing the variations in how people belonging to the different population strata mix

with each other. These strata-dependent mixing contact rates control the transmission dy-

namics, specifically the force of infection terms 𝜆 and 𝜆𝑣 that enter the ODEs.

We consider six different mixing modes including household, work, school, commer-

cial, recreation, and other. We used a combination of a network-based dataset and self-

reported survey data to create matrices describing the average daily contacts between each

stratum in each mixing mode (Mossong et al. 2008; Prem, Cook, and Jit 2017). We decom-

pose these matrices into a set of row normalized five-by-five mixing matricesM𝑚, column

normalized contact vectors k𝑚, and scalar mode weight 𝑤𝑚 for each mixing mode labeled

by the index 𝑚. The total contact matrix, 𝐾 is calculated by a weighted sum of the mode-

specific contact matricesK𝑚, and expressed in eq. (3.6), where ⊙ denotes the element-wise

multiplication. The weights, 𝑤𝑚 give the proportion of contacts (or duration of contacts)
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of how people mix over the different mixing modes. Under the disease-free status-quo

conditions these weights sum to one, hence ∑𝑚 𝑤𝑚 = 1.

K = ∑
𝑚

𝑤𝑚[k𝑚 ⊙ M𝑚] = ∑
𝑚

𝑤𝑚K𝑚 (3.6)

3.5.3 Modeling SARS-CoV-2 Transmission

SARS-CoV-2 transmission is modeled by the force of infection 𝜆 which characterizes how

infectious people in each disease state infect others. We express the force of infection as a

vector of five elements, one for each stratum and expressed in eq. (3.7), where 𝑐𝑒𝑓𝑓 rep-

resents the effective contact rate, and 𝛽𝑒𝑓𝑓 effective transmissibility, and 𝑋𝐼 represents

the set of the infectious disease compartments. This set includes all the disease stages that

are infectious, including those that follow from disease transmission of vaccinated people,

namely 𝑃𝑣, 𝐼𝐴𝑣 and 𝑌𝐴𝑣. People who have COVID-19 symptoms or are diagnosed are less

likely to mix socially.

𝜆(𝑡) = 𝑘𝜆𝑐𝑒𝑓𝑓𝛽𝑒𝑓𝑓K ⋅ ∑
𝑋𝐼

𝑚𝑋𝐼
X𝐼(𝑡) (3.7)

Moreover, people in the early stages of the disease are more infectious. Hence, we

use the coefficients 𝑚𝑋𝐼
to represents the multiplicative reduction factor for infectious

states 𝑋𝐼 that scale the transmission rate relative to the asymptomatic and unaware of

being infectious. We compute the value of the product 𝑐𝑒𝑓𝑓𝛽𝑒𝑓𝑓 by setting the values of

the basic reproductive ratio 𝑅0. By using the next-generation matrix method we find that

𝑐𝑒𝑓𝑓𝛽𝑒𝑓𝑓 = 𝑅0/𝑡𝑒𝑓𝑓 , where the time scale 𝑡𝑒𝑓𝑓 is expressed in terms of the multiplicative

coefficients 𝑚𝑋𝐼
and the values of the disease progression rates (Driessche and Watmough

2002; Vardavas, Nascimento de Lima, and Baker 2021b). The multiplicative factor 𝑘𝜆 rep-

resents a calibration constant. Heterogeneity in transmission rates across the population
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strata is accomplished by the total contact matrix 𝐾 .

Our model assumes imperfect vaccines whereby those who vaccinate may still con-

tract the disease and become infectious and symptomatic. In section 3.5.7, we describe

how we model the efficacy of the vaccine and the virus transmission amongst those who

vaccinated.

3.5.4 Nonpharmaceutical Intervention Levels

Nonpharmaceutical interventions (NPIs) based on social distancing reduce the total num-

ber of unique contacts. They are modeled using a different set of scalar weights 𝑤𝑚 that

enter equation (3.6), and are such that their sum is less than one. For example, we can set all

values of 𝑤𝑚 to zero except for 𝑚 = Household mixing, which retains its original value or

perhaps increases it. Additionally, we can modify the mixing matrix M𝑚 for 𝑚 = House-

hold mixing to describing a different behavior of age group mixing within a household

due to the new social-distancing measures. Hence, we obtain a different contact matrix

𝐾 . Specifically, to model the impact of reduced mixing from NPI level 𝑛 on mode 𝑚,

we define a diagonal matrix Φ{𝑛}
𝑚 . The diagonal elements of Φ{𝑛}

𝑚 specify the reduction in

mixing for each stratum in mode 𝑚 relative to the disease-free state. For interventions that

apply to all strata (i.e., where each stratum changes their mixing by the same proportion),

such as the closure of schools, all diagonal elements of Φ{𝑛}
𝑚 have the same value. However,

there are some interventions that only apply to some strata and not others. For example,

the case when only essential front-line workers are expected to attend their workplaces.

In such cases, the diagonal elements of Φ{𝑛}
𝑚 take on different values, each specifying the

strata-mode specific impact of the NPI. Hence, the expression for K{𝑛} that accounts for

the impact of NPIs is

K{𝑛} = ∑
𝑚

𝑤𝑚 {(Φ{𝑛}
𝑚 )1

2K𝑚(Φ{𝑛}
𝑚 )1

2 } (3.8)
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Vardavas, Nascimento de Lima, and Baker (2021b) provide a description of the in-

tervention levels which are denoted by the index 𝑛. These intervention levels are used in

our model to mechanistically change the transmission processes at different mixing modes

and the goal of the model is to compute the consequences of that level of transmission on

health outcomes. However, using only those outcomes is not sufficient to properly inform

decision-making. As discussed in the methods section, it is desirable to use additional

outcome measures to evaluate the pareto-efficiency of alternative strategies. Because mi-

norities and workers at high-contact service industries (e.g., hospitality and leisure) are

more likely to face unemployment and income loss during the pandemic (Lee et al. 2021),

accounting for the effects of policies on those populations is essential if modelers seek to

provide comprehensive decision support to policymakers. For these reasons, we seek to

use measures that are monotonically increasing relative to the unknown marginal effect of

NPIs on social welfare. This paper uses the number of days of NPIs as the primarymeasure.

In addition to that measure we obtain an estimate of the weekly income loss incurred in

each of the NPI levels using the baseline estimates from the general equilibrium economic

model (A. Strong and Welburn 2020). At the end of the simulation run, we aggregate the

income loss incurred under each NPI level.

3.5.5 Modeling Adaptive Strategies

This paper presented only three alternative types of adaptive strategies, which resulted in

78 alternative strategies. Yet, there are many potential ways to frame and model reopening

policies. Instead of addressing the question of when society can reopen schools by simu-

lating outcomes under a simple set of rules with an exogenous NPI time-series, we use an

endogenous controller to represent a strategy and ask how policymakers should manage

their level of caution over time. The difference between the two questions is important.

While other studies (Shea, Borchering, et al. 2020) and our early work (Vardavas et al.

2020) addressed the impact of specific fixed policies, this approach does not address the
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important question of how to adapt policies over time conditional on vaccination. While

the first question allows a simple comparison and is more intuitive, the first framing in-

evitably results in large outbreaks if stringent policies are not followed, and might lead to

recommendations that are vulnerable to new strains with higher transmissibility. Because

the benefits of NPIs are a non-linear function of the immunity status in the population,

and because immunity is changing over time, a set of fixed intervention schedules can re-

sult in a menu of options that would be pareto-dominated if a wider set of options was

included. This is the main concern and motivation for expanding the option set with alter-

native strategies.

Framing policies as endogenous also has disadvantages. This formulation implies that

policymakers can and will sustain a coherent level of caution over time, and strictly follow

that strategy. We remedy this disadvantage by conceptualizing the level of caution as a

potentially time-varying control and implementing a stopping condition to cease the use

of NPIs once an immunity threshold based on vaccination is crossed. This approach allows

us to answer specific questions such as “when interventions can be lifted” while using an

endogenous controller that is more robust to uncertainties and representative of adaptive

policies. Rather than being an input, the date when NPIs are relaxed is an outcome - a

function of policy levers and the uncertainties. The rationale behind this formulation is

that policymakers will face higher pressure to relax policies as a wider proportion of the

population is vaccinated.

One approach to reconciling the two approaches could be to run the analysis using the

endogenous policies over a wide range of futures and then derive an NPI time-series from

strategies that were not pareto-dominated. This policy could be translated to an exogenous

policy. We did not explicitly do that in this paper because using that NPI time-series for

other states or countries could be potentially misleading. However, that approach could be

potentially useful for public health departments thatwish to translate dynamic, endogenous

policies to more interpretable prescriptions.
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3.5.6 Vaccination

Our model accounts for a phased vaccination rollout, where a one-dose or a two-dose vac-

cine is distributed to population strata in order of priority. In our model, those who are

immunized (either with a two-dose or a one-dose vaccine) enter the vaccinated compart-

ment 𝑉 . Our model represents vaccination supply and demand separately.

Vaccination capacity is the average rate at which vaccine courses (VCs) can be admin-

istered by state. Vaccination capacity increases over time. We assume that, starting from

the day when vaccines start to be administered, denoted by 𝑡𝑣, the daily supply rate of VCs

𝑠𝑣(𝑡) increases from zero to a maximum daily rate 𝑠{max}
𝑣 based on the sigmoid function in

eq. (3.9).

𝑠𝑣(𝑡) = 𝑠{max}
𝑣

𝑒ln 2⋅(𝑡−𝑡𝑣)/𝜏𝑣 − 1
𝑒ln 2⋅(𝑡−𝑡𝑣)/𝜏𝑣

for 𝑡 ≥ 𝑡𝑣 (3.9)

In (3.9), 𝜏𝑣 is the time scale of capacity increase such that 𝑠𝑣(𝜏𝑣) = 𝑠{max}
𝑣 /2. We

denote the daily number of VCs utilized in each stratum by the vector u(𝑡), and the total

number of available VCs as a stock variable 𝑣(𝑡). The change in the daily number of avail-

able VCs is equal to the difference between the daily number of VCs supplied 𝑠𝑣(𝑡), and
the sum of the daily number of VCs utilized across the population strata, which we denote

by 𝑢(𝑡). The latter is equal to the sum of the elements of the vector u(𝑡). Our model tracks

the total number of available VCs 𝑣(𝑡) by treating it as a stock using the ODE (3.10).

̇𝑣(𝑡) = 𝑠𝑣(𝑡) − 𝑢(𝑡) (3.10)

Our model tracks the total number of utilized VCs in each stratum. This is denoted

by the vector U(𝑡) and is given by the time integral of u(𝑡). The daily number of VCs used

u(𝑡) depends on the vaccination allocation policy and demand. At the start of the vaccine



CHAPTER 3. REOPENING CALIFORNIA 73

rollout, we assume that policymakers specify a vaccination allocation policy. The policy

is denoted by a vector A∗
𝑉 . Its elements determine the proportion of vaccines allocated

to each population strata, and hence they sum to one. The vector A∗
𝑉 specifies the initial

allocation policy, such that higher priority groups have higher values. It is constant over

time. However, the actual allocation policy, denoted by A𝑉 (𝑡) changes over time because

willing members of priority groups deplete as vaccines are distributed. A𝑉 (𝑡) depends on

the proportion of each stratum willing and eligible to receive additional vaccine doses and

the vaccine allocation A∗
𝑉 .

We define the vectorW as the proportion of each stratum approved to receive the vac-

cine and willing to get vaccinated. We then construct an indicator function, I𝑉 (𝑡), which

describes if there is still demand in each stratum at time 𝑡. This allows us to ‘switch off ’

vaccine supply to strata that have been fully vaccinated. The indicator function 𝐼𝑉 (𝑡) is

expressed as a Heaviside step function 𝐻(𝑥), and compares the number of willing and el-

igible individuals, W, to the total number of utilized VCs, U(𝑡), element by element as in

eq. (3.11)

I𝑉 (𝑡) = 𝐻[W − U(𝑡)] (3.11)

Each element of 𝐼𝑉 (𝑡) represents a population stratum. The value of the element is

equal to 1 as long as there are still individuals in the stratum approved and willing to vac-

cinate and equal to 0 otherwise. As of January 2021, the FDA has approved the vaccines

for everyone except minors of less than 16. Hence, the value of the 𝐼𝑉 (𝑡) for the youngest

population strata only considers whether all eligible minors have received the vaccine. The

normalized element-wise multiplication of vectors A∗
𝑉 and D𝑉 (𝑡), gives the time-varying

allocation vector A𝑉 (𝑡), and is expressed in eq. (3.12).

A𝑉 (𝑡) = 𝑁 [A∗
𝑉 ⊙ I𝑉 (𝑡)] (3.12)
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The function 𝑁(.) is a normalization function such that the sum of the elements of

A𝑉 (𝑡) is equal to one. Thus, as the highest priority stratum has all willing members vacci-

nated, this value in A𝑉 (𝑡) is set to zero, and the priority on other strata are increased.

At the beginning of the rollout, we expect the demand for vaccines to be high. For this

case, supply will be limited, and the daily rate of vaccinations in each stratum is given by

𝑠𝑣(𝑡) ⋅ A𝑉 (𝑡). However, when the vaccination capacity is no longer a constraint, the daily

rate of vaccinations in each stratum no longer depends on the initial vaccination policy

A∗
𝑉 . Instead, it depends on demand, which we denote as D𝑉 (𝑡). As mentioned, our indi-

cator function 𝐼𝑉 (𝑡) signals whether demand is present for each stratum. We assume that

demand is limited to the unvaccinated susceptible (𝑆), and recovered (𝑅𝐴 and 𝑅𝑆) popula-

tion. Hence, the vector representing the demand for VCs in each population strata is given

by an element-wise multiplication of vectors 𝑆 + 𝑅𝐴 + 𝑅𝑆, and I𝑉 (𝑡), and expressed as

D𝑉 (𝑡) = (S + RA + RS) ⊙ I𝑉 (𝑡). When people no longer perceive the vaccination capac-

ity as constrained, they may seek to get vaccinated at a different rate, 𝑠𝑤(𝑡). We assume

that this probability is the same across the population strata and does not vary with time.

We also make the assumption that vaccination rate is independent of the Nonpharmaceu-

tical intervention policy. Hence, in our model the daily consumption rate of VCs is the

minimum of supply and demand in each strata.

The function 𝑃min[x, y] is the parallel minimum and returns the element-wise mini-

mumbetween the vectors x and y. We can convert this into a per-person daily consumption

rate of VCs among the susceptible:

𝜔(𝑡) = 𝑢(𝑡)
S + RS + RA

(3.13)

Both the Heaviside step function and the parallel minimum introduce abrupt changes

in the model dynamics and lead to a significant increase in stiffness of the ODEs. This is

problematic because it significantly slows the numerical solvers. To resolve this issue, we
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used a continuous approximation to these functions. For example, we approximated the

step function with a very steep sigmoid function.

3.5.7 Vaccination Efficacy

Our model separately considers the vaccine efficacy in protecting from disease transmis-

sion and in preventing symptoms. As inputs, the model requires the specification of the

vaccine’s overall efficacy of 𝑒𝑣 and efficacy in protecting from disease transmission 𝑒𝑡𝑣.

The overall efficacy is given by 𝑒𝑣 = 1 − 𝐹𝑣/𝐹0 where 𝐹𝑣 is the proportion of individuals

in the treatment group that during phase 3 vaccine trials reported having symptoms, and

𝐹0 represents the same proportion in the control-placebo group. We can express 𝐹𝑣 and

𝐹0 in terms of the 𝑒𝑣 as

𝐹𝑣 = 𝛽(1 − 𝑒𝑡𝑣)(1 − 𝑎𝑣)

𝐹0 = 𝛽 ⋅ (1 − 𝑎0)
(3.14)

where 𝛽 is the overall transmissibility common to the treatment and the control group.

The proportions 𝑎𝑣 and 𝑎0 respectively represent the probabilities of remaining asymp-

tomatic after being infected for those who do and do not vaccinate. It follows that we

can express 𝑎𝑣 in terms of 𝑎0 using the vaccine’s efficacy values by the expression 𝑎𝑣 =
1 − (1−𝑒𝑣)(1−𝑎)

1−𝑒𝑡𝑣
. Therefore, by specifying 𝑎, 𝑒𝑣 and 𝑒𝑡𝑣 we can find the value for 𝑎𝑣 and

hence the relative probabilities that those who are vaccinated develop mild or severe dis-

ease, expressed through 𝛾𝑉 and 𝛾𝐴𝑣.

To model the transmission of SARS-CoV-2 to those who have vaccinated we con-

sider both the efficacy of the vaccine in protecting from disease transmission 𝑒𝑡𝑣 as well

as the increase in the rate of social mixing of those who have vaccinated. Following from

section 3.5.3, we express the force of infection on those who have vaccinated as �𝑣(𝑡) =
𝑘𝜆𝑐𝑒𝑓𝑓𝛽𝑒𝑓𝑓(1−𝑒𝑡𝑣)𝑚𝑣K ⋅∑𝑋𝐼

𝑚𝑋𝐼
X𝐼(𝑡). The coefficient 𝑚𝑣 represents a multiplicative



CHAPTER 3. REOPENING CALIFORNIA 76

factor that accounts for the overall effect of behavior changes of the people who vaccinate.

For example, these behavioral changes include the tendency for those who vaccinate to be

less willing to comply with NPIs and continue to wear their masks, and to generally in-

crease their social mixing rate. 𝑋𝐼 represents the set of all infectious states and it includes

the states 𝑃𝑣, 𝐼𝐴𝑣 and 𝑌𝐴𝑣. These three infectious states follow from the disease trans-

mission to those who have vaccinated. Hence, both equations depend on the coefficients

𝑚𝑃𝑣
, 𝑚𝐼𝐴𝑣

and 𝑚𝑌𝐴𝑣
that scale the transmission rate relative to the asymptomatic and

unaware of being infectious. The multiplicative factor 𝑚𝑣 is included as part of these three

coefficients. For example, we set 𝑚𝑃𝑣
= 𝑚𝑣𝑚𝑃 , and likewise for the other two factors.

Hence, our transmission model considers a squared behavioral effect whereby people who

are vaccinated increasingly mix amongst each other by an overall multiplicative factor of

𝑚2
𝑣.

3.5.8 Additional Mechanisms

Our model includes additional mechanisms that influence the long-term transmission dy-

namics. These include seasonality and loss of immunity. Wemodel seasonality in transmis-

sion by multiplying 𝑐𝑒𝑓𝑓𝛽𝑒𝑓𝑓 by a time-varying term denoted by 𝜗(𝑡) that has an average

value equal to one over a year. We use a sinusoidal function to describe 𝜗(𝑡). A parame-

ter 𝑠 controls for the strength of the seasonal effect in the time-varying function 𝜗(𝑡). To

model loss of immunity (Hansen et al. 2021), we allow those who recover can become sus-

ceptible again. We use a first-order boxcar method and include an intermediate recovered

compartment 𝑅𝐵, which recovered people transition into before losing immunity and re-

turning the susceptible population pool 𝑆. These mechanisms are described in more detail

in our prior work (Vardavas, Nascimento de Lima, and Baker 2021b).
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3.6 Calibration

Model calibration was performed using the Incremental Mixture Approximate Bayesian

Computation (IMABC) algorithm (C. M. Rutter, Ozik, Deyoreo, et al. 2019). The calibra-

tion approach requires the specification of parameter priors 𝜋(𝜃𝑐) and calibration targets

𝑦∗. IMABC begins with a rejection-based approximate Bayesian computation (ABC) step,

drawing a sample of parameters 𝜃𝑐 of size 𝑁0 from their prior distribution 𝜋(𝜃𝑐), simu-

lating calibration targets 𝑦𝑡, and accepting parameters that yield simulated outcomes near

observed targets within initial tolerance bounds of 𝑦∗
𝑡 ± 𝜖𝑓,𝑡. Next, the sample is iteratively

updated by drawing additional candidate parameters from a mixture of multivariate nor-

mal distributions, centered at the parameters that yield simulated targets that are closest to

observed targets. As more points are accepted, the initial tolerance bounds are narrowed,

and parameters that yield simulated targets outside of these new bounds are removed. The

algorithm has converged when it obtains the requested number of draws that are within

final tolerance intervals, 𝑦∗
𝑡 ± 𝜖𝑓,𝑡. Once the algorithm has converged, posterior estimates

can be obtained using a weighted sample from accepted parameter vectors (C. M. Rutter,

Ozik, Deyoreo, et al. 2019). The weights account for the selection of the sample, using the

normal mixture distributions.

We calibrate the model using from March 1st, 2020 through December 25th, 2020.

We use this time period because we are interested in how policymakers should shift their

reopening strategy after vaccination started in theUS.Weuse cumulative deaths time-series

at the state level, collapsed at ten 30-day intervals 𝑦𝑡, 𝑡 ∈ {1, ..., 10} starting in March 1st,

2020 through December 25th, 2020. We set the initial tolerance level as 𝜖𝑖 = 𝑚𝑎𝑥(𝑦𝑡) and

the final tolerance level as 𝜖𝑓 = 0.2𝑚𝑎𝑥(𝑦𝑡) where 𝑦𝑡 is the cumulative number of deaths.

Therefore, the goal of the algorithm is to find model runs that are within the envelope 𝑦𝑡 ±
𝜖𝑓,𝑡 of the cumulative death time series illustrated in the graph. In addition to the death time

series calibration target, we also require the number of susceptible individuals in the model

to be greater than 65%, seeking to find model runs that are consistent with seroprevalence
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data.

We choose to use 30-day time periods with the aim of reducing the number of indi-

vidual targets that the calibration procedure needs to track. Choosing another time period

(e.g, a 7-day) would yield similar results. Our calibration results also illustrate that the

model does not fit the surge in cases around month number 6 in California (September

2020). That is the case because our model does not contain time-varying mixing param-

eters that could absorb that surge. For the purposes of this analysis, we argue that adding

more parameters to the model calibration phase could be problematic2

Parameters used during the calibration run are divided into three sets: calibrated pa-

rameters (C), parameters that were fixed during calibration (F), and parameters that were

fixed during calibration but later explored as deep uncertainties (F, D) using a new experi-

mental design.

Most of our parameters are defined based on clinical evidence. Because disease du-

ration parameters are not informed by our calibration procedure (deaths time-series do

not carry information about these rates) and to reduce the dimensionality of the calibra-

tion problem, we fix disease duration parameters that can be regarded as less uncertain at

this stage in the pandemic. We also fix parameters that define the relative infectiousness of

different disease states. Our prior work has established that these parameters have a small

influence on the model outcomes we use for calibration when one accounts for the ranges

of the other, more uncertain and influential parameters (Vardavas, Nascimento de Lima,

and Baker 2021b).

Other parameters are more uncertain and benefit from calibration. For parameters
2Adding time-varying parameters to the model seeking to improve model fit without a mechanistic ex-

planation for the summer surge can be problematic for the purposes of this analysis. For example, the surge
could signal an increase in pandemic fatigue and not a month-level seasonal phenomenon. Our future work
might explore better ways of incorporating realistic behavioral components in our model that could better
explain the unexplained surges using more calibration targets to inform the model. For the purposes of this
analysis, we chose not to overfit the model to the data and preserve only parameters that represent known
mechanisms.
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unique to our model (i.e., the effectiveness of NPIs 𝜃) or parameters poorly characterized

fromexisting literature (i.e., magnitude of the seasonal effect onmixing inCalifornia during

2020), we use one of two approaches. Thefirst approach is to provide prior ranges and let the

calibration algorithm find combinations of parameters that jointly are consistent with the

data. The NPI Effectiveness parameter 𝜃 and the behavioral adaptation factor 𝑏ℎ (to what

extent people adapted after the initial lockdowns) are part of this set of parameters. Finally,

there are parameters that are regarded as deep uncertainties. Further discussion about how

these parameters enter our model is available in our prior work (Vardavas, Nascimento de

Lima, and Baker 2021b). The next section describes how the full experimental design is

created using these parameters.

3.7 Experimental Design

Our full experimental design is composed by the combination of the set of 78 strategies

described in the Methods section, the 100 calibration parameters vectors obtained using

the calibration approach described earlier and a set of 200 draws from a Latin Hypercube

sample of the six deeply uncertain parameters considered in the analysis. Instead of adding

deep uncertainties to the calibration process, we use baseline values during calibration and

explored the uncertainty in their values after calibration. Our approach resembles the sce-

narios used by the Scenarios Hub initiative (MIDAS Network 2020). However, instead

of defining four discrete scenarios combining uncertainties (e.g. increased transmissibility

driven by new variants) and decisions (e.g. relaxation of NPIs), we explore a wider set of

strategies under a continuum of plausible futures defined by a minimum and maximum

parameter value. The baseline value reflects the assumptions commonly made by mod-

elers elsewhere (e.g., there is no endogenous change in transmissibility driven by higher

vaccination coverage).

All these uncertainties are applied to the model as an exogenous shift in the level of
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the baseline uncertainty values after the calibration period. Other functional forms, (e.g.,

smooth transitions from the baseline value to the new value) could also be implemented

to represent these uncertainties with more realism. For example, modeling the impact of

variant strains on transmissibility could be done with a logistic growth curve. However,

considering these uncertainties using smooth transition functions would require an even

larger experimental design to accommodate the additional parameters that control the rate

and timing of the changes in parameters, which could be uncertain themselves. To keep

our experimental design computationally tractable, we explore uncertainties by changing

their values immediately after the calibration phase.

These uncertainties were chosen to include factors often considered by other model-

ers. For example, as of July 2021, the MIDAS Network Scenario Hub uses changes in trans-

missibility driven by variants and vaccination uptake and efficacy (MIDAS Network 2020).

Our uncertainties were chosen to encompass these scenarios and to further explore the im-

pacts of other concerns not commonly addressed in the existing literature. For example,

uncertainties in behaviors related to vaccination include the actual maximum vaccination

rate that society will achieve, the fraction of the population willing to vaccinate (applied to

each population strata), and a potential increase in mixing after vaccination which is often

ignored.

When multiple uncertainties are mechanistically entangled in our model (e.g., in-

creases in transmissibility driven by new variant strains can be potentially offset by higher

levels of mask-wearing), we use a single parameter that represents the overall change in

that parameter from baseline. For example, the change in transmissibility from a base-

line value uncertainty is intended to represent the combined effect of more transmissible

variant strains (Castonguay, Zhang, and Langlois 2021), increased use of adaptation mea-

sures (such as reopening schools with enhanced mitigation protocols), as well as potential

changes in the overall mixing. Because all these factors would affect the same transmission

equation in our model, sampling multiple uncertainties in a Latin Hypercube to represent

them separately would prove inefficient and unnecessary to our purposes. Therefore, we
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use a single uncertainty parameter to represent the combined effect of these factors.

After calibration, we construct our final experimental design as follows. As described

in the calibration section, we obtain a weighted sample from the posterior containing 100

calibration parameter vectors. This sample is obtained with substitution, and resulted in 75

unique parameter sets. We do not need to spend computation time on duplicated parame-

ter vectors. Therefore, we obtain the experimental design by combining the 200 parameter

vectors obtained from the uncertainties, with the 75 unique parameter vectors obtained

from the calibration procedure. This process results in 15,000 futures under which we test

each reopening strategy. We obtain our full experimental design by randomizing the or-

der of the 15,000 futures3 and combining this resulting dataset with the set of 78 strategies,

which resulted in 1.17 million unique cases to be run. After this process, we re-create the

full experimental design by repeating the 25 non-unique calibration parameter vectors ac-

cording to the number of times they were sampled from the posterior distribution.

The set of decisions we made with respect to our parameters in this particular analy-

sis should not be interpreted as a set-in-stone representation of the pandemic. The set of

uncertainties we chose, their bounds and how they were modeled represented our knowl-

edge and concerns with respect to the pandemic in the US as of February 2021. In a reg-

ular Robust Decision Making engagement, this set of uncertainties would evolve as more

information becomes available. Parameters that were once deep uncertainties would be-

come regular calibration parameters. For example, if it becomes clear that vaccine prevents

transmission, that parameter could be either set during the calibration phase or could be

calibrated to data. Similarly, if highly transmissible variant strains become dominant, that

change could be reflected in our model with a smooth function. When it becomes clear

what will be the final vaccination rate, this parameter could be set. At that point, other

uncertainties or policy options might emerge as important, and another cycle could be

undertaken to provide further results. The RDM iterative approach would accommodate
3This is useful because it allows us to run a fraction of our experiments and evaluate results in the interim,

before spending the 50,000 hours of computing time required to run the full experimental design.
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these new developments, and decision-makers could regularly re-evaluate the robustness

of their decisions to the remaining uncertainties of concern.

This section described the additions made to our original model, documented the pa-

rameters used in this analysis, and provided details on how the calibration parameters are

used with the deeply uncertain parameters and strategies to create our large experimental

design that is the basis of our conclusions. Further details about our model can be ob-

tained from our prior work (Vardavas et al. 2020; Vardavas, Nascimento de Lima, and

Baker 2021b).

3.8 Computing Environment

The calibration process and the strategy stress-testing runs were performed on Bebop, a

High-Performance Computing cluster managed by the Laboratory Computing Resource

Center at Argonne National Laboratory. Bebop has 1024 nodes comprised of 672 Intel

Broadwell processors with 36 cores per node and 128 GB of RAM and 372 Intel Knights

Landing processors with 64 cores per node and 96 GB of RAM. This analysis used slurm’s

array jobs to execute the runs in parallel across Broadwell nodes, using 35 cores per node

and up to three jobs of 12 nodes at a time. The 1.17 million unique model runs used ap-

proximately 50,000 hours of CPU time to complete.

3.9 Code: The c19randepimod R package

The model and the functions used to perform this analysis were implemented in R. We de-

veloped the c19randepimod R package specifically to inform policies during the COVID-

19 pandemic. The package includes a series of functions to gather data, define a c19model

model class, calibrate the model, define experimental designs, run experiments and gener-

ate results. By defining ourmodel as a class, we allowed ourselves and future users to extend
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our original c19model. Currently, models based on the c19model class necessarily need to

be compatible with the deSolve package, but future versions can relax this requirement and

allow stochastic models or ABMs. This allows us to create new model classes that inherit

the functions implemented for the c19model class regardless of the model structure. For

example, our original state policy tool published in May 2020 did not include vaccination,

behavioral responses to vaccination and hesitancy, seasonality, and increases in transmis-

sibility from variants, but the model used in this paper does. This flexibility and model de-

sign choices proved to be helpful and instrumental for our work. Readers can find our code

and instructions to reproduce our work at https://github.com/RANDCorporation/covid-

19-reopening-california.

https://github.com/RANDCorporation/covid-19-reopening-california
https://github.com/RANDCorporation/covid-19-reopening-california


Chapter 4

Robustness of Colorectal Cancer Screening

Robustness Analysis of CRC Colonoscopy Screening Strategies

Abstract

Colorectal Cancer (CRC) is a leading cause of cancer deaths in the United States. Despite

significant overall declines in CRC incidence and mortality (Zhang et al. 2020; Brown et al.

2021), CRC incidence has increased before age 50 at an alarming rate. This study uses an

established microsimulation model, CRC-SPIN, to perform a ‘stress test’ of colonoscopy

screening strategies. First, I expand CRC-SPIN to include birth-cohort effects. Second, I

estimate natural history model parameters via Incremental Mixture Approximate Bayesian

Computation (IMABC) for two model versions to characterize uncertainty while account-

ing for increased early CRC onset. Third, I simulate 26 colonoscopy screening strategies

across the posterior distribution of estimated model parameters, assuming four different

colonoscopy sensitivities (104 total scenarios). I find that model estimates are highly con-

tingent on natural history and sensitivity assumptions, but in this stress test, the policy

recommendations are robust to the uncertainties considered.

84
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4.1 Background

Colorectal Cancer (CRC) is the second-leading cause of cancer deaths in the United States.

In 2021, 104,270 new CRC cases and 52,980 CRC cancer deaths were projected to occur in

the US (Siegel et al. 2021). Cancer death rates have consistently fallen by 31% from 1991

through 2018 due to smoking reduction and early detection and treatment improvements.

For CRC specifically, the decrease in annual mortality from 1980 – through 2018 was 53%

among males (from 32.8 to 15.8 annual deaths / 100,000 people) and 55% among females

(from 24.4 to 10.9 annual deaths / 100,000 people) (NCI 2021).

Despite significant overall decreases in CRC incidence driven by screening adoption,

CRC incidence has increased among adults younger than 50 years. Adults born around

1990 have double the risk of colon cancer and quadruple the risk of rectal cancer compared

to those born in 1950 (Siegel et al. 2017). This concerning development has raised ques-

tions about the potential causes of this phenomenon and the appropriate policy responses.

While an Age-Period-Cohort model (Siegel et al. 2017) identified a birth cohort effect un-

derlying the increase in incidence, there is no consensus on the specific causes. Current

screening guidelines have reduced the recommended age to start screening from 50 to 45

years (Knudsen et al. 2021a).

To date, microsimulation models of colorectal cancer do not incorporate birth co-

hort effects in their calibration process. The absence of an integrated approach to account

for changing risk may be problematic for several reasons. First, the data used to calibrate

microsimulation models spans several decades. If the natural history of the disease has

changed over time, those changes cause confounding in parameter estimates and tensions

between calibration targets that may be reconciled if models allow birth cohort effects. Sec-

ond, data from new studies may be poised to disagree with existing model predictions if

birth cohort effects are affecting the natural history of CRC meaningfully. The absence of

birth cohort effects may undermine the validation of existing models if those effects prove
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consequential. Finally, the hypothesis of no birth cohort effects is inconsistent with recent

cancer incidence data (Siegel et al. 2017).

This analysis informs the debate around policy responses to the early onset of CRC

by evaluating the robustness of currently recommended (Knudsen et al. 2021a) colorec-

tal cancer screening policies to a set of uncertainties. First, I perform Bayesian calibration

of two versions of the CRC-SPIN model (C. M. Rutter and Savarino 2010) to characterize

both structural and parametric uncertainties surrounding the natural history of CRC. Both

model specifications include a non-parametric birth cohort effects model. Second, I sim-

ulate all USTFPS-recommended colonoscopy screening strategies (Knudsen et al. 2021a)

to demonstrate how screening performance varies within and between those models. Fi-

nally, I investigate whether current colonoscopy screening recommendations are robust to

uncertainties surrounding the natural history of CRC and the sensitivity of colonoscopy.

4.2 Methods

4.2.1 Natural History Model

4.2.1.1 Adenoma Risk with Birth Cohort Effects

CRC-SPIN simulates adenoma risk using a Non-homogenous Poisson Process, as shown

in eq. (4.1). Individual log-risk Ψ𝑖𝑎 of person 𝑖 at age 𝑎 depends on their sex, age, and year

of birth. This equation includes twomodifications relative to previous CRC-SPIN versions.

First, eq. (4.1) allows the specification of adenoma risk change points 𝑘0, 𝑘1, 𝑘2, 𝑘3, as

opposed to fixed change points previously used in the baseline model (𝑘0 = 20, 𝑘1 =
50, 𝑘2 = 60, 𝑘3 = 70). Second, the model allows for increased adenoma initiation risk

based on the birth year of each individual. In eq. (4.1), 𝛿(𝑥) = 1 when 𝑥 is true and 0

otherwise. 𝛼0𝑖 ∼ 𝑁(𝐴𝑎, 𝜎𝑎) allows for between-individual variation in adenoma risk. All
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risk parameters 𝐴𝑎, 𝜎𝑎, 𝛼1, 𝛼2, 𝛼𝑘0
, 𝛼𝑘1

, 𝛼𝑘2
, 𝑎𝑛𝑑 𝛼𝑘3

are unknown parameters that need

estimation.

ln(Ψ𝑖𝑎) = 𝛼0𝑖+

𝛼1𝑠𝑒𝑥𝑖+

∑
𝑦∈𝐼

𝛼𝑦𝐵𝐶𝑖𝑦+

𝛼𝑘0
𝛿(𝑎 >= 𝑘0) min(𝑎 − 𝑘0, 𝑘1 − 𝑘0)+

𝛼𝑘1
𝛿(𝑎 >= 𝑘1) min(𝑎 − 𝑘1, 𝑘2 − 𝑘1)+

𝛼𝑘2
𝛿(𝑎 >= 𝑘2) min(𝑎 − 𝑘2, 𝑘3 − 𝑘2)+

𝛼𝑘3
𝛿(𝑎 >= 𝑘3)(𝑎 − 𝑘3)

(4.1)

The birth cohort effects model defines adenoma risk birth-cohort effects 𝛼𝑦 for

each birth-cohort year within the set of years𝐼 = [1880, 1881, ..., 1975], allowing the

population-level average risk to change. This range of years encompasses the range of

birth cohorts represented by calibration targets used by the model and can be expanded

or contracted as information from new birth cohorts become available. The indicator

variable 𝐵𝐶𝑖𝑦 is one if individual 𝑖 was born in year 𝑦 and zero otherwise. This effect

captures secular changes that resulted in higher adenoma risk while making no additional

assumptions about the underlying causes and minimal assumptions about the functional

form of those changes.

Because a non-parametric model of birth cohort effects with free year parameters re-

sults in a substantial expansion of the parameter space, I use the following strategy to enable

the parameter search while allowing a flexible functional form. First, I define a set of years

at which the birth cohort effect will be estimated: 1980, 1910, 1940, 1955, 1970, and 195.

The year 1940 is a reference point at which the effect is zero. The minimum and maxi-

mum dates are chosen based on the available calibration targets. The intermediate knots

were chosen to be evenly spaced, with a finer resolution after 1940, where risk changes were
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known to be pronounced. Second, I produce a smooth, monotonic, biologically-plausible

interpolation between these points to define birth cohort effects between the years used as

knots, using a method based on piecewise radial functions (Stineman 1980; Jhannesson,

Bjornsson, and Grothendieck 2018)1. Finally, I enforce monotonic increases in risk af-

ter 1950, following the evidence found in Age-Period-Cohort analyses (Siegel et al. 2017).

After initiation, adenomas are distributed in the large intestine following a multinomial

distribution with probabilities 𝑃 (𝑙 = 𝑅𝑒𝑐𝑡𝑢𝑚) = 0.09, 𝑃(𝑙 = 𝑆𝑖𝑔𝑚𝑜𝑖𝑑 𝐶𝑜𝑙𝑜𝑛) =
0.24, 𝑃(𝐷𝑒𝑠𝑐𝑒𝑛𝑑𝑖𝑛𝑔 𝐶𝑜𝑙𝑜𝑛) = 0.12, 𝑃(𝑙 = 𝑇 𝑟𝑎𝑛𝑠𝑣𝑒𝑟𝑠𝑒𝐶𝑜𝑙𝑜𝑛) = 0.24, 𝑃(𝑙 =
𝐴𝑠𝑐𝑒𝑛𝑑𝑖𝑛𝑔 𝐶𝑜𝑙𝑜𝑛) = 0.23, and 𝑃 (𝑙 = 𝐶𝑒𝑐𝑢𝑚) = 0.08.

4.2.1.2 Model Specifications

This paper employs two alternative specifications of the CRC-SPIN model. In the baseline

model specification (BC-20), I set the minimum age at adenoma initiation 𝑘0 = 20, consis-
tent with prior CRC-SPIN analyses. In a secondmodel specification (BC-10), I set 𝑘0 = 10,
allowing adenomas to be initiated after age 10. The age at which adenomas are initiated can

be considered a “deep uncertainty”2 because there is little information to estimate this pa-

rameter. Increasing cancer incidence at younger ages (Siegel et al. 2017) might suggest that

a model with earlier minimum adenoma initiation could be more plausible than a model

with late adenoma initiation. I this question by calibrating and evaluating screening poli-

cies’ robustness across both model specifications. This approach can be readily extended

to more than two model specifications, and the only reason I do not present additional

model specifications is the computational burden associated with adding a new model to

this analysis.
1The Stinemanmethod (Stineman 1980; Jhannesson, Bjornsson, and Grothendieck 2018) provides a well-

behaved smooth interpolation approach. I defined a set of year knots at which the birth cohort effect is
estimated, and use the stineman interpolation method for years in between. Unlike methods based on poly-
nomials such as splines, the Stineman interpolation is guaranteed to be monotonic.

2See section 2.2.2 for a definition of deep uncertainty.
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4.2.2 Bayesian Inference of Natural History Parameters

Approximate Bayesian Computation (ABC) is an inference framework that requires the

specification of i) calibration targets defined as summary statistics derived from data, ii)

prior distributions for a set of unknown parameters, and iii) a model that maps parame-

ter sets to model-predicted targets. I use the Incremental Mixture Approximate Bayesian

Computation (IMABC) algorithm (C. M. Rutter, Ozik, DeYoreo, et al. 2019) to estimate

the natural history model’s joint distribution of parameters. Based on these three elements,

IMABC iteratively samples the parameter space and approximates the posterior distribu-

tion of model parameters. Table 4.1 presents the prior distribution for each parameter used

across both model specifications.

4.2.2.1 Calibration Targets

This analysis uses a set of 43 calibration targets derived from eight sources to calibrate CRC-

SPIN. Following prior CRC-SPIN calibrations (C. M. Rutter, Ozik, Deyoreo, et al. 2019;

DeYoreo et al. 2022), I use data from Corley et al. (2013) to inform adenoma prevalence

by sex and age. Pickhardt et al. (2003) informs the distribution of adenoma size. Church

(2004) and Lieberman et al. (2008) inform the distribution of CRC size. The UK Flexible

Sigmoidoscopy Screening Trial (Atkin et al. 2010) informs the proportion of individuals

who are screen-detected with CRC by sex. Cancer incidence data by sex, age, and location

(rectal vs. colon) from SEER 1975-1979 (National Cancer Institute 2022) informs cancer

incidence risk.

Here I add two new targets relative to prior CRC-SPIN calibrations. Increased risk

among new cohorts is informed by recent SEER data (National Cancer Institute 2022), us-

ing SEER 2009 and SEER 2014 incidence for young adults (aged 40-44). Table 4.2 lists

each calibration target, tolerance intervals used in this calibration, and the mean and 95%

credible intervals of the posterior distribution obtained from calibration.
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4.2.2.2 Incorporating New Information via Sequential Calibration

This study used the following strategy to calibrate birth cohort effect parameters using data

from recent SEER cohorts. For each candidate parameter set evaluated by the model, I

first evaluate targets that are cheaper to simulate (e.g., Corley’s adenoma prevalence) and

only evaluate expensive targets (SEER cancer incidence) for parameters that satisfied the

cheaper to simulate targets. This approach interacts with IMABC’s iterative tolerance in-

terval updating strategy and saves computing time by not spending resources on parameter

sets that could not have generated the calibration target data.

After calibrating the model to targets used in previous analyses (C. M. Rutter, Ozik,

DeYoreo, et al. 2019), I incorporated recent information from CRC incidence using a se-

quential approach. As demonstrated by DeYoreo et al. (2022), one can add new infor-

mation to the model by adding calibration targets after calibrating the model to an initial

set of targets. First, I used IMABC to calibrate 41 calibration targets, except the two SEER

cancer incidence targets that contain new information about increased CRC risk in recent

cohorts (SEER 2009 and SEER 2014). Because these two targets use approximately 1/3 of

the computing time required to simulate all targets, avoiding evaluating them before all

other targets are met allowed the algorithm to build a posterior distribution without the

burden of new, expensive targets. After building a posterior distribution with an effective

sample size (ESS) greater than 10,000 for each model specification, I evaluated the new tar-

gets across this distribution and selected the parameters within all tolerance intervals for all

calibration targets. This second step is akin to a one-step rejection sampling ABC scheme,

wherein I use the posterior of prior calibration to condition the parameter distribution on

new data. This approach is very similar to the sequential approach used by DeYoreo et al.

(2022), with the exception that I do not need to perform new IMABC iterations to increase

the size of the newparameter distribution becausemy resulting distribution is already dense

enough (sample size > 1000) to support the analysis of screening strategies.
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4.2.3 Colonoscopy Screening Strategies

This analysis simulates the 26 colonoscopy screening strategies evaluated in existing policy

recommendations (Knudsen et al. 2021a). These strategies involve three policy levers: age

to start screening (45, 50, 55), periodicity of screening colonoscopies (5, 10, 15), and age

to end screening (70, 75, 80, 85). A grid experimental design over the three policy levers

results in 36 strategies, but only 26 are simulated after removing combinations resulting in

redundant strategies. Screening strategies are coded as [age to start]-[age to end],[interval].

For instance, strategy 45-75,10 refers to performing colonoscopy screening at ages 45, 55,

65, and 75. Following comparable studies (Knudsen et al. 2021a), perfect adherence to

screening is assumed across all model runs.

4.2.3.1 Colonoscopy Sensitivity Scenarios

The sensitivity of colonoscopy exams is uncertain and arguably heterogeneous across the

population. This analysis assumes time-independent, uncorrelated colonoscopy sensitiv-

ity conditional on lesion size. The analysis also assumes no heterogeneity in sensitivity

across the population. Table 4.3 presents the sensitivity assumptions made in four sensitiv-

ity scenarios considered in this analysis and corresponding sources. Section 4.7 provides an

extended discussion around the rationale for considering those scenarios and evaluates the

plausibility of the “Very Low” sensitivity scenario by re-analyzing data from ameta-analysis

of tandem colonoscopy studies (Van Rijn et al. 2006).

4.2.3.2 Cost-Effectiveness Outcomes

This study simulates a cohort of 3 million average-risk 40-years-old adults from the gen-

eral US population followed through death. Following recent analyses used to guide policy

(Knudsen et al. 2021a), I use Life-years Gained (𝐿𝑌 𝐺) from screening as the effective-
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ness measure by comparing a no-screening scenario to each scenario where individuals are

screened. I perform this comparison for each parameter set and population block. The

number of colonoscopies (𝑛𝑐𝑜𝑙) performed is used as the burden measure. Incremental ef-

ficiency ratios (ICER)3 are computed by comparing two non-dominated screening strate-

gies as 𝐼𝐶𝐸𝑅 = Δ𝑛𝑐𝑜𝑙
Δ𝐿𝑌 𝐺 where Δ𝑛𝑐𝑜𝑙 is the additional number of colonoscopies required

by a more intensive screening regimen and Δ𝐿𝑌 𝐺 is the incremental number of life-years

gained by that regimen. I also remove extended-dominated strategies from the pareto fron-

tier so that efficiency ratios are monotonically increasing with effectiveness.

4.2.3.3 Experimental Design

Following the Robust Decision Making (RDM) (Lempert et al. 2006) decision-analytic

approach, I create a large-scale experimental design to stress-test the cost-effectiveness of

alternative screening strategies. The experimental design of this study was defined to fit

a 200,000 core-hour computing budget. The experimental design of this study is created

by the combination of 2 model specifications, 500 natural history parameter sets for each

model spefication, 26 screening strategies and 1 “No-Screening” scenario used as the com-

parator, and 4 colonoscopy sensitivity scenarios, resulting in 105,000 unique model runs.

This experimental design is the equivalent of Each uniquemodel run simulates 2million in-

dividuals4. No-Screening scenarios are not simulated for different levels of sensitivity. This

experimental design results in 840 model runs in this experiment, which results in 210 bil-

lion life histories and over 0.63 trillion adenomas. Increasing the experimental design in

any dimension requires a significant increase in the computational burden of this study. I

chose to set the dimensions of this design to balance the need to make our results robust to

the variability coming from sampling, parameter, structural, and policy uncertainty.
3Following Knudsen et al. (2021a), I dot use the term Incremental Cost-Effectiveness ratios because this

analysis does not consider costs, but the number of colonoscopies as a proxy for the burden of screening.
4I verified that doubling the sample size does not change any of the estimates presented in this paper. All

estimates are presented with up to three significant digits of precision.
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4.2.4 High-performance Computing Infrastructure

The scale of this experiment required the design and development of high-performance

computing (HPC) tools and workflows. Experiments were run in the Bebop HPC cluster

and the Theta supercomputer at Argonne National Laboratory. The model code for this ex-

periment was developed in R, andHPCworkflows were developed using Swift-T (Wozniak

et al. 2013), EMEWS (Ozik et al. 2016), and R. The experiments used four different HPC

workflows (two to support model calibration and two to support simulation of screening

strategies). These experiments also used a relational Postgres SQL database to allow for

massively parallel execution of experiments and rapid retrieval of results. More informa-

tion about the computational environment and software developed for these experiments

can be found in section 4.8.

4.3 Results

4.3.1 Natural History Parameter Estimates

Appendix table 4.1 presents model parameters, their prior distribution used for calibration,

and their respective 95% posterior credible intervals for each model. While some param-

eter estimates are similar across models, these results demonstrate that model estimates

are contingent on the assumed minimum age at adenoma initiation. Estimated adenoma

prevalence at age 25 from model BC-20 naturally does not overlap with the distribution

for other models. Moreover, the age at which adenomas are allowed to start also affects the

estimates of birth cohort effects. If adenomas are initiated earlier (as inmodel BC-10), then

the birth cohort effects needed to explain increased incidence are expected to be lower.

While table 4.1 presents a high-level summary of model estimates, the posterior dis-

tribution for both models exhibits a complex correlation structure that is not be captured
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in these low-dimensional summaries. Nevertheless, inspecting the posterior distribution

of model estimates computed from raw model parameters can reveal important insights.

Figure 4.1 shows each model’s joint distribution of cumulative adenoma initiation risk at

age 25 and 80. Unsurprisingly, the model that allows earlier adenoma initiation (BC-10)

implies a higher cumulative risk of adenoma initiation by age 25. Despite those differences,

both models have approximately the same implied cumulative adenoma initiation risk at

age 80. While clinical knowledge or future evidence might favor one model over the other,

this study uses both models’ posterior distributions without making further assumptions

about how likely each model is.

Figure 4.1: Posterior Distribution for Cumulative Adenoma Initiation Risk

Notes: Shaded areas represent the posterior distribution of cumulative adenoma initiation
risk for each model. Shaded areas correspond to 50% and 95% highest density regions. A
95% Highest-density interval summarizes a distribution as an interval that spans 95% of it,
such that all points within the interval have higher probability than any point outside the
interval. Shaded areas close to axes reflect marginal highest density regions, which do not
need to match joint interval. Colors represent the two models estimated in this paper.
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Figure 4.2 presents results for the non-parametric birth cohort effects as incidence

risk ratios. Shaded areas represent predictive credible intervals that are consistent with the

data. The horizontal black line at one represents the hypothesis of no change in adenoma

initiation risk by birth cohort, whereas the vertical grey line, set at 1940, represents the

reference cohort against which all other cohorts are compared. This figure presents sev-

eral noteworthy findings. First, it shows that the assumption of no birth cohort effects is

implausible, particularly after 1940. Second, the implied relative risk ratios are not equal

across both models (see the birth-cohort effects in table 4.1). This finding reinforces our

suspicions that birth-cohort effects would interact with other model parameters, and esti-

mates from one model may not translate directly to other models. Finally, these findings

suggest that assuming no birth cohort effects before 1940 may be a plausible assumption

that can facilitate future analyses.

4.3.2 Cost-Effectiveness Estimates

Figure 4.3 5 presents mean posterior estimates for three strategies across the eight scenar-

ios considered in this analysis. Each scenario can be seen as one Probabilistic Sensitivity

Analysis (PSA). Tables 4.4, 4.5 and 4.6 present the same posterior mean estimates for each

combination of strategy and model, along with 95% credible intervals. Each row in figure

4.3 displays one model outcome measure. The top row presents Life-years gained per 1000

people. The second row shows the number of colonoscopies demanded by each screening

strategy. The last column presents the incremental cost-effectiveness ratio (i.e., the number

of colonoscopies one should be willing to do to gain one marginal life-year to choose that

strategy). The columns represent different strategies with decreasing intensity levels from
5This figure presents a low-dimensional version of what would otherwise be one of the outputs of RDM’s

vulnerability analysis step. Note that colonoscopy sensitivity could be expressed by a continuous variable.
I choose colonoscopy sensitivity scenarios that match the values used in existing analyses to allow for fast
comparisons, and I add a new “Very Low” scenario that I show is plausible in Appendix II. Similarly, the
minimum age to start adenoma could also be expressed as a continuous variable and be regarded as one
natural history parameter, but I chose two specific values to facilitate model calibration and comparisons.
Therefore, the scenarios chosen in this figure represent the boundary cells of a hypothetical fine-grained
design that one could run with unlimited computing budget.
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Figure 4.2: Birth Cohort Incidence Risk Ratio Estimates by Model

Notes: Shaded areas represent the posterior distribution of adenoma incidence risk ratios by
cohort year andmodel. A grey vertical line crosses the 1940 birth cohort, used as a reference
cohort. The two panels present results for the two models calibrated independently to the
same data. BC-10 andBC-20 refer to themodels with aminimumage at adenoma initiation
of 10 and 20 years, respectively.
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left to right. All three strategies are part of the Pareto-efficiency curve.

Figure 4.3 A shows that LYG estimates are highly contingent on sensitivity assump-

tions. Under baseline sensitivity and model assumptions (Sensitivity = Baseline and Model

= 20), Strategy 45-75,10 results in 412 (95% PI [313, 559]) LYG / 1000 people. Under a high

sensitivity scenario, the same strategy results in 422 (95% PI [319, 570]) LYG / 1000 people.

The benefit from the same policy decreases to 375 (95% PI [285, 515]) if sensitivity is very

low.

Figure 4.3 B demonstrates that the number of colonoscopies performed is similar

across sensitivity scenarios and natural history assumptions and is highly contingent on

the screening strategy intensity. Under baseline assumptions, strategy 55-70,15 is expected

to result in 2330 (95% PI [2200, 2500]) colonoscopies per 1000 individuals. This estimate

increases to 2690 (95%PI [2500, 2960]) for the 45-70,15 strategy and to 3960 (95%PI [3830,

4150]) for the 45-75,10 strategy. There are small differences in the number of colonoscopy

by sensitivity scenarios because higher sensitivity colonscopy screeningwill result in a small

decrese in the required follow-up surveillance colonoscopies.

Figure 4.3 C shows how the cost-effectiveness ratios change across assumptions. As

expected, lower sensitivity assumptions implies higher efficiency ratios. This result demon-

strates the robustness of colonscopy screening strategies. Even under the most pessimistic

combination of scenario and model specification, the efficiency ratio estimate for strategy

45-75,10 is 11.3 (95% PI [8.64, 14.3]). Under baseline assumptions, the efficiency ratio es-

timates improves to 9.83 (95% PI [7.27, 12.4]) colonscopies per life years gained (on the

margin).

4.3.3 Cost-Effectiveness Efficiency Frontier

Figure 4.4 presents the set of non-dominated screening strategies at the cost-effectiveness

efficiency plane, with the burden (number of colonoscopies per 1000 people) in the hori-
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Figure 4.3: Estimates of Benefits, Burdens and Incremental Efficiency Ratios of Select CRC
Colonoscopy Screening Strategies

Notes: Each tile represents posterior mean estimates for measures of benefit (Life-years
gained), burden (number of colonoscopies), and efficiency ratios for three efficient
screening strategies. Each facet represents one colonoscopy screening strategy ([start-
end,frequency]).
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zontal axis and benefits (life-years gained per 1000 people) in the vertical axis. 95 % predic-

tion intervals for LYG are displayed as shaded areas. The figure demonstrates that estimates

differ by model and sensitivity, but the efficiency frontier is reasonably stable across model

specifications and scenarios. Most strategies considered efficient under one scenario are

also efficient in other scenarios. Table 4.4 presents efficiency ratio estimates for each non-

dominated policy. Figure 4.4 also shows that the differences between specifications BC-10

and BC-20 and relatively small when contrasted with the uncertainty resulting from the

posterior distribution of natural history parameters. There is a wide range of possible LYG

outcomes for each given policy.
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Figure 4.4: Cost-Effectiveness of Screening Strategies by Sensitivity and Model

Notes: Each point represents one screening strategy, and the line connecting them represents an approximation of the efficient
frontier. Shaded areas represent a 95% credible interval for the LYG estimates for each strategy. Strategies that are either dominated
or even weakly dominated are omitted from this figure. Efficient strategies make the best compromise between saving life years
through colonoscopies and requiring a minimal number of colonoscopies. Each panel presents one of this study’s four colonoscopy
sensitivity scenarios.
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4.4 Discussion

This study incorporated birth-cohort effects into the inference framework used to calibrate

CRC-SPIN. The birth-cohort model used in this study offers one alternative to explain the

increase in CRC incidence. This approach mirrors the prior approach used by CISNET

models (Knudsen et al. 2021a) but produces a posterior distribution for birth cohort effect

parameters. To the best of our knowledge, this is the first CRC microsimulation analysis to

produce and use a posterior distribution of birth-cohort effects in adenoma initiation risk.

This study also estimated birth cohort effects for two alternative CRC-SPIN specifications

and demonstrated that those estimates are contingent on other model assumptions, such

as the minimum age at adenoma initiation. These results emphasize that any single model

should not rely on estimates obtained from other models. Nevertheless, future studies can

use our model specification and estimates as a starting point for their analysis and miti-

gate concerns that current analyses do not adequately reflect the current risk of increased

CRC incidence. Future analysis can use our model specification and posterior distribution

estimates to inform their priors.

This study’s estimates of colorectal cancer screening cost-effectiveness measures var-

ied substantially across and within scenarios. Nevertheless, these results are in line with

previously published cost-effectiveness analyses. For instance, life-years gained estimates

for strategy 45-75,10 was 412 (95% PI [313, 559]) LYG / 1000 people for the specification

BC-20 and 389 (95% PI [297, 510]) for specification BC-10. The range of LYG for the same

strategies presented by Knudsen et al. (2021a) across the three CISNET models was 291-

361. The point estimate from our study falls within the range of outcomes presented in

Knudsen et al. (2021a), and the range of outcomes in our study has a wide overlap with

ranges presented previously. Our estimate’s upper bound is somewhat higher than the

baseline scenarios. These results reflect uncertainty in the natural history of parameters

and birth-cohort effects that are not incorporated in the baseline scenario used in Knudsen

et al. (2021a). These results demonstrate that natural history parameter uncertainty can be
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as relevant as model specification differences. As computational resources become more

widely available and more microsimulation models transition to performing PSAs, the un-

certainty intervals reported in multi-model analyses will better characterize the full range

of uncertainty implied by different models.

Despite the uncertainties associated with LYG estimates, this study demonstrates that

currently-recommended colonoscopy screening strategies are cost-effective across many

conditions. While the cost-effectiveness of screening strategies changed across scenarios,

there were only minor effects on the cost-effectiveness frontiers. While colonoscopy

screening is considered cost-effective, about one-fifth of the potential benefit from

colonoscopy screening hinges on the sensitivity of colonoscopy. This result emphasizes

the importance of equitable access to high-sensitivity screening to realize the full potential

benefit of the screening program. If access to high-sensitivity screening is unequal, then

the benefits of screening will not be equally distributed in the population.

4.5 Conclusion

This paper presented a stress test of colorectal cancer colonoscopy screening strategies

and demonstrates that current recommendations are robust to a wide range of conditions.

This study presents prediction intervals around model-based estimates of colorectal cancer

screening strategies for the first time across a set of four colonoscopy sensitivity scenarios

and two CRC-SPIN model specifications reflecting different assumptions about the natural

history of CRC and colonoscopy sensitivity.

This study presents a series of limitations and opportunities for further extensions.

First, I only present one explanation for increased CRC risk through an overall increase

in the risk of adenoma initiation based on birth cohorts. This model does not include al-

ternative model specifications that are plausible. For instance, the increased risk of CRC

could be concentrated in specific locations of the large intestine. Moreover, birth cohort ef-
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fects might also be present in other model parameters, including those that control growth.

These alternative hypotheses represent alternative biological explanations for increased

CRC incidence, and those differences can be decision-relevant. Future investigations can

expand the space of plausible models and further investigate the robustness of screening

strategies across those additional models that have not been proposed.

Another natural step to narrow the set of model specifications used in the analysis

would be to employ a model selection approach. In likelihood-based approaches, compar-

ing AIC or BIC is often used to determine the relative likelihood of one model compared

to another. In this analysis, however, I refrain from pursuing model selection or drawing

any conclusions requiring assigning a probability distribution to the relative likelihood of

alternative model specifications and sensitivity scenarios. All model specifications are in-

cluded in the analysis, and I do not judge which specification is closest to the true state of

nature. Doing so might be difficult due to the lack of data on CRC prevalence at young

ages, and would frustrate the purpose of stress testing. Nevertheless, future research can,

in principle, pursue a model selection strategy to rule out implausible models. I leave this

exercise for future research.

Future work can also build upon the eight probabilistic sensitivity analyses performed

in this analysis and further investigate the significance of uncertainty by computing the

opportunity cost associated with sub-optimal screening strategies and performing Value of

Information (K. P. Claxton and Sculpher 2006) analyses. Because the efficiency ratio in-

tervals of currently-recommended strategies are relatively low, I expect that those analyses

will also not change existing recommendations. Nevertheless, one can still calculate the ex-

pected opportunity loss of each strategy on willingness to pay thresholds to determine the

optimal strategy given a specified willingness to pay threshold using a net monetary benefit

(NMB) measure. I refrain from doing so in this analysis for a few reasons. First, existing

cost-effectiveness analyses of CRC screening strategies do not use QALYs as the outcome

measure and do not consider the costs of colonoscopies in dollars, nor do they estimate

all burdens of colonoscopy screening using a dollar amount. Second, the purpose of this
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paper was to compare our results to those previously published in Knudsen et al. (2021a)

directly and changing the analytical framework and measures (i.e., changing the outcome

from LYG to discounted QALys) would work against this goal. Either way, this study re-

moves barriers to adopting Value of Information analyses with microsimulation models,

which can still be performed based on our results.
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4.6 Appendix I: Model Specification

4.6.1 Adenoma Growth

Adenoma growth is simulated as follows. For each lesion, CRC-SPIN simulates the lesion

time to reach 10mm (𝑡10𝑖𝑗) using a Fréchet (inverseWeibull) distribution, with cumulative

distribution function (4.2), and displays the cumulative is defined separately for lesions in

the colon and in the rectum, which results in four parameters (𝛽1𝑐, 𝛽2𝑐, 𝛽1𝑟, 𝛽2𝑟). CRC-

SPIN allows variability in growth rates by sampling 𝑡10𝑖𝑗 from the cdf given by eq. (4.2).

𝑃 (𝑡10 ≤ 𝑡) = 𝐹(𝑡) = exp (( 𝑡
𝛽2

)
−𝛽1

) (4.2)

Eq. (4.3) describes the size (diameter) of each adenoma at any point in time 𝑑𝑖𝑗(𝑡).
This equation is a Richard’s Growthmodel, following a 𝑊0-form (Tjørve and Tjørve 2010).

𝑑∞ = 50 mm is the maximum adenoma size, 𝑑0 = 1 mm is the size at adenoma initia-

tion, 𝑟𝑖𝑗 is the maximum adenoma growth rate, 𝑡 is time after adenoma initiation, and 𝑝
determines the relative size at maximum growth rate.

𝑑𝑖𝑗(𝑡) = 𝑑∞ [1 + (( 𝑑0
𝑑∞

)
1/𝑝

− 1) 𝑒−𝑟𝑖𝑗]
𝑝

(4.3)

Given this equation, eq. (4.2) can be rearranged to allow the calculation of the lesion-

specific growth rate at the growth inflection point. Eq. (4.4) is used to obtain by 𝑟𝑖𝑗 by

substituting 𝑑𝑖𝑗(𝑡) with 10, 𝑡10𝑖𝑗 with the lesion-specific value sampled from the Fréchet

distribution.
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𝑟𝑖𝑗 = − 1
𝑡10𝑖𝑗

ln ⎛⎜⎜
⎝

( 10
𝑑∞

)1/𝑝 − 1

( 𝑑0
𝑑∞

)1/𝑝 − 1
⎞⎟⎟
⎠

(4.4)

4.6.2 Transition from Adenoma to Cancer

The size at transition to preclinical cancer is modeled with a log-normal distribution, where

the size of the 𝑗th adenoma of the 𝑖th person is defined as 𝑙𝑛(𝑠𝑖𝑗) ∼ 𝑁(𝜇𝑖𝑗, 𝜎𝛾). The

expected log-diameter at transition to preclinical cancer is defined by eq. (4.5).

𝜇𝑖𝑗 = 𝛾0 + 𝛾1𝑠𝑒𝑥𝑖 + 𝛾2𝑟𝑒𝑐𝑡𝑢𝑚𝑖𝑗 + 𝛾3𝑠𝑒𝑥𝑖 ∗ 𝑟𝑒𝑐𝑡𝑢𝑚𝑖𝑗+

𝛾4(𝑎𝑖𝑖 − 50) + 𝛾5(𝑎𝑖𝑖 − 50)2 ∗ (𝑎𝑖𝑖 > 50)
(4.5)

4.6.3 Time from Preclinical to Clinical Cancer (Soujourn Time)

Eq. (4.6) defines the soujourn time 𝑇𝑖𝑗 (time from preclinical transition to symptomatic

cancer) of adenomas. CRC-SPINuses aWeibull distributionwith scale parameter𝜆1, shape

parameter 𝜆2 and the 𝜆3 parameter allows for different soujourn time for cancers in the

colon and in the rectum.

𝑇𝑖𝑗 = 𝜆1 exp(𝜆3𝑟𝑒𝑐𝑡𝑢𝑚𝑖𝑗)−1/𝜆2 (4.6)
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4.7 Appendix II: Colonoscopy Sensitivity

Colonoscopy sensitivity to detect adenomas conditional on their size is crucial in model-

based screening cost-effectiveness analyses. The assumptions made about sensitivity

directly define the expected effectiveness of screening strategies. Colonoscopy sensitivity

is informed by tandem colonoscopy studies wherein two colonoscopies are performed

on the same patient, and researchers count the number of adenomas missed by the first

colonoscopy 𝑛1 and found in the second exam 𝑛2. The adenoma miss rate (AMR) is

computed by the number of adenomas found in the second exam divided by the total

number of adenomas found.

Existing studies (Zauber et al. 2008; Knudsen et al. 2016, 2021b) conventionally use

data from tandem colonoscopy reviews (i.e., Van Rijn et al. 2006) to inform colonoscopy

sensitivity assumptions. Nevertheless, the analysis provided by theVanRijn et al. (2006) re-

view might not be directly used to determine the expected colonoscopy sensitivity without

further consideration. Miss rates reported in tandem colonoscopy studies or other designs

only offer an upper bound for colonoscopy sensitivity but not a lower bound.

This section develops a Bayesian approach to evaluate the plausibility of colonoscopy

sensitivity scenarios conditional on adenoma size using the same data reviewed byVan Rijn

et al. (2006). Assuming 𝑠𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 = 1−𝐴𝑀𝑅 results in a demonstrably biased estima-

tor. This estimate can only reflect an upper bound for sensitivity under the assumption that

the second exam missed no adenomas. Because about 1/4 of adenomas are missed in the

first exam, this assumption is problematic and illogical. As diagnostic tests are improved,

the “real” miss rate of conventional colonoscopy will gradually decline, predictably demon-

strating that previously-made colonoscopy sensitivity assumptions were overly optimistic.
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4.7.1 Data

Table 4.7 presents the list of studies used by Van Rijn et al. (2006). Each row represents one

combination of adenoma size category and study included in the review. 𝑛1 is the number

of adenomas found in the first colonoscopy, and 𝑛2 is the number found in the second

exam. Adenoma miss rates 𝐴𝑀𝑅 = 𝑛2/(𝑛1 + 𝑛2) reflect the proportion of adenomas

missed by the first exam and found in the second exam.

4.7.2 Model

Let 𝑁 be the total number of adenomas present in a study population. The examiner counts

the number of adenomas found in the first𝑛1 and in the second exam𝑛2, within a particular

size category 𝑐 ∈ [𝑑, 𝑚, 𝑙], where 𝑑 are diminutive adenomas (<5mm), 𝑚 are medium

adenomas (5-10mm) and 𝑙 are large adenomas (>10mm). 𝑁 might be close or equal to

𝑛1 + 𝑛2 if sensitivity is high, but 𝑁 is never observed.

Eq. (4.7) describes a model of the data generation process underlying tandem

colonoscopy studies, assuming the same, uncorrelated sensitivity for both exams. This

model is conditioned on the size of the adenoma and represents a single study. Adenoma

size subscripts are omitted from these equations for clarity.

𝑠 ∼ 𝑈(𝑠𝑚𝑖𝑛, 𝑠𝑚𝑎𝑥)

𝑁 ∼ 𝑈(𝑁𝑚𝑖𝑛, 𝑁𝑚𝑎𝑥)

𝑛1 ∼ 𝐵(𝑁, 𝑠)

𝑛2 ∼ 𝐵(𝑁 − 𝑛1, 𝑠)

𝑛𝑚𝑖𝑠𝑠 = 𝑁 − 𝑛1 − 𝑛2

𝑝𝑚𝑖𝑠𝑠 = 𝑛𝑚𝑖𝑠𝑠/𝑁

𝐴𝑀𝑅 = 𝑛2/(𝑛1 + 𝑛2)

(4.7)
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I specify uninformative priors for colonoscopy sensitivity 𝑠 ranging from 0.05 to 1
and priors for 𝑁 such that 𝑁𝑚𝑖𝑛 = 𝑛1 + 𝑛2 and 𝑁𝑚𝑎𝑥 = 𝑁𝑚𝑖𝑛/(1 − 𝑝𝑤

𝑚𝑖𝑠𝑠) where

𝑝𝑤
𝑚𝑖𝑠𝑠 = 0.5 represents the maximum proportion of adenomas missed by both exams.

Setting this proportion to 0 results in an illogical assumption if sensitivity is not 1, but is

nevertheless an assumption that has been made in prior studies. Setting it well above 0.5
would only be consistent with a very pessimistic assumption that sensitivity is very low and

adenoma prevalence is very high. Future analyses can plausibly use a more informative

prior for 𝑁 based on expected adenoma prevalence. However, I refrain from doing so in

this analysis since the risk profile of the studies are heterogeneous, and known adenoma

prevalence depends on the sensitivity of colonoscopy. Moreover, this appendix aims to

provide plausible lower and upper bounds for sensitivity scenarios that are still consistent

with data used by existing studies.

4.7.3 Plausibility of Sensitivity Assumptions

As stated before, there is a known relationship between the unknown expected proportion

of adenomas missed by two back-to-back colonoscopies 𝔼(𝑝𝑚𝑖𝑠𝑠) and adenoma sensitivity

𝑠. I know that 𝔼(𝑝𝑚𝑖𝑠𝑠) = (1 − 𝑠)2 = 1 − 2𝑠 + 𝑠2. If 𝑠 = 1, then 𝔼(𝑝𝑚𝑖𝑠𝑠) = 0.
If 𝑠 = 0, then 𝔼(𝑝𝑚𝑖𝑠𝑠) = 1. If 𝑠 = 0.75, then tandem colonoscopy studies will miss

𝔼(𝑝𝑚𝑖𝑠𝑠) = 1 − 2 ∗ 0.75 + 0.752 = 0.065 of adenomas in expectation. If sensitivity is

50%, then these studies are expected to miss about 25% of adenomas in expectation. While

tandem colonoscopies studies offer some information about sensitivity, this information is

of course not sufficient to uniquely identify sensitivity.

To define bounds for sensitivity, I use the model outlined in eq. (4.7) to simulate

each study reviewed by Van Rijn et al. (2006). The purpose of doing so is to derive plau-

sible sensitivity values for the scenarios and illustrate what those sensitivity assumptions

would imply about the proportion of adenomas missed by both exams. Figure 4.5 shows

the posterior distribution for colonoscopy sensitivity to diminutive adenomas for a set of
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tandem studies and overlays the assumption made by each of the four sensitivity scenar-

ios considered in this analysis as dotted lines. This figure demonstrates that the very high

and baseline sensitivity scenario assumptions might be compatible with the sensitivity of

Hixon, 1991, but they are unlikely to have generated the results observed in Rex, 1997. The

Very Low sensitivity assumption seems aligned with the mode of the posterior distribution

of Harrison, 2004, and is not ruled out by results from Rex, 1997 and Rex, 2003 I. These

results demonstrate that all sensitivity scenarios included in this study are plausible with at

least one tandem colonoscopy study reviewed by Van Rijn et al. (2006) and should not be

deemed implausible. Future work might extend this analysis to generate a full sensitivity

distribution that should represent today’s colonoscopy studies.

4.7.4 Continuous-size Sensitivity Functions

While table 4.3 presents average sensitivity conditional on categorical sizes, CRC-SPIN is

a continuous-size, continuous-time model and requires sensitivity to be defined for any

arbitrary adenoma size between 1 and 50 mm. In prior analyses, CRC-SPIN has used a

quadratic functional form to approximate the baseline sensitivity. Instead, this analysis uses

the Stineman interpolation method Jhannesson, Bjornsson, and Grothendieck (2018) to

generate plausible sensitivity assumptions consistent with the categorical average sensitiv-

ities. The Stineman interpolation method offers a few advantages over the prior quadratic

functional form, allowing direct control over the minimum and maximum sensitivity val-

ues, more flexibility over the functional form of the sensitivity curve, and ensuring that

sensitivity is monotonic. Figure 4.6 shows the resulting sensitivity functions produced with

the monotonic Stineman interpolation method. These sensitivity curves match the average

categorical sensitivities assumed in table 4.3.
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Figure 4.5: Posterior Distributions of Colonoscopy Sensitivity for Diminutive Adenomas
(less than 5 mm) for Select Tandem Colonoscopy Studies

Notes: Shaded areas represent the posterior distribution of sensitivity for diminutive adeno-
mas and the proportion of diminutive adenomas missed by both exams. The grey line rep-
resents the expected relationship between both random variables (𝔼(𝑝𝑚𝑖𝑠𝑠) = (1 − 𝑠)2 =
1 − 2𝑠 + 𝑠2). Shaded areas correspond to 50% and 95% highest density regions. Shaded
areas close to axes reflect marginal highest density regions. Each panel shows the posterior
distribution of a single study, assuming different sensitivities per study. Vertical dotted
lines represent the assumptions made by each sensitivity scenario (from Very Low, Low,
Baseline and High).
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Figure 4.6: Continuous Colonoscopy Sensitivity Functions by Scenario

Notes: Each line represents colonoscopy sensitivity to detect adenoma conditional on lesion
size.
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4.8 Appendix III: Computing Environment

Model calibration and screening strategy experiments were performed on Bebop andTheta

at Argonne National Laboratory. Bebop is a High-Performance Computing cluster man-

aged by the Laboratory Computing Resource Center at Argonne National Laboratory. Be-

bop has 1024 nodes comprised of 672 Intel Broadwell processors with 36 cores per node

and 128 GB of RAM and 372 Intel Knights Landing processors with 64 cores per node and

96 GB of RAM. This analysis used HPC workflows to execute the runs in parallel across

Broadwell nodes, using 35 cores per node and up to three jobs of 12 nodes at a time. The

1.17million uniquemodel runs used approximately 50,000 hours of CPU time to complete.

This study used approximately 200,000 core hours to calibrate both model specifications

and around 200,000 core hours to run screening experiments. Four HPC workflows were

developed to support this study. All workflowswere based on Swift-T (Wozniak et al. 2013)

and EMEWS (Ozik et al. 2016). The first two workflows support model calibration, and

two support large-scale screening experiments.
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4.9 Appendix IV: The crcrdm R package

The crcrdm R package was designed to support this and future large-scale microsimu-

lation studies. crcrdm is an R package created to support large-scale cancer screening

analyses based on cancer microsimulation models. The package helps the user to per-

form large-scale experiments with microsimulation models by partitioning the memory

usage of models to a manageable size and organizing the experimental design so that it

can be run across different nodes (e.g., the same model run is parallelized across differ-

ent computers). The package also supports multi-model experimental designs. This pack-

age implements the crcmodel and the crcexperiment classes and can be used to per-

form Robust Decision Making Analyses of multiple cancer screening models using high-

performance computing resources. The package supports large-scale computational tasks

that have historically been deemed unfeasible for microsimulation models, such as defin-

ing and conducting Probabilistic Sensitivity Analyses (PSAs) or robustness analyses of large

models and large combinations of parameter sets. Documentation for crcrdm is available

at https://c-rutter.github.io/crcrdm/index.html.

https://c-rutter.github.io/crcrdm/index.html
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4.10 Appendix V: Tables

Table 4.1: Parameter Prior and Posterior Distributions

Parameter Model Prior Posterior

Adenoma risk

BC-10 TN(-6.1,0.4,-7,-5.4) -6.8 [-7, -6.4]𝐴𝑎, Baseline log-risk

BC-20 TN(-7.2,0.3,-8.1,-6.5) -6.6 [-6.8, -6.5]

BC-10 TN(1.1,0.5,0.25,2.75) 1.9 [1.6, 2.2]𝜎𝑎, Standard dev., baseline log-risk

BC-20 TN(1.1,0.5,0.25,2.75) 1.8 [1.5, 2.1]

BC-10 TN(-0.5,0.1,-0.8,-0.1) -0.74 [-0.8, -0.64]𝛼1, Female

BC-20 TN(-0.5,0.1,-0.8,-0.1) -0.74 [-0.8, -0.63]

BC-10 TN(0.03,0.01,0.017,0.05) 0.044 [0.035, 0.05]𝛼𝑘0
, Age effect, [𝑘0, 𝑘1)

BC-20 TN(0.04,0.01,0.02,0.05) 0.046 [0.039, 0.05]

BC-10 TN(0.03,0.01,0.01,0.085) 0.053 [0.02, 0.08]𝛼𝑘1
, Age effect, [𝑘1, 𝑘2)

BC-20 TN(0.03,0.01,0.01,0.075) 0.064 [0.047, 0.074]

BC-10 TN(0.03,0.01,-0.01,0.05) 0.012 [-0.0089, 0.044]𝛼𝑘2
, Age effect, [𝑘2, 𝑘3)

BC-20 TN(0.03,0.01,-0.01,0.05) 0.023 [-0.005, 0.047]

BC-10 TN(0.03,0.03,-0.02,0.04) 0.0044 [-0.018, 0.034]𝛼𝑘3
, Age effect, ≥ 𝑘3

BC-20 TN(0.03,0.03,-0.02,0.04) -0.001 [-0.019, 0.028]

BC-10 U(-0.2,0.2) -0.0058 [-0.19, 0.18]𝛼1880, Birth cohort 1880

BC-20 U(-0.2,0.2) 0.05 [-0.15, 0.19]

BC-10 U(-0.2,0.2) 0.038 [-0.16, 0.19]𝛼1910, Birth cohort 1910

BC-20 U(-0.2,0.2) -0.017 [-0.19, 0.17]

BC-10 0 0 [0, 0]𝛼1940, Birth cohort 1940

BC-20 0 0 [0, 0]

BC-10 U(0,0.3) 0.055 [0.0027, 0.15]𝛼1955, Birth cohort 1955

BC-20 U(0,0.3) 0.091 [0.0053, 0.23]

BC-10 U(0,1) 0.14 [0.011, 0.35]𝛼1970, Birth cohort 1970

BC-20 U(0,1) 0.27 [0.043, 0.52]

BC-10 U(0.1,1.2) 0.4 [0.13, 0.75]𝛼1975, Birth cohort 1975

BC-20 U(0.1,1.2) 0.45 [0.14, 0.84]

Time to 10 mm
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Table 4.1: Parameter Prior and Posterior Distributions (continued)

Parameter Model Prior Posterior

BC-10 U(1.1,5) 1.3 [1.1, 1.4]𝛽1𝑐, Shape, colon

BC-20 U(1.1,5) 1.2 [1.1, 1.4]

BC-10 U(10.7,40) 48 [44, 50]𝛽2𝑐, Scale, colon

BC-20 U(10.7,40) 45 [41, 49]

BC-10 U(1.1,5) 3.2 [2.1, 4.6]𝛽1𝑟, Shape, rectum

BC-20 U(1.1,5) 3.9 [2.6, 4.9]

BC-10 U(25,45) 18 [13, 23]𝛽2𝑟, Scale, rectum

BC-20 U(25,45) 15 [12, 19]

Growth Model

BC-10 TN(1,0.5,0.5,3.2) 0.64 [0.53, 0.75]𝑝, Richard’s power

BC-20 TN(1,0.5,0.5,3.2) 0.65 [0.52, 0.8]

Size at transition to prec. crc

BC-10 TN(3.1,0.5,2.6,3.6) 2.9 [2.8, 3.1]𝛾0, Intercept

BC-20 TN(3.1,0.5,2.6,3.6) 3 [2.8, 3.2]

BC-10 TN(-0.06,0.2,-0.5,0.3) -0.14 [-0.19, -0.096]𝛾1, Female (vs male)

BC-20 TN(-0.06,0.2,-0.5,0.3) -0.16 [-0.2, -0.11]

BC-10 TN(0.25,0.25,-0.5,0.5) -0.063 [-0.27, 0.11]𝛾2, Rectal (vs colon)

BC-20 TN(0.25,0.25,-0.5,0.5) -0.037 [-0.24, 0.15]

BC-10 TN(-0.14,0.2,-0.35,0.25) 0.065 [0.0084, 0.12]𝛾3, Female and Rectal

BC-20 TN(-0.14,0.2,-0.35,0.25) 0.082 [0.028, 0.14]

BC-10 U(-1.5,1.5) -1.6 [-1.9, -1.3]𝛾4, Age at initiation

BC-20 U(-1.5,1.5) -1.7 [-2, -1.3]

BC-10 U(-0.1,0.25) 0.22 [0.096, 0.3]𝛾5, Age at initiation sq.

BC-20 U(-0.1,0.25) 0.11 [-0.078, 0.28]

BC-10 U(0.25,1) 0.45 [0.35, 0.55]𝜎𝛾, Standard dev., Trans. Prob.

BC-20 U(0.25,1) 0.51 [0.43, 0.61]

Soujourn Time

BC-10 U(2.25,4.25) 3.3 [2.4, 4.2]𝜆1, Scale

BC-20 U(2.25,4.25) 3.3 [2.4, 4.2]

BC-10 U(2,5) 1.9 [0.99, 3.6]𝜆2, Shape

BC-20 U(2,5) 2 [1.1, 3.2]
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Table 4.1: Parameter Prior and Posterior Distributions (continued)

Parameter Model Prior Posterior

BC-10 U(-1,1.25) 1.2 [0.71, 1.5]𝜆3, Rectal (vs colon)

BC-20 U(-1,1.25) 1.2 [0.69, 1.5]
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Table 4.2: Calibration Targets and Tolerance Intervals

Name Target (Tolerance Interval)

Corley (2013)

Adenoma prevalence, male [50 − 54] 25 (21.2,35)

Adenoma prevalence, male [55 − 59] 29 (24.6,40.6)

Adenoma prevalence, male [65 − 64] 31 (26.4,43.4)

Adenoma prevalence, male [65 − 69] 34 (28.8,48.3)

Adenoma prevalence, male [70 − 74] 39 (32,56.8)

Adenoma prevalence, male ≥ 75 38 (30.4,56.3)

Adenoma prevalence, female [50 − 54] 15 (12.8,21.1)

Adenoma prevalence, female [55 − 59] 18 (15.3,25.4)

Adenoma prevalence, female [65 − 64] 22 (18.7,30.8)

Adenoma prevalence, female [65 − 69] 24 (20.2,34.2)

Adenoma prevalence, female [70 − 74] 26 (21.1,38.1)

Adenoma prevalence, female ≥ 75 26 (20.4,39.1)

UKFSS, Atkin (2010)

Detected preclinical CRC per 1000 people , male 4.68 (3.26,6.47)

Detected preclinical CRC per 1000 people ,female 1.74 (0.93,2.93)

SEER 1975-1979, NCI (2012)

CRC incidence, colon, female [40 − 49] 14.8 (11.8,17.8)

CRC incidence, colon, female [50 − 59] 43.2 (36.8,49.7)

CRC incidence, colon, female [60 − 69] 101 (86,116)

CRC incidence, colon, female [70 − 84] 219 (186,252)

CRC incidence, colon, female ≥ 85 295 (250,339)

CRC incidence, colon, male [40 − 49] 13.7 (10.7,16.7)

CRC incidence, colon, male [50 − 59] 45.8 (38.9,52.7)

CRC incidence, colon, male [60 − 69] 123 (104,141)

CRC incidence, colon, male [70 − 84] 273 (232,314)

CRC incidence, colon, male ≥ 85 386 (328,444)

CRC incidence, rectal, female [40 − 49] 5.84 (2.84,8.84)

CRC incidence, rectal, female [50 − 59] 20.5 (17.4,23.6)

CRC incidence, rectal, female [60 − 69] 43.2 (36.7,49.6)
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Table 4.2: Calibration Targets and Tolerance Intervals (continued)

Name Target (Tolerance Interval)

CRC incidence, rectal, female [70 − 84] 75.6 (64.3,87)

CRC incidence, rectal, female ≥ 85 104 (88.2,119)

CRC incidence, rectal, male [40 − 49] 7.23 (4.23,10.2)

CRC incidence, rectal, male [50 − 59] 30.2 (25.6,34.7)

CRC incidence, rectal, male [60 − 69] 72.4 (61.6,83.3)

CRC incidence, rectal, male [70 − 84] 131 (111,150)

CRC incidence, rectal, male ≥ 85 164 (139,190)

SEER 2009-2014, NCI (2012)

CRC incidence, [40 − 44] 16.4 (13.4,19.4)

CRC incidence, [40 − 44] 14.4 (11.4,17.4)

Pickhardt (2003)

Percent of detected adenomas < 6 mm 62.1 (52.8,71.4)

Percent of detected adenomas [6, 10) mm 28.7 (22.6,35.4)

Percent of detected adenomas ≥ 10mm 9.21 (5.64,13.9)

Church (2004)

Preclinical CRCs per 1000 lesions [6, 10) mm 2.39 (0.0012,23.7)

Preclinical CRCs per 1000 lesions ≥ 10mm 42.3 (18.5,80.6)

Lieberman (2008)

Preclinical CRCs per 1000 lesions [6, 10) mm 2.51 (0.0402,15)

Preclinical CRCs per 1000 lesions ≥ 10mm 32.8 (15.5,59.7)
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Table 4.3: Colonoscopy Sensitivity Assumtpions

Adenoma Size Sensitivity Source

Very Low

<=5 mm 0.550 Appendix II

6-9 mm 0.700 Rutter (2021)

>= 10 mm 0.900 Rutter (2021)

Low

<=5 mm 0.700 Zauber (2008)

6-9 mm 0.800 Zauber (2008)

>= 10 mm 0.931 Knudsen (2016)

Baseline

<=5 mm 0.750 Zauber (2008)

6-9 mm 0.850 Zauber (2008)

>= 10 mm 0.950 Zauber (2008)

High

<=5 mm 0.790 Zauber (2008)

6-9 mm 0.920 Zauber (2008)

>= 10 mm 0.995 Knudsen (2016)
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Table 4.4: LYG estimates and 95 percent Credible Intervals

Strategy / Sensitivity BC-20 BC-10

45-70,5

Very low 389.2 [296.2, 527.9] 368.6 [281.7, 481.8]

Low 413.4 [313.1, 557.1] 389.6 [298.6, 511.3]

Baseline 421.2 [319.4, 568.3] 396.3 [303.2, 520.7]

High 428.8 [324.7, 578.2] 403.2 [308.9, 528.7]

45-70,10

Very low 363.3 [273.5, 500.1] 345.2 [259.1, 453.5]

Low 391.1 [295.7, 535.6] 369.7 [279.5, 485.4]

Baseline 400.3 [302.8, 547.3] 377.8 [286, 496.8]

High 409.6 [309, 558.4] 386.2 [293.1, 508.8]

45-70,15

Very low 337.5 [250.6, 470.3] 322.4 [237.6, 426.3]

Low 368.2 [273.9, 509.6] 349.3 [259, 460.6]

Baseline 378.4 [282.3, 523] 358.6 [267.1, 473.4]

High 389.2 [292.1, 537.1] 368.2 [275.8, 484.6]

50-70,5

Very low 353.7 [268.2, 477.7] 334.9 [255.6, 438.5]

Low 375.9 [285.7, 507.8] 354.5 [271.6, 466.1]

Baseline 383.3 [291.4, 517.3] 361 [276.7, 474.8]

High 391 [296.5, 527.7] 367.8 [282.2, 482.6]

50-70,10

Very low 335.9 [253.6, 460.2] 318.9 [239.9, 418.1]

Low 361.6 [274, 491] 341.7 [259.5, 449.4]

Baseline 370.5 [280.4, 502.4] 349.5 [265.2, 459.8]

High 379.7 [287.1, 515.1] 357.9 [271.9, 470.5]

50-70,15

Very low 319.1 [240, 441.1] 302.8 [224.7, 397.7]

Low 346.2 [261.5, 475.2] 327 [245.5, 430.3]

Baseline 355.3 [268.5, 485.5] 335.3 [252.4, 441.9]

High 365.1 [276, 497.5] 344.1 [260.1, 453.4]
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Table 4.4: LYG estimates and 95 percent Credible Intervals (continued)

Strategy / Sensitivity BC-20 BC-10

55-70,5

Very low 313.1 [239.7, 422.2] 299.5 [229.6, 391.2]

Low 332.9 [255.1, 447.5] 317.3 [244.1, 415.6]

Baseline 339.9 [260.7, 458] 323.4 [249.1, 422.8]

High 347.7 [266.1, 468.1] 330.5 [254.4, 432.4]

55-70,10

Very low 293 [222.7, 399.9] 280.8 [211.7, 368.5]

Low 315.7 [240.8, 428.5] 301.5 [229, 396.2]

Baseline 323.7 [247.4, 439.3] 308.7 [234.6, 406.2]

High 332.8 [254.4, 450.3] 316.9 [240.6, 416.5]

55-70,15

Very low 286 [216.9, 392.1] 274 [205.7, 359.6]

Low 310 [235.4, 422] 295.9 [223.4, 388.8]

Baseline 318.7 [242.1, 432.7] 303.7 [229.9, 399.6]

High 328.6 [250, 445.8] 312.8 [237.2, 410.6]

45-75,5

Very low 396.4 [302.1, 534.9] 374.7 [286.5, 488.9]

Low 420.2 [319, 564.9] 395.1 [303.1, 518.1]

Baseline 427.9 [324.4, 576] 401.7 [308.4, 527.2]

High 435.5 [330.3, 586.2] 408.4 [313.8, 535.1]

45-75,10

Very low 375.5 [284.6, 514.8] 356.6 [269.8, 466.5]

Low 403 [305.3, 549] 380.5 [289.8, 499.3]

Baseline 412.3 [313, 559.1] 388.6 [297, 510]

High 421.7 [318.8, 570.2] 396.9 [303.6, 521.2]

45-75,15

Very low 351.7 [263.2, 487] 335.9 [249.9, 440.2]

Low 381.7 [286.8, 525.3] 362.1 [271.8, 476.5]

Baseline 391.8 [295, 538.1] 371 [280.4, 487.9]

High 402.4 [303.2, 550.9] 380.5 [287.9, 500.5]
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Table 4.4: LYG estimates and 95 percent Credible Intervals (continued)

Strategy / Sensitivity BC-20 BC-10

50-75,5

Very low 360.5 [274.6, 484.1] 340.7 [261, 446]

Low 382.6 [291.4, 515.3] 359.9 [276.9, 472.7]

Baseline 390 [296.5, 525.3] 366.4 [281.8, 481]

High 397.6 [302.8, 535.1] 373.1 [287.1, 489.7]

55-75,5

Very low 317.4 [243, 427.5] 303.2 [233, 394.9]

Low 337 [258.9, 452.6] 320.6 [247.1, 419.2]

Baseline 343.9 [263.6, 461.5] 326.7 [252.3, 426.9]

High 351.7 [269.3, 471.8] 333.7 [257.5, 435.6]

55-75,10

Very low 302.8 [231.5, 410.1] 289.8 [220.5, 378.8]

Low 324.9 [248.7, 438.2] 309.8 [236.3, 405.7]

Baseline 332.9 [255, 450.1] 316.9 [241.7, 415.5]

High 342.1 [261.9, 460.6] 325.1 [249.4, 425.9]

45-80,5

Very low 399.9 [303.7, 537.7] 377.5 [289, 493.9]

Low 423.4 [322.5, 568.7] 397.5 [305.4, 520.8]

Baseline 431 [327.8, 580.3] 404 [310.8, 529.4]

High 438.4 [333.6, 589.5] 410.6 [315.7, 537.3]

50-80,5

Very low 364.2 [277.2, 489.3] 343.7 [263.1, 448.7]

Low 385.9 [294.5, 518.3] 362.5 [279.5, 475.4]

Baseline 393.3 [298.9, 528.6] 368.8 [284.5, 484.3]

High 400.7 [303.9, 539.2] 375.4 [289.7, 492.9]

50-80,10

Very low 343.4 [260.1, 468.4] 325.3 [246.1, 427]

Low 369.3 [280.4, 499.2] 348 [264.9, 458.2]

Baseline 378.1 [286.8, 511.5] 355.7 [271, 468.3]

High 387.5 [293.5, 523.6] 364.1 [278.6, 478.7]
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Table 4.4: LYG estimates and 95 percent Credible Intervals (continued)

Strategy / Sensitivity BC-20 BC-10

50-80,15

Very low 326.9 [247.1, 449] 310.2 [231.5, 407]

Low 354.2 [268.4, 483.3] 334.4 [252.5, 440]

Baseline 363.7 [275.5, 494] 342.8 [259.3, 451.9]

High 373.8 [282.8, 507] 352 [268, 464]

55-80,5

Very low 320.9 [245.9, 429.8] 305.9 [236.2, 399.2]

Low 340.2 [260.7, 457] 323.2 [249.3, 422.8]

Baseline 347.1 [265.2, 464.4] 329.2 [254.2, 430.4]

High 354.9 [271, 474] 336.1 [259.2, 438.5]

45-85,5

Very low 401.3 [305.2, 539.2] 378.5 [289.2, 495.5]

Low 424.5 [323.3, 569.6] 398.3 [306.3, 521.7]

Baseline 432.2 [328.9, 582] 404.8 [311.2, 529.5]

High 439.4 [334, 592.6] 411.4 [316.9, 537.3]

45-85,10

Very low 379 [288.1, 518.1] 359.5 [272, 470.7]

Low 406.4 [308.4, 551.4] 383.2 [293, 502.4]

Baseline 415.7 [315.5, 562.4] 391.1 [299.3, 513.3]

High 425 [322, 574.6] 399.6 [305.8, 524.7]

50-85,5

Very low 365.5 [278.7, 490.5] 344.6 [263.7, 451.1]

Low 387.1 [295, 519.8] 363.3 [279.7, 477.5]

Baseline 394.3 [300.8, 530.2] 369.6 [285.2, 485.5]

High 401.8 [305.6, 540.5] 376.2 [290.2, 493.4]

55-85,5

Very low 322.3 [247.6, 431.1] 307 [236.4, 400.4]

Low 341.4 [262.1, 456.7] 324.1 [250.5, 422.7]

Baseline 348.3 [267.2, 465.4] 330 [255.1, 431.6]

High 356.1 [272.4, 475.2] 336.9 [260.7, 439.6]
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Table 4.4: LYG estimates and 95 percent Credible Intervals (continued)

Strategy / Sensitivity BC-20 BC-10

55-85,10

Very low 305.9 [233.9, 412.4] 292.3 [222.4, 382.9]

Low 328 [251.6, 442.3] 312.2 [238.8, 409.3]

Baseline 336 [257.5, 452.9] 319.3 [245.2, 418.3]

High 345.2 [264.2, 463.9] 327.5 [251.3, 428.5]

55-85,15

Very low 289.3 [219.7, 394.3] 276.9 [207.7, 363.2]

Low 313.5 [239.1, 425] 298.8 [225.9, 391.9]

Baseline 322.3 [245.5, 437.4] 306.8 [232.7, 403.6]

High 332.4 [254.2, 449.8] 316 [239.9, 414.7]
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Table 4.5: Number of Colonoscopies Estimates and 95 percent Credible

Intervals

Strategy / Sensitivity BC-20 BC-10

45-70,5

Very low 5348 [5273, 5437] 5392 [5303, 5505]

Low 5332 [5252, 5429] 5381 [5283, 5500]

Baseline 5328 [5247, 5426] 5377 [5278, 5497]

High 5323 [5242, 5420] 5374 [5273, 5494]

45-70,10

Very low 3360 [3212, 3574] 3374 [3230, 3545]

Low 3391 [3236, 3613] 3409 [3264, 3584]

Baseline 3399 [3241, 3622] 3417 [3272, 3593]

High 3403 [3245, 3628] 3422 [3277, 3600]

45-70,15

Very low 2614 [2434, 2868] 2622 [2452, 2821]

Low 2672 [2483, 2937] 2681 [2507, 2891]

Baseline 2688 [2498, 2956] 2697 [2521, 2911]

High 2700 [2511, 2971] 2710 [2534, 2926]

50-70,5

Very low 4438 [4375, 4522] 4478 [4400, 4580]

Low 4422 [4351, 4510] 4466 [4382, 4570]

Baseline 4415 [4343, 4505] 4461 [4375, 4567]

High 4408 [4334, 4499] 4455 [4368, 4562]

50-70,10

Very low 3147 [3027, 3318] 3166 [3052, 3301]

Low 3169 [3042, 3345] 3192 [3075, 3331]

Baseline 3173 [3045, 3350] 3197 [3077, 3337]

High 3175 [3046, 3352] 3201 [3081, 3341]

50-70,15

Very low 2479 [2327, 2693] 2486 [2346, 2658]

Low 2524 [2367, 2743] 2535 [2393, 2714]

Baseline 2535 [2378, 2755] 2547 [2403, 2727]
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Table 4.5: Number of Colonoscopies Estimates and 95 percent Credible

Intervals (continued)

Strategy / Sensitivity BC-20 BC-10

High 2542 [2385, 2762] 2555 [2414, 2735]

55-70,5

Very low 3602 [3548, 3679] 3628 [3563, 3709]

Low 3594 [3535, 3674] 3623 [3555, 3706]

Baseline 3589 [3530, 3671] 3619 [3550, 3702]

High 3584 [3524, 3665] 3613 [3544, 3698]

55-70,10

Very low 2359 [2238, 2524] 2369 [2259, 2507]

Low 2393 [2269, 2563] 2406 [2292, 2548]

Baseline 2401 [2276, 2572] 2414 [2300, 2556]

High 2405 [2280, 2575] 2419 [2305, 2560]

55-70,15

Very low 2279 [2157, 2446] 2288 [2176, 2423]

Low 2317 [2190, 2490] 2327 [2212, 2470]

Baseline 2327 [2199, 2500] 2338 [2223, 2480]

High 2332 [2205, 2506] 2344 [2229, 2486]

45-75,5

Very low 5893 [5808, 5976] 5935 [5835, 6049]

Low 5879 [5793, 5966] 5922 [5816, 6043]

Baseline 5874 [5789, 5963] 5917 [5811, 6039]

High 5870 [5785, 5960] 5913 [5806, 6035]

45-75,10

Very low 3929 [3809, 4111] 3949 [3830, 4094]

Low 3955 [3828, 4141] 3976 [3851, 4124]

Baseline 3961 [3832, 4149] 3983 [3856, 4131]

High 3965 [3835, 4154] 3987 [3860, 4136]

45-75,15

Very low 3178 [3028, 3399] 3191 [3043, 3366]

Low 3218 [3057, 3447] 3234 [3085, 3412]
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Table 4.5: Number of Colonoscopies Estimates and 95 percent Credible

Intervals (continued)

Strategy / Sensitivity BC-20 BC-10

Baseline 3229 [3065, 3459] 3245 [3095, 3424]

High 3236 [3071, 3469] 3252 [3104, 3433]

50-75,5

Very low 4966 [4895, 5040] 5004 [4914, 5106]

Low 4951 [4877, 5029] 4991 [4897, 5100]

Baseline 4947 [4872, 5026] 4986 [4892, 5096]

High 4942 [4868, 5021] 4982 [4887, 5092]

55-75,5

Very low 4072 [4014, 4135] 4102 [4030, 4188]

Low 4055 [3994, 4121] 4087 [4010, 4177]

Baseline 4049 [3987, 4117] 4081 [4003, 4171]

High 4042 [3979, 4110] 4074 [3994, 4165]

55-75,10

Very low 2889 [2798, 3016] 2905 [2816, 3007]

Low 2908 [2813, 3039] 2926 [2834, 3031]

Baseline 2911 [2816, 3044] 2930 [2838, 3037]

High 2913 [2814, 3046] 2933 [2840, 3040]

45-80,5

Very low 6329 [6235, 6415] 6367 [6258, 6482]

Low 6311 [6212, 6401] 6350 [6239, 6470]

Baseline 6307 [6206, 6396] 6344 [6233, 6466]

High 6302 [6200, 6393] 6340 [6228, 6461]

50-80,5

Very low 5401 [5317, 5479] 5436 [5339, 5539]

Low 5386 [5300, 5464] 5420 [5323, 5528]

Baseline 5381 [5295, 5460] 5416 [5318, 5524]

High 5377 [5291, 5456] 5411 [5312, 5519]

50-80,10

Very low 3600 [3505, 3747] 3617 [3515, 3735]
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Table 4.5: Number of Colonoscopies Estimates and 95 percent Credible

Intervals (continued)

Strategy / Sensitivity BC-20 BC-10

Low 3622 [3519, 3774] 3640 [3536, 3760]

Baseline 3627 [3523, 3779] 3646 [3541, 3765]

High 3631 [3527, 3782] 3650 [3545, 3769]

50-80,15

Very low 2903 [2777, 3087] 2916 [2790, 3060]

Low 2938 [2805, 3127] 2954 [2825, 3103]

Baseline 2947 [2812, 3137] 2964 [2834, 3115]

High 2953 [2817, 3143] 2970 [2840, 3122]

55-80,5

Very low 4489 [4415, 4558] 4518 [4435, 4607]

Low 4473 [4399, 4544] 4503 [4418, 4596]

Baseline 4468 [4394, 4539] 4498 [4413, 4591]

High 4463 [4387, 4534] 4493 [4407, 4586]

45-85,5

Very low 6646 [6535, 6742] 6682 [6562, 6797]

Low 6626 [6511, 6723] 6662 [6543, 6781]

Baseline 6621 [6507, 6718] 6657 [6536, 6777]

High 6616 [6503, 6713] 6651 [6530, 6773]

45-85,10

Very low 4260 [4159, 4420] 4278 [4169, 4411]

Low 4284 [4178, 4452] 4302 [4190, 4437]

Baseline 4290 [4182, 4459] 4308 [4195, 4443]

High 4294 [4186, 4464] 4312 [4198, 4447]

50-85,5

Very low 5715 [5614, 5802] 5747 [5639, 5852]

Low 5698 [5597, 5785] 5730 [5621, 5838]

Baseline 5693 [5592, 5780] 5725 [5616, 5833]

High 5688 [5588, 5775] 5721 [5611, 5828]

55-85,5
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Table 4.5: Number of Colonoscopies Estimates and 95 percent Credible

Intervals (continued)

Strategy / Sensitivity BC-20 BC-10

Very low 4802 [4710, 4880] 4829 [4734, 4923]

Low 4785 [4693, 4863] 4813 [4715, 4909]

Baseline 4781 [4690, 4859] 4808 [4711, 4904]

High 4776 [4685, 4854] 4803 [4704, 4899]

55-85,10

Very low 3209 [3137, 3317] 3224 [3146, 3313]

Low 3227 [3153, 3339] 3244 [3163, 3333]

Baseline 3232 [3156, 3344] 3248 [3168, 3339]

High 3234 [3158, 3345] 3251 [3171, 3341]

55-85,15

Very low 2579 [2477, 2724] 2591 [2489, 2706]

Low 2611 [2503, 2759] 2624 [2520, 2741]

Baseline 2619 [2510, 2769] 2633 [2529, 2751]

High 2625 [2515, 2774] 2639 [2537, 2757]
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Table 4.6: Efficiency Ratio Estimates and 95 percent Credible Intervals

Strategy / Sensitivity BC-20 BC-10

45-70,5

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

45-70,10

Very low 9.464 [7.089, 11.94] 9.942 [7.683, 12.51]

Low 8.872 [6.643, 11.19] 9.375 [7.27, 11.72]

Baseline 8.684 [6.508, 10.92] 9.194 [7.146, 11.48]

High 8.498 [6.379, 10.7] 9.006 [7.035, 11.27]

45-70,15

Very low 7.922 [6.021, 9.86] 8.271 [6.485, 10.33]

Low 7.419 [5.661, 9.245] 7.8 [6.139, 9.68]

Baseline 7.257 [5.542, 9.042] 7.642 [6.026, 9.446]

High 7.088 [5.427, 8.816] 7.475 [5.917, 9.221]

50-70,5

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

50-70,10

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

50-70,15

Very low 7.939 [6.028, 9.921] 8.348 [6.499, 10.43]

Low 7.449 [5.705, 9.248] Dominated

Baseline 7.287 [5.58, 9.054] Dominated

High 7.11 [5.44, 8.853] Dominated
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Table 4.6: Efficiency Ratio Estimates and 95 percent Credible Intervals

(continued)

Strategy / Sensitivity BC-20 BC-10

55-70,5

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

55-70,10

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

55-70,15

Very low 8.139 [6.193, 10.1] 8.487 [6.604, 10.57]

Low 7.633 [5.825, 9.444] 7.991 [6.256, 9.911]

Baseline 7.454 [5.684, 9.242] 7.821 [6.128, 9.661]

High 7.246 [5.525, 9.001] 7.614 [5.988, 9.437]

45-75,5

Very low 15.24 [11.07, 19.62] 16.13 [12.02, 20.78]

Low 14.34 [10.39, 18.53] 15.26 [11.38, 19.59]

Baseline 14.07 [10.17, 18.14] 15 [11.18, 19.28]

High Dominated 14.74 [11.01, 18.93]

45-75,10

Very low 10.71 [7.945, 13.58] 11.27 [8.638, 14.29]

Low 10.05 [7.417, 12.74] 10.63 [8.18, 13.36]

Baseline 9.833 [7.266, 12.45] 10.42 [8.037, 13.13]

High 9.622 [7.128, 12.19] 10.21 [7.917, 12.83]

45-75,15

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated
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Table 4.6: Efficiency Ratio Estimates and 95 percent Credible Intervals

(continued)

Strategy / Sensitivity BC-20 BC-10

High Dominated Dominated

50-75,5

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

55-75,5

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

55-75,10

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

45-80,5

Very low 16.23 [11.73, 21.03] 17.18 [12.75, 22.09]

Low 15.29 [11.03, 19.71] 16.27 [12.08, 20.93]

Baseline 15.01 [10.8, 19.37] 15.99 [11.9, 20.56]

High 14.74 [10.63, 19.02] 15.72 [11.7, 20.23]

50-80,5

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

50-80,10

Very low Dominated Dominated

Low Dominated Dominated
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Table 4.6: Efficiency Ratio Estimates and 95 percent Credible Intervals

(continued)

Strategy / Sensitivity BC-20 BC-10

Baseline Dominated Dominated

High Dominated Dominated

50-80,15

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

55-80,5

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

45-85,5

Very low 16.98 [12.25, 21.99] 17.98 [13.29, 23.22]

Low 16.01 [11.53, 20.7] 17.03 [12.6, 21.92]

Baseline 15.72 [11.29, 20.33] 16.75 [12.41, 21.53]

High 15.44 [11.08, 19.98] 16.47 [12.23, 21.2]

45-85,10

Very low 11.51 [8.498, 14.64] Dominated

Low 10.79 [7.931, 13.71] 11.42 [8.74, 14.47]

Baseline 10.57 [7.759, 13.44] 11.2 [8.576, 14.17]

High 10.34 [7.602, 13.13] 10.98 [8.43, 13.86]

50-85,5

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

55-85,5

Very low Dominated Dominated
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Table 4.6: Efficiency Ratio Estimates and 95 percent Credible Intervals

(continued)

Strategy / Sensitivity BC-20 BC-10

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

55-85,10

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated

55-85,15

Very low Dominated Dominated

Low Dominated Dominated

Baseline Dominated Dominated

High Dominated Dominated
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Table 4.7: Back-to-back Colonoscopy Studies

Adenoma Size Study 𝑛1 𝑛2 AMR

<=5 mm Hixon, 1991 89 17 16.04

<=5 mm Rex, 1997 217 81 27.18

<=5 mm Rex, 2003 I 69 23 25.00

<=5 mm Rex, 2003 II 12 8 40.00

<=5 mm Harrison, 2004 49 22 30.99

6-9 mm Hixon, 1991 50 7 12.28

6-9 mm Rex, 1997 42 6 12.50

6-9 mm Rex, 2003 I 8 0 0.00

6-9 mm Rex, 2003 II 3 2 40.00

6-9 mm Harrison, 2004 5 1 16.67

>= 10 mm Hixon, 1991 58 0 0.00

>= 10 mm Rex, 1997 30 2 6.25

>= 10 mm Rex, 2003 I 2 0 0.00

>= 10 mm Rex, 2003 II 1 0 0.00

>= 10 mm Harrison, 2004 3 0 0.00



Chapter 5

Conclusion

This dissertation aimed to explore the utility of Robust DecisionMakingmethods inHealth

Policy problems. The first paper reviewed principles from the DMDU methods toolkit

and discussed how those principles are relevant to informing pandemic control policies.

The second paper provided an RDM analysis stress-testing California’s COVID-19 reopen-

ing strategies and discusses which reopening plans are more likely to be robust and non-

dominated. The COVID-19 analysis was carried out during the pandemic in “real-time”

and offered conclusions as those critical reopening decisions were being made. Finally,

the third paper analyzed the robustness of colorectal cancer screening strategies. The three

papers offer substantive conclusions and represent a step toward translating contributions

from the Decision Making Under Deep Uncertainty field to the Health Decision Sciences.

This dissertation presents a set of contributions to the Decision Making under Deep

Uncertainty and the Health Decision Sciences fields. First, it presented novel Robust De-

cision Making applications in two fields - namely infectious disease and cancer screening

modeling. Second, both analyses demonstrated how Bayesian model inference approaches

can be integrated with Robust Decision Making. Finally, this dissertation presented sub-

stantive findings in each paper, informing the design of COVID-19 mitigation plans and

assessing the robustness of colorectal cancer screening strategies.

137
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While this dissertation has used DMDU tools and principles, the full potential of

DMDU methods has yet to be explored and the practice of DMDU methods in the health

decision sciences will evolve over time. The two application papers in this dissertation

focused on substantive questions, and I only invoked the DMDU tools necessary to

support each paper’s conclusions. There is still ample space for future research exploring

methodological issues that arise from the application of DMDU methods to health

decision-analytic problems. I identify three themes in which future research may prove

helpful.

The first theme is how to represent available scientific knowledge while allowing for

deep uncertainty. In the two papers, I used Bayesian Inference approaches to simulate

draws from the posterior distributions of model parameters based on one or multiple data

sources. This step aimed to obtain a coherent set of states of the world that are consistent

with themodel at hand and cannot be falsified by existing data. Because healthmodels often

represent unobservable disease processes, model calibration (estimation) is necessary if

models are to be taken seriously. There is a lack of guidance on how healthmodelers should

use DMDU methods while informing their models with data. While there is nascent work

exploring the intersection of Bayesian inference and DMDU (e.g., Doss-gollin and Keller

(2022)), more specific guidance is needed. Future research can investigate how one can

integrate Bayesian Decision Analysis and DMDU methods.

Another area of future research is designing and tailoring methods to analyze the

results of DMDU analysis in health modeling and which conclusions can and should be

drawn from that analysis. For instance, this dissertation has not employed scenario dis-

covery (Bryant and Lempert 2010) techniques to analyze the results of the robustness anal-

ysis because they were not necessary to support the conclusions drawn in those papers.

Future research can further clarify the similarities and differences between scenario dis-

covery and Value of Information (K. P. Claxton and Sculpher 2006) techniques. Given the

recent developments in VOI estimation methods1, the intersection of VOI and Scenario
1Recently, researchers developed many VOI estimation methods to allow inexpensive VOI see Menzies
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Discovery methods is an untapped area of methodological research. Exploring the differ-

ences and similarities between VOI and Scenario Discovery techniques can be valuable to

clarify where each approach is most appropriate and what assumptions each requires.

Finally, uncertainty communication was not explored in this dissertation and is the

third area for future research. There are two facets to this challenge. The first is to com-

municate results to researchers and trained decision-makers. Research in this area might

investigate how modelers can tailor their research design and information products to be

valuable to and well-understood by the intended audience. Health policy decision-makers

are not trained as modelers. They may not be prepared or willing to delve into the nuances

of the research output produced by more advanced research methods. Decision-makers

often want clear-cut answers to simple questions. That usually means obtaining an esti-

mate for a treatment that could be otherwise obtained in an experiment. Research in this

streammay explore howmodelers should presentmodel findingswhen answers to clear-cut

questions are unavailable.

The second facet of this third research stream is how to communicate uncertainty to

the public. The need to improve health policy communication became evident during the

COVID-19 pandemic. Simple health policy advice (such as the recommendation to wear a

mask to prevent transmission of an airborne disease) became a contested topic. Future re-

search should not be naive to the strategic use of uncertainty to undermine policy responses

and need to take end-to-end responsibility over how research results are used.

(2016), Jalal and Alarid-Escudero (2018), Heath, Manolopoulou, and Baio (2019), Heath, Manolopoulou,
and Baio (2018), M. Strong et al. (2015)
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