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Preface 

This tutorial describes how to use a menu-driven Shiny application (app) based on the 
Toolkit for Weighting and Analysis of Nonequivalent Groups (TWANG) R package. The 
TWANG package was first developed in 2004 by RAND Corporation researchers for the R 
statistical computing language and environment (RAND Corporation, undated a). The Shiny 
software development package allowed the TWANG project team to develop a series of menu-
driven apps that can be used to perform analyses using the TWANG package’s suite of 
commands without requiring a user to learn R. This tutorial provides an introduction on how to 
use the TWANG Shiny app for time-varying treatments. The tutorial demonstrates use of the 
Shiny app through an illustrative example and explains key inputs and outputs of the TWANG 
Shiny app. The TWANG Shiny app for time-varying treatments essentially involves repeated 
applications of the TWANG Shiny app for two treatment groups (Griffin et al., 2020). For this 
reason, users who are new to TWANG are encouraged to learn about the TWANG Shiny app for 
two treatments before using the TWANG Shiny app for time-varying treatments. The other 
tutorial that accompanies the TWANG Shiny app for two treatments provides an overview of 
how to use inverse probability of treatment weights for comparison of two treatment groups and, 
thus, provides a good place to start for new users of these methods (Griffin et al., 2020). 

Development of the TWANG Shiny app and this associated tutorial was supported by 
funding from grant R01DA045049 from the National Institute on Drug Abuse. The overarching 
goals of the grant are to develop statistical methods and tools that will provide addiction health 
services researchers (and others) with the tools and training they need for studying the 
effectiveness of treatments using observational data. The intended audience for this tool includes 
both researchers who focus on quantitative methods (such as statisticians, economists, data 
scientists, and analysts) and substantive researchers who have a basic understanding of 
regression modeling and causal inference. The work forms an integral part of a rich body of 
research that RAND has conducted to improve causal inference and addiction science (RAND 
Corporation, undated b).  

RAND Social and Economic Well-Being is a division of the RAND Corporation that seeks to 
actively improve the health and social and economic well-being of populations and communities 
throughout the world. This research was conducted in the Justice Policy Program within RAND 
Social and Economic Well-Being. The program focuses on such topics as access to justice, 
policing, corrections, drug policy, and court system reform, as well as other policy concerns 
pertaining to public safety and criminal and civil justice. For more information, email 
justicepolicy@rand.org.  

 

mailto:justicepolicy@rand.org
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1. Introduction 

 
This tutorial provides an introduction about how to use the Toolkit for Weighting and 

Analysis of Nonequivalent Groups (TWANG) Shiny application (app) to estimate the inverse 
probability of treatment weights (IPTW) for time-varying treatments when using observational 
data and to calculate treatment effect estimates using those IPTW. Researchers in many fields 
often find themselves with repeated measures data on individuals or units of observation that 
change over time. They might want to understand the potential consequences of specific types of 
treatments (e.g., pharmacological treatments or behavioral therapy) where individuals in their 
sample might move between periods of time when they are and are not receiving such 
treatments. Alternatively, researchers might want to understand the effects of time-varying 
exposures, such as environmental or lifestyle factors (e.g., binge drinking, substance use, or 
posttraumatic stress) and how changes over time in these factors might influence key outcomes 
further down the road. Such research questions are considered to involve “time-varying 
treatments” or “time-varying exposures” and require more care when interest lies in estimating 
the effect of the variable on outcomes. This tutorial demonstrates the use of the TWANG Shiny 
app for time-varying treatments for cases when the time-varying treatment or exposure is binary 
(e.g., receipt or no receipt of a specific therapy/treatment, or exposure to a period of trauma 
versus no exposure to that period of trauma) using an illustrative example in which the goal is to 
determine whether there is a causal effect at 12 months of multiple treatment episodes over a 
one-year period on decreasing rates of substance use among adolescent substance users. 

TWANG was first developed in 2004 by RAND Corporation researchers for the R statistical 
computing language and environment. The R version of the package contains functions for 
creating high-quality IPTW that can be used to estimate treatment effects with two or more 
treatment groups and time-varying treatments (Ridgeway et al., 2017). The RAND team has now 
developed interactive, menu-driven apps of the original TWANG functions using the Shiny 
software development package. Shiny is an R package that makes it easy to build interactive web 
apps straight from R (Shiny from R Studio, undated). 

This Shiny app for time-varying treatments is a menu-driven implementation of the TWANG 
IPTW function in R. It supports causal modeling of observational data when one wants to 
understand how a sequence of treatments affects an outcome of interest. To do so, we must take 
into account the effect of time-varying confounders that predict both the likelihood that an 
individual will receive subsequent treatment and the outcome at the end of the follow-up. This is 
accomplished by using IPTW together with marginal structural models (MSMs) to estimate the 
causal effects of the time-varying treatment. For more background on MSMs, see Robins, 
Hernán, and Brumback (2000) and Cole and Hernán (2008). We also refer an interested reader to 
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a paper by Griffin et al. (2014) that estimates the cumulative effect of multiple periods of 
substance use treatment on substance use among adolescents using these methods.  

The Shiny app for time-varying treatments essentially involves repeated uses of the TWANG 
Shiny app for two treatment groups (Griffin et al., 2020). For this reason, users who are new to 
TWANG are encouraged to learn about the app for two treatments before using the app for time-
varying treatments. The other tutorial that accompanies the TWANG Shiny app for two 
treatments (Griffin et al., 2020) includes an overview of how to use IPTW for two treatment 
group comparisons and provides a place to start for new users of these methods. 

 
The TWANG Shiny app for time-varying treatments will  

1. compute the needed IPTW for an analysis with time varying confounders 
2. check the quality of the resulting IPTW by assessing whether they have good balancing 

properties 
3. use the IPTW to estimate three different types of causal effects of the time-varying 

treatments, assuming that key assumptions hold.  
In the following chapters, we walk the reader through an example using a simplified version 

of the data from Griffin et al. (2014). The aim of the analysis is to estimate the cumulative effect 
of multiple periods of substance use treatment on substance use among adolescents. Specifically, 
we have information about whether youth received substance use treatment over three periods 
(0–3 months, 3–6 months, and 6–9 months) and we want to estimate the effects of different 
treatment sequences on their substance use frequency at 12 months. Youth were not randomized 
to treatment over time (e.g., they naturally enter or leave treatment based on several different 
factors). Therefore, there were notable differences on key characteristics between the group of 
youth receiving treatment over a particular follow-up period and the group that did not, which 
might confound the analysis (e.g., rates of substance use in the period before treatment, prior 
treatment receipt). Therefore, this case study represents an example of how to use IPTW to 
reduce the potential confounding effects of observed time-invariant (e.g., age, gender) and time-
varying (e.g., substance use frequency and prior treatment receipt) group differences. In Chapter 
2, we discuss the steps involved to launch the app on your computer (either via our stand-alone 
apps for PC and MAC users or via R directly). We also discuss how to read in your data. We 
note that we do not cover details about how to format and clean data prior to using them in the 
app. We expect data cleaning and missing data to be handled prior to using the app. In Chapter 3, 
we discuss how to estimate the needed IPTW, and in Chapter 4, we discuss how to assess the 
quality of those IPTW by assessing whether they have good balancing properties. In Chapter 5, 
we discuss how to use the IPTW to estimate treatment effects and in Chapter 6, how to save the 
weights.  
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2. Setting Up 

The TWANG Shiny app for time-varying treatments is hosted online and can be accessed 
through an internet browser at the following link:  
https://rand.shinyapps.io/shiny-twang-iptw/  

As of early 2021, this is the only way to access the app (Figure 2.1). We hope to release the 
source code and a binary stand-alone app for both Mac and PC at some point in the future. 
Once you click on the link, you should see the launch screen shown in Figure 2.1. 

 

Figure 2.1. R TWANG Shiny App for Time-Varying Treatments Launch Screen 

 

Loading the Data Set 
Here, we walk through an example. From the introduction tab, click “Next” and go to the 

“File Upload” tab (Figure 2.2).  

https://rand.shinyapps.io/shiny-twang-iptw/
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Figure 2.2. Loading the Data Set 

 

This is where you read in your data set. To demonstrate use of the TWANG shiny app, we 
provide a practice data set derived from Griffin et al. (2014). These data can be loaded easily by 
directly clicking on “Sample Dataset” in the File Upload tab. In the data, we have treatment 
information about whether youth received substance use treatment over three 3-month periods 
(tx) and we want to estimate the effects of different treatment sequences on their substance use 
frequency at 12 months (outcome). The example data also include time-invariant variables (such 
as gender and age at the time of study enrollment) and an outcome variable and several 
intermediate measures (here, time-varying confounders) that correspond to substance use 
frequency measured over the three different periods. Because the youth were not randomized to 
treatment over time, there were notable differences between the group of youth receiving 
treatment over a particular follow-up period and the group that did not. These are potentially key 
characteristics that could confound the analysis (e.g., time-invariant factors, such as gender and 
age, or time-varying factors, such as rates of substance use in the period before treatment [use] 
and prior treatment receipt [tx]). Finally, we note that many of the included continuous variables 
in the practice data have been standardized. 

Importantly, this app works with data in long format (each row is one time point per subject). 
Each row of data is uniquely defined by two unique identifiers (IDs). The first is a unique ID for 
the individual under observation, typically a person. The second is a unique ID for the time of 
the observation. This should be an ordered integer with time periods given sequentially. This ID 
contains only order information and does not include such information as the time between 
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observations. Therefore, the data set contains a row for each entity and timepoint combination. 
For simplicity, the TWANG shiny app only works with long data. If your data are wide, please 
convert them before importing them into the tool.  

Because we estimate the IPTW, we must be careful to ensure that there are no missing 
treatment histories. In other words, if there are N subjects and M treatment times, the data set 
must have N × M rows with M rows per subject. If your data set does not meet this criterion, you 
will see an error that says: “Outcomes must be observed at all times for all subjects.” Therefore, 
we recommend data cleaning and imputation be completed prior to using the app. 

For reading in the example data set, you can click on “Sample Dataset” under the “Choose 
File type” options on the “File Upload” tab. When using the “CSV/Text” option, it is necessary 
to specify the separator. This is most commonly a comma, hence the term comma-separated 
value (CSV) file, but the separator can also be a semicolon or tab. It is also necessary to specify 
whether strings are quoted. This tells R how to read text-based data that might contain the 
separator. For example, if CSV is selected, a comma can be in a text-based field so long as the 
text is quoted. Both single and double quotes are valid options.  

After successfully uploading the data, a subset of the data is shown on the right-hand side of 
the app (Figure 2.3). The data are described in detail in Chapter 3. 

Figure 2.3. Uploading Data to the App 
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3. Treatment Assignment Models  

Once the data are read into the app, click the “Next” button or click on the “Treatment 
Assignment Model” tab. Here, you can specify the model and set the parameters for computing 
the IPTW (Figure 3.1).  

Figure 3.1. Propensity Score Model  

 

In this example, our time-invariant covariates are gender and age at time of study enrollment. 
We have one time-varying confounder, specifically our measures of substance use frequency at 
each follow-up (labeled “use”). 

In the example data set, remember that each row corresponds to a single time period. The 
variable time is the time ID and, in this example, takes the value 1, 2, or 3. The variable tx is the 
treatment ID. This is a binary variable that indicates whether treatment was received in the given 
time period. The variable use is the substance abuse score prior to treatment in the given time 
period. The data set also includes some time-invariant terms. These are covariates that do not 
change with time, such as gender and age.  

The “Treatment Assignment Model” tab shown in Figure 3.1 implements the primary 
method in TWANG for IPTW. The TWANG package estimates IPTW for time-varying 
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treatments through the use of a generalized boosted model (GBM). The technique builds on the 
TWANG Shiny app for two treatments (Griffin et al., 2020) which estimates IPTW through the 
use of a GBM, a flexible, nonparametric estimation technique that can regress the treatment 
variable onto a large number of confounding (baseline) covariates (Ridgeway, 2001). GBMs 
were first proposed for the estimation of IPTW by McCaffrey, Ridgeway, and Morral (2004) as 
a way to circumvent the long and tedious process of fitting and refitting logistic regression 
models to obtain high-quality IPTW (Dehejia and Wahba, 1999; Rosenbaum and Rubin, 1983). 
Burgette, McCaffrey, and Griffin (2015) provide a brief overview of GBM, and we refer 
interested readers to that document for more details. In brief, GBM adaptively captures the 
functional form of the relationship between the covariates and the treatment indicator using what 
is known as a forward stage-wise additive algorithm or a regression tree approach, in which, at 
each step of the algorithm, a new simple regression tree is added to the model from the previous 
steps as a way to improve the model’s predictive ability. Therefore, when the algorithm has run 
only a few iterations, the model will be quite simple; as the algorithm runs out further (e.g., 
thousands of iterations), it will become increasingly complex.  

GBM has been shown in the literature to estimate causal effects with less bias than 
traditional regression approaches, such as a logistic regression model (Harder, Stuart, and 
Anthony, 2010; Lee, Lessler, and Stuart, 2010; McCaffrey, Ridgeway, and Morral, 2004). 
GBM, via its use of regression trees, provides several notable advantages to analysts interested 
in estimating IPTW. First, it can handle different types of covariates (continuous, discrete, 
ordinal, etc.). Second, it will automatically accommodate nonlinear and interactive effects, 
meaning the analyst or researcher does not need to know a priori whether there should be 
higher-order terms in the model.  

Now, let’s turn to using GBM to estimate the IPTW for the example data set. This step is 
computationally intensive and can take a few minutes. Prior to running our GBM, here are 
instructions about what is included in each box (similar details can be found by clicking on the 
blue information (i) icon to the right of each option as shown in Figure 3.1). 

• Treatment: This is where you select the treatment variable. The format of the treatment 
variable must be categorical. In the example data set, the treatment variable is called tx. 

• Outcome: This is where you select the primary outcome variables; you can select as 
many outcomes as you would like to analyze; for illustration, we use “outcome,” which 
represents the substance use score at the end of the study. We note that the outcome of an 
IPTW analysis using MSMs requires that the outcome is measured at the end of the study 
follow-up time period.  

• Time-Invariant Terms: This is where you select the time-invariant covariates that will 
go into the treatment assignment model. These are the factors on which you are aiming to 
balance the treatment groups. This box is specifically for covariates that do not change 
with time. For the example data set, we select the following variables: gender and age. 

• Time-Varying Terms: This is where you select the time-varying covariates that will go 
into the treatment assignment model. This option is needed to allow the Shiny app to tell 
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TWANG to treat these covariates more carefully. For the example data set, we select the 
use variable. At each time point, the treatment variable will be regressed on all lagged 
values of the time-varying covariates to ensure proper temporal ordering between the 
time-varying confounders and treatment assignment at a given time point. 

• Time Indicator: This is where you select the time indicator variable. This variable 
contains integer values that correspond to the order of the observations. Note, each 
individual must have a row for each time period in the data set. In the example data set, 
this is the time variable, which has three time periods: 1, 2, and 3. 

• ID: This is where you select the unique subject ID. Each subject must have a unique ID. 
In the example data set, we select the ID variable.  

• GBM Iterations: This option sets the maximum number of iterations that the GBM will 
run. As noted above, with each iteration of the algorithm, the GBM becomes more 
complex, fitting additional features of the data. With too few iterations, it will miss 
salient features of the data. With too many, it will overfit the data. This is where you must 
select the number of iterations that GBM should be allowed to run. We suggest that 
people start with 5,000 iterations and increase if the package indicates the need to do so. 
There will be a warning if the estimated optimal number of iterations is not large enough 
(e.g., because the GBM algorithm has not yet converged to the optimal iteration). This 
indicates that balance could improve if more-complex models are considered. Increase 
GBM iterations and rerun if this warning appears. For our example, we set this equal to 
5,000. There is no reason to rerun with fewer iterations if the algorithm successfully 
converged.  

• Stop Method: One important component of the GBM is that you must determine which 
iteration should be used to produce the IPTW. In estimating IPTW, we use covariate 
balance to choose the iteration. This optimization process is directly incorporated by way 
of the stop method, which specifies a set (or sets) of rules and measures for assessing the 
balance, or equivalence, established on the pretreatment covariates of the weighted 
treatment groups. The optimal number of iterations used in the GBM for estimating the 
final IPTW will minimize the differences between the treatment groups as measured by 
the balance statistics specified by values given to the stop method option. Therefore, an 
important step in any IPTW analysis is to assess the overall ability of the IPTW to create 
distributions of the covariates that are the same between the groups. The TWANG 
package uses two balance measures to assess the performance of the IPTW for each 
candidate confounder at each time point: absolute effect size (ES) differences (also called 
the absolute standardized mean difference or standardized bias [SB]) and the 
Kolmogorov-Smirnov (KS) statistic (McCaffrey, Ridgeway, and Morral, 2004). In the 
example data set, we have two groups and three time periods. The TWANG Shiny app 
for time-varying treatments will compute a series of summaries across all of these time 
periods.  

- ES difference. For each covariate, the ES difference or SB equals the absolute value 
of the difference between the weighted mean for the treated group and the weighted 
mean for the control group divided by the unweighted standard deviation of the 
pooled sample for the average treatment effect on the population or divided by the 
unweighted standard deviation of the treatment group for the average treatment effect 
on the treated. More specifically, for the average treatment effect on the population, 
for covariate k = 1, …, K,  
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ESk = , 

where is the weighted mean of the covariate for treatment (z = 1) or control (z = 
0) and sk is the standard deviation of the covariate for the pooled sample. Thus, an ES 
tells us how large the differences are between the two groups on the mean of a given 
covariate. An ES of 0 implies no difference while an ES equal to 1 implies a 
difference of one standard deviation. The ES is also commonly called Cohen’s d 
(Cohen, 1992), and there are expected cut-points for what constitutes a small (<0.20), 
moderate (0.40), or large (>0.60) difference between two groups. The field of 
statistics now recommends that all absolute ES differences be below 0.10 to 
ensure that researchers are minimizing bias on the observed covariates used in 
the IPTW model (Austin, 2009; Austin and Stuart, 2015; Griffin et al., 2014; Griffin 
et al., 2017; Stuart, Lee, and Leacy, 2013). 
 

- KS statistic. The KS statistic depends on the weighted empirical distribution functions 
for the treatment and control groups. Figure 3.2 shows an illustration using a 
hypothetical example of how the KS statistic is computed.  

Figure 3.2. Computing the KS Statistic 

 

First, the empirical cumulative distribution function (ECDF) is plotted for the 
treated and comparison groups (e.g., receipt or no receipt of a specific 

kkk sxx /|| 01 -

kzx
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therapy/treatment) and the KS statistic computes the maximum vertical distance 
between the two lines. For covariate k, the ECDFzk(x) is defined as  

ECDFzk(x) =  

for z = 0 or 1, where I(zi = z) equals 1 if this is true and 0 otherwise, and similarly 
for I(xi ≤ x) and 𝑤! = 1 for the unweighted case. Conditional on the IPTW, the ECDF 
curve for the different groups should be identical because the distribution function for 
a given covariate should be the same after conditioning. Thus, the KS statistic for 
each covariate is 

KSk =  

The KS is a useful metric to have in addition to the ES differences because it 
compares entire distributions rather than just means. It is possible for weights to 
balance on the means but not balance well on the entire distribution function, so the 
KS statistic provides a way to assess whether the entire distribution is exactly the 
same for the groups. Unlike with the ES, there is no well-accepted cutoff point to use 
for the KS statistic. Instead, we use the KS statistic p-values, which test for statistical 
significance, to determine whether the KS statistic is significantly different from 0 
and thus provides evidence of a meaningful difference between the two curves. We 
will aim to have all KS statistic p-values be greater than 0.05 at all time points. 
Any KS statistic p-value less than 0.05 will be indicative of a lack of balance between 
the two groups in question with regard to the overall distribution function of the 
measure. 

The TWANG package includes four built-in stop methods based on the ES and the KS. The 
four stop rules are defined by two components: a balance metric for covariates and a rule for 
summarizing across covariates. The stop rules are “es.mean,” “es.max,” “ks.mean,” and 
“ks.max.” The first piece of the stop rule name identifies the balance metric (“es” for the ES or 
SB or “ks” for the KS statistic) and the second piece specifies the method for summarizing 
across balance metrics (“mean” or “max”). For instance, “es.mean” uses the ES and summarizes 
across all the individual covariate ES values by taking the mean; “ks.max” uses the KS statistics 
to assess balance and summarizes across all the individual covariate KS statistics using the 
maximum. For this example, we will select two: “es.max” and “ks.max” (Table 3.1).  
  

)()()(
11
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Table 3.1. Stop Methods 

Stop Method Mean Max 

ES Uses the ES to assess balance and 
summarizes across all covariate ES 
values by taking the mean. 

Uses the ES to assess balance and 
summarizes across all covariate ES 
values by taking the max. 

KS Uses KS statistics to assess balance and 
summarizes across all covariate KS 
statistics by taking the mean. 

Uses KS statistics to assess balance and 
summarizes across all covariate KS 
statistics by taking the max. 

 
There is no research about which stop rule is best and the choice is likely to depend on the 

application. For more details on stop rules, see McCaffrey et al. (2013). In general, we 
recommend choosing more than one stop rule because it is often the case that the two rules can 
yield different optimal iterations of the GBM. For example, we have often found that using 
“es.max” and “ks.max” provide fits that minimize both of our two key balance criteria in 
meaningful ways for all included covariates. From there, select the rule for use in the outcome 
analyses that produces the best balance or, when balance is equal, the rule that maximizes 
the effective sample size (ESS) of the propensity score–weighted samples (see Chapter 4 for 
more details on ESS).  

After setting all of the options, your screen should look like Figure 3.3. 

Figure 3.3. Treatment Assignment Model—Example Settings 
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Next, hit the “Run” button. You will get a window similar to that in Figure 3.4. 

Figure 3.4. Treatment Assignment Model—Calculating Scores Window 

 

This next step can take around two to three minutes. Once the TWANG package is finished 
estimating the IPTW, you will see a summary table on your screen that shows you the key 
balance information for your data (Figure 3.5). We will come back to this table in more detail in 
Chapter 4. For now, you are ready to explore the performance of the MSM and the quality of the 
estimated IPTW, which is a critical step prior to implementing outcome analyses and treatment 
effect estimation. 
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Figure 3.5. Treatment Assignment Model—Summary Table 
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4. Evaluating the Quality of the IPTW  

After running the analyses, the “Treatment Assignment Model” tab will show the summary 
table of results. The TWANG Shiny app for time-varying treatments provides several detailed 
summaries about the quality of the estimated IPTW in both table and graphical form. Prior to 
any outcome analyses, the analyst should perform several diagnostic checks to assess how well 
the IPTW did at balancing the groups being compared.  

We will return to explaining the output in the summary table of results after walking 
through the summaries available under the “Model Evaluation” tab. 

Click on the “Model Evaluation” tab. This tab has several model diagnostics and summaries 
that are useful to review in detail prior to outcome analyses. 

First, the page prepopulates with the first option, the “Convergence” plots (Figure 4.1).  

Figure 4.1. Model Evaluation—Convergence Plots 

 

These plots show diagnostic checks that make sure that the specified value of “GBM 
Iterations” allowed the GBM to explore sufficiently complicated models. The convergence plot 
shows the balance measures (ES or KS) as a function of the number of iterations in the GBM 
algorithm, with higher iterations corresponding to more-complicated fitted models. To 



 15 

accomplish this, the TWANG Shiny app for time-varying treatments repeatedly fits a series of 
binary GBMs for whether an individual received treatment during each time period under 
consideration. Therefore, the convergence plot can have one plot corresponding to each of those 
fits. In the example data set, we only have three time points and thus three convergence plots 
(Figure 4.1). In this figure, it appears that the balance measures for each time point comparing 
treatment to control individuals are optimized with substantially fewer than 5,000 iterations 
because the minimum value of the balance statistics being plotted was clearly reached before 
5,000, so we do not have evidence that we should rerun the app with a higher number of 
iterations. 

If it seemed likely that additional iterations would result in lower values of the balance 
statistic—for instance, if the balance statistic was still declining without appearing to have 
attained a minimum by the end of the plot—GBM iterations should be increased and the 
treatment assignment model rerun. You want the statistics to get very low before the maximum 
number of GBM iterations specified in the TWANG app. As shown in Figure 4.1, additional 
complexity typically makes the balance worse after a point because the model is overfitting the 
data. Alternatively, you might want to try different stop rules and evaluate how this changes the 
resulting balance.  

You have the option to save the graphics by clicking the “save” button below the graphs. All 
graphics in the TWANG Shiny app for time-varying treatments allow you to download and save 
diagnostic graphics as PNG images.  

Click on the option “IPTW Box Plots” (Figure 4.2). 
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Figure 4.2. Model Evaluation—IPTW Box Plots 

 

This option produces boxplots illustrating the spread of the estimated IPTW in the treatment 
groups, again at each time point. This is a useful way to examine whether the groups have 
overlap in the IPTW. A key assumption in an IPTW analysis is that each experimental unit has a 
nonzero probability of receiving each treatment. The plausibility of this assumption must be 
assessed before proceeding to analyze outcomes. One way to assess whether there are concerns 
about overlap in the distribution of the IPTW is to examine the overlap of the empirical IPTW 
distributions at each time point as shown in these boxplots. Specifically, we see one plot for each 
time period that compares the treatment group to the no-treatment group. In the example, three 
box plots are generated, one for each time period.  

Figure 4.2 generally shows a reasonable amount of overlap (e.g., shared values of each 
propensity score for each treatment group). However, there should be some concern that youth in 
the treated and control groups do not overlap well at each time point given that each graphic 
shows that the youth in treatment have notably higher probabilities (which range from 0.2 to 1) 
than those not receiving treatment (which range from 0 to 0.9) at each time interval. 

It is important to carefully consider whether there is enough overlap in the treatment groups 
on all the confounding covariates (both time-invariant and time-varying). Although one cannot 
formally test for overlap, it is possible to check the univariate distributions of each confounding 
covariate by treatment group to identify areas where overlap might not exist. For example, if the 
minimum age in the treatment group is much lower than the minimum age in the no-treatment 
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group, then overlap does not exist between the two groups in the lowest age categories. If this is 
the case, you can subset the sample down to where you have overlap (e.g., the age range within 
which you have individuals in both groups) and refit the treatment assignment model on this 
subset. When creating a subset, it is important to adjust the population to which you are 
generalizing the findings to ensure that you do not extrapolate findings beyond the sample used 
in the final analysis. For example, maybe you need to restrict samples to 14–17-year-olds (rather 
than the full range of 12–24) for the groups to have overlap on age, and, when doing so, you 
must restrict your inferences in the analysis to generalizing results for only youth in that age 
range. 

Assessing Balance Using Graphics  
The TWANG Shiny app for time-varying treatments will generate several useful diagnostic 

plots to evaluate the propensity scores. The full set of plots are given in the “Model Evaluation” 
tab. These include a plot showing balance before and after weighting as measured by ES 
differences, and plots showing the ES and KS p-values before and after weighting. We now 
discuss each of these plots in turn.  

Select the “Balance Plot” option (Figure 4.3). Note that we have a different balance plot for 
each time point and that the number of covariates used in the IPTW model increases over time 
because we control for both time-varying confounders and past history cumulated over time. 

Figure 4.3. Model Evaluation—Balance Plot: Pairwise Maxima 
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This plot illustrates the effect of the IPTW on the magnitude of differences among groups on 
each pretreatment covariate. These magnitudes are standardized using the ES described earlier. 
In these plots, substantial reductions in ESs are observed for all variables (blue lines). Any 
variables showing an increase in maximum pairwise ES would be displayed as bold red lines. 
Closed red circles indicate a statistically significant difference that can occur on both sides. 
There are typically many more closed circles on the unweighted side because, after weighting, 
differences between the groups are reduced on many of the control covariates included in the 
treatment assignment model. In some analyses, variables can have very little variance in the 
treatment group sample or the entire sample, and group differences can be very large relative to 
the standard deviations. In these situations, the app will warn you that some ES values are too 
large to plot. Here, the ES values are all very small, less than the 0.1 cutoff. Therefore, we are 
able to obtain good balance on the means for confounding covariates (time-invariant and time-
varying) used in this analysis. It is generally recommended that ESs below 0.1 are indicative of 
good balance and high-quality IPTW (Austin, 2009; Austin and Stuart, 2015; Griffin et al., 2014; 
Griffin et al., 2017; Stuart, Lee, and Leacy, 2013). Again, we have a different balance plot for 
each time point and the number of covariates used in the IPTW model increases over time 
because we control for both time-varying confounders and past history cumulated over time. 

Select the “ES p-values” option (Figure 4.4). This plot presents the t-test p-value plot for the 
example data set. Before weighting (closed circles), the groups have more statistically significant 
differences on many variables (i.e., p-values are nearer to zero). After weighting (open circles) 
the p-values have mostly moved above the 45-degree line, which represents the cumulative 
distribution of a uniform variable on [0,1]. This indicates that, although balance was improved 
for some covariates, there are still one or two variables for which imbalances exist. The detailed 
balance tables (Figure 4.6) will help us understand which variables these imbalances correspond 
to. Note that the ES p-values are shown for the optimal iteration chosen for the stop method used 
in this example. Even when one is using a stop method defined by the KS (ks.max and ks.mean), 
one can compute an ES and ES p-values for each covariate used in the model. The stop methods 
use the same set of balance criteria even though they select the optimal iteration differently. The 
optimal iteration will be used to produce the IPTW that go into computing the various balancing 
metrics.  

The last two plot options examine the maximum p-values for the ES and KS statistics across 
all pairwise differences for each covariate. When many of the p-values testing individual 
covariates for balance are very small (p < 0.01), the groups are clearly imbalanced and 
inconsistent with what we would expect had the groups been formed by random assignment. 
After weighting, we would expect the p-values to be larger if balance had been achieved. We use 
a quantile-quantile plot comparing the quantiles of the observed p-values with the quantiles of 
the uniform distribution (45-degree line) to conduct this check of balance. Ideally, the p-values 
from independent tests in which the null hypothesis is true will have a uniform distribution and 
fall along the 45-degree line. Although the ideal is unlikely to hold even if we had random 
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assignment (Bland, 2013), severe deviation of the p-values below the diagonal suggests lack of 
balance, and p-values running at or above the diagonal suggests that balance might have been 
achieved. The p-value plot allows you to visually inspect the p-values of the t-tests for group 
differences in the covariate means and the p-values from testing the KS statistics for each 
pretreatment covariate. 

Figure 4.4. Model Evaluation—ES P-Values 

 

Select the “KS p-values” option (Figure 4.5). We see a similar story here; several of the 
covariates show p-values above the 45-degree line for the KS statistic. This suggests that we 
were able to obtain good balance in terms of the KS for several of the pretreatment covariates. 
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Figure 4.5. Model Evaluation—KS P-Values 

 

As we mentioned earlier, there is the option to save these graphics as PNG images by 
clicking on the “save” button at the bottom of the screen.  

All graphics in the TWANG Shiny app for time-varying treatments allow you to download 
and save diagnostic graphics.  

Assessing Balance Using Balance Tables  
The TWANG Shiny app for time-varying treatments generates a series of balance tables that 

provide a tabular summary of the balance between the covariate distributions for the treatment 
groups before and after IPTW and for each stop method. The tables can be found by clicking on 
the “Balance Tables” option on the “Model Evaluation” tab (Figure 4.6). For all tables, the user 
has the option to copy or download as a CSV or Excel file for easier viewing and saving results 
for papers or reports. This is especially useful with more than two treatment groups because not 
all the information is easily displayed on the screen. 
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Figure 4.6. Model Evaluation—Balance Tables 

 

Specifically, the table shows 

• variable name: The time-invariant or time-varying covariate for which summaries are 
being presented. 

• time period: For time-varying confounders, this will show which time period that 
summaries are being shown for. For time-invariant confounders, this will be left empty. 

• treatment mean: This shows the mean on the given covariate for the treatment group (at 
the given time point if a time-varying covariate). 

• treatment standard deviation: This shows the standard deviation of the given covariate 
for the treatment group (at the given time point if a time-varying covariate). 

• control mean: This shows the mean on the given covariate for the control group (at the 
given time point if a time-varying covariate). 

• control standard deviation: This shows the standard deviation of the given covariate for 
the control group (at the given time point if a time-varying covariate). 

• standardized difference: This shows the standardized difference in means for the 
treatment and control group (ES) on a given covariate (at the given time point if a time-
varying covariate). 

• t: This shows the value of the traditional t-test statistic. 
• p-value: This shows the traditional p-value for testing if the two groups have 

significantly different means using a two-sided t-test. 
• KS: This shows the KS statistics for comparing the distributions of the covariate in 

question for the treated and control groups. 



 22 

• KS p-value: This provides the KS statistic’s p-value that tests for differences in the 
distributions of the given covariates between the treatment groups. Differences are 
derived from analytic approximations. If we have good balance, we expect no evidence 
of a difference between the two groups’ covariate distribution for a given covariate (e.g., 
p > 0.05). 

Note that there is a different balance plot for each time point and the user selects which 
balance table to display using the “Time Period” box at the top. The number of covariates used in 
the IPTW model increases over time because we control for both time-varying confounders and 
past history cumulated over time. Therefore, in our example, when “Time Period” = 3, there will 
be balance information for tx at both time periods 1 and 2. The goal is for the IPTW at time 
period 3 to balance on prior rates of treatment among the youth in our study. 

Note again that each table has “Copy,” “CSV,” and “Excel” buttons so that you can save the 
output into formats that are easy to use for future publications and project meetings. 

Now, let’s return to the first table shown on the “Treatment Assignment Model” tab 
(Figure 4.7). You can do this by clicking on the “Prev” button on the left-hand side of the app or 
by clicking on the “Treatment Assignment Model” tab at the top of the page. 

Figure 4.7. Treatment Assignment Model—Summary Table 

 

NOTE: This figure is identical to Figure 3.5. We reprint it here for the reader’s convenience. 

The summary table includes one row for the results using the IPTW for the stop rule 
specified in the “Stop method” option and one row for the unweighted data at each time point. 
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The ESSs of the treatment groups are presented in columns 5 and 6. In general, weighted means 
can have greater sampling variance than unweighted means from a sample of equal size. The 
ESS of the weighted treatment and control group captures this increase in variance as  

 

𝐸𝑆𝑆 = 	
(∑ 𝑤!)"!∈$

∑ 𝑤!"!∈$
 

 
where summation is over cases in treatment group C (where C = treatment or no treatment in the 
time-varying treatment setting). The ESS is approximately the number of observations from a 
simple random sample that yields an estimate with sampling variation equal to the sampling 
variation obtained with the weighted treatment group observations. The ESS is an accurate 
measure of the relative size of the variance of means when the weights are fixed or they are 
uncorrelated with outcomes, but it is also a conservative estimate, likely overestimating the 
impact of the weights on the precision of the estimated treatment effects (Little and Vartivarian, 
2004). With IPTW, it is rare that weights are uncorrelated with outcomes. Therefore, the ESS 
provides a lower bound for the impact of the weights on the sample size, but it still serves as a 
useful measure for choosing among alternative models and assessing the overall quality of a 
model, even if the chosen model provides a possibly conservative picture of the loss in precision 
because of weighting.  

Notably, the ESS can be used to compute power calculations for an IPTW sample to 
understand the type of power that one can expect when using the weights. Naturally, power will 
be decreased from the unweighted scenario, but this cost comes at the benefit of having created 
more-comparable treatment groups and greatly reduced bias in the estimated treatment effect. 

The other columns provide summary balance information across all covariates and pairwise 
differences. Specifically, the table reports 

• maximum standardized difference: This shows the maximum standardized ES 
difference for comparing groups on the means of all the covariates used in the IPTW 
model. 

• mean standardized difference: This shows the mean standardized ES difference for 
comparing groups on the means of all the covariates used in the IPTW model. 

• maximum KS: This shows the maximum KS statistic across all covariate comparisons at 
the given time point. 

• mean KS: This shows the mean KS statistic across all covariate comparisons at the given 
time point. 

• optimal iteration: This shows the number of GBM iterations for which the stop method 
(here, es.max) reached its minimum.  
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5. Analysis of Outcomes  

The aim of the analyses of the example data is to determine whether there is a causal effect of 
multiple treatment episodes on decreasing rates of substance use among youth at the 12-month 
follow-up. The TWANG Shiny app for time-varying treatments enables you to estimate 
treatment effects on either binary outcomes (using logistic regression) or continuous ones (using 
linear regression and assuming the outcome is normally distributed).  

To estimate treatment effects, go to the “Treatment Effect Estimation” tab (Figure 5.1). 

Figure 5.1. Treatment Effect Estimation  

 

The different boxes on this tab require some explanation.  

• Outcome: This is where you select the outcome to be analyzed. You can only examine 
one outcome at a time. In our example data set, the outcome variable represents the 
substance use frequency as measured at the conclusion of the study (at 12 months). 

• Outcome Model:  
- Cumulative Treatment: This option estimates the average causal effect of each 

additional treatment episode on the outcome. The key predictor is a newly created 
variable that sums the total number of times an individual received the treatment over 
the course of the follow-up.  



 25 

- Any Treatment: This option estimates the average causal effect of having received 
any treatment (regardless of total length) on the outcome. The key predictor is a 
simple binary indicator of any treatment receipt over the course of the follow-up.  

- Time-Specific Treatment: This option estimates the average causal effects of the 
treatment for each time period, thereby producing several estimated treatment effects. 
The key predictors are simple binary indicators for whether an individual received 
treatment during each time period. When you are done, the screen should look like 
Figure 5.2 and you can hit the run button. After doing so, you will see two tables that 
show the same findings because no additional control covariates were used in the 
regression model. 

Figure 5.2. Treatment Effect Estimation Results—Cumulative Treatment Option  

 

To illustrate the idea behind these models, we showcase the regression models that would be 
used for our practice data set. Let 𝑌! denote our outcome measured at the end of follow-up (here 
a measure of substance use frequency at 12 months postintake) for youth i. Let 𝑇!% denote the 
binary indicator for whether a youth i received treatment between time point j-1 and j for j = 1, 2, 
and 3. Let 𝑇-! = (𝑇!&, 𝑇!", 𝑇!') denote the time-varying treatment history for youth i. Finally, 
define 𝑠𝑢𝑚(𝑇-!)=	𝑇!& + 𝑇!" + 𝑇!' to be the cumulative (total) number of treatment episodes for 
youth i during the course of the follow-up and 𝑎𝑛𝑦(𝑇-!) = 1(𝑇!& + 𝑇!" + 𝑇!' > 0) to be the 
indicator for any treatment receipt over the course of the follow-up for youth i. Then, we can 
write the equations for the three different outcome specification options as follows: 

Cumulative Treatment: 𝑌! =	𝛼( + 𝛼& ∗ 𝑠𝑢𝑚(𝑇-!) + 𝜀! 
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Any Treatment: 𝑌! =	𝑏( + 𝑏& ∗ 𝑎𝑛𝑦(𝑇-!) + 𝜀! 

Time-Specific Treatment: 𝑌! =	𝛾( + 𝛾&𝑇!& + 𝛾"𝑇!" + 𝛾'𝑇!' + 𝜀! 

The results corresponding to each model are explained in turn. No additional covariate 
adjustment should be used in these models because the IPTW control for the confounding from 
these variables. Each of the models will be weighted (using the survey weights option in the 
survey package in R) using both the unstabilized and stabilized weights. It is important to 
consider how the final weight looks for these outcome models. If we denote 𝑤=!% as the estimated 
IPTW for youth i at time point j, then we can write the unstabilized weight as follows for each 
model: 

𝑊! =
&

∏ &/+,!"#
"$%

 . 

The same weight is used, regardless of how the user specifies the right-hand side of the 
outcome model. It is this weight that has been shown to be appropriate to yield consistent 
estimates of the needed treatment effects shown in our three different options. Finally, given how 
variable these weights can be, it is recommended in practice to stabilize the weights. The 
TWANG Shiny app will perform this stabilization directly for you using the following 
stabilization factor in the numerator:	

𝑆𝑊! =
∏ 𝑃𝑟B	(𝑇% = 1|𝑇-%-&)'
%.&

∏ 1/𝑤=!%'
%.&

 

where 𝑃𝑟B	(𝑇% = 1|𝑇-%-&) is estimated using logistic regression models that regress the treatment 
indicator at time point j on the treatment indicator from the prior waves. For the first time period, 
the logistic regression solely has an intercept term, and the stabilization factor equals the 
observed proportion of individuals receiving treatment in that first time period.  

These results show the estimated model coefficients when we select the “Cumulative 
Treatment” option. In our case, these represent unstandardized regression coefficients. The gold 
standard result is to focus on the findings from the model using the stabilized weights. Here, we 
find a regression coefficient of –0.13 (95% confidence interval = –0.19, –0.08) suggesting 
meaningful evidence that each additional treatment episode decreases the substance use 
frequency for a given adolescent. When you have a binary outcome and select the “binary” 
outcome model option, the treatment effect estimate will represent percentage point differences 
between the two groups in questions with associated 95% confidence or odds ratios.  

Figure 5.3 shows results for the estimated model coefficients when we choose the “Any 
Treatment” option. For the stabilized weights model, we find a regression coefficient of –0.28 
(95% confidence interval = –0.46, –0.10) suggesting meaningful evidence that youth who 
received any treatment (regardless of number of episodes) will, on average, experience a 
decrease in their substance use frequency at 12 months.  
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Figure 5.3. Treatment Effect Estimation Results—Any Treatment Option  

 

Figure 5.4 shows results for the estimated model coefficients when we choose the “Time-
Specific Treatment” option. For the stabilized weights model, we see a different treatment effect 
estimate for each time period, in which treatment during the first time period is associated with a 
–0.16 (–0.27, –0.05) decline in substance use, treatment during the first time period is associated 
with a –0.18 (–0.28, –0.08) decline in substance use, and treatment during the third time period is 
associated with a –0.05 (–0.15, 0.05) decline in substance use. These results provide meaningful 
evidence that the treatments during the first two time periods are particularly critical in this 
sample. 
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Figure 5.4. Treatment Effect Estimation Results—Time-Specific Treatment Option 
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6. Data Outputs 

Now that we are done with our analysis, it is useful to save the weights in your data set. 
Click on the last tab of the app, labeled “Weights.” You will see a simple page with a single 
“save” button (Figure 6.1). The weights are returned as a CSV file with four columns (Figure 
6.2). The first column is the subject ID as specified in the “ID” dropdown menu on the 
“Treatment Assignment Model” tab. The second column is the time ID as specified in the 
“Time Indicator” dropdown menu on the “Treatment Assignment Model” tab. The third and 
fourth columns are the unstabilized and stabilized weights computed using outcome model 
selected on the “Treatment Effect Estimation” tab. 

Figure 6.1. Saving IPTW  
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Figure 6.2. IPTW CSV File 
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