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PREFACE

Concerns about the quality of teaching and learning in our nation’s schools has fueled 
the push towards greater accountability.  The No Child Left Behind Act of 2001 required 
states to establish content and performance standards for what students should know 
and be able to do at various grade levels and to test the progress of students against 
those standards annually.  Schools and districts are required to meet annual progress 
goals or to face sanctions if they continued to fail to do so.  Annual school and district 
report cards, mandated by the legislation, provide information on how schools and 
districts are doing and whether they have been identified as in need of improvement.  
The federal law mandates that all students must be held to the same standard regardless 
of their starting point and all students are expected to demonstrate proficiency within 12 
years.  It thus sets an absolute standard against which to judge schools and districts. 

However, schools and districts differ considerably in student characteristics and in 
resources.  Thus, hand-in-hand with the absolute standards, states are also using or 
looking to use relative standards that use risk-adjusted comparisons to level the playing 
field.  The argument is that these comparisons would not unfairly penalize schools and 
districts that educate larger proportions of students at-risk for educational failure.  This 
paper uses data on Illinois districts from 1993-1998 to explore a number of different 
models for adjusting risk and for ranking schools and districts on the basis of average 
performance.  The paper highlights the volatility of these rankings and the importance 
of including a fuller set of risk factors than is traditionally done.  The results, while 
based on exploratory analyses, should be of interest to education researchers and 
policymakers at the national, state, and local levels who are struggling to improve 
accountability systems and to target scarce resources to improve the performance of at-
risk schools and districts.

Several RAND researchers contributed to this paper.  This research was conducted 
within RAND Education and reflects RAND Education’s mission to bring accurate data 
and careful, objective analysis to the national debate on education policy.  Questions 
about this report should be directed to Sheila Kirby at Sheila_Kirby@rand.org.
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I.  INTRODUCTION 

The cornerstone of the No Child Left Behind Act of 2001 (NCLB) is a performance-based 
accountability system built around student test results.  Three basic elements make up 
the performance-based accountability systems required by NCLB:  content-based 
curriculum standards; annual assessments to measure progress in attaining these 
standards; and consequences (rewards or sanctions) (Stecher and Kirby, 2004).  States 
are required to define incremental adequate yearly progress (AYP) goals for schools and 
districts that will ensure all students are proficient on state assessments in core academic 
subjects by the 2013-2014 academic year.  In addition, NCLB requires that a minimum of 
95 percent of students in selected subgroups participate in the state assessments, and 
that the AYP results be reported separately for these different subgroups of students. 

NCLB includes both schools and districts under its accountability provisions.  Schools or 
districts that do not meet AYP for two consecutive years are identified as “in need of 
improvement” and must develop an improvement plan that includes professional 
development for teachers and student enrichment programs, as appropriate (i.e., before- 
and after-school activities, summer programs, extended school year).  If schools or 
districts do not meet AYP targets for an additional two years, NCLB mandates states 
take “corrective action,” which can include reduction in funding, imposition of new 
curricular programs, and implementation of inter-district choice programs that would 
allow students to transfer to schools in other districts.   Schools or districts that continue 
to fail to meet AYP goals may eventually be restructured or re-organized, or taken over 
by the state (Brady, 2003; Tracey, Sunderman, and Orfield, 2005). 

Risk Adjustment in Education 

Prior to NCLB, accountability reforms being implemented by states attempted to level 
the playing field when comparing outcomes across schools and districts through the use 
of risk-adjustment models.  Such models have long used in health to adjust for the 
effects of different initial patient characteristics when making provider-to-provider 
comparisons.  As Pearson and Stecher point out: 

Health care and education face a similar challenge:  how to measure 
performance and hold practitioners and organizations accountable when 
those who receive their services arrive with such a wide range of 
preexisting characteristics.  Evaluating the quality of educators’ 
performance on the basis of student test outcomes is likely to be 
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inaccurate and misleading if the performance information is not 
somehow adjusted for differences in the initial conditions of the students 
(2004:  99).   

Developing a risk-adjustment model requires:  (a) defining the outcome of interest; (b) 
identifying what predicts this outcome; (c) selecting the risk factors to be adjusted for; 
(d) operationalizing these risk factors; and (e) combining them into a statistical 
regression or adjustment model.  The model predicts an expected outcome based on the 
characteristics of the patients or students of the individual provider.  This is compared to 
the actual outcome of the provider and the difference (or some function of the 
difference) is used to assess the quality of the provider’s performance.  Most states used 
some kind of risk-adjustment prior to NCLB in order to group schools with similar 
characteristics to ensure that comparisons were “fair.” 

NCLB represents a radical departure from these approaches because it requires states to 
adopt a very different standard for judgment and eschew explicit risk-adjustment 
mechanisms.  The federal law mandates that all students must be held to the same 
standard regardless of their starting point and all students are expected to demonstrate 
proficiency within 12 years.1

Two Examples:  New York City and California 

Despite this, some states continue to implement both absolute and relative standards 
side-by-side.  For example, New York City provides school report cards that show how 
well the school did in an absolute sense (percentage of students at the proficient level) as 
well as in a relative sense (relative to “similar” schools where similar schools are defined 
as “those having a similar percent of students eligible for the Free Lunch Program, a 
similar percent of tested Special Education students, and a similar percent of English 
language learners” (see http://www.nycenet.edu/daa/SchoolReports/04asr/209002.PDF?
for an example).   

California continues to use both absolute and relative standings to measure the 
performance of schools, as it did prior to NCLB, although it has changed the way in 
which it defines similar schools.  Thus, schools receive an Academic Performance Index 
(API) based on unadjusted scores on the state tests (California Standards Test [CST] and 
                                                     
1 See Marsh, Barney, and Russell (2005) for a good description of how NCLB is being 
implemented in California, Georgia, and Pennsylvania and how each set its annual measurable 
objectives to determine whether schools and districts are making adequate yearly progress 
toward bringing all students up to proficiency by 2014. 
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CAT/6).  The API is a numeric index or scale that ranges from a low of 200 to a high of 
1000 and a school’s score or placement on the API is an indicator of a school’s 
performance level.  Different weights are assigned to subjects and tests at the student 
level.  For example, in 2005, for grades 2 through 8, much greater weight was assigned to 
the CST results than the CAT/6 results and the weights differed by content area.  For the 
CST, the weights were .48 for English Language Arts, .32 for mathematics (.32), .20 for 
Science and History-Social Science each.  (See 
http://www.cde.ca.gov/ta/ac/ap/apidescription.asp for a complete description). 

The state has set 800 as the API score that schools should strive to meet.  A school’s 
growth is measured by how well it is moving toward (or past) that goal.  Schools are 
grouped into deciles based on the API scores and assigned a rank from 1 to 10.   

In addition, schools also receive a decile rank based on their performance relative to 
“similar” schools.  The rationale for doing the latter is as follows: 

California public schools serve students with many different 
backgrounds and needs. As a result, schools face different educational 
challenges. The similar schools ranks allow schools to look at their 
academic performance compared to other schools with some of the same 
opportunities and challenges... The similar schools ranks can be used in at 
least two ways.  First, schools can use this information as a reference 
point for judging their academic achievement against other schools facing 
similar challenges. Second, schools may improve their academic 
performance by studying what similar schools with higher rankings are 
doing.

http://www.cde.ca.gov/ta/ac/ap/documents/simschl05b.pdf

Prior to NCLB, the group of comparison schools was determined by a regression-based 
formula that predicted SAT-9 scores from student demographic characteristics (race-
ethnicity, socioeconomic status, limited English proficient status), student mobility rates, 
percentage of teachers who were fully credentialed or on emergency credentials, 
average class size (defined in various ways), and whether the school operated a multi-
track, year-round program.  Currently, the state uses only the following adjustment 
factors:  grade span enrollments, students in Gifted and Talented Education (GATE) 
program, students with disabilities, reclassified fluent-English-proficient (RFEP) 
students, migrant education students, and students in full-day-reduced size classes 
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Test Scores as Measures of School and District Quality 

Although NCLB mandates the use of test scores as a performance measure to judge 
schools and districts, it is important to be aware of the complexities of doing so.  One 
important issue concerns the reliability and variability of aggregated test scores.  Kain 
and Staiger (2002) estimated that the confidence interval for the average 4th grade 
reading or mathematics score in a school with 68 students per grade would extend from 
the 25th to the 75th percentile among schools that size.  Lockwood, Louis, and McCaffrey 
(2002) examined the feasibility of using value-added models as a mechanism for ranking 
teachers or schools and concluded that estimating ranks is “quite difficult and 
substantial information is necessary for acceptable, aggregate performance…calling into 
question the advisability of using estimated ranks as a basis for policy decisions” (2002: 
267).  High rates of student mobility, particularly in poorer schools or districts, can mean 
that the student population tested in one year can differ substantially from the student 
population tested in the next year.  Furthermore, even small changes in the student 
sample can have large effects on schools’ performances (Kane and Staiger, 2002).  
Researchers have long recognized that inferences drawn from one level of analysis are 
not always the same as inferences drawn from another level (Hanushek, Rivkin, and 
Taylor, 1995; van der Ploeg and Thum, 2004).   This was illustrated by Marion et al. 
(2001) using AYP identification methods as an example.  They showed that all schools 
within a district could be classified as meeting AYP targets, yet the district could 
nonetheless be labeled as needing improvement.     

Often, states use year-to-year gains in school scores at particular grades as measures of 
performance of schools and districts.  These change scores have their own set of issues.  
For example, the size of a school or district can affect the variability of change scores (as 
it does level scores), as well as the likelihood of a school or district being identified as 
exemplary or in need of improvement, particularly for very small schools and districts.2

Another factor in the volatility of change scores relates to sampling variation stemming 

                                                     
2 For example, Linn and Haug (2002) plotted the change in percentage of students reaching at 
least the proficient benchmark as a function of school size.  They found that larger schools were 
less likely than smaller schools to report extreme declines or gains.  As a consequence of this 
smaller variability, larger schools were less likely to be labeled as outstanding or in need of 
improvement.  Likewise, Kane and Staiger (2002) found that the smallest schools had 50 percent 
more variability in change scores than did the largest schools, and this resulted in smallest 
schools being overrepresented among the lowest- and highest-gaining schools.   The smallest 
schools, for example, were twenty-three times more likely than the largest schools to receive a 
“Top 25” award for largest improvements. 
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from the changing demographics of the student population from one year to the next 
(Cronbach, Linn, Brennan, and Haertel, 1997).3

Despite the volatility in aggregate test scores, these are the performance measures 
mandated by NCLB.  In this environment, decisionmakers at the state and local levels 
are attempting to help make their systems as effective as possible while still being “fair” 
to schools and districts dealing with the hardest-to-teach student populations.  In 
particular, states are looking for reliable measures of performance that could be used for 
diagnostic purposes, are less blunt than what NCLB requires, and can identify the 
lowest-performing schools and districts in a manner that accounts for disparities in 
student populations.  This would enable them to target scarce resources to those most in 
need.  This paper offers some cautions about the volatility in rankings of districts based 
on actual and predicted test score performance and the importance of including an 
adequate set of factors when ranking the relative performance of schools and districts 
based on risk-adjusted measures.   

II.  PURPOSE OF CURRENT STUDY 

This study uses data on Illinois districts to examine the consistency in relative rankings 
of districts based on average test scores in reading and mathematics under a variety of 
assumptions, using two sets of risk-adjustment factors.  We use average district 3rd grade 
reading and 8th grade mathematics scores from 1993-1998 as illustrative examples.  The 
paper focuses on two research questions: 

Is the set of risk-adjustment factors traditionally used to define “similar” districts for 
comparison purposes adequate or are there other factors that should be considered? 

How sensitive are the relative rankings of districts to varying outcomes or model 
assumptions?  In particular, how robust is the identification of the 100 “lowest-
performing” districts and what does this imply for current state efforts to target 
resources to underperforming districts?

                                                     
3 Both Linn and Haug (2002) and Kane and Staiger (2002) showed that a substantial source of 
variability in change scores was due to sampling variation in students tested.  In the latter study, 
over 50 percent of the change scores in reading for small-sized schools was due to differences in 
the particular sample of students assessed. 
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III.  DATA 

The database used for this analysis encompasses approximately 800 school districts in 
Illinois from 1993 through 1998.  The data include 3rd and 8th grade scores at the school 
and district level for both reading and mathematics on the state assessment system.  
Illinois used the Illinois Goal Assessment Program (IGAP) until 1998 when it switched 
over to the Illinois Standards Achievement Tests (ISAT) 
(http://www.cpre.org/Publications/il.pdf).  In addition, we have data on a number of 
student-related characteristics (enrollment, race/ethnicity of the student body, percent of 
students classified as low-income and limited English proficient, student mobility) at the 
district level.  We also linked data from the 1990 Census to the district records, primarily 
median household income of the district population, and educational attainment of 
adults 25 years and over. 

IV.  METHODS 

We have a pooled time-series, cross-section dataset at the district level.  A typical 
approach for estimating achievement over time in a longitudinal model is given by 
Equation (1): 

   yit  = t  + xit  + i  + it    (1)

where i and t index individual districts and years, respectively; y is test score;  is an 
unobserved district-specific factor that does not vary over time; x is a 1  K vector of K 
observable factors affecting y,  is a K  1 vector of unobserved parameters, and  is a 
random error term (Wooldridge, 2002; Zimmer and Buddin, forthcoming).   

In order to address the research questions, we define the vector x in two different ways.  
The first model includes the standard set of observed district student characteristics like 
race/ethnicity, mobility, low-income, and limited English language proficiency, that is 
often used for risk-adjustment and to define comparable sets of schools.  The second 
model includes this set of student characteristics and also includes a set of community 
characteristics at the district level including median household income and educational 
attainment.  We have argued elsewhere that the family and social capital of districts 
have powerful influences on student achievement (Grissmer et al., 2000).  Family capital 
reflects innate characteristics passed from parent to child, the different quality and 
quantity of resources within families, and the different allocation of resources towards 
education and each child (Becker, 1981, 1993).  Social capital usually refers to community 
characteristics that support learning—for example joint characteristics of families in a 
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particular area, access to libraries and other cultural centers that support and enrich 
learning, safety of neighborhoods etc. (Coleman, 1988, 1990).4  In this analysis, we use 
the limited set of variables available from the 1990 Census as proxies for family and 
social capital—household income and education of adults in the community.
Comparing the results of the different model specifications will provide insights into 
what extent controlling for standard student characteristics alone is sufficient for 
adequate risk adjustment.              

Two common approaches to estimating a school- or district-level effect over time are a 
random-effects and a fixed-effects model.  These models allow us to predict the district-
specific effect, which is our main interest.  Thus, a negative predicted effect implies that 
the district is doing worse than expected based on its student and/or student plus 
community characteristics; a positive predicted effect implies that the district is doing 
better than expected.  The decision to use one or the other approach depends on whether 
the i are best viewed as parameters to be estimated or as outcomes of a random variable 
and what we believe about the correlation between i and the observed factors, x. A
random-effects model assumes that unobserved permanent factors affecting student 
achievement ( i) are uncorrelated with x.  This type of model would be appropriate if 
the vector of district characteristics contains a relatively complete set of observed factors 
affecting student achievement.  Alternatively, the fixed-effects model uses the 
longitudinal nature of the data to “difference out” the i for observations on the same 
unit of analysis—in this case the district.  In our analysis, we estimated a random effects 
model.5  The random-effects model is particularly useful for our purposes because it 
allows us to keep time-invariant covariates in the model and because it allows us to 
parse out the residual variance into that due to district-specific effects and random error.   

We estimated two models separately for 3rd grade reading and 8th grade mathematics:   

                                                     
4 See Moretti (2004) for an interesting extension of the work on social capital.  He finds a spillover 
effect from college educated graduates on the wages of high school dropouts and high school 
graduates. 
5 In work reported elsewhere (RAND Education, 2006), we estimated student performance model 
at the district level including a fuller set of variables including type of district and teacher 
characteristics.  For those models, we used random-effects model but checked whether the 
underlying assumptions were valid, using a Hausman test, which examines the correlation 
between the error term and the regressors.  Here, our purpose is more limited.  We simply wish 
to examine how robust the results from simple risk-adjustment models are to differences in 
assumptions and to see what this implies for resource allocation decisions.  As such, we have not 
explicitly tested the underlying assumptions of the random-effects model. 
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(a) Model A using student characteristics only and six years of data (1993-1998)  

(b) Model B using student and community characteristics and six years of data 
(1993-1998). 

We used these models to predict district-specific effects, which we used to rank the 
districts.  Thus, for each district, we had two estimated ranks based on 3rd grade reading 
and two estimated ranks based on 8th grade mathematics.  Using these four estimated 
rankings, we identified the 100 lowest-performing districts and examined the 
consistency of the results, i.e., the frequency with which a given district was identified as 
one of the 100 lowest-performing districts in these four groups. 

V.  PROFILE OF ILLINOIS DISTRICTS AND TRENDS IN AVERAGE DISTRICT 
TEST SCORES 

Characteristics of Districts 

Illinois has approximately 800 districts that vary considerably in demographic 
characteristics and resources.  Table 1 presents some overall statistics to help set the 
context for the study.  It shows means, standard deviations, and 5th and 95th percentiles 
for variables averaged across 1993-1998.  It is important to remember that the district is 
the unit of analysis here, so many of the average characteristics will not reflect the 
overall characteristics of Illinois as a whole.  In order to represent the state, we would 
need to weight the district characteristics by enrollment. We did not do this here because 
our analysis is at the district level. 

Illinois’s districts varied considerably by size.  The middle 90 percent shown in the table 
as the 5th and 95th percentiles had enrollments ranging from 131 to 5,621.  Although not 
shown, the top 1 percent of the districts had enrollments from 13,000 to over 400,000 
(Chicago), while the bottom 1 percent had enrollments of 10-60 students.  The mean was 
at 5,400 students with a median enrollment of 860 students, indicating a highly skewed 
distribution with a long tail. 

On average, 21 percent of students in these districts were classified as low-income but 
there was considerable variability across the districts, ranging from 2 percent for the 5th

percentile district and 51 for the 95th percentile district.  Student mobility ranged from 5 
to 30 percent and averaged 14 percent during this time period.    In terms of racial-ethnic 
composition, about 87 percent of the students were white, non-Hispanic, 6 percent were 
African-American, non-Hispanic, and 4 percent were Hispanic.  Districts varied 
markedly by the percentage of African-American students--about 5 percent of districts   
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Table 1.  Profile of Illinois Districts, 1993-1998   

 Mean 
Standard
Deviation

5th

Percentile 
95th

Percentile 

District student characteristics     

    Enrollment (number of students) 2,087 13,735 131 5621 

    Percentage low-income students 21.3 16.4 1.5 50.8 

    Student mobility rate (%) 14.5 8.3 5.1 29.5 

    Percentage white, non-Hispanic 
students 88.6 19.3 45.4 100.0 

    Percentage black, non-Hispanic 
students 6.0 15.9 0.0 36.3 

    Percentage Hispanic students 3.5 7.2 0.0 16.3 

    Percentage students of other race-
ethnicity 1. 9 4.2 0.0 8.6 

    Percentage limited English 
proficient students 1.5 3.7 0.0 8.1 

District community characteristics     

    Median household income  $31,852 $10,827 $19,959 $48,173 

    Percentage of adults 25 years and 
over without high school degrees 21.7 8.7 8.2 35.8 

   Percentage of adults 25 years and 
over with high school degrees 35.7 8.6 18.4 47.0 

   Percentage of adults 25 years and 
over with college degrees 15.9 12.0 4.8 41.5 

District teacher characteristics     

   Percentage of teachers with 
master’s degrees 34.4 18.5 7.7 69.6 

   Years of teaching experience 
(years) 

14.4 
(years) 

2.5   
(years) 

10.2 
(years) 

18.4 
(years) 

   Average teacher salaries $34,670 $8676 $23,975 $51,640 

had more than one-third and 1 percent had close to 90 percent African-American 
students.  A small percentage of students –just over 1 percent—were classified as limited 
English proficient, although some districts tended to have large percentages of such 
students.  For example, 5 percent of districts had 8 percent or more students with limited 
English proficiency while 1 percent of districts had between 18-48 percent of such 
students.  Again, we remind the reader that these are unadjusted for size of district. 
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In terms of community characteristics, the median household income across the districts 
was $31,850 (1998 $) and again, we see a wide range across the districts—between 
$20,000 and $50,000 if we look at the 5th and 95th percentiles.  The percentage of adults 
without high school diplomas was 22 percent across all districts averaged over the six 
years.  In 5 percent of the districts, this percentage rose to 36 percent and higher.  The 
percentage of adults 25 and over with high school diplomas varied between 18 and 47 
percent, with an average of 36 percent.  The percentage with a college degree ranged 
from 5 to 19 percent, with an average of 16 percent. 

Districts differ in terms of the experience and educational attainment of their teachers; 
for example, the percentage of teachers with a master’s degree varied between 8 and 70 
percent with a mean of 34 percent.  Teachers had, on average, a total of 14 years teaching 
experience with a range between 10 and 18 years.  Teacher salaries—that are largely tied 
to education and experience—averaged about $35,000 and ranged between $24,000 and 
$52,000. 

Thus far, we have looked at district and community characteristics.  Districts in Illinois 
also vary widely in terms of per-pupil funding.  A recent study by The Education Trust 
(2005) used publicly available financial data on 14,000 public school districts across the 
50 states, collected by the U.S. Census Bureau and the U.S. Department of Education.  
The study adjusted for both regional cost differences and additional cost of educating 
students with disabilities and found that the gap between the revenues available for 
students in the highest- and lowest-poverty districts in Illinois was over $2,000 per 
student in 2002-03.  This increased to $2,500 when an adjustment was made for the cost 
of educating low-income students.  The report stated bluntly: 

Illinois is a special case:  It has had one of the largest funding gaps in the 
country every time we have conducted this analysis, and has made no 
progress over the years (2005:  8). 

Given this level of variability across districts in both resources—monetary, fiscal, and 
community—and student characteristics, it is not surprising that, as the next section 
shows, there is an equivalent level of variation in student outcomes across districts.              

Trends in Average District Test Scores

We present data on average student performance in 3rd and 8th grade reading and 
mathematics over the 1993-1998 time period.  School-level scores on the IGAP are 
aggregated to the district level, so what we analyze are average district scores.
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The trend in scores differed by subject (Figure 1).  The standard deviations for both 
subjects were between 34-38 points over this time period.  Third grade reading scores 
declined 7 points from 1993 to 1998 while 8th grade reading scores declined about 24 
points.  In contrast, mathematics scores increased 12-13 points in both grades.  If we 
compare districts at the 5th and 95th percentile, we see score differences of 110-130 points.  

Figure 1.  Average district raw scores for 3rd grade reading and 8th grade mathematics, 
1993-1998 

The remainder of the analysis focuses on 3rd grade reading and 8th grade mathematics.   

Ranking Districts Based on Actual Scores 

Because NCLB requires an absolute standard, we used actual reading and mathematics 
scores to rank the districts and then examined the characteristics of the lowest-
performing 100 districts.  Because we wished to compare these rankings with those we 
generated from the risk-adjusted models, we limited the analysis to the 768 districts for 
which we had complete student demographic and community characteristics data.      

We averaged over the six-year time period (1993-1998) and used the average scores to 
rank the districts.  We then selected the lowest-performing 100 districts based on the 3rd

grade reading or 8th grade mathematics score.  Table 2 shows the joint distribution of 
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districts based on being classified as lowest-performing by the reading and mathematics 
rankings.  The correlation coefficient was about 0.65 between the reading and 
mathematics scores, and there was a reasonable amount of consistency across the 
rankings.  Over 80 percent of districts were not classified as lowest-performing by either 
criterion.  About 8 percent of districts were classified as lowest-performing by both 
criteria while another 5 percent were classified as lowest-performing by one, but not 
both criteria.  However, if we selected 100 districts as lowest-performing based on one 
subject ranking, 36 percent would not be so classified by the other subject ranking, 
leaving a substantial chance of misclassification. 

Table 2.  Distribution of Lowest-Performing Districts by Whether They Were 
Classified as Lowest-Performing Based on 3rd Grade Reading and 8th Grade 

Mathematics Scores Averaged Over Six Years   

Ranked as lowest-performing 100 
districts on 8th grade mathematics 

score

Ranked as lowest-
performing 100 districts 
on 3rd grade reading 
score No Yes 

Total number of 
districts

No
632  

(82.3%) 
36

(4.7%) 
668 

(87.0%) 

Yes
36

(4.7%) 
64

(8.3%) 
100 

(13.0%) 

Total number of 
districts

668 
(87.0%) 

100 
(13.0%) 

768 
(100.0%) 

   Notes:  Cell entries include (a) frequency and (b) frequency as a percentage of total number of 
districts.

If we examine the characteristics of districts that were classified as lowest-performing by 
either criterion, we find that, as expected, these districts were poorer with fewer college 
graduates in the community (Table 3).  Although the median number of students was 
similar in both groups, the range was considerably larger among the lowest-performing 
districts (not shown).  In fact, the mean enrollment in these districts was over 5,000 
student compared with 1,500 students in the non-lowest-performing districts.  Lowest-
performing districts had student bodies that were disproportionately low-income (42 
percent versus 18 percent) and had much larger percentages of low-income, African- 
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Table 3.  Average Selected Characteristics of Districts, by Whether They Ranked in 
100 Lowest-Performing Districts 

Selected Characteristics 
100 Lowest-Performing 

Districts All Other Districts 

Median household income $24,864 $32,662 

Percentage of adults 25 and 
over with college degrees 8.9% 16.6% 

Total number of students 
(median) 866 844 

Percentage of low-income 
students 41.89% 18.0% 

Percentage African-American 
students 22.7% 2.5% 

Percentage Hispanic students 6.9% 2.6% 

Student mobility rate 23.6% 12.9% 

American and Hispanic students.  Student mobility rates were also much higher in these 
districts compared with other districts. 

There are two points we want to make using this simple analysis.  First, using 
unadjusted scores leads to high-poverty, high-minority, and large districts being 
disproportionately selected as lowest-performing.  Second, the rankings differ by subject 
and grade and may lead to classification errors and potential resource misallocation. 

We now turn to the analytic results of the risk-adjustment models. 

V.  ANALYTIC MODELS OF RISK ADJUSTMENT 

We modeled 3rd grade reading and 8th grade mathematics scores as a function of year 
indicators, district student characteristics, and district community characteristics.  Tables 
4 and 5 present the estimation results of the models estimated over six years (1993-1998) 
for the two grade/subject average district scores.   

3rd Grade Reading 

Table 4 shows two sets of estimates—Model A has student characteristics as regressors 
(the set of variables traditionally used in these kinds of models), while Model B includes 
district community characteristics as well as student characteristics.  These models are 
estimated as random-effects models for reasons discussed earlier.   
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  Table 4.  Regression Results of Models of Student Performance, 3rd Grade Reading 

Dependent variable:  Average district 3rd grade reading raw scores 

Model A Model B 

Independent variables Coefficient 
Standard

error Coefficient 
Standard

error

Constant 286.78 1.57 231.25 10.72 

1993 dummy 4.15 1.07* 5.51 1.09* 

1994 dummy 15.12 1.07* 15.60 1.09* 

1995 dummy -3.30 1.05* -2.79 1.08* 

1996 dummy 0.71 1.05 1.61 1.11 

1997 dummy -3.39 1.05* -2.92 1.10* 

District student characteristics      

    Percentage low-income students -0.67 0.05* -0.25 0.06* 

    Student mobility rate -0.30 0.07* -0.19 0.07* 

   Percentage black, non-Hispanic 
students -0.45 0.05* -0.69 0.05* 

   Percentage Hispanic students -0.82 0.15* -0.83 0.15* 

   Percentage students of other race-
ethnicity 1.12 0.19* -0.22 0.19 

    Percentage limited English 
proficient students 0.62 0.29* 0.62 0.28* 

District community characteristics      

   Median household income (000s) -- -- 0.13 0.11 

   Percentage of adults 25 years and 
over with high school degrees -- -- 0.28 0.16 

   Percentage of adults 25 years and 
over with some college -- -- 0.58 0.15* 

   Percentage of adults 25 years and 
over with college degrees -- -- 1.23 0.15* 

Observations 4328 4328 

Unique districts 776 776 

R-squared 0.44 0.51 
 Note:  *Statistically significant at 0.05 level of significance. 
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Overall, Model A explained about 44 percent of the variation in district test scores.  The 
explanatory power of the additional community variables increased the R-squared to 51 
percent in Model B, suggesting that as a set these variables were important in explaining 
the variation in test scores.  This was confirmed by a formal chi-square test that 
indicated that the set of community variables was highly statistically significant.

Districts with higher percentages of low-income students and higher mobility rates had 
significantly lower scores than other districts.  Thus, other things equal, districts with an 
additional 10 percent of low-income students would have an average test score that was 
about 7 points lower than a similar district in Model A.  In Model B, where we control 
for community characteristics, the estimated difference in test scores was much 
smaller—about 2.5 points.  Districts with higher percentages of African-American and 
Hispanic students performed worse than their counterparts.  Surprisingly, the variable 
measuring the percentage of limited English proficient students was positive and 
significant.   

Of the community characteristics, the average level of household income was correlated 
both with education and with percentage of low-income students and was not 
significant.  Higher educational attainment of the community had a positive effect on 
test scores.  An increase in the percentage of adults with college degrees by 10 
percentage points is associated with an increase in average test scores of 12 points. 

8th Grade Mathematics 

The 8th grade model did better than the 3rd grade model in explaining the variation in 
district test scores (Table 5).  Overall, Model A explained about 50 percent of the 
variation in mathematics scores while Model B explained 59 percent compared with 44 
percent and 51 percent respectively in the 3rd grade models.  Again, a formal test showed 
that the set of community variables was statistically significant in the model. 

The results for student poverty, mobility, and race-ethnicity mirror those found in the 3rd

grade model--districts with higher percentages of low-income, African-American and 
Hispanic students had significantly lower scores than their counterparts with lower 
percentages of such students.  High mobility rates lowered scores in both models.  The 
size of the race-ethnicity coefficients was somewhat larger in the 8th grade model than 
the 3rd grade model.  The percentage of limited English proficient students was positive 
in both models. 

In terms of the community characteristics, median household income was positive and 
significant.  Districts with median incomes that were $10,000 higher than those of  
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Table 5.  Regression Results of Models of District Test Scores, 8th Grade Mathematics 

Dependent variable:  Average district 8th grade mathematics raw scores 

Model A Model B 

Independent variables Coefficient 
Standard

error Coefficient 
Standard

error

Constant 326.83 1.56 295.70 11.09 

1993 dummy -19.85 0.92* -18.97 0.94* 

1994 dummy -13.97 0.92* -13.54 0.93* 

1995 dummy -12.50 0.91* -12.05 0.93* 

1996 dummy -8.35 0.90* -7.98 0.94* 

1997 dummy -3.56 0.89* -3.44 0.94* 

District student characteristics      

    Percentage low-income students -0.58 0.05* -0.21 0.06* 

    Student mobility rate -0.43 0.08* -0.31 0.07* 

   Percentage black, non-Hispanic 
students -0.60 0.06* -0.80 0.05* 

   Percentage Hispanic students -0.97 0.16* -0.98 0.15* 

   Percentage students of other race-
ethnicity 1.91 0.20* 0.41 0.20* 

    Percentage limited English 
proficient students 0.72 0.28* 0.66 0.26* 

District community characteristics      

      Median household income (000s) -- -- 0.50 0.12* 

     Percentage of adults 25 years and 
over with high school degrees -- -- -0.18 0.17 

      Percentage of adults 25 years 
and over with some college -- -- -0.06 0.16 

      Percentage of adults 25 years 
and over with college degrees -- -- 0.92 0.16* 

Observations 4328 4328 

Unique districts 776 776 

R-squared 0.50 0.59 
 Note:  *Statistically significant at 0.05 level of significance. 
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districts with similar characteristics would be predicted to have mathematics test scores 
that were 5 points higher.  An increase in the percentage of college graduates by 10 
percentage points is associated with an increase of over 9 points in average test scores. 

VI.  A RISK-ADJUSTED RANKING OF THE LOWEST-PERFORMING DISTRICTS 

For each of the risk-adjusted models we estimated, we predicted the district-specific 
effects and ranked them from lowest to highest.  As mentioned earlier, a negative 
district-specific effect implied that the district performed worse than expected, given its 
characteristics while a positive effect implied the opposite.  For example, Model A 
predicted district-specific effects that ranged from –46.8 points to +63.2 points in reading 
and –50.5 points to +97.5 points in mathematics.6               

We selected the 100 lowest-performing districts based on the two reading rankings and 
the two mathematics rankings.  Admittedly the choice of 100 was arbitrary—we could as 
easily have selected the bottom 10 percent—but it serves to illustrate the points we want 
to make about consistency of ranking.  The 100 lowest-performing districts had district-
specific effects that ranged from –46.8 to –16.6 points in reading and –50.5 to –19.1 points 
in mathematics.

Table 6 shows the within-subject consistency of rankings of these lowest-performing 
districts.  About 84 percent of districts were not identified as lowest-performing by the 
reading criteria and a similar percentage by the mathematics scores.  For a given subject, 
10 percent of districts were identified consistently by both model rankings, and another 
6-7 percent were identified by one, but not both criteria.  

Table 7 examines the across-subject consistency of the rankings.  Seventy-three percent 
of the districts (n=560) were consistently identified as not lowest-performing and 3 
percent (n=20 districts) as consistently lowest-performing by all four criteria.  Of the 125 
districts identified as lowest-performing by at least one of the reading scores, only 38 
districts (30 percent) were identified as lowest-performing by the mathematics criteria.  
This was true of the mathematics group as well.  Thus, there is a substantial chance of 
misclassification, depending on subject and model used for risk-adjustment.    

                                                     
6 It is important to reiterate that the analysis does not take into consideration which districts 
might be statistically different from average, i.e. no attempt has been made to estimate the 
uncertainties associated with the point estimates we use for rankings. 
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The correlation coefficient between the subject-specific ranks was high (0.87) but was 
substantially lower across subjects:  0.30—0.47, with the higher correlations being 
between subject ranks that were based on Model A). 

Table 6.  Number of Districts Identified as 100 Lowest-Performing Districts by 
Different Criteria Based on Reading and Mathematics Scores Separately 

Based on Reading 
Scores

Based on Mathematics 
ScoresNumber of times district was 

classified as one of the 100 lowest-
performing districts 

Number of districts 
 (Percentage of total) 

Zero
643 

(83.7%) 
647 

(84.2%) 

One
50  

(6.5%) 
42

 (5.5%) 

Two
75  

(9.8%) 
79  

(10.3%) 

Total Number of Districts  768 768 

Table 7.  Number of Districts Identified as 100 Lowest-Performing Districts by 
Different Criteria Based on Predicted Reading and Mathematics Scores 

Number of times district was classified as one 
of the 100 lowest-performing districts based on 

the mathematics scores 

Number of times district 
was classified as one of the 
100 lowest-performing 
districts based on the 
reading scores Zero One Two 

Total number of 
districts

Zero 560 31 52 643 

One 40 3 7 50 

Two  47 8 20 75 

Total number of districts 647 42 79 768 

We also compared the rankings obtained from using the unadjusted scores (shown 
earlier in Table 2) with those obtained from using the predicted, risk-adjusted scores.  
Not surprisingly, the correlation coefficients among the actual and predicted rankings 
were higher for within-subject rankings (0.66-0.79) than for between-subject rankings 
(0.25-0.40).  We created two indicator variables to indicate whether districts were ranked 
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as lowest-performing (a) on either of the actual rankings (reading or mathematics) and 
(b) on any of the four predicted rankings.  Table 8 shows the overlap between the 
classifications from the actual versus the predicted rankings using these two variables.  
About two-thirds of the districts (n=512) were consistently classified as not lowest-
performing by any of the criteria.  Another 12 percent (n=88) were consistently classified 
as lowest-performing by both the actual and predicted rankings (n=88).  About 6 percent 
(n=48) were identified as lowest-performing on the basis of actual scores but not by the 
risk-adjusted measures (n=48).  About 16 percent (n=120) were not classified as lowest-
performing by the actual rankings but had negative district-specific effects large enough 
to place them in the 100 lowest-performing districts on one of the risk-adjusted 
measures.  Thus, over one-fifth percent of districts had inconsistent ranks between the 
two sets of rankings and are misclassified.  The risk of a potential misallocation of 
resources because of misclassification is not inconsiderable as is the risk of overlooking 
some districts that appear to be underperforming, given their student and community 
characteristics.

Table 8.  Distribution of Lowest-Performing Districts by Whether They Were 
Classified as Lowest-Performing on the Rankings Based on Actual versus Predicted 

Scores

Ranked as lowest-performing 100 
districts on at least one of the 

actual scores 

Ranked as lowest-
performing 100 districts 
on at least one of the 
predicted scores No Yes 

Total number of 
districts

No
512 

(66.7%) 
48

(6.3%) 
560 

(72.9%) 

Yes
120 

(15.6%) 
88

(11.5%) 
208 

(27.1%) 

Total number of 
districts

632 
(82.3%) 

136 
(17.7%) 

768 
(100.0%) 

   Notes:  Cell entries include (a) frequency and (b) frequency as a percentage of total number of 
districts.

CONCLUSIONS 

Our purpose in this paper was to use data on Illinois districts to illustrate the volatility 
of rankings of districts when different criteria are used and how that can often lead to 
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misclassification of districts as lowest-performing.  We focused on two research 
questions: 

Is the set of risk-adjustment factors traditionally used to define “similar” districts for 
comparison purposes adequate or are there other factors that should be considered? 

How sensitive are the relative rankings of districts to varying model assumptions?  
In particular, how robust is the identification of the 100 “lowest-performing” 
districts and what does this imply for current state efforts to target resources to 
underperforming districts?

To answer these questions, we used data on approximately 800 districts in Illinois and 
analyzed test scores from two grade levels and two subjects—3rd grade reading and 8th

grade mathematics scores, using two different sets of risk-adjustment factors.  One 
model used the traditional set of student characteristics, while the second used an 
expanded set of variables that included community characteristics representing the 
social capital of the district.  Using these models, we adjusted the district test scores and 
then predicted a district-specific effect.  Based on these predictions, we ranked districts 
from lowest to highest and selected the 100 lowest-performing districts using each 
criterion.   

Findings

There are two major findings:   

(a) The set of risk-adjustment factors traditionally used by states may not be 
adequate.  Community characteristics were important in explaining district test 
scores and added significantly to the explanatory power of the models.  Thus, in 
taking into account the challenges facing districts, it is important to account for 
the social capital in a district. 

(b) We showed that there is not much overlap across the rankings and that about 
two-thirds of the districts identified as lowest-performing in one subject failed to 
be so identified in the other subject.  We also showed that there was 
inconsistency between the rankings based on actual versus risk-adjusted scores 
that could lead to potential misallocation of resources or failure to identify some 
underperforming districts.

Policy Implications and Future Work 

The analyses presented here offer some interesting and useful information for future 
work but are suggestive at best because we have not fully examined the underlying 
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assumptions and robustness of the models.  Useful additions to this work would be (a) 
identification of other risk-adjustment factors that might be important when defining 
“similar” schools and districts (for example, district funding); and (b) consideration of 
the confidence intervals around the point estimates used for rankings.   

States attempting to balance rigor with fairness would do well to pay particular 
attention to the specification of an appropriate statistical model, the crucial importance 
of uncertainty in the presentation of results, and the techniques for adjustment of 
outcomes for confounding factors (Goldstein and Spiegelhalter, 1996).  The cautions 
these authors offer in their paper are no less true today:  

Certainly, in our current state of knowledge it seems fairly clear that we 
should exert caution when applying statistical models to make 
comparisons between institutions, treating results as suggestive rather 
than definitive…We also need to be aware for any given set of variables 
there is often a choice between models, each of which may ‘fit’ the data 
equally well, yet give different sets of institutional estimates (1996: 405).                 

This paper is an illustration of exactly these points.   
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