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Abstract 

Resonance analysis is an evolving text mining method for estimating how much affinity 
exists in a broader population for a specific group. The method involves a multistage procedure 
for scoring words according to how distinctive they are of authors in the specific group, and then 
scoring a broader population according to whether they make similar distinctive choices. While 
likely applicable to many different forms of written content, resonance analysis was developed 
for short-form social media posts and has been tested primarily on Twitter and Twitter-like data.  

In this working paper, we describe resonance analysis and provide detailed guidance for 
using it effectively. We then conduct an empirical test of real-world Twitter data to demonstrate 
and validate the method using tweets from Republican Party members, Democratic Party 
members, and members of the news media. The results show that the method is able to 
distinguish Republicans’ tweets from Democrats’ tweets with 92-percent accuracy. We then 
demonstrate and validate the method using simulated artificial language to create controlled 
experimental conditions. The method is very accurate when minimum data requirements have 
been met. In an operational field test, resonance analysis generated results that mirror real-world 
conditions and achieved statistically significant agreement with double-blind human analyst 
judgments of the same users. Finally, we provide examples of resonance analysis usage with 
social media data and identify opportunities for future research.  
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Executive Summary 

Overview 
This working paper is the most extensive documentation to date for a computational 

linguistics method called resonance analysis. Resonance analysis is a text mining, machine 
learning approach to measuring affinity for a particular group within a larger population. While 
applicable to many different forms of written content, resonance analysis was developed for 
short-form social media posts and has been tested primarily on Twitter and Twitter-like data. Our 
approach involves identifying thousands of word choices that confirmed group members 
typically make but confirmed nonmembers typically do not make. We then measure what part of 
the population at large makes many of the same nontypical word choices. From published 
behavioral research, we know that word choice is a learned behavior, reinforced through multiple 
social mechanisms. Building on that research, we argue that it is meaningful when members of 
the population at large use the same nontypical word choices as group members. It indicates that 
those population members have been repeatedly exposed to group members and suggests that 
affinity for group members may exist. 

Resonance analysis offers an improvement over other commonly used methods for two 
reasons. In contrast to most keyword-based methods, this method learns a set of terms 
inductively from the data. This reduces the risk that a researcher introduces bias in their keyword 
choices and enables the method to be applied across most languages without requiring significant 
language expertise. In contrast to most machine learning methods, this method uses two stages of 
relatively simple word scoring to keep computational resource use low, and scalability1 high.  
In this working paper, we extensively document the procedure for implementing resonance 
analysis and provide example empirical analysis to demonstrate how to use it effectively. We 
also provide guidance on research design trade-offs that a team will face when using resonance 
analysis. In addition, we document the empirical and simulation-based tests we performed to 
demonstrate and validate the method. Empirically, we test our method on Twitter data from U.S. 
members of Congress and U.S. media organizations. We find that resonance analysis is highly 
effective at learning the differences in language use between members of Congress and media 
outlets, and between Republican and Democratic members of Congress. After training the model 
to pick out the Republican members,2 we tested it on data the model had not previously seen and 
found that it labeled Republican members of Congress with high accuracy. In terms of 

 
1 Scalability is the ability of a method to process increasingly large amounts of data with only manageable increases 
in computational resources. 
2 We flipped a coin to decide whether to train the model to pick out Republican or Democratic members of Congress. 
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simulation-based testing, we systematically measured the expected accuracy of the method under 
various conditions. When supplied with enough examples of group members from a sufficiently 
cohesive group, the method achieves substantial accuracy. 

Chapter 1: Context and Conceptual Framework  

Motivating Problem 

Surveys and interviews have traditionally been the primary tools used to map changes in 
population disposition. These can be invaluable resources for understanding things like public 
opinion change, membership growth, or messaging campaign influence. However, 
decisionmakers may have difficulty deploying these tools because of limited access to the 
population of interest and limited funds. Social media potentially offers a new avenue for taking 
the pulse of a population and circumventing some of these barriers. We developed resonance 
analysis to harness the research potential of social media platforms, particularly Twitter, for 
mapping population disposition. 

Foundations in Previous Research 

From a technical standpoint, resonance analysis is a technique for measuring whether one 
population segment of authors (a “Test Segment”) makes similar word choices to a second 
population segment (a “Focal Segment”). The method blends three computational linguistic 
approaches: word frequency analysis, sentiment analysis, and supervised machine learning. From 
a conceptual standpoint, resonance analysis is a technique for inferring social affinity between an 
author and a population segment based on behavioral “tells” in the author’s use of language. This 
approach rests on a large body of research highlighting the link between language choices and 
social position, both through intentional and automatic social behaviors. 

Chapter 2: Resonance Analysis Methodology 

Procedure 

Resonance analysis involves a seven-step procedure. First, determine the relevant populations, 
including a “Test Segment” to measure for affinity, a “Focal Segment” for whom they can have 
affinity, and two contrast segments (“Contrast A Segment” and “Contrast B Segment”) to make 
patterns stand out. Second, collect many examples of textual communication from many authors 
in each segment. Third, preprocess (“clean” and “stem”) the text to remove irrelevant variation in 
the data. Fourth, statistically determine which words Focal Segment authors use at elevated 
levels, compared with each of the contrast populations. Fifth, score authors in all four population 
segments on how often they use those words. Sixth, determine what score threshold is lower than 
the scores for most authors in the Focal Segment but higher than the scores for most authors in 
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the contrast population segment. Seven, determine which authors in the Test Segment are also 
above that the thresholds for both contrast populations, indicating affinity with the Focal 
Segment.  

Additional Guidance 

In terms of population selection (step 1), we recommend framing the study as an analysis of a 
public discourse space and striving to find the actors who regularly participate in that space. 
Apply the criteria exclusively for the Focal Segment, but inclusively for the Contrast B Segment. 
In terms of example authors (step 2), aim for at least 500 examples each for Focal and Contrast B 
Segment, perhaps striving to exceed 1,000 for higher precision. In terms of author scoring (step 
7), score authors for their text over a period of at least four months, or perhaps a year if broad 
representativeness is important. 

Chapter 3: Empirical Validation Tests 

Empirical Testing Approach 

Chapter 3 provides a case study whereby we validate the method’s accuracy on real-world data 
from authors with well-known affiliations and well-understood language patterns—members of 
the U.S. Congress. We applied the method to just under 695,000 tweets from 490 members of the 
114th Congress, mixed together with a contrast dataset of 18,000 tweets from 50 news media 
accounts. The news media tweets came from the middle of the 2016 presidential election 
campaign season to ensure that they would be laden with political content. 

Signature Results 

During the signature creation phase, resonance analysis identified over 16,000 words that have 
some value for distinguishing Republican members from Democratic members of Congress. To 
illustrate the kinds of language features drawn upon, we provide examples of the language that 
the method identified as distinctive. This signature language reflects the tendency of members of 
Congress to use distinctive vocabulary—rich in legislative, federal, and political issue terms, as 
well as favoring honorific, protective, and value-judgment language. The signature language also 
indicates that Republican members of Congress use more specialized military vocabulary in their 
protective language, and more visceral, evocative expressions in their value judgments. In short, 
resonance analysis detects statistically distinctive word choices that correspond to meaningful 
differences in rhetorical style. 
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Test Results 

During the scoring phase, resonance analysis successfully identified 92 percent of the 
Republican test group as Republicans, and only misidentified 5 percent of Democrats and news 
media accounts as Republicans. This suggests that resonance analysis is highly effective, even 
when working to distinguish a group of people from similar others. 

Chapter 4: Simulation-Based Validation Tests 

Simulation-Based Testing Approach 

We use synthetic data to test the method’s performance under controlled experimental conditions. 
We designed a procedure for generating synthetic author data in an artificial language and then 
manipulated key features of the data-generation process to simulate variations in ground 
conditions that the method might face. We focused on measuring how distinct Focal and 
Contrast B Segment language need be for resonance to make accurate determinations, and how 
many example authors resonance analysis needs to correctly identify distinctive language. 

Test Results 

We find that the number of example accounts and the distinctiveness of Focal Segment language 
from Contrast B Segment language are the factors that most affect accuracy. Accuracy suffers 
heavily when given less than 200 example authors, or when the difference between Focal 
Segment language and Contrast B Segment language is less than 2 percent. Accuracy is 
generally high when at least 1,000 example authors are given, or the difference between Focal 
and Contrast B Segment language is at least 3 percent. Five hundred example accounts may 
produce reasonably accurate (>80 percent) measurements in typical circumstances. 

Chapter 5: Closing Thoughts 

Previous Work Using Resonance Analysis on Social Media 

Iterations of resonance analysis have been field-tested in two contexts. We used the single-stage 
prototype to estimate how much affinity for Daesh (ISIS) recruiters might exist in the Egyptian 
population during the height of Daesh expansion. We used the current, two-stage procedure to 
estimate the extent and effectiveness of Russian government influence campaign in Eastern 
Europe leading up to its 2014 annexation of Crimea and the armed conflict in the Donbass. The 
findings mirrored real-world events and were highly consistent with a double-blind human 
analyst evaluation of a subset of scored authors. The lessons learned from those projects 
informed the guidance in this working paper. 
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Areas for Further Analysis 

There are at least four opportunities to improve resonance analysis through further research. First, 
develop estimation metrics for how much performance will decline when the text similarity 
requirements of the method—same medium, same dialect, same role—are violated. Second, 
develop estimation metrics for when a signature will become out of date. Third, study whether 
method performance improves with synonyms treated as single tokens. Fourth, examine how 
message coordination influences method performance. 

Conclusion 

Resonance analysis is a computational linguistics method that blends strategies from text mining 
and machine learning. The method has a light computational resource footprint and detects 
affinity for a specific group in members of a large population. In doing so, it relies on the way 
that language reflects social structure and ideology, even in innocuous word choices. The method 
has been tested empirically in diverse social media contexts and has shown high levels of 
accuracy and reliability. This document supplies step-by-step instructions for applying this 
method and guidance for using it effectively. 
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1. Context and Conceptual Framework 

Motivating Problem 
There are many circumstances in which it is useful to measure the resonance of advocacy 

messaging, and thus the potential support within a broader population. Can a social media 
approach provide insight into the affinity of members of a broad social media population for a 
specific group within it? Can this method measure affinity well enough to detect the impact of 

influence campaigns, membership growth, or public opinion change? 
 
There are many circumstances in which it is useful to understand how much affinity or 

support exists for something within a broader population. Military and intelligence practitioners 
may need to assess the effectiveness of counterpropaganda.3 A political party may want to 
understand whether its campaign ads are making the terrain more favorable for their candidates. 
A public health agency may wish to measure whether their public education outreach is 
diminishing support for anti-vaccination ideologies. Law enforcement may seek to understand 
the uptake of an extremist group’s message in their jurisdiction, gauging recruitment 
vulnerability. Affinity assessments such as these enable organizations to make informed 
decisions affecting populations of interest.  

Assessing the affinity for a group, or the impact of messaging efforts, can be done using 
traditional methods such as surveys or interviews. However, such methods have multiple cost 
and access limitations. Surveys and interviews have associated costs, such as development, 
administration, participant recruitment, and analysis of the results. In particular, analysis of 
potentially rich, unstructured data elicited from open-ended questions may incur high labor costs 
and, at scale, may exceed available analyst capacity. Access to respondents may pose another 
potential challenge. Populations of interest may be in geographically distant or dispersed areas, 
in nonpermissive environments, or prone to low response rates. In some cases, directly querying 
respondents may expose vulnerable populations to risk or have consequences that work against 
messaging efforts.  

Social media data can offer a valuable new alternative to traditional methods, either as a 
supplement to or replacement for direct-query assessment. A researcher or organization can use 

 
3 See, e.g., Arturo Munoz, “Assessing Military Information Operations in Afghanistan, 2001–2010,” Santa Monica, 
Calif.: RAND Corporation, RB-9659-MCIA, 2012. Christopher R. Rate, Can’t Count It, Can’t Change It: Assessing 
Influence Operations Effectiveness, strategy research project, U.S. Army War College, 2011. Andrea L. Wolfe and 
Holly Arrow, “Military Influence Tactics: Lessons Learned in Iraq and Afghanistan,” Military Psychology, Vol. 25, 
No. 5, December 2017. 
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data accumulated through casual interactions and conduct analysis through machine learning. 
While social media analysis has its own limitations and risks,4 using social media posts to assess 
messaging impact is a low-cost, scalable approach that applies wherever social media use is 
common. 

Our approach to measuring the impact of messaging involves applying textual and statistical 
analysis to unobtrusively attained communication data (such as social media posts) to detect 
similarities between a group’s speech patterns—such as distinctive terms and phrases used by a 
political party—and comparable communications from a broader population. We refer to this 
method as resonance analysis. Resonance analysis examines the resounding of language to 
reveal structural patterns and similarities. It exploits the connection between social structure and 
language to measure how much a group of interest uses distinctive language. Identification of 
these patterns enables an analyst to perform tasks such as linkage detection within or among 
groups, creation of taxonomies, and social network analysis. Resonance analysis, then, provides 
a measurement strategy for understanding how much social affinity exists between one 
population and a group of interest.  

Speech patterns and language are reflective of a population’s environment. Syntax and 
dialect can signify a speaker’s geographical origins. Word choice can reflect a speaker’s cultural 
beliefs or associates. For example, if the distinctive language of a political party’s platform (i.e., 
distinct framing of issues) is increasingly visible in a population’s language, this may indicate 
that said party is gaining influence. By combining statistical and corpus linguistic approaches to 
identifying and measuring resonant lexical features, resonance analysis is highly scalable and 
produces a dictionary of key terms without the need for a priori coding of what does and does not 
constitute representative language. We have previously published theoretical support and 
methodology details on both the earliest resonance analysis prototype5 and our experiences 
applying the methodology to major concerns in the social media influence sphere.6 However, we 
have made significant improvements to the precision and sensitivity of the method since its first 

 
4 Potential risks in social media may include the presence of duplicitous authors (including automated bot accounts), 
or selection bias in who uses social media, relative to the population at large. See, e.g., Fred Morstatter and Huan 
Liu, “Discovering, Assessing, and Mitigating Data Bias in Social Media,” Online Social Networks and Media, Vol. 
1, June 2017. However, it should be noted that survey research is not free from bias as well. Responses to survey 
items are susceptible to bias due to sampling, measurement, coverage, and nonresponse error. For a comprehensive 
overview of the total survey error framework, see Don A. Dillman, Jolene D. Smyth, and Leah Melani Christian, 
Internet, Phone, Mail, and Mixed-Mode Surveys: The Tailored Design Method, 4th ed., Hoboken, N.J.: Wiley, 2014. 
The many sources of potential survey error are likely to be amplified when studying hard-to-reach populations, a 
considerable strength of using resonance analysis. 
5 William M. Marcellino, Kim Cragin, Joshua Mendelsohn, Andrew Michael Cady, Madeline Magnuson, and 
Kathleen Reedy, “Measuring the Popular Resonance of Daesh’s Propaganda,” Journal of Strategic Security, Vol. 10, 
No. 1, Spring 2017. 
6 Todd C. Helmus, Elizabeth Bodine-Baron, Andrew Radin, Madeline Magnuson, Joshua Mendelsohn, William 
Marcellino, Andriy Bega, and Zev Winkelman, Russian Social Media Influence: Understanding Russian 
Propaganda in Eastern Europe, Santa Monica, Calif.: RAND Corporation, RR-2237-OSD, 2018.  
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introduction, which are documented in this working paper. In addition, we detail here the most 
extensive and rigorous set of methodological validation tests to date. 

 

Social Media Native, but Not Social Media Only 
Resonance analysis is an evolving method for deriving insights from a collection of communications7 from a 
representative sample of a larger population. In its most general form, the method is appropriate for many 
different forms of written communication. However, we developed the method to take advantage of the 
unique opportunities of social media (especially Twitter) and optimized it for that context.  

 

Methodological Foundations 
From a technical standpoint, resonance analysis is a method for measuring whether one 

population segment of authors8 (a “Test Segment”) makes similar word choices to a second 
population segment (a “Focal Segment”), thereby inferring similarity to the second segment. 
Population segments are typically categories of social media users; examples include users 
attributed to a specific country, employees who generate social media content in their official 
capability as employees, supporters of a cultural movement, and social media authors attributed 
to specific age brackets.  

Resonance analysis also is a computational linguistics model—a computer-assisted statistical 
analysis tool for large text collections (known as textual corpora).9 It was developed to be 
particularly effective on social media data. One of the virtues of using social media data is its 
high volume, but this volume is too large for human serial reading to be an effective analysis 
strategy. Datasets in the millions of words are too large to be analyzed manually, both because of 
labor limits and lack of reliability in human reading.10 Computer-assisted analysis overcomes the 
limitations of manual analysis of social media data. It also offers a complementary kind of 

 
7 Resonance analysis can be applied to written communications and transcripts of oral communication. However, 
the analysis must compare documents in the same form (e.g., transcript to transcript).  
8 Within a social media application of our method, the terms “authors” and “users” may be considered roughly 
interchangeably in this document. We favor the former because a very large segment of all Twitter users read tweets 
but do not write them. (See, for example, Stefan Wojcik and Adam Hughes, “Sizing Up Twitter Users,” Pew 
Research Center, April 24, 2019.) Thus, this method specifically scores people who write tweets. 
9 See, e.g., Douglas Biber, Randi Reppen, and Eric Friginal, “Research in Corpus Linguistics,” in Robert B. Kaplan, 
ed., The Oxford Handbook of Applied Linguistics, 2nd ed., New York: Oxford University Press, 2010; Michael 
Stubbs, “Computer-Assisted Text and Corpus Analysis: Lexical Cohesion and Communicative Competence,” in 
Deborah Schiffrin, Deborah Tannen, and Heidi E. Hamilton, eds., The Handbook of Discourse Analysis, Oxford: 
Blackwell, 2001; Douglas Biber, Susan Conrad, and Randi Reppen, Corpus Linguistics: Investigating Language 
Structure and Use, Cambridge: Cambridge University Press, 1998; Michael Stubbs, Text and Corpus Analysis: 
Computer-Assisted Studies of Language and Culture, Oxford: Blackwell, 1996.  
10 Biber, Conrad, and Reppen, 1998; Tony McEnery, Richard Xiao, and Yukio Tono, Corpus-Based Language 
Studies: An Advanced Resource Book, London: Routledge, 2006.  
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reading because computers do not skip over prosaic differences in text data in the way that 
humans often do.11 As a result, computers are able to achieve a kind of big picture view and see 
“deep patterning . . . beyond human observation and memory . . . observable only indirectly in 
the probabilities associated with lexical and grammatical choices across long texts and 
corpora.”12 

Resonance analysis blends three computational linguistic approaches: word frequency 
analysis, sentiment analysis, and supervised machine learning. 

Word Frequency Analysis 

Colloquially called “bag of words” analysis, word frequency analysis counts the number of 
times that specific words appear in a collection of texts and compares those frequencies to an 
expected frequency from a baseline “typical” collection. The comparison helps determine if the 
word use in that collection of texts is statistically different from “typical” usage of the language. 
This approach, perhaps the most common paradigm in computational linguistics, simplifies 
textual data to a form amenable to powerful quantitative techniques.13 Despite their simplistic 
representation of language, “bag of words” approaches can produce strong insight into textual 
data,14 especially topic-based research. It has been applied in diverse ways, including stock 
market prediction,15 biomedical journal article mining,16 and author attribution.17 However, the 
word frequency approach may have difficulty with higher-order-meaning features like sarcasm, 
humor, negation, or intent.18 

Resonance analysis builds on the word frequency tradition by counting the number of times 
that specific words appear in a body of text and comparing those counts to word frequencies in 

 
11 Biber, Conrad, and Reppen, 1998; Richard Bolden and Jean Moscarola, “Bridging the Quantitative-Qualitative 
Divide: The Lexical Approach to Textual Data Analysis,” Social Science Computer Review, Vol. 18, No. 4, 
November 2000; Jonathan Hope and Michael Witmore, “The Hundredth Psalm to the Tune of ‘Green Sleeves’: 
Digital Approaches to Shakespeare’s Language of Genre,” Shakespeare Quarterly, Vol. 61, No. 3, Fall 2010.  
12 Stubbs, 1996, p. 15.  
13 Arman Khadjeh Nassirtoussi, Saeed Aghabozorgi, The Ying Wah, and David Chek Ling Ngo, “Text Mining for 
Market Prediction: A Systematic Review,” Expert Systems with Applications, Vol. 41, No. 16, November 2014.  
14 Irena Spasić, Jacqueline Livsey, John A. Keane, and Goran Nenadić, “Text Mining of Cancer-Related 
Information: Review of Current Status and Future Directions,” International Journal of Medical Informatics, Vol. 
83, No. 9, September 2014.  
15 Michael Hagenau, Michael Liebmann, and Dirk Neumann, “Automated News Reading: Stock Price Prediction 
Based on Financial News Using Context-Capturing Features,” Decision Support Systems, Vol. 55, No. 3, June 2013.  
16 Andreas Holzinger, Johannes Schantl, Miriam Schroettner, Christin Seifert, and Karin Verspoor, “Biomedical 
Text Mining: State-of-the-Art, Open Problems and Future Challenges,” in Andreas Holzinger and Igor Jurisica, eds., 
Interactive Knowledge Discovery and Data Mining in Biomedical Informatics, Heidelberg: Springer, 2014.  
17 Jacques Savoy, “Authorship Attribution Based on a Probabilistic Topic Model,” Information Processing & 
Management, Vol. 49, No. 1, January 2013.  
18 Holzinger et al., 2014; see also Michael Crawford, Taghi M. Koshgoftaar, Joseph D. Prusa, Aaron N. Richter, and 
Hamzah Al Najada, “Survey of Review Spam Detection Using Machine Learning Techniques,” Journal of Big Data, 
Vol. 2, No. 1, December 2015, p. 23. 
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reference text collections. The method measures the extent to which authors use words 
distinctively and infers affinity with the Focal Segment if the distinctive usage of the author is 
similar to the distinctive usage common among the Focal Segment. This is an extension of topic-
based author attribution models that measure tendency to use certain collections of words and 
infer a link from an unattributed document to a known author.19 In resonance analysis, distinctive 
word choice links an author of unknown affinities to a population segment with known affinities. 

Dictionary-Based Analysis 

Dictionary-based analysis uses human-curated lists of words or phrases to infer higher-order 
meaning from texts. For example, in sentiment analysis, the most commonly used dictionary-
based method, each word score indicates whether that word generally conveys positive or 
negative feeling. Those texts are then assumed to have the aggregate positivity or negativity as 
the words they contain.20 Dictionary-based analysis is applicable in situations where different 
words can have the same significance in terms of some higher order of meaning. For example, a 
dictionary approach could score “navy,” “sky,” “cobalt,” “turquoise,” “aquamarine,” “cyan,” and 
“azure” as all expressing the higher-order concept of the color blue but give “aquamarine,” 
“cyan,” and “turquoise” a lower score because each is a form of blue adulterated with green. 
Examples of dictionary-based analysis in action include monitoring social media for early signs 
of increasing social tension,21 or predicting stock movement from the tone of social media 
mentions of a company.22 However, this form of analysis is only as good as its dictionaries (a list 
of words and sentiment scores); the algorithms infer higher-order meaning from the dictionaries. 
Because of the reliance upon these dictionaries, accuracy can vary significantly from product to 
product and from text collection to text collection.23 

Resonance analysis builds on the dictionary-based tradition by scoring words according to a 
higher-order meaning and then scoring texts based on whether they use meaning words (words 
that the scoring dictionary has defined as meaningful). For this approach, the higher-order 
meaning is similarity to Focal Segment language. However, a major strength of resonance 
analysis is that it does not require the creation of a dictionary a priori. Instead, the dictionary 
emerges from a statistical process of comparing word frequencies in Focal Segment texts to word 
frequencies in a larger baseline population. This is a powerful approach for two reasons. First, 

 
19 Savoy, 2013.  
20 Crawford et al., 2015.  
21 Pete Burnap, Omer F. Rana, Nick Avis, Matthew Williams, William Housley, Adam Edwards, Jeffrey Morgan, 
and Luke Sloan, “Detecting Tension in Online Communities with Computational Twitter Analysis,” Technological 
Forecasting and Social Change, Vol. 95, June 2015.  
22 Nassirtoussi et al., 2014.  
23 Ammar Hassan, Ahmed Abbasi, and Daniel Dajun Zeng, “Twitter Sentiment Analysis: A Bootstrap Ensemble 
Framework,” International Conference on Social Computing, 2013.  
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creating a dictionary from scratch is labor-intensive and often costly. Researchers must correctly 
map individual words and phrases to concepts. Validating a dictionary-based measure typically 
takes many iterations of hand-coding large, diverse corpora. Even after validation, dictionaries 
require frequent updates to avoid obsolescence as culture and linguistic patterns evolve over time. 
Resonance analysis produces a dictionary (set of keywords) in an automated fashion, decreasing 
the time and cost of typical dictionary-based approaches. Secondly, humans typically perform 
poorly at categorizing text with specific words in an ad hoc manner because meaning is often 
heavily contingent on context. Keywords in the dictionary can introduce irrelevant data, and 
preselected dictionaries are likely to miss important data points.24 Resonance analysis automates 
the process of dictionary creation, thereby avoiding the bias typical of human a priori selection of 
keywords. 

Supervised Machine Learning Algorithms 

Supervised machine learning algorithms make inferences about unknown entities based on 
observed entity features and examples of known entities.25 For example, an algorithm might be 
given vignettes of text from a sample of individuals, half of whom had a verified diagnosis of 
dementia, and half of whom had been verified as free from the disease. The algorithm might be 
asked to identify which of a clinic’s patients should receive a full dementia screening, based 
solely on their text vignettes.26 Machine learning algorithms are particularly useful in situations 
where there are many independent variables (“features” in machine learning parlance) that are 
weakly predictive of a dependent variable (“label”) and the relationship between independent 
and dependent variables is complicated. Predicting higher-order meaning from word usage is 
such a scenario, with each word potentially serving as a feature.27 Resonance analysis builds on 
the machine learning tradition in that it starts with examples of authors with known affiliations, 
learns which word use patterns predict affiliation with the Focal Segment, and then applies that 
pattern recognition toward predicting the affiliations of unknown authors. 

 
24 The error terms introduced by a priori selection of keywords are unlikely to be distributed normally. Keyword 
selection, even by experts, is likely to be systematically biased, affecting downstream analysis. See Gary King, 
Patrick Lam, and Margaret E. Roberts, “Computer-Assisted Keyword and Document Set Discovery from 
Unstructured Text,” Americal Journal of Political Science, Vol. 61, No. 4, October 2017.  
25 Crawford et al., 2015.  
26 Peter Garrad, Vassiliki Rentoumi, Benno Gesierich, Bruce Miller, and Maria Luisa Gorno-Tempini, “Machine 
Learning Approaches to Diagnosis and Laterality Effects in Semantic Dementia Discourse,” Cortex, Vol. 55, June 
2014.  
27 Holzinger et al., 2014.  
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Conceptual Foundations 
From a conceptual standpoint, resonance analysis is a technique for inferring social affinity 

between an author and a population segment based on behavioral “tells” in the author’s uses of 
language. It works on the premise that language choices reflect social position and worldview. 
People use language differently depending on where they are embedded in society and how they 
make sense of those experiences. This occurs as a product of intention, acquiescence, 
automaticity, and convergence.  

It is intentional, in that people use language to act on their self-conceptions and signal their 
social identities.28 It is acquiescent as a response to peer pressure and a reflection of solidarity in 
the face of outgroup conflict.29 It is automatic because people reflexively shift language style to 
match their communication partners (also known as “code shifting”), sometimes with only 
minimal self-awareness of the process.30 This constitutes and reinforces identity over time.31 It is 
convergent in that people form social bonds more easily with others who are socially similar to 
them,32 causing people to cluster into dense webs of relationships with likeminded others. As 
people in clusters all exert influence on and model behaviors for each other, cluster members 
converge toward consensus on values and behavior.33 In the language domain, all of the 
intentional, acquiescent, and automatic influences on language are magnified because of 

 
28 Anna Priante, Djoerd Hiemstra, Tijs van den Broek, Aaqib Saeed, Michael Ehrenhard, and Ariana Need, 
“#WhoAmI in 160 Characters? Classifying Social Identities Based on Twitter Profile Descriptions,” Proceedings of 
2016 EMNLP Workshop on Natural Language Processing and Computational Social Science, Austin, Tx.: EMNLP, 
November 5, 2016.  
29 Lauren Keblusek, Howard Giles, and Anne Maass, “Communication and Group Life: How Language and 
Symbols Shape Intergroup Relations,” Group Processes & Intergroup Relations, Vol. 20, No. 5, 2017; Hywel T. P. 
Williams, James R. McMurray, Tim Kurtz, and F. Hugo Lambert, “Network Analysis Reveals Open Forums and 
Echo Chambers in Social Media Discussions of Climate Change,” Global Environmental Change, Vol. 32, May 
2015. 
30 Miriam Koschate, Luke Dickens, Avelie Stuart, Alessandra Russo, and Mark Levine, “Detecting Group 
Affiliation in Language Style Use,” undated; Nadine Tamburrini, Marco Cinnirella, Vincent A. A. Jansen, and John 
Bryden, “Twitter Users Change Word Usage According to Conversation-Partner Social Identity,” Social Networks, 
Vol. 40, January 2015.  
31 Marko Dragojevic and Howard Giles, “The Reference Frame Effect: An Intergroup Perspective on Language 
Attitudes,” Human Communication Research, Vol. 40, No. 1, January 2014; Kodi Weatherholtz, Kathryn Campbell-
Kibler, and T. Florian Jaeger, “Socially-Mediated Syntactic Alignment,” Language Variation and Change, Vol. 26, 
No. 3, October 2014; Scott F. Kiesling, “Style as Stance: Stance as the Explanation for Patterns of Sociolinguistic 
Variation,” in A. Jaffe, ed., Sociolinguistic Perspectives on Stance, Oxford: Oxford University Press, 2009.  
32 Miller McPherson, Lynn Smith-Lovin, and James M. Cook, “Birds of a Feather: Homophily in Social Networks,” 
Annual Review of Sociology, Vol. 27, No. 1, 2001.  
33 Jacob C. Fisher, “Exit, Cohesion, and Consensus: Social Psychological Moderators of Consensus Among 
Adolescent Peer Groups,” Social Currents, Vol. 5, No. 1, 2018.  
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clustering, leading to notably homogenous language use within clusters.34 Consequently, social 
identity can be inferred from the distinctive way that a person uses language.35 

  

 
34 David Bamman, Jacob Eisenstein, and Tyler Schnoebelen, “Gender Identity and Lexical Variation in Social 
Media,” Journal of Sociolinguistics, Vol. 18, No. 2, April 2014; Tamburrini et al., 2015. 
35 Bamman et al., 2014; Koschate et al., undated; William M. Marcellino, “Talk Like a Marine: USMC Linguistic 
Acculturation and Civil-Military Argument,” Discourse Studies, Vol. 16, No. 3, 2014. 
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2. Methodology 

Chapter Summary 
Resonance analysis is a technique for inferring social affinity from similarity of word choice 

in communications text,36 especially collections of social media posts. It involves a seven-step 
procedure:  

1. Determine the relevant populations, including a “Test Segment” to measure for 
affinity, a “Focal Segment” for whom they can have affinity, and two contrast 
segments—“Contrast A Segment” and “Contrast B Segment” (i.e., the population 
“baseline”)—to make patterns stand out.  

2. Collect many examples of writings from many authors in each segment.  
3. Preprocess (“clean” and “stem”) the text to simplify out irrelevant variation in the 

data.  
4. Statistically determine which words Focal Segment authors use at elevated levels, 

compared with each of the contrast populations. 
5. Score authors in all four population segments on how often they use those words. 
6. Determine what score threshold is lower than the scores for most authors in the Focal 

Segment but higher than the scores for most authors in each of the contrast population 
segments. 

7. Determine which authors in the Test Segment are also above the thresholds from both 
contrast populations, indicating affinity with the Focal Segment. 

The Procedures section below describes each step in greater detail, and the Assorted 
Guidance section offers advice on making key research design decisions in implementing the 
procedures. Specific guidance includes discussions on how to frame a social media study (as a 
representative sample of a public discourse space), how to operationalize the Focal Segment 
(exclusively) and Contrast B Segment (inclusively), how many example accounts are needed 
(minimum of 500 each; at least double that is preferable), and how wide time windows need to 
be to accurately measure typical users (at least four months; up to one year for broader 
representativeness). 

 
36 Written communications include transcripts of oral communications.  
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Procedure 

Step 1: Determine Relevant Populations 

First, define which people are eligible to provide writing samples according to whether they 
are representative of one of the four populations resonance analysis requires: the Contrast A, 
Test, Contrast B, and Focal Segments. The Focal Segment is a group of people who interact with 
each other and espouse a common way of thinking about the world. The Test Segment is a larger 
population that potentially interacts with the Focal Segment. The goal of resonance analysis is to 
measure affinity for the Focal Segment among members of the Test Segment.  

To measure affinity, the method needs to determine what is distinct about the way Focal 
Segment members communicate with one another, relative to other ways of communicating. The 
Contrast A Segment serves as a baseline group of people whose communication patterns are 
typical of the population at large. While the Contrast A Segment will inevitably contain some 
members of the Focal Segment, it should be large and general enough to represent “typical” 
language use across segments. Because it is a baseline, the Contrast A Segment supplies a 
contrast for understanding what matters are especially important to the Focal Segment, vis-à-vis 
the general population. The Contrast B Segment is a group of people who are concerned with the 
same topics as the Focal Segment but are not part of Focal Segment. The Contrast B Segment 
serves as a contrast for understanding how Focal Segment communication patterns are distinct, 
even when compared with people who are concerned with the same topics. 

In many cases, the Contrast B Segment will be a group that stands in opposition to the Focal 
Segment; for example, Republican versus Democrat members of Congress. At times, however, 
the Contrast B Segment could simply be similarly focused in their topic of conversation but not 
part of the Focal Segment. An example of nonoppositional Focal and Contrast B Segments 
would be public health professionals raising awareness about HIV versus misinformed members 
of the public worried about catching it from contaminated food. In the first case, Republicans 
and Democrats both talk about politics, but actively compete against each other for public 
support. In the second case, misinformed people do not actively oppose public awareness 
campaigners, but the misinformed provide a strong contrast for understanding the distinct way 
that campaigners talk about HIV. 

Step 2: Collect Data on Relevant Populations 

The second step is to collect writing samples from a sample of people in each segment. In 
terms of sampled persons, resonance analysis is a big data method with a small computational 
footprint. It requires large writing samples from the relevant segments, written over an extended 
period, to detect patterns buried within the cacophony of language. Because the ratio of noise to 
signal in written language is high, the method needs large samples to detect signals.  
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Aim to collect writing samples from at least 800 people from the Focal Segment, 800 people 
from the Contrast B Segment, and at least 100,000 people from the Contrast A Segment. Exclude 
people who wrote less than 240 words of short-form social media text (e.g., 20 tweets) or 4,000 
words of long-form written communication during a time increment.37 Your segments should 
also exclude people who wrote humanly implausible amounts of text, unless the Test Segment 
only consists of such people. What is considered “implausible” will depend upon context. For 
example, a Twitter account writing more than 20 tweets per day over an extended period of time 
should raise concerns that it is bot authored or organization authored (i.e., a tag team account). 
As Twitter and other social media companies improve countermeasures, the rules of thumb and 
methods for identifying these fake social media accounts may change. In terms of minimum time 
increments for analysis, we recommend dividing the data into increments no shorter than one 
month long. Longer time increments (e.g., four months) will produce more stable results, 
dampening the impact of trending topics and current events. 

In terms of other sampling exclusions, collect all writing samples in the same medium (e.g., 
only compare Twitter samples to other Twitter samples; transcripts of oral communications to 
other transcripts), in the same language, in the same regional dialect, in the same time frame, and 
with the same criteria for text inclusion. This is because the way people speak in one form of 
written communication (e.g., formal speeches) differs from the way they speak in another (e.g., 
tweets). If the Focal Segment examples are from a different medium than the contrast segments, 
the signature will detect the medium, not the message. For example, emojis do not appear in 
speech transcripts because speeches are not a visual mode of communication. Likewise, authors 
engaging in formal writing use grammatical constructs not typically found in informal writing or 
conversational speech. Resonance analysis is sensitive to the way people talk, so all segments 
need to use the same mode of written communication.  

This includes collecting accounts from people who play comparable roles. For example, if 
one wanted to measure the popularity of a certain sports team, the Focal Segment sample should 
be confirmed fans of that team, not members of the team itself. To understand why this 
distinction is crucial, imagine an interaction between a stand-up comedian and the audience. 
Both audience and comedian are engaging with the same subject matter. However, the 
comedian’s utterances will consist of jokes and comments from the performer’s perspective, 
while the audience will respond to those jokes with laughter, heckles, and other audience 
participation utterances. If you create a signature based on the audience, the top keyword will be 
“Haha!” In contrast, “Haha!” will not be a signature keyword for the comedian. This is because 
the comedian and audience enact different roles in this social interaction.  

 
37 For example, we analyzed Twitter data in time increments of one month. In that case, the rule would be to exclude 
authors who write fewer than 20 tweets per month. At this threshold about 10 percent of authors are sufficiently 
verbose. With larger time increments (e.g., four months), higher percentages of the author population would qualify 
as sufficiently verbose. 
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The following are other examples of this distinction, all of which illustrate the same 
performer/audience difference as the comedian example. Each represents a situation where the 
communication roles are asymmetric, such that the performative party speaks differently than the 
receiving party: 

• To detect people who might vote for a given political party, measure people who 
openly declare intention to vote for that party. Do not use the party platform or 
speeches of party politicians. 

• To detect people who are devotees of a religion, measure people who participate in 
the activities, rituals, and meetings of that religion on a frequent basis. Do not use the 
sacred texts or sermons of religious leaders.  

• To detect people who are YouTube personalities, use the social media accounts 
associated with personalities that publish more than a certain number of videos per 
month and have more than a certain number of followers. Do not use the comments 
that followers leave below videos. 

While the general point is that one should measure Test Segments with comparable signature 
populations, these examples also highlight the audience/performer distinction. Especially on 
social media, people generally divide into those who are content producers and those who are 
primarily content consumers—performers and audience members. Only use text from audience 
members when examining a Test Segment composed of audience members, and only use 
performers when examining a Test Segment composed of performers. Likewise, compare bots to 
bots, and organization accounts to organization accounts.  

However, no topic-based curation of the text data is necessary—the things that an algorithm 
considers useful may be very different than the things that a human considers relevant, so human 
curation of sample topic can limit opportunities for discovery of hidden patterns. In other words, 
do not limit samples to just tweets that use targeted keywords or hashtags. If the sample is 
limited to just tweets with target keywords, resonance analysis will only assign significant value 
to those target keywords, becoming insensitive to any others. This is because those keywords 
will be statistically perfect predictors of Focal Segments—every Focal Segment tweet will have 
one of the keywords used to find them. 

Step 3: Regularize Text 

Take steps to dampen the variability of written communication. This includes limiting 
Unicode characters to a core alphabet, removing capitalization and punctuation, removing words 
that do not appear in the baseline text, and stemming away the conjugation of words. For social 
media texts, protect combinations38 of letters and punctuation that have special meaning, such as 

 
38 When completing the text-cleaning process, you must protect the links, hashtags, and mentions in tweets because 
they use punctuation in a specific way. Standard text cleaning will get rid of this punctuation.  



 13 

links, hashtags, and mentions in Twitter text. In terms of Unicode character constraints, the 
simplest design removes all characters outside of the code alphabet of the language being 
sampled.39 However, it may be necessary to allow some emoji, if those emoji are widely used in 
the Focal, Contrast B, or Contrast A Segments, and are at least minimally present in the Contrast 
A Segment. In terms of capitalization/punctuation removal, the simplest design removes all of 
both, as well as stripping out excess whitespace characters and accent marks. However, some 
signifiers, such as hyphenated words and common acronyms,40 may have value as exceptions to 
this rule. In terms of removing nonbaseline words, resonance analysis detects differences in the 
usage of common words, so remove all words from the Focal, Contrast B, and Test collections 
that do not appear in the Contrast A collection. This is essential because the distribution of word 
usage is extremely long tailed—80 percent of words account for a tiny portion of the typical text 
collection (see Figure 4.1 for word distributions in 15 languages). Given this distribution, 
random chance ensures that any collection of text contains many rare words not found in the 
baseline. Resonance analysis will fixate on these rarely used words if they are not removed. In 
terms of stemming, remove the inflections from words, especially for languages that make heavy 
use of conjugated verbs, pluralization, and declensions. While we have not experimented with 
regularizing synonyms, this is a potential avenue for regularizing text further. 

Word N-grams are series of consecutive words that jointly constitute one unit of meaning. 
For example, “United States” is a two-word sequence that references one concept. In general, N-
grams do not affect the outcome of resonance analysis because the prevalence of each word 
conveys most of the information that one would gain from making the N-gram visible to the 
model. The significance of the phrase “United States” inflates the resonance signature scores for 
both “United” and “States,” such that any message containing both of them receives a 
commensurate boost in resonance score, and the addition of a special term adds little. However, 
this does not hold if all words in the phrase are extremely common and generally meaningless. 
For example, “the” and “of” are two of the most common words in English. If the N-gram “the 
of” was of special significance, it would be invisible to resonance because “the” and “of” are 
ubiquitous. If a research design requires N-grams, this is the step at which to include them. 
Similar principles apply to the inclusion of collocates, which are words that appear in proximity 
of each other, rather than just directly adjacent. All four populations of text must recognize the 
exact same set of N-grams (or collocates) and denote them in exactly the same way. 

Table 2.1 presents three sentences that report the outcome of the Baseball World Series 
between 2014 and 2016 before and after regularization. The baseline is a comparable set of 

 
39 We recommend including numbers in the core alphabet, perhaps with some rounding, as we have found they are 
key indicators of some discursive styles. 
40 For English. Important signifiers may be different in different languages. 
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sentences for all years before 1967, which is why the word “tweeted,” the baseball emoji, and the 
specific years are gone after regularization. 

Table 2.1. Example of Text Regularization—World Series Outcomes 

Before Regularization After Regularization 

• In 2014, the San Francisco Giants defeated 
the Kansas City Royals: four games to three 
games. 

• In 2015, the Kansas City Royals beat the 
New York Mets four games to one game. ⚾ 

• In 2016, the Chicago Cubs beat the 
Cleveland Indians four games to three 
games, and then tweeted about it. 

• in the san francisco giant defeat the kansa citi 
royal four game to three game 

• in the kansa citi royal beat the new york met four 
game to one game 

• in the chicago cub beat the cleveland indian four 
game to three game and then about it 

Step 4: Calculate Language Signatures 

Signature calculation determines what words are more characteristic of texts from a 
population of interest (POI) compared with a background collection. A resonance signature is 
that list of words along with precise measurements of how much more likely they are to occur in 
POI speech. Calculate the signature via log-likelihood keyword scoring and then truncate to 
remove outlier scores. Calculate three signatures: a topic signature, a Focal Segment signature, 
and a Contrast B signature. In terms of log-likelihood keyword scoring, Equation 2.1 reports the 
formula41 for calculating the resonance signature of a given set of words: 

  
𝐿 = 2 • 𝐹!"# • log )

$!"#
(&!"#/&$%%)•($!"#*$&$'()

*      (2.1) 

 
where 
L = vector of scores for how much more likely the word is to appear in POI text samples   

 compared with text samples from a baseline collection 
FPOI = vector of the number of times the word appeared in the body of text samples from the POI 
Fbase = vector of the number of times the word appeared in the text samples from a baseline  

  population 
NPOI = total number of words in POI texts 
Nall = total number of words in both collections of text samples combined. 
 

 
41 The equation is a modified version of the one contained in Paul Rayson and Roger Garside, “Comparing Corpora 
Using Frequency Profiling,” in Proceedings of the Workshop on Comparing Corpora, Stroudsberg, Pa.: Association 
for Computational Linguistics, October 2000.  
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In Equation 2.1, L quantifies how much more likely it is that a word appears in POI text 
samples compared with a baseline collection of text samples, once size differences in the 
collections have been taken into account. A positive value of L indicates that the word is more 
likely to appear in the POI collection. A negative value of L means that the word is less likely to 
appear in the POI collection compared with a baseline collection. 

In terms of outlier truncation, resonance scores tend to follow a skewed distribution—many 
terms have small log-likelihoods and a few have large values. Left unmodified, large value 
words will dominate the results; this means that some users will be scored as resonant for just 
using one high scoring word. However, such words are either very representative of the group, or 
linguistic idiosyncrasies of a few authors chosen to serve as examples. In other words, some 
high-scoring words are true signals of group affinity, but some are false signals. Because false 
signals contaminate all signatures, the method focuses on people who use many signal words to 
accumulate a high resonance, rather than just using one particularly high-scoring signal word. 
Truncating outliers ensures that no word—which might be a false signal—has a sufficiently large 
score to dominate the results. In machine learning parlance, this is a classic case of using many 
weak learners create a strong learner. 

To address this, first calculate the median of all resonance words that have a log-likelihood 
value greater than zero and then truncate any value greater than 50 times the median. Next 
calculate the median of all resonance words that have a log-likelihood value less than zero and 
truncate any value less than 50 times that median.42 

There are three different signatures involved. The topic signature determines which words 
are more likely to appear in a combined Focal and Contrast B Segment (the POI collection) 
compared with the Contrast A Segment (the baseline collection). The goal is to broadly 
characterize the topics that matter to the Focal and Contrast B Segments compared with the 
topics that matter to the population at large. The Focal Segment signature determines which 
words are more likely to appear in the Focal Segment (the POI collection) compared with a 
combined Focal and Contrast B Segment (the baseline collection). The goal is to distinguish 
members of the Focal Segment from others who discuss the same subjects. The Contrast B 
Segment signature functions like the Focal Segment signature, except that it measures distinctive 
features in Contrast B Segment writing. In other words, the Contrast B Segment serves as the 
POI collection and the combined Focal and Contrast B Segment serves as the baseline collection. 

Equation 2.1 compares the frequency with which something occurs under two different 
circumstances. In resonance analysis, the POI and baseline collections are those two 
circumstances. To illustrate how Equation 2.1 works, Table 2.2 compares a list of metropolitan 

 
42 We determined the value of this parameter through experimentation. The method performs best for parameters in 
the range of 50. However, we also determined that the performance of the method is insensitive to minor changes in 
the parameter. Performance stays relatively good and consistent in the range of 25–75 and degrades progressively/ 
produces less consistent results as the parameter moves further from that range. 
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areas that hosted the Baseball World Series before 1967 (baseline) to those that hosted the World 
Series after 1966 (POI). This corresponds to asking “Which cities were more likely to host 
World Series after 1966 than we would expect based on how often they hosted before 1967?” 
This application of Equation 2.1 is different from its use in our resonance estimates; here we are 
applying it to World Series data to illustrate the process. 

The first column of Table 2.1, “Before 1967,” counts the number of World Series hosted in 
each metro area before 1967. New York/Brooklyn is prominent, followed distantly by Chicago 
and St. Louis. The second column counts the number of World Series hosted in each metro area 
after 1966. New York still leads, but San Francisco/Oakland and St. Louis are not far behind. In 
other words, compared with pre-1967 World Series, New York hosted fewer series, San 
Francisco/Oakland hosted more, and St. Louis hosted about the same. The “Resonance Score” 
column quantifies this change using Equation 2.1. New York has a negative resonance score (–
8.6), San Francisco has a positive resonance score (7.1), and St. Louis has a score that indicates 
almost no resonance (–0.2). 

In general, larger resonance scores indicate the frequency of occurrence in the baseline 
collection differs strongly from the frequency of occurrence in the POI collection. For example, 
San Francisco/Oakland teams hosted one series before 1967, but 11 after. Baltimore teams 
hosted one series before but five after. Because both metro areas hosted more series post-1966, 
both have positive scores. However, San Francisco’s score (7.1) is larger than Baltimore’s score 
(2.8) because an 11 to 1 increase is larger than a 5 to 1 increase. In the same way, large positive 
log-likelihood scores indicate words that are more likely to appear in the utterances of the POI 
collection compared with the baseline collection. 
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Table 2.2. Example of Signature Creation—Cities in Which Major League Baseball World Series 
Occurred, Before and After 1967 

 
Before 1967 

(Fbase) 
After 1966 

(FPOI) 
Resonance Score 

San Francisco/Oakland 1 11 7.1 

Baltimore 1 5 2.8 

Los Angeles/Anaheim 4 6 1.6 

Cincinnati 4 5 1.0 

Minneapolis 1 2 0.7 

Cleveland 3 3 0.3 

St. Louis 11 9 0.2 

Boston 8 6 –0.1 

Milwaukee 2 1 –0.2 

Detroit 7 4 –0.6 

Pittsburgh 5 2 –0.7 

Philadelphia 10 5 –1.2 

Chicago 14 2 –2.2 

New York City/Brooklyn 52 16 –8.6 

Washington 3 0 –∞ 

Atlanta 0 5 

(Not in baseline) 

Kansas City 0 4 

Dallas 0 2 

Miami 0 2 

San Diego 0 2 

Toronto 0 2 

Phoenix 0 1 

Denver 0 1 

Houston 0 1 

Tampa 0 1 

Totals 126 98 
 

 

Step 5: Score Focal, Contrast B, Contrast A, and Test Data for Each Signature 

Score each author based on the density of signature words in their writing samples. For the 
Focal and Contrast B Segments, calculate the ratio of their signature scores to amplify their 
differences in the data. 

In terms of scoring each author, add together the signature score of each word found in the 
writing sample and divide by the number of words in the writing sample. Table 2.3 uses the 
signature scores from Table 2.2 to illustrate the process of scoring. For the purposes of this 
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illustration, we treat city names as two-word sequential N-grams, Table 2.2 scores are left 
untruncated, and we do not exclude cities that did not appear in the pre-1967 texts. In Table 2.3, 
Cora has the highest resonance score because her writings contain a higher proportion of (score-
weighted) words that appear in the resonance signature—she is most likely to mention cities that 
hosted more World Series after 1966. This scoring could be useful if, for instance, the sentences 
were written during different eras, and the goal was to guess which authors were writing before 
1967. We would expect pre-1967 authors to write more about Chicago and New York teams, 
while post-1966 authors write more about San Francisco and Baltimore teams. There is no preset 
threshold for how high a resonance score must be to qualify an author as resonant—this is 
calibrated individually in each dataset (discussed in step 6). 

Table 2.3. Resonance Scoring Text Vignettes and Authors  

Author Original Vignette Score Words Total 
Words 

Trivial 
Words 

Total 
Tokens 

Author 
Score 

Remarks 

Ava Spring is very cold in Chicago, 
so the Cubs conduct spring 
training in Phoenix. 

Chicago (–2.2)  
= –2.2 

14 4 
(in, so, 
the) 

10 (–2.2 + 1.3) / 
(10 + 9) 
= –0.08 

Probably not 
resonant 

Ava Cleveland and Cincinnati are 
in Ohio, but the Indians and 
Reds play in different leagues. 

Cleveland (0.3) 
+ Cincinnati 
(1.0) 
= +1.3 

15 6 
(and, in, 
but, the) 

9 
  

        

Ben Dallas and Houston are in 
Texas, and, since 2013, the 
Rangers and Astros play in 
the same league. 

(None) 
= 0.0 

18 7 
(and, in, 
the) 

11 (0 + 0 – 0.1) / 
(11 + 9 + 13) 
= 0.00 

Probably not 
resonant 

Ben Miami has an equatorial 
climate, so the Marlins 
conduct spring training 
nearby. 

(None) 
= 0.0 

12 3 
(an, so, 
the) 

9 
  

Ben The MLB stadiums in St. 
Louis, Milwaukee and Boston 
are all within easy walking 
distance of riverside parks. 

St. Louis (0.2) + 
Milwaukee (–
0.2) + Boston (–
0.1) 
= –0.1 

17 4 
(the, in, 
and, of) 

13 
  

        

Cora The MLB stadiums in San 
Francisco and Baltimore are 
both situated near large bays. 

San Francisco 
(7.1) + Baltimore 
(2.8) 
= 9.9 

13 3 
(the, in, 
and) 

10 (9.9 + 8.7) / 
(10 + 12)  
= 0.84 

Possibly 
resonant—
uses multiple 
signature 
words across 
multiple 
tweets 

Cora Los Angeles is dryer than San 
Francisco, but not Phoenix, so 
player hydration could be an 
issue. 

Los Angeles 
(1.6) + San 
Francisco (7.1) 
= 8.7 

15 3 
(but, so, 
an) 

12 
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Dan Denver, Albuquerque, 
Colorado Springs, and Santa 
Fe sit at high elevation, which 
can be useful for off-season 
training. 

(None) 
= 0.0 

16 4 
(and, at, 
which, 
for) 

12 0 / 9 
= 0 

Not resonant 
or 
insufficiently 
verbose to 
measure 

 
In terms of calculating the ratio of signature scores to amplify differences, Focal Segment 

and Contrast B Segment authors often have more textual similarities than differences. They write 
in the same medium on the same topic at the same time. It is sometimes necessary to amplify the 
differences between them to ensure that an algorithm can distinguish them. To amplify the signal, 
divide each author’s Focal Segment signature score by their Contrast B Segment signature score 
and truncate the ratio to a range between negative two and positive two.43 When we refer to 
“Focal Segment signature scores” in the remaining steps, we mean this ratio.44 

Step 6: Calibrate Detection Thresholds 

Determine the minimum author resonance score that would implicate an author as resonant 
with the POI. This involves setting separate thresholds for each signature based on how known 
members of the Focal and Contrast B Segments score and then choosing the threshold calibration 
method best suited to the needs of the analysis at hand (see threshold calibration methods below). 

In terms of thresholds for each signature, resonance analysis narrows down the Test Segment 
in two stages. In stage 1, the topic signature scores a text according to whether it uses words that 
the Focal and Contrast B Segments both use more than the population at large—whether the 
author talks about the same topics that the Focal and Contrast B Segments favor compared with 
the general population. In stage 2, the Focal Segment signature scores a text according to 
whether it uses words that Focal Segment uses more than Contrast B Segment—whether the 
author is more likely to have more affinity for Focal Segment over Contrast B. The process of 
scoring authors, described in step 5, results with each author having a topic resonance score and 
a Focal Segment resonance score. However, these scores have no inherent meaning. Instead, a 
score threshold must be calibrated to each set of scores, such that authors with scores above that 
threshold can be counted as resonant. To do this, score authors with known affiliations and then 
choose thresholds below the typical score of a known affiliate. In stage 1, the ideal score 
threshold is lower than the topic resonance scores of most known Focal and Contrast B Segment 

 
43 This parameter was empirically determined to produce the most consistent and accurate results. The results are 
robust to small variations in the parameter. 
44 This method of signal amplification will fail if Focal Segment language is primarily distinct by virtue of not using 
taboo words that are common in the Contrast A population. In that case, Focal and Contrast B signature scores may 
have different signs. In those circumstances, consider adding a constant to all scores to ensure that they are positive 
before calculating the ratio. 
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authors but higher than the topic resonance scores of most baseline authors. In stage 2, the ideal 
score threshold is lower than the Focal Segment resonance score for most Focal Segment authors 
but higher than the Focal Segment resonance score for most Contrast B Segment authors. 

In terms of threshold calibration methods, there is a trade-off between precision and recall. 
Precision is the percentage of authors labeled as Focal Segment resonant that truly have an 
affinity for the Focal Segment. Recall is the percentage of truly Focal Segment authors that are 
correctly labeled as Focal Segment resonant. Higher thresholds will detect only a fraction of the 
Focal Segment but will mislabel fewer non-Focal authors as members of the Focal Segment 
(fewer false positives). In other words, higher thresholds supply lower recall rates but higher 
precision. If it is more important to detect all authors with Focal Segment affinity (recall), use a 
lower threshold—a detection maximization approach. If it is more important to not mistake any 
authors as having affinity when there is none (precision), use a higher threshold—an error 
minimization approach. 

Equations 2.2a and b suggest an objective function for evaluating a threshold on its ability to 
maximize detections while keeping misclassification to reasonable levels (high recall):  

 
Stage	1	detection	max.
threshold	quality	score 	=

(𝐹𝑜𝑐𝑎𝑙!"# • 𝐶𝑜𝑛𝑡𝑟𝑎𝑠𝑡	𝐵!"#)
(𝐹𝑜𝑐𝑎𝑙$%% • 𝐶𝑜𝑛𝑡𝑟𝑎𝑠𝑡	𝐵$%%)

−
𝐶𝑜𝑛𝑡𝑟𝑎𝑠𝑡	𝐴!"#&

𝐶𝑜𝑛𝑡𝑟𝑎𝑠𝑡	𝐴$%%&
 

(2.2a) 
Stage	2	detection	max.
threshold	quality	score =

𝐹𝑜𝑐𝑎𝑙!"#
𝐹𝑜𝑐𝑎𝑙$%%

−
𝐶𝑜𝑛𝑡𝑟𝑎𝑠𝑡	𝐵!"#
𝐶𝑜𝑛𝑡𝑟𝑎𝑠𝑡	𝐵$%%

 

(2.2b) 
 

where 
 

FocalPOS = authors affiliated with the Focal Segment that exceeded the resonance threshold.  
Focalall = total number of authors in the Focal Segment  
Contrast BPOS = authors affiliated with the Contrast B Segment that exceeded the resonance 

threshold 
Contrast Ball = total number of authors in the Contrast B Segment  
Contrast APOS = authors affiliated with the Contrast A Segment that exceeded the resonance 

threshold 
Contrast Aall = total number of authors in the Contrast A Segment.  

 
The threshold with the highest score may be the most reasonable choice for maximizing 
detections. 

For error minimization (high precision), choose the lowest threshold at which less than a 
given percentage of known nonaffiliates score as resonant. For example, in stage 1, take the 
lowest threshold that is higher than 95 percent of all scores for the Contrast A Segment. In stage 
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2, take the lowest threshold that is higher than 95 percent of all scores for known Contrast B 
Segment authors. 

In refining our calibration process, we conducted extensive testing with both empirical and 
simulated data. Figure 2.1 displays a calibration chart from one of our simulation-based tests. 
The simulated population held 100,000 Contrast A authors, 1,000 Contrast B Segment authors, 
and 1,000 Focal Segment authors. The x-axis indicates the threshold examined. The y-axis 
indicates the percentage of authors who score above that threshold. The top panel presents the 
calibration chart for the topic signature, and the bottom panel presents the calibration chart of the 
Focal Segment signature. To examine key points of the thresholding process, the simulated Focal, 
Contrast B, and Contrast A Segment authors all used very similar language in this test, so that 
their speech patterns would be difficult to tell apart.45 

Thresholds for both calibration methods are marked on each panel with a labeled line. 
Detection maximization tends to favor thresholds that keep nearly all of the desired authors46 
above threshold but, within that subset of favored thresholds, it minimizes the number of 
Contrast A Segment authors above threshold. In the top panel of Figure 2.1, 92 percent of known 
Focal Segment authors and 89 percent of known Contrast B Segment authors are labeled topic 
signature resonant at a threshold of 100.9 using the detection maximization approach. However, 
so are 38 percent of Contrast A Segment authors. In the bottom panel, 93 percent of known Focal 
Segment authors are labeled Focal Segment signature resonant at a threshold of 1.0, but so are 26 
percent of Contrast A Segment authors and 16 percent of known Contrast B Segment authors. 

Error minimization thresholds sacrifice many Focal Segment detections to keep most 
undesired authors (i.e., false positives) below threshold. In the top panel of Figure 2.1, 47 percent 
of known Contrast B Segment authors and 47 percent of known Focal Segment authors score as 
topic signature resonant at a threshold of 105.1 compared with just 4 percent of Contrast A 
authors. In the bottom panel, 69 percent of known Focal Segment authors score as Focal 
signature resonant at a threshold of 1.04 compared with 11 percent of Contrast A Segment 
authors and 2 percent of known Contrast B Segment authors. 

 
45 That is to say, the author score standard deviations fed into this particular simulation are massive—about ten times 
the differences in average scores for each author populating segment. 
46 In stage 1, the desired authors are those with known Focal and Contrast B Segment affinity. In stage 2, the desired 
authors are those with known Focal Segment affinity only. 
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Figure 2.1. Example Dual Calibration Chart from Performance Testing of Equation 2.2 

 

To be considered likely resonant with the Focal Segment, an author must score above 
threshold on both the topic signature and the Focal Segment signature. Table 2.4 applies the 
double threshold criteria to the data in Figure 2.1. Using the detection maximization approach, 
about 17 of every 20 (85 percent) known Focal Segment authors scored high enough to count as 
resonant, at a cost of 3 of every 20 (14 percent) known Contrast B Segment authors misclassified 
as Focal Segment resonant. Using the error minimization approach, about 1 in 3 (33 percent) 
known Focal Segment authors scored high enough to count as resonant but only 1 in 100 (1 
percent) Contrast B Segment authors were misclassified as such. 
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Table 2.4. Resonance Detection Rates from the Test Simulation Underlying Figure 2.3 

 Detection Max. Error Min. 

Contrast A 10% 0% 

Focal Segment 85% 33% 

Contrast B Segment 14% 1% 

 
Ideally, the known Focal Segment authors and known Contrast B Segment authors used to 

develop the resonance signatures should be different from the known Focal Segment and known 
Contrast B Segment authors used to test the accuracy of the signature. In circumstances where 
the supply of known authors is limited, it is acceptable to use the same known authors for 
signature creation, and threshold calibration. However, if the same authors are used, the accuracy 
rates generated during the calibration process will be higher than the actual accuracy rates 
obtained during population testing. This is an example of overfitting, which is a common 
challenge in machine learning applications.  

Step 7: Measure Affinity in the Test Population 

Measure the extent to which members of the Test Segment write similarly to known Focal 
Segment members, indicating possible affinity. To do this, apply the thresholds calculated in step 
6 to the Test Segment resonance scores calculated in step 5. Divide the total number of Test 
Segment authors who score above threshold by the total number of Test Segment authors to 
determine how much affinity exists for the Focal Segment within the Test Segment.  

 
'(,(((	+,-.	/,01,2.	34.567-	,89,,:;20	.57,-56<:

'((,(((	.6.3<	+,-.	/,01,2.	34.567-
	= 	10%	resonance  (2.3) 

Assorted Guidance on Research Design Decisionmaking 

Conceptual Framing: Trades-Offs in Conceptualization and Operationalization 

We engineered resonance analysis with an eye toward the unique challenges of textual social 
media, such as Twitter tweets and Facebook statuses. However, social media studies can be 
particularly difficult to frame conceptually because social media is far removed from the survey 
research paradigm. 

Compared with survey respondents, social media accounts and the population at large have a 
less direct relationship. Multiple people can contribute to one account, and one person can 
maintain multiple accounts. Account holders are a nonrepresentative, self-selected subset of the 
population, and authors are a nonrepresentative, self-selected subset of account holders—up to 
half of account operators are silent listeners. Moreover, social media users don’t provide 
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responses; they shed data. As a result, researchers must infer information from social media data, 
and not every user sheds the right data needed to make the desired inference. For example, 
imagine using social media to estimate the severity of the flu outbreak over the course of flu 
season. Some users may complain loudly and specifically on social media when they get sick, 
which is ideal for monitoring flu cases. However, others simply become less active on social 
media until they recover, which is more difficult from a data-gathering perspective. 

Rather than grafting the ill-fitting metaphor of representative sample surveys onto social 
media, think of social media as a representative sample of the public commons. People who have 
something to say to the larger public are likely to self-select into social media participation. 
People who want to be aware of content directed to the larger public also self-select into social 
media participation. In this sense, social media data provide insight into a sample of aspiring and 
successful public figures, or a sample of ideas being offered into the public consciousness with 
varying degrees of success. In scoring Twitter author populations, resonance reveals the affinity 
for a specific population segment of interest within a powerful public discourse space of the 
larger population. 

We can conceptualize the Focal and Contrast B Segments in reference to this space. Together, 
the segments denote people active in a public discourse in which the Focal Segment is competing 
for sway. Competition can take the form of formal opposition, such as competing political parties. 
However, competition can also mean that the teams seek attention, influence, or saturation of the 
idea space without directly opposing each other. A good example of the latter is a public health 
campaign. Misinformed people may not directly oppose a public health agency’s attempts to 
educate the public, but they do contaminate the idea space with contradicting ideas and diverted 
attention. 

Resonance analysis is most effective when the Focal Segment is narrowly and homogenously 
operationalized. This ensures that most signature words are reliable indicators for most authors, 
as opposed to having different portions of the signature functioning as test arrays for different 
subsegments of the Focal Segment. Leave it to the Contrast B Segment to represent the other 
actors involved in that public space. For this reason, the Contrast B Segment signature is most 
effective as a contrast when it is broad and diverse in the kinds of authors included, as long as 
those actors are all heavily involved in the same space. In other words, the goal of the Focal 
Segment sample is to represent a specific group of people. The goal of the Contrast B Segment is 
to represent all the other ways that people talk about the focal topic. As such, the Contrast B 
Segment sample should represent a more diverse collection of viewpoints and authors than the 
Focal Segment sample. 

For example, imagine examining fans of the San Francisco Giants baseball team (Focal 
Segment). In the narrowest sense, one might be tempted to define the Contrast B Segment as fans 
of the Los Angeles Dodgers, given that the Giants/Dodgers rivalry is one of the most famous and 
intense rivalries in baseball. However, this would define the Contrast B Segment too narrowly 
because there are fans of other baseline teams and those fans engage in the public discourse. A 
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better Contrast B Segment would include fans of any Major League Baseball team, or at least the 
other teams in the National League (i.e., the teams that play against the Giants during the regular 
season). However, the Contrast B Segment would not include fans of other sports teams because 
those other sports use vocabulary about gameplay concepts that are not present in baseball. If 
Giants fans were the Focal Segment and all sports fans were the Contrast B Segment, resonance 
analysis would conclude that any baseball terminology is predictive of the Focal Segment. While 
it is statistically correct to say that use of baseball terminology would distinguish Giants fans 
from fans of other sports, such a signature would be unable to differentiate Giants fans from 
Dodgers fans.  

Number of Example Authors: Trade-Offs in Labor and Signature Accuracy 

Resonance will underperform if not given enough examples. Chapters 3 and 4 suggest that 
200 Focal Segment and 200 Contrast B Segment authors are enough for analysis under otherwise 
ideal circumstances, but even then individual idiosyncrasies will degrade the quality of the 
signature. Under nonideal circumstances, the number of example authors should rise in inverse 
proportion to the distinctiveness of Focal Segment word usage. The less distinct Focal Segment 
word usage is relative to a baseline of Focal and Contrast B Segment word usage, the more 
example authors should be gathered. As a general rule, strive for 500 example authors each, or 
even 1,000 (or more) for higher precision (see the results section of Chapter 4). Table 2.5 
provides a more nuanced way to choose the number of examples. It is a grading rubric for 
estimating the distinctiveness of Focal Segment speech. For each item, estimate how well it 
describes the written communication patterns of the POI and then average scores for each item to 
get a distinctiveness estimate. Next use Table 2.6 to determine what accuracy might result with a 
given number of examples. The numbers given in the column heading of Table 2.6 list the lowest 
score needed to categorize POI writings as distinctive at that level. Anything scoring below –0.7 
is considered “off-the-charts” indistinct. It will certainly require more than 1,000 example 
authors and may not be suitable for resonance analysis. 

Table 2.5. Proposed Scoring Table for Population of Interest Language Distinctiveness 

 
Strongly 
Disagree 

Disagree Skip Agree Strongly 
Agree 

Score for each answer 
(average across all items to estimate distinctiveness) –2 –1 0 1 2 

Identity 
     

POI self-identify with the group 
     

POI publicly declare their affiliation 
     

POI take no steps to conceal affiliation or avoid detection 
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You are confident that your POI examples belong to the POI      

Content Generation Behavior 
     

POI are public figures who generate content for an audience 
     

POI coordinate to promote slogans with identical wording 
     

POI are prolific writers compared with the general public 
     

Vocabulary 
     

POI use idiosyncratic vocabulary for group-relevant concepts 
     

POI does not overlap strongly with a regional dialect 
     

POI write most content in the same language 
     

Social Media Behavior 
     

POI unambiguously reference each other (Twitter: @ 
mentions) 

     

POI coordinate to promote links (Twitter: URLs and 
hashtags) 

     

POI quote each other’s content (Twitter: retweets [RTs]) 
     

NOTE: This proposed instrument is informed by experience but has not yet been validated. Use for heuristic 
purposes and with caution. 

Table 2.6. Guidance Table for Determining Minimum Number of Training Examples 

 
Minimum Distinctiveness: 

 
Low 
–0.7 

 
–0.3 

Med 
0.0 

 
0.3 

High 
>1.0 

Spectrum of Language Distinctiveness     

Nu
m

be
rs

 o
f  

Tr
ai

ni
ng

 E
xa

m
pl

es
 1000 C B A A A 

800 D C B A A 
500 D C B B A 
200 D D C C B 
100 F D D D C 

Time Windows: Trade-Offs in Representativeness and Time Precision 

Resonance analysis becomes less accurate if it does not receive enough writing sample data 
on each author, especially with short-form posts like tweets. For this reason, we recommend that 
authors pass a minimum volume threshold of 20 tweets per time period to qualify for a resonance 
analysis sample. However, the finer the temporal unit of analysis, the fewer the authors who will 
have written enough tweets in the time window to meet the minimum data requirements of this 
method. We refer to this as the verbosity of the author.  
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 Figure 2.2 plots the percentage of Twitter authors that pass threshold for various time 
increments, in each of the top 13 most common languages on Twitter. It is based on a sample of 
400,000 people who were active between December 7 and 21, 2017. For each person, we queried 
the Twitter application programming interface to find out how many tweets they had written in 
total, how long an author had held the account, and what was the primary language used by the 
author’s account. The x-axis in Figure 2.2 gives the collection window. The y-axis reports the 
percentage of Twitter authors who will have written enough tweets during the collection window 
to qualify. Thus, the figure shows for each language chosen, depending upon the percentage of 
population you wish to include,47 what percentage of authors would have met the collection 
window threshold for this method.  

Figure 2.2 reveals two key points for making informed decisions about time windows. First, 
there are large inequalities between languages. For Turkish-language tweeters, 70 percent wrote 
at least 20 tweets in a year. In contrast, only 34 percent of Thai-language tweeters did likewise. 
Portuguese and Arabic speakers fall squarely in the middle at just under 60 percent. 

Second, most authors tweet infrequently. For most of the language populations shown, the 
temporal unit of analysis needs to be between 240 and 300 days (i.e., 8 to 10 months) long for a 
majority of tweeters to qualify for resonance analysis. Shorter time units restrict the sample to 
just those authors who are unusually verbose.48 As a consequence, the ideal time unit for a 
project will depend on the level of verbosity considered compatible with the research question 
under examination. To qualify at least 1 in 3 authors, the smallest window would be in the range 
of 120 to 180 days (i.e., 4 to 6 months). To qualify at least 1 in 5 authors, the smallest window 
would be in the range of 60 to 90 days (i.e., 2 to 3 months). To qualify at least 1 in 10 authors, 
the smallest necessary window would be in the range of 30 to 60 days (i.e., 1 to 2 months). It is 
ill-advised to use time windows smaller than 30 days because only extreme outliers write enough 
tweets in that short of a time increment to meet the minimum data threshold for this method.  

 
47 The larger the population selected, the more representative it is and the longer the required collection window 
must be.  
48 We also recommend screening out authors who exceed a maximum volume threshold of 20 tweets per day. 
However, this only screens out roughly the top 1 percent of the Twitter author population, so its exclusionary effects 
are very mild. 
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Figure 2.2. Percentage of Tweeters in Top 13 Twitter Languages Meeting Minimum Volume 
Requirements over Time 

 

NOTE: AR = Arabic, DE = German, EN = English, ES = Spanish, FR = French, ID = Indonesian/Malay, IT = Italian, 
JA = Japanese, KO = Korea, PT = Portuguese, RU = Russian, TH = Thai, TR = Turkish.  
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3. Empirical Validation Test Results 

Chapter Summary 
Resonance analysis is a computational linguistics method that strives to infer social group 

affiliations and affinities from word usage choices in textual communication mediums. In this 
chapter, we use a case study to validate the method on a set of real-world data from authors with 
well-known affiliations and well-understood language use patterns—members of the U.S. 
Congress. We applied the method to just under 695,000 tweets by 490 members of the 114th 
Congress during January 2015 and December 2016, mixed together with a baseline dataset of 
18,000 tweets from 50 news media accounts collected in mid-September 2016 during the U.S. 
presidential election campaign. We endeavored to detect which members of Congress belonged 
to which political party. Based on a coin toss, we chose the Republican Party to be our Focal 
Segment and the Democratic Party to be our Contrast B Segment. This is a good test case for the 
method because it is difficult—members of Congress use similar language, regardless of party—
and because the ground truth of party affiliation is unambiguous. 

During the signature creation phase, resonance analysis was able to identify over 16,000 
words that have some value for distinguishing Republican members of Congress49 from 
Democratic members of Congress.50 All members of Congress use a distinctive vocabulary rich 
in legislative, federal, and political issue terms, as well as favoring honorific, protective, and 
value-judgment language. However, Republicans use more specialized military vocabulary in 
their protective language, and more visceral, evocative expressions in their value judgments.  

During the scoring phase, resonance analysis was able to successfully identify 92 percent of 
the Republican Test Segment as Republican members of Congress, and only misidentified 5 
percent of the Democratic members of Congress and news media accounts as Republicans. This 
suggests that resonance analysis is highly effective, even when working to distinguish one group 
of people from other groups that are similar.  

In addition, we investigated the relationship between resonance scores and both political 
ideology and mentioning relationships on Twitter. Resonance analysis was effective 
distinguishing between the political parties, but resonance scores did not correspond strongly to 
patterns in either the nonparty dimension of NOMINATE coordinates51 or who mentions whom 

 
49 Known colloquially as the Republicans or the GOP (Grand Old Party).  
50 Known colloquially as the Democrats.  
51 NOMINATE stands for Nominal Three-Step Estimation. This is a multidimensional scaling method that was 
developed in the 1980s by political scientists Keith T. Poole and Howard Rosenthal. It is used to analyze preferential 
and choice data, such as roll-call voting data. It also has been used to measure political ideology and polarization. 
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within each party. This suggests that resonance is robust to internal divisions within the Focal 
Segment and also robust to network effects. 

Data 
This experiment draws on two collections of Twitter data generated by members of the U.S. 

Congress and U.S. news outlets, respectively. The collection from Congress consists of 694,925 
tweets (including retweets) from 492 members written during the 114th Congress between 
January 2015 and December 2016. Table 3.1 reports on the number of tweets gathered in each 
month. 

Table 3.1. Congressional Tweet Data 

Month Accounts  Republican Accounts Tweets Republican Tweets 
Jan 2015 462  256 25,914 13,559 

Feb 2015 463  255 26,912 13,747 

Mar 2015 466  256 29,651 14,957 

Apr 2015 466  258 29,549 14,756 

May 2015 461  256 28,517 14,836 

Jun 2015 469  260 31,376 15,777 

Jul 2015 471  263 34,577 16,876 

Aug 2015 458  253 22,796 11,398 

Sep 2015 472  264 29,231 14,846 

Oct 2015 470  263 30,773 15,789 

Nov 2015 471  260 26,500 13,985 

Dec 2015 473  261 24,305 12,937 

Jan 2016 472  261 30,117 16,475 

Feb 2016 475  263 31,883 16,658 

Mar 2016 474  263 34,202 16,939 

Apr 2016 470  259 32,277 15,889 

May 2016 473  259 31,687 15,754 

Jun 2016 470  258 37,963 17,074 

Jul 2016 473  262 28,541 14,292 

 
See, e.g., Keith T. Poole, Jeffrey Lewis, James Lo, and Royce Carroll, “Scaling Roll Call Votes with wnominate in R,” 
Journal of Statistical Software, Vol. 42, No. 14, June 2011; Royce Carroll, Jeffrey B. Lewis, Keith T. Poole, and 
Howard Rosenthal, “Comparing NOMINATE and IDEAL: Points of Difference and Monte Carlo Tests,” Legislative 
Studies Quarterly, Vol. 34, No. 4, November 2009; Keith T. Poole, “Nominate: A Short Intellectual History,” SSRN, 
July 2008; Keith T. Poole and Howard Rosenthal, “D-Nominate After 10 Years: A Comparative Update to Congress: 
A Political-Economic History of Roll-Call Voting,” Legislative Studies Quarterly, Vol. 26, No. 1, February 2001; Keith T. 
Poole and Howard Rosenthal, “The Polarization of American Politics,” Journal of Politics, Vol. 46, No. 4, November 
1984.  
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Aug 2016 466  255 25,358 13,117 

Sep 2016 475  260 33,075 16,497 

Oct 2016 473  257 25,625 12,978 

Nov 2016 474  257 22,088 11,448 

Dec 2016 470  255 22,008 11,213 

 
The news media collection consists of 27,963 tweets from 49 accounts associated with nine 

news media outlets. Each account is either the main Twitter account for the organization (e.g., 
foxnews, nytimes) or an account that a news personality uses primarily in a professional capacity 
as a public figure (e.g., jmartnyt, andersoncooper, seanhannity). Tweet collection occurred in 
mid-September 2016, in the middle of the general campaign season for the 2016 U.S. 
presidential election. Consequently, the tweets have a high concentration of political content. 
Table 3.2 reports on the tweets gathered for each outlet, as well as whether that outlet’s audience 
tends to have more Democrats or Republicans (“audience lean”). Data on the typical political 
leanings of each outlet’s audience come from a Pew research study.52 

Table 3.2. New Media Data 

Outlet Type Audience Lean Accounts Tweets (mid-
Sep 2016) 

Used in 
Analysis 

ABC Broadcast Network Mixed 4 2,617 2,000 

CBS Broadcast Network Mixed 7 3,591 2,000 

CNN Cable News Democrat 7 5,378 2,000 

Fox Broadcast Network Republican 7 2,959 2,000 

MSNBC Broadcast Network Democrat 9 3,618 2,000 

New York Times Newspaper Democrat 4 3,767 2,000 

USA Today Newspaper Mixed 5 2,564 2,000 

Washington Post Newspaper Democrat 3 2,984 2,000 

Yahoo News Portal Mixed 3 2,044 2,000 

 
We used these datasets to formulate the four text collections needed for resonance analysis:  

• The “Focal Segment collection” consists of 236,187 tweets from 174 Republican 
members of Congress. It determines what is statistically distinct about how Republicans 
use language.  

• The “Contrast B Segment collection” consists of 212,656 tweets from 130 Democratic 
members of Congress. It is used in combination with Focal Segment tweets to determine 

 
52 Amy Mitchell, Jeffrey Gottfried, Jocelyn Kiley, and Katerina Eva Matsa, “Political Polarization & Media Habits,” 
Pew Research Center, October 2014.  
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what is statistically distinct about how members of Congress use language, and how 
Republican language is distinct from that of other congressional members.  

• The “baseline collection” consists of 9,000 tweets from 49 accounts associated with nine 
news outlets. It supplies a contrastive background for determining how members of 
Congress talk about politics in ways that are distinct from how news media personnel talk 
about politics. 

• The “test collection” consists of 246,084 tweets from 97 Republican and 89 non-
Republican members of Congress,53 plus 9,000 tweets from 49 news media accounts. We 
scored these accounts to test the effectiveness of resonance analysis at distinguishing 
Republicans from Democrats and news media outlets.54 

Results 

Signature Composition 

In total, resonance analysis found 553 words useful in distinguishing members of Congress 
from news organizations and 16,008 words useful in distinguishing the Republicans from the 
Democrats. These signature words are not necessarily meaningful to human observers. They are 
merely words that, for whatever reason, tend to occur at statistically elevated rates in one body of 
text compared with others. However, signature words often do highlight distinct word usage that 
is human interpretable. We discuss examples of these patterns below. 

This section describes in detail the signatures generated to distinguish members of Congress 
from other tweet authors, and Republicans from Democrats. This serves two purposes. First, it 
illustrates in detail the kinds of language patterns to which resonance analysis is sensitive. Those 
who follow U.S. politics will be able to recognize many of these patterns from media reports55 or 
personal experience, but note how resonance analysis notices some less intuitive patterns as well. 
Second, it illustrates a general approach to making sense of a signature. This approach involves 
reading samples of tweets with signature words highlighted and then sorting them into themes. 
The themes are useful for multiple purposes throughout the research life cycles—describing the 
data, comparing the data against findings in previous research, verifying that the data is free from 
sampling bias, and uncovering what patterns of word use are distinctive. 

For members of Congress, there are at least eight distinctive word usage themes, which are 
described in the numbered points below. In each paragraph, bold font indicates words that the 
algorithm found useful for distinguishing congressional tweets from news tweets that discussed 
politics. Red identifies words that the algorithm found useful in distinguishing Republicans from 

 
53 Including the Senate’s two independents, Bernie Sanders and Angus King. 
54 Authors from each group were randomly selected for the train and test collections. 
55 Neil Irwin, “Republicans and Democrats in Congress Speak in Completely Different Languages,” New York 
Times, July 22, 2016. 
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Democrats. Underlines indicate when the highlighted word is serving as a marker for a common 
phrase. 

 
1. Members of Congress use specialized vocabulary to describe concepts and entities that 
are commonplace in governance. These concepts include entities within the federal 
government (Department of Energy), legislature entities (bipartisan committee), and other 
common legislature concepts (funding request). This thematic finding suggests that the signature 
is valid because professionals often use specialized vocabulary to describe profession-specific 
concepts. Here are three examples:  

• Unprecedented bipartisan committee effort #CuresIn4Words @ECcures —
repguthrie (R) 

• My statement on the Department of Energy’s FY16 Funding Request for WIPP 
via @Facebook http://t.co/bGdsYenwcL #NMPOL #WIPP #Carlsbad #NM —
repstevepearce (R) 

• Moments away: @camdencountynj town hall meeting in #Runnemede. http . . . —
donaldnorcross (D) 

• Select Committee demands for doctors and researchers to “name names” . . . is 
putting LIVES at risk. #EndTheCommittee https . . . —repspeier (D) 

 
2. Members of Congress use a distinct vocabulary to describe common legislative action. 
These verbs describe the actions related to permission adjudication (ban, deny, allow), funding 
(fund, grants), exhortation (propose, urge, request), presentation (spoke, unveil, highlight), 
regulation (accountability, require, target), and generation (create, grow, take action). This 
language is equally present among legislators of both parties. As with theme 1, this thematic 
finding suggests that the signature is valid because it highlights profession-relevant vocabulary 
for a Focal Segment/Contrast B Segment that is focused on a particular profession. Here are 
three examples: 

• HI is a leader in banning housing & employment discrimination. It’s time the rest of 
the country adopted the same standard #EqualityForward —maziehirono (D) 

• I joined 170 of my colleagues in calling for more @NIH funding b/c scientific 
research creates jobs &amp; saves lives. http . . . —repdelbene (D) 

• The history is also clear. The Senate has taken action on every Supreme Court 
nominee in the last 100 years. #DoYourJob —senbobcasey (D) 

 

3. Members of Congress discuss lofty and laudable matters. These words often involve a 
more distinguished, grand register of terms than is typically used in common speech (honor, 
proud, grand), give praise to exemplary entities (congratulations, outstanding, winner), or make 
clear the importance of the matter (importance). This language is equally present among 
legislators of both parties. However, the algorithm found celebrations of lengthy service and self-
denial (self-less, longtime) were more predictive of Republicans. This thematic finding supplies 
insight into the distinctive features of congressional language.  

http://t.co/bGdsYenwcL
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Below are four examples. The first two illustrate the more general pattern of honorific 
language, while the latter two illustrates honorific language more specific to Republicans:  

• Proud to cut the ribbon at the grand opening of the @PutnamMuseum exhibit 
‘Arsenal of Innovation’. Stop by & see it! http . . . —daveloebsack (D) 

• Congratulations to the 114th Fighter Wing of the @SD_Guard on receiving the 
@usairforce Outstanding Unit Award! Incredible accomplishment. —
repkristinoem (R) 

• My thoughts and prayers are with Kayla Mueller’s family. Her selfless work will 
not be forgotten. http . . . —txrandy14 (R) 

• RT @RobertHarding: @RepJohnKatko honors longtime Wayne County official 
in House floor speech https . . . —repjohnkatko (R) 
 

4. Members of Congress frame themselves as protectors, but Republicans talk much more 
about military matters. All Congress members consistently focus on sources of harm (hurt, 
safety) and steps taken to prevent harm (protect, defend, security, ensure). This language can 
occur in a domestic context where the goal is to protect vulnerable constituents (infants, interns), 
but it can also occur in an international context where the goal is to foil actors with harmful 
intent (enemy, extremist). However, the algorithms consistently flagged military terms (fighter 
wing, uniform, arsenal, acquisitions) and military threats (enemy, extremists) as useful for 
distinguishing the Republicans from the Democrats. This thematic finding identifies differences 
in how Republicans and Democrats speak. It also suggests that the signature is valid because 
opinion polls consistently show the Republican Party as more strongly pro-military.56 

Below are five examples. The first two illustrate the general prevalence of protector language 
in congressional tweets; the last three illustrate protector language as well but are also examples 
of military language: 

• Thanks to @RepCummings, @repbobbyscott &amp; @EleanorNorton 4 partnering 
with me to protect federal #interns. https . . . —repgracemeng (D) 

• Sen. McConnell’s statement on passage of the Protecting Our Infants Act: https . . . 
—mcconnellpress (R) 

• Acquisition reform used to be just about saving money. Now it’s also about national 
security. http . . . via @washingtonpost —mactxpress (R) 

• #NationalSecurity is a priority, & #NDAA ensures our men and women in uniform 
have what they need to keep us safe. —senatorlankford (R) 

• and show U.S. strength. As Islamic extremists groups in Asia unite beneath the flag 
of ISIS—an enemy who threatens (4/7) —senjoniernst (R) 

 

5. Members of Congress talk more about legislators from their own party and entities in 
their own geographic area of concern. This makes mentions of legislators and state-specific 

 
56 Travis Tritten, “Republicans and Democrats Deeply Divided over US Military Might, Survey Says,” Washington 
Examiner, November 29, 2018. 
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features reliable indicators of partisanship.57 The two tweets below were also quoted under theme 
3 above. The first mentions a state specific entity (the South Dakota Air National Guard). When 
a geographic area strongly leans toward one party over the other, geographic descriptors can be 
reliable predictors of partisanship. The latter mentions a Republican representative (in this case, 
a self-mention) and a local reporter. Because tweeters tend to mention others who are similar to 
themselves, mentioned persons can serve as reliable indicators of partisanship.  

• Congratulations to the 114th Fighter Wing of the @SD_Guard on receiving the 
@usairforce Outstanding Unit Award! Incredible accomplishment. —
repkristinoem (R) 

• RT @RobertHarding: @RepJohnKatko honors longtime Wayne County official 
in House floor speech https . . . —repjohnkatko (R) 

 
6. Members of Congress make value judgments, but during this observation period some 
Republicans made emphatic value judgments. By value judgments, we mean that 
congressional members are concerned with the difference between how things are and how they 
should be (shouldn't, reform, radical). By emphatic, we mean that there is an informality and an 
emotional intensity to Republican value statements that was less pronounced in Democratic 
members’ statements (job-killing, corrupt, frivolous, burdensome). This may simply be a by-
product of the collection period—approximately one half of the tweets are from the contentious 
2016 election year. However, it may suggest a more consistent difference in the way that 
Republicans seek to make connections with their constituents—favoring common speech and 
seeking to connect with constituents on a visceral level. This thematic finding supplies insight 
into the differences in how Republicans and Democrats speak. It also suggests that the signature 
is valid because other research has also noted this trend toward evocative, informal language, and 
that the trend is more pronounced for Republicans.58 

Here are five examples. The first two illustrate the type of value statements common to 
legislators in both parties; the last three exemplify the colorful, visceral language that the 
algorithm flagged as more likely to occur in Republican tweets: 

• Proud to join with @SenAlexander and @SenBennetCO on the #FASTAct. 
Applying for federal student aid shouldn’t require a financial advisor. —
senangusking (I) 

• RT if you agree there is nothing radical about guaranteeing #PaidLeave for all 
#WorkingFamilies. https . . . —repteddeutch (D) 

 
57 This finding is consistent with political scientist Richard Fenno’s landmark work Home Style, which explores the 
ways that members of Congress appeal to different constituencies. As they strive to win re-election, members of 
Congress emphasize casework to their voters, particularly congressional actions that bring positive benefits to their 
home state/district. Because voters tend to lean consistently in a given partisan direction in most congressional 
districts, those appeals (and the geographies at which they are targeted) tend to correspond with partisan boundaries. 
Richard F. Fenno, Jr., Home Style: House Members in Their Districts, Boston: Little, Brown, 1978.  
58 John Boitnott, “Which Political Candidate Is Keeping Language Simple for Maximum Effect?,” Inc., June 2016. 



 36 

• Spoke at @mercatus event about how burdensome federal regulations are a major 
reason for Wyo’s growing unemployment. https . . . —senatorenzi (R) 

• .@JasonKander voted three times in support of Obama’s job-killing cap-and-trade 
energy tax. #MOSEN https . . . —roybluntmo (R) 

• Like D gun bill, R bill violates due process. #HR5611 lets govt infringe 2A w/ 
mere “probable cause to believe” you’ll commit crime SOMEDAY. —justinamash 
(R) 

 

For comparison, here are two tweets (repeated from above) that show heated language from 
Democrats. The tone is similar, but the language is less visceral and more formal: 

• The history is also clear. The Senate has taken action on every Supreme Court 
nominee in the last 100 years. #DoYourJob —senbobcasey (D) 

• Select Committee demands for doctors and researchers to “name names” . . . is 
putting LIVES at risk. #EndTheCommittee https . . . —repspeier (D) 

 

7. Members of Congress talk about the issues (education, social security, the economy, 
health care), often personifying them in terms of a laudable type of person (workers, 
seniors, veterans, families). This thematic finding provides a useful insight into how members 
of Congress use language in a distinctive way. Here are six examples. The first four cite a 
national issue and personify it; the last two cite a national issue, but do not personify: 

• RT @nikiinthehouse: “Community colleges have ability to provide a pipeline of 
qualified workers” @metrowestdaily oped w/ @RepJoeKennedy http . . . —
repjoekennedy (D) 

• @SenateAging to unveil new scam by global drug traffickers targeting seniors. 
LIVE- @ 2:30 on https . . . #mepolitics —senatorcollins (R) 

• RT @FinancialCmte: This economy is not working for working people. Next week, 
we’ll unveil a plan to promote economic growth for all. https . . . —rephuizenga (R) 

• Inexcusable that veterans are waiting double the national average at Hampton VA 
Med Center for doctors appt. http . . . —markwarner (D) 

• As the United States sits $18 trillion in debt, it is clear our nation has a spending 
problem. http . . . —repchuck (R) 

• The substantial premium increase announced by @POTUS is further evidence that 
#Obamacare is unworkable/unaffordable. https . . . —senatorrisch (R) 

 

8. Members of Congress pick up word habits from their peers—habits that carry little 
semantic meaning but do help resonance analysis distinguish between the Democrats and 
the Republicans. The example below illustrates a type of tweet that is common for a member of 
Congress. The life of a legislator involves many formal visits and meetings. Consequently, 
tweets expressing gratitude for hospitality are a good predictor that the authors are members of 
Congress as opposed to news organizations reporting on politics. However, the algorithm also 
flagged the innocuous word “warm” as statistically more predictive of Republicans in this 
dataset than Democrats. There is no semantic reason to think that hospitality would be favored 
by all members of Congress, but warm hospitality would be particularly Republican. However, it 



 37 

is a word habit that was more prevalent among some subsets of Republicans during the period 
examined. Resonance detects human interpretable patterns like those above. It also detects 
patterns that are statistically valid but do not carry meaning for a human analyst. 

• RT @JRReid7: Great meeting the folks in Senator Thom Tillis’ office today. Thanks 
for the warm hospitality. —senthomtillis (R) 

Affiliation Labeling 

Using the signature described above, we scored each author in our test collection of 97 
Republican members, 89 non-Republican members, and 49 news media accounts. In keeping 
with the procedure, we scored each account for topic resonance (designed to distinguish 
congressional members from news media) and Focal Segment resonance (designed to distinguish 
Republican members from Democratic members). We then used the calibration procedure (error 
minimization) to label accounts as likely Republicans. 

Table 3.3 displays the resonance analysis categorization for congressional members from 
each political party and for the media accounts. This test was a resounding success for resonance. 
The procedure correctly labeled 92 percent of the actual Republicans in the test as Republican 
members of Congress and incorrectly labeled only 5 percent of Democratic members of 
Congress and 5 percent of news media outlets as such. 

Much of the strength of the method draws from the two-stage process. Rather than trying to 
identify Republican congressional members in a single shot, two-stage resonance involves two 
separate tests that work together. Stage 1 finds the groups engaged in topical discussion, and 
stage 2 then the other pulls out a population segment with a distinct way of talking about that 
topic.  

The stage 1 test seeks to separate out Focal and Contrast B Segments from other authors (in 
this case, separating members of Congress from news media accounts). The first pass was 
broadly successful: 98 percent of the Republicans and 95 percent of the Democrats test positive 
in the stage 1 test, compared with only 19 percent of news media accounts. The stage 2 test seeks 
to distinguish the Focal Segment from the Contrast B Segment (in this case, Republican 
members from Democrat members of Congress). The second pass is also broadly successful: 94 
percent of Republican members test positive in the stage 2 test, compared with 5 percent of 
Democratic members and 32 percent of news media accounts. Combining the stages, only 5 
percent of news media accounts pass both the stage 1 and the stage 2 tests. The first stage filters 
out most of the media authors, and the second stage filters out almost all of the Democratic 
members and remaining media authors. What remains is almost all of the Republican members 
of Congress and few non-Republican members or media authors.  

The success of resonance analysis on this dataset is particularly noteworthy because of the 
challenging Contrast A Segment. The sample of media tweets includes news sources that have 
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been alleged to have a pronounced political bias,59 and they were collected in the middle of the 
U.S. presidential election campaign when coverage of U.S. politics was ubiquitous. Despite this, 
resonance analysis labeled 92 of the Republican members of Congress correctly while only 
mistaking 5 percent of Democratic members and news media sources for them. This suggests 
that resonance analysis is effective at distinguishing between groups of people, even when 
discussing similar subjects. 

Table 3.3. Congressional Resonance Analysis Results  

 
Neither 
(i.e., Media) 

Topically Resonant  
(i.e., Member of 
Congress) 

Partisan Resonant  
(i.e., Republican) 

Resonant  
(i.e., Republican 
Members of 
Congress) 

Republicans 0 98% 94% 92% 

Independents 0 100% 50% 50% 

Democrats 0 95% 5% 5% 

Media 55% 19% 32% 5% 

 
Figure 3.1 displays the relationship between NOMINATE coordinates and partisan resonance 

scores; that is, the stage 2 scores that distinguish Republican members from Democratic 
members of Congress. In a technical sense, NOMINATE uses multidimensional scoring to place 
members of Congress in a two-dimensional space, such that members who tend to vote the same 
way on the same bills are closer together in the space. In a less formal sense, NOMINATE 
coordinates end up placing members along two dimensions: the liberal-to-conservative spectrum 
(x-axis) and cross-cutting or salient issues (y-axis).60 Thus, legislators who are ideologically 
similar to one another will be clustered closer together in this latent space and further from 
ideologically dissimilar legislators. Because political parties play an influential role in voting 
behaviors, party division is a prominent feature in NOMINATE coordinates—Democrats 
generally fall on the figure’s left side, and Republicans generally fall on the right.  

In Figure 3.1, the members of Congress used to test resonance accuracy are plotted according 
to their NOMINATE scores. Each circle is sized to represent the number of congressional 
members in that region of latent space and colored to reflect their average resonance score. The 
numbers in each circle also report their normalized resonance score, such that positive numbers 

 
59 Mitchell et al., 2014.  
60 NOMINATE coordinates can be used to examine ideological differences on particular issues at a given point in 
time. For example, a researcher may want to look at how polarizing slavery was as an issue both prior and 
subsequent to the Civil War. A researcher may also want to look at how legislators may vote on an issue such as 
agricultural subsidies or military intervention. The further apart the NOMINATE coordinates are, the more 
reflective they are of polarization on the issue of concern.  
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indicate Republican resonance above the detection threshold and negative numbers indicate 
scores below the detection threshold. Figure 3.1 suggests that resonance scores are consistent 
with the party divide in voting patterns, as quantified with NOMINATE’s first dimension. It also 
suggests that, given a random sample of Republican examples, resonance analysis is not 
sensitive to any specific ideology within the party. Instead, it scores most Republicans as about 
equally resonant and most Democrats as about equally nonresonant, regardless of their 
NOMINATE second dimension (i.e., ideological issue). 

There is a triad of three congressional members in the upper left side that have unexpectedly 
high Republican resonance scores. It is perhaps noteworthy that all three are Democrats from 
very Republican-leaning states—West Virginia (upper +0.3 dot), Montana (lower +0.3 dot), and 
Georgia (–0.1 dot), respectively.  

Figure 3.1. Correspondence Between Resonance Scores and NOMINATE Scores 
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Relation to Underlying Social Structure 

The content of communication reflects the characteristics of the communications network. 
What we say is, at least partly, a product of to whom we say it. To understand how this might 
potentially influence resonance, we examined the structure of Twitter conversations (i.e., @ 
mentions) between congressional members. One way to understand a network is to ask what 
characteristics best describe who talks to whom. Table 3.4 reports how well three kinds of 
characteristics describe who talks to whom—political party, congressional chamber, and 
geography. In addition, Table 3.4 also lists two statistically derived ways of grouping 
congressional members. These algorithms examine who talks to whom at statistically elevated 
levels and infers the best way to group them.  

The rows and columns each list one of the characteristics/groups, and the value of each cell 
measures how well that characteristic or combination of characteristics describes who talks to 
whom. Specifically, the cells contain modularity scores, which are a kind of network goodness-
of-fit score that ranges from +1 to –1.61 A characteristic that perfectly describes who talks to 
whom (e.g., which languages an author understands) would receive a modularity score of 1. For 
convenience, all modularity scores above 0.1 are bolded to highlight characteristics that 
effectively describe patterns in the network.  

The table shows that political party and congressional chamber strongly predict who talks 
with whom. Members of Congress tend to engage on Twitter with members of their own party 
(+0.257) or members of their own congressional chamber (+0.185), especially when both align 
(+0.317). The amount of network connectivity explained by party and chamber is on par with the 
amount of connectivity that can be accounted for with a best-performing statistical grouping 
algorithm (+0.317 vs. +0.322). In addition, broad census regions (i.e., West, South, Midwest, 
Northeast) also capture some variation, meaning that congressional members are more likely to 
engage with others who hail from their region of the country. As a validity check, Table 3.4 also 
analyses whether the distinction between the members used to train the model and the members 
used to test the most (i.e., experiment class) corresponds to meaningful divisions in who talks to 
whom. It does not (–0.242), which is exactly what we would expect, given that we divided the 
members of Congress at random between the training and testing sets. 

Table 3.4. Best Fit Divisions in the Members of Congress Mentions Network 

 
Congressional 

Chamber 
Political 

Party 
Experiment 

Class 
Census 
Division 

Census 
Region 

U.S. 
State 

Eigenvector 
Cluster 

Louvain 
Cluster 

  

 
61 Modularity scores measure the extent to which a particular way of grouping things together predicts how they are 
connected. In this case, it measures how well a way of grouping members of Congress, such as by political party, 
predicts who tweets at whom. If Democrats only tweeted at Democrats and Republicans only tweeted at Republicans, 
the modularity score for political party would be exactly 1. 
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Congressional 
chamber 

0.185 0.317 –0.112 0.08 0.11 0.055 0.319 0.271   

Political party 0.317 0.257 –0.048 0.089 0.129 0.062 0.296 0.251   

Experiment class –0.112 –0.048 –0.242 –0.005 –0.037 0.009 0.011 0.013   

Census region 0.11 0.129 –0.037 0.09 0.093 0.08 0.129 0.111   

Census division 0.08 0.089 –0.005 0.09 0.09 0.08 0.078 0.073   

U.S. state 0.055 0.062 0.009 0.08 0.08 0.08 0.046 0.047   

Eigenvector cluster 0.319 0.296 0.011 0.078 0.129 0.046 0.322 0.254   

Louvain cluster 0.271 0.251 0.013 0.073 0.111 0.047 0.254 0.269   

 
Figure 3.2 uses the information from Table 3.4 to group congressional members into sets that 

have homogenous communication patterns, and then maps those patterns of communication. 
Groups of congressional members are depicted as circles, whereas larger circles indicate62 
groups with a larger number of members. If two groups of Congress members mention each 
other more than we would expect by statistically random chance, there is a line between them. 
Thicker lines indicate higher volumes of mentions, adjusted for what would be expected by 
random chance. The top 20 percent of communications, in terms of number of communications 
above random chance, are rendered in very dark gray. We rendered the rest in light gray. As with 
Figure 3.1, the circles in Figure 3.2 are colored to reflect the average Focal Segment resonance 
score of the participants. Redder colors indicate that the group average exceeded the detection 
threshold by a wider margin. Bluer colors indicate that the group average fell below the detection 
threshold by a wider margin. The circles are arranged such that members of Congress who 
mention each other more are situated nearer to each other on the plot.  

We labeled each circle to reveal the characteristics of that group: 

• The first letter (H or S) indicates whether those members serve in the House of 
Representatives (H) or Senate (S). 

• The second letter (R, D, I) indicates the party from which those members hail—
Republican Party (R), Democratic Party (D), or Independents (I). 

• The third number (1, 2, 3) indicates which eigenvector cluster best described those 
members of Congress. 

• The fourth letter (N, S, _, W, M) indicates the region from which congressional members 
hail, but only for groups that would have exceeded 50 people otherwise. The notations 
stand for Northeast (N), South (S), multiple (_), West (W), and Midwest (M), 
respectively. 

 
62 To be precise, the circles are sized on a binary log scale. 
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• The fifth letter (t or e) indicates whether these members of Congress were used as 
training data (t) for creating the signature, or as experimental test data (e) for examining 
method accuracy. 

• The symbol + or – indicates whether accounts in that group passed the detection 
threshold. This division ensures that a group does not consist of resonant and nonresonant 
accounts that cancel each other out. 

Figure 3.2 confirms the results in Table 3.4. Political party and congressional chamber are 
the dominant organizing principles of the network, and thus shape the arrangement of circles on 
the plot. Democrats tend to be associated with the circles on the right side of the plot (second 
letter “D”), while Republicans tend to be on the left side of the plot (second letter “R”). House 
representatives tend to be in the upper side of the plot (first letter “H”), while senators tend to be 
in the lower side of the plot (first letter “S”). Members of the House of Representatives tend to 
mention each other in tweets (lines between circles in the upper left and upper right), as do 
members of the Senate (lines between lower left and lower right.). Likewise, Republicans (lines 
from upper left to lower left) and Democrats (lines between upper right and lower middle right) 
tend to mention fellow party members. However, members of different chambers and different 
parties rarely mention each other, as shown in the lack of dark lines slightly right of center, 
which would have connected upper right to lower left and lower middle right to upper left. 

Looking at the resonance score coloring, we see that coloring corresponds very strongly to 
party—circles with a second letter “D” are generally blue, or predominantly blue, and circles 
with the second letter “R” are predominantly red. This confirms that resonance is very effective 
at distinguishing between Republicans and Democrats. However, there is also a noteworthy 
difference between the test group and experimental group (fifth letter “t” and “e,” respectively). 
The accounts used for signature creation consistently score higher (mostly red) than the accounts 
not used (mostly red-purple). This suggests that, while the signature was effective at identifying 
the hallmarks of Republican members’ word usage, it was not completely effective at filtering 
out the idiosyncrasies of each member’s writing style. This is likely because only 200 example 
accounts were involved in signature creation. As discussed further in Chapter 5, best practices 
for a population with these communication characteristics would recommend over 500 
Republican example accounts—a recommendation that cannot be obeyed here given the size of 
the U.S. Congress. 
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Figure 3.2. Correspondence Between Resonance Scores and Congressional Mentions Network 
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4. Simulation-Based Validation Test Results 

Chapter Summary 
In the previous chapter, we used real-world data to test the performance of resonance 

analysis under real-world conditions. In this chapter, we use synthetic data to test the 
performance of the method under controlled experimental conditions. We designed a procedure 
for generating synthetic author data in an artificial language, and then manipulated key features 
of the data-generation process to simulate variations in ground conditions that resonance analysis 
might face. We focused on measuring how much Focal and Contrast B Segment language 
distinctiveness are needed to make accurate detections, and how many example authors are 
needed to correctly identify distinctive language. We found that the number of example accounts 
and the distinctiveness of Focal Segment language from Contrast B Segment language are the 
factors that most affect accuracy. Accuracy suffers heavily when less than 200 example authors 
are given, or when the difference between Focal Segment language and Contrast B Segment 
language is less than 2 percent. Accuracy is typically high when at least 1,000 example authors 
are given, or the difference between Focal and Contrast B language is at least 3 percent. Five 
hundred example accounts produced reasonably accurate (>80 percent) measurements under a 
range of plausible conditions. 

Procedure 
We use synthetic data to test the performance of resonance analysis under controlled 

experimental conditions. We created 125 synthetic datasets with known statistical properties to 
understand the effectiveness and limitations of resonance analysis under various scenarios, 
including variations in the number of sources and distinctiveness of language patterns among 
different population segments. This was a five-step process:  

1. Identify the three key parameters most likely to degrade the performance of resonance 
analysis.  

2. Craft a procedure for simulating a 4 million word “language,” including a method for 
introducing controlled idiosyncrasies into how the Focal and Contrast B Segments use it.  

3. Develop a procedure for generating a collection of text for large batches of “authors,” 
aiming to simulate the behavior of verbose amateur tweeters.  

4. Using the procedures in tandem, generating 125 datasets with different parameter 
permutations.  

5. Test whether resonance analysis could accurately label Focal and Contrast B Segment 
authors hidden in the Test Segment, and how accuracy related to variations in key 
parameters. 
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Performance testing with synthetic data is important because while we may have a sense of what 
is in an empirical sample, we know precisely what is in a simulated sample. A good validation 
needs both empirical and synthetic validation tests.  

Step 1: Identify Key Parameters 

Based on previous work,63 our assessment is that the performance of resonance analysis is 
most likely to degrade if (a) it is not supplied with enough examples of known Focal and 
Contrast B Segment authors to generate accurate signatures, especially in terms of canceling out 
the idiosyncrasies of each author’s individual style; or (b) the POI uses language very similarly 
to the contrasting Contrast B and Contrast A Segments. For this simulation, we operationalized 
this into three key parameters: 

• Number of authors used to create the resonance signatures. For the purposes of this 
simulation, we only tested scenarios where the number of Focal Segment and Contrast B 
Segment example accounts was equal. We describe the exact parameter values in step 4. 

• Extent to which Focal and Contrast B Segment authors use different words, 
compared with the population at large. That is to say, the extent to which the topics on 
which Focal and Contrast B Segment mutually focus are distinct from the most popular 
topics in the Contrast A Segment. We describe the process of generating distinctive 
language in step 2 and the exact parameter values tested in step 4. 

• Extent to which Focal Segment authors make different wording choices, compared 
with Contrast B. We describe the process of generating distinctive language in step 2. 
We describe the exact parameter values tested in step 4. 

Step 2: Define Procedure for Simulating a Language and Distinctive Word Usage 

We generated an artificial “language” consisting of four million artificial words.64 Each word 
has a unique sampling probability. However, the probabilities are log-normally distributed, such 
that 99 percent of words have less than a one in a million chance of appearing at any given point 
in a text. To be precise, 0.697 percent of words (27,864 total) have at least a one in a million 
chance of appearing at a given point, and 0.003 percent of words (109 total) have at least a one in 
a thousand chance of appearing. This matches the highly skewed word distributions typically 
found in written communication, especially short-form communications like tweets. For example, 
in a sample of English-language tweets emanating from the Twitter stream on December 8, 2017, 
we counted 44,811 words. “RT” accounted for 5,793 of them (4.0 percent), “the” accounted for 
3,158 of them (2.2 percent), and 76.9 percent of words occurred only once in the entire sample.  

 
63 Helmus et al., 2018.  
64 Four million was chosen empirically, based on our analysis of 15 languages. However, that does not mean that all 
4 million are heavily used. The distribution of word use is extremely long tailed. The small minority of unique 
words account for most of the word usage in any language, with the rest only making infrequent appearances in text 
or speech. 
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Figure 4.1 compares the word frequency distribution in 15 of the most common languages on 
Twitter to the distribution we used for simulation testing. The Twitter data is based on a series of 
336 thirty-second samples of the Twitter “garden hose” taken hourly over the course of two 
weeks and totaling to 458,000 tweets from 429,000 users. Each point on the curves in Figure 4.1 
represents a unique word. The line indicates the language of that word. The y-axis reports how 
frequently that word appeared in our sample of tweets. For example, a word appearing at y-axis = 
0.02 percent appeared about once in every 5,000 words worth of tweets, and a word appearing at 
y-axis = 0.05 percent appeared about once in every 2,000 words. The x-axis indicates how that 
word compares with other words in the language. For example, if a word appeared at y-axis = 
0.02 percent and x-axis = 20 percent, that would indicate that 20 percent of the words in a 
language appear more than once in every 5,000 words and 80 percent of words appear less than 
once in every 5,000 words. 

In addition, the lines are colored to group languages according to word appearance inequality 
in that language. The purple lines are languages that, relative to other top languages, have a 
steeper degree of word inequality. The top words in those languages occur very often, and other 
words occur much less often, so there is a greater degree of inequality between often-used words 
(e.g., “the” in English) and most other words. Relative to other top-15 languages, English (EN), 
Spanish (ES), French (FR), and Portuguese (PT) all have high word inequality. The gold lines 
indicate languages that, relative to others in the top 15, have less word inequality. These include 
Japanese (JA) and Thai (TH). The blue lines indicate languages that fall somewhere in between. 
These include Arabic (AR), German (DE), Hindi (HI), Indonesian/Malay (IN), Korea (KO), 
Tagalog/Filipino (TL), Turkish (TR), Italian (IT), and Russian (RU). We demarcate Italian and 
Russian with dark blue as their distributions follow a slightly different pattern, compared with 
other blue-line languages. 

The red line marks the word distribution for our artificial language. Word inequality in our 
language is most like high-inequality purple-line languages, such as French. However, inequality 
in our language is worse than the purple-line languages, providing a strong test of the method’s 
capabilities for handling skewed distributions. 
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Figure 4.1. Word Distributions for Tweets in 15 Languages, Plus Our Synthetic Language 

 

To generate distinctiveness, we randomly swapped probabilities in this word distribution to 
form altered distributions for our Contrast B and Focal Segment authors. For example, Figure 4.2 
shows the first six words of an example artificial language. Each of these words starts off with an 
associated usage probability. This set of words and associated probabilities is our model for 
generating language for authors in the Contrast A Segment. When we generate text from these 
authors, those texts will have, for example, roughly 16 instances of the word “Morp” for every 
1,000 words written. To generate distinctive language for the Contrast B Segment, we take the 
probability distribution from the Contrast A Segment and swap words. For example, to generate 
Contrast B language, we swap the words assigned to the (randomly chosen) 1.6-percent and 0.8-
percent probabilities. Because of this swap, Contrast B Segment texts will have roughly eight 
instances of the word “Morp” per 1,000 words written and 16 instances of the word “Thec.” To 
generate distinctive language for the Focal Segment, we take the probability distribution from the 
Contrast B Segment population, and swap words. This allows the Focal Segment to have its own 
distinctive word usage patterns but also share linguistic quirks with Contrast B Segment.65 

This process creates nested layers of language distinctiveness. In Figure 4.2, all authors will 
use “Glax” and “Tlud” with about the same probability. Both Focal and Contrast B Segment 

 
65 Because the bottom two-thirds of the probability distribution is too small to affect results, we only swap words 
with probabilities that are in the top third of the distribution.  
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authors will overuse “Thec.” Only Focal Segment authors will overuse “Shou.” The process also 
enables us to precisely tune the distinctiveness of word-usage patterns in each population. 
Increasing the number of word swaps will produce more distinctive patterns of word usage. 

Figure 4.2. Generating Distinctive Word Use Patterns 

 

Step 3: Define Procedure for Simulating Author Populations 

For each author, we sampled words from the synthetic vocabulary to simulate their 
cumulative body of writings. The total number of words follows a truncated log-normal 
distribution similar to the monthly Twitter activity distribution for a somewhat laconic sample of 
Twitter accounts. After truncation, the distribution has a median of 75 words, a mean of 204 
words, and a standard deviation of 321 words. This is consistent with the skewed distribution of 
verbosity on Twitter—a small number of authors write most tweets. 

For the Contrast A Segment, we generated a body of texts for 100,000 authors, using the 
baseline distribution of synthetic language. For the Test Segment, we generated 95,000 authors 
using the baseline distribution, 2,500 authors using the Contrast B Segment distribution, and 
2,500 authors using the Focal Segment distribution. For the Focal and Contrast B signature 
example authors, we parameterized the number of example authors supplied to the algorithm and 
then generated that number of authors for each team. 

Step 4: Generate Datasets with Distinct Parameters and Test Resonance Accuracy 

In total, we generated 125 datasets, and conducted resonance analysis on each of them. We 
generated each dataset using a unique combination of the following:  
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• The number of example authors given to resonance analysis for the purpose of building 
signatures for Focal and Contrast B Segments. We tested the impact of having 100, 200, 
500, 800, or 1,000 example accounts for each of Focal and Contrast B Segments. 

• The percentage of words in the Contrast B Segment language distribution that had been 
swapped, relative to the baseline distribution. We tested the impact of swapping 1, 2, 3, 4, 
or 5 percent of words. 

• The percentage of words in the Focal Segment language distribution that had been 
swapped, relative to the Contrast B distribution. We tested the impact of swapping 1, 2, 3, 
4, or 5 percent of words. 

For each simulation run, we generated signatures using the required combinations of Focal 
Segment example authors, Contrast B Segment example authors, and Contrast A Segment (i.e., 
baseline) authors. We used those signatures to score the authors in the Test Segment and 
determine which authors had most likely been generated using the Focal Segment and Contrast B 
Segment distributions of language. We then compared the algorithms’ guesses to the list of 
which accounts had truly been generated using the Focal and Contrast B distributions. Equation 
4.1 reports how we scored algorithm accuracy for each simulation run, with accuracy defined as 
the true positive rate (recall) times the true negative rate (specificity): 

 
Simulation	accuracy	score = 	 =!

=!>?@
∙ =@
=@>?!

    (4.1) 

 
where 

TP = indicates true positives, which are Focal Segment accounts correctly labeled as Focal 
Segment resonant 

FN = indicates false negatives, which are Focal Segment accounts incorrectly labeled as not 
Focal Segment resonant 

TN = indicates true negatives, which are non–Focal Segment accounts correctly labeled as 
not Focal Segment resonant 

FP = indicates false positives, which are non–Focal Segment accounts incorrectly labeled as 
Focal Segment resonant. 

The first term in the equation awards points for every account that the algorithm correctly 
labeled. The second term in the equation takes away points for every account that the algorithm 
incorrectly labeled. 

Results 
Assuming data-volume requirements have been met, there are three aspects of a detection 

scenario that we suspected might affect the accuracy of resonance analysis: 

• Example accounts. For each segment (Focal and Contrast B), how many accounts did 
the algorithm use to create the Focal Segment signature? Our simulations tested accuracy 
with 100, 200, 500, 800, and 1,000 example accounts. 
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• Topic distinctiveness. How distinctive is Focal and Contrast B Segment language 
compared with a baseline of non-Focal accounts? Our simulations tested accuracy for 1-, 
2-, 3-, 4-, and 5-percent distinctiveness.  

• Partisan distinctiveness. How distinctive is Focal Segment language compared with a 
baseline of just Focal Segment and Contrast B Segment accounts? Our simulations tested 
accuracy for 1-, 2-, 3-, 4-, and 5-percent distinctiveness. 

Figure 4.3 reports the average accuracy of resonance under 125 permutations of these three 
aspects. Each bar reports the average accuracy with one of the aspects held constant while 25 
variations of the other aspects are varied systematically. For example, the first bar tests the 
accuracy of resonance when the algorithm receives 100 Focal Segment and 100 Contrast B 
Segment example accounts. In the figure, 64 percent is the average of 25 simulations, each of 
which involved a different permutation of partisan distinctiveness and topic distinctiveness. 

The figure suggests that partisan distinctiveness and the number of example accounts both 
exert strong influence on the accuracy of the method. Accuracy falls below 80 percent when less 
than 500 example accounts are available for signature creation, or when partisan language is only 
mildly distinctive (below 3 percent). However, topic distinctiveness does not appear to have a 
consistent effect on accuracy. This confirms that stage 1 of resonance analysis successfully filters 
out noise due to variations in how the Focal and Contrast B Segments jointly differ from the 
population at large, but topic distinctiveness is not, itself, the key driver of who is deemed 
resonant. 
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Figure 4.3. Average Accuracy 

 

Figure 4.4 dives deeper, reporting the expected joint accuracy for simulations with a given 
number of examples and partisan distinctiveness. It suggests that resonance scores built from 
1,000 example accounts are generally very accurate (over 85 percent) unless partisan 
distinctiveness is very low. Likewise, resonance scores from populations with high partisan 
distinctiveness are generally accurate (over 83 percent) unless the number of example accounts is 
very low. Resonance scores built from at least 800 examples from a population with moderately 
distinct word usage patterns (over 2 percent) are very accurate (over 89 percent). Resonance 
scores built from at least 500 examples from a population at least moderately distinct word usage 
(over 2 percent) have good accuracy (over 84 percent). Resonance consistently underperforms 
with less than 200 example accounts, or when partisan word usage only varies slightly from 
general population patterns. 
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Figure 4.4. Expected Accuracy Rates Given Moderate Topical Focus 
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5. Resonance Analysis in Practice: Closing Thoughts 

Chapter Summary  
This chapter summarizes the operational contexts to which we have applied resonance 

analysis. They include estimating the spread of pro-Daesh (ISIS) language among Egyptian 
Twitter accounts and estimating the spread of pro-Russian language in former Soviet Bloc 
countries in Eastern Europe. Both influence campaigns rely on social media to affect the political 
leanings and actions of their target populations. Daesh tweeters sought to inspire new recruits 
while Russian tweeters sought to muster support for annexation efforts in Eastern Ukraine. 
Because resonance analysis is an evolving method, we also identify areas for further research.  

Previous Work Using Resonance Analysis on Social Media 

Measuring the Popular Resonance of Daesh’s Propaganda 

We first developed single-stage resonance, the early prototype of resonance analysis, and 
applied it toward measuring Daesh’s recruitment efforts in Egypt.66 The study examined over 6 
million geo-inferenced Arabic-language tweets from Egypt collected over the course of a full 
year (January–December 2014). Using that data, we measured the prevalence of language 
reminiscent of Daesh across four regions of Egypt: the Sinai Peninsula, Alexandria and the 
coastal provinces, the greater Cairo and Nile Delta region, and Upper Egypt.  

To generate a Daesh propaganda signature, the study assembled a dataset of 24 documents 
released between January 2014 and March 2015 totaling 21,787 words. The study used single-
stage resonance analysis to identify what was characteristic about it and to search for matching 
patterns in the sample of Egyptian tweets. We did likewise for the Muslim Brotherhood, an 
Islamist group with similar Salafist roots, which supplied a useful contrast. 

The results suggest that only a small subset of the Egyptian Twitter users echo Daesh 
propaganda. However, those that do echo the group’s messages do so fervently. Those that 
passed the detection threshold tended to exceed it by a wide margin. This is consistent with 
Daesh’s recruitment model, which is built on radicalization. Additionally, the percentage of the 
population passing threshold was high in the Sinai and Upper Egypt compared with the 
prevalence of Muslim Brotherhood language in those regions. Several features of the method’s 
performance are noteworthy here. First, the method proved capable of operating in a language-
blind manner. Since resonance analysis applies statistical analysis and machine learning, it can 

 
66 Marcellino et al., 2017.  
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operate easily in different language environments. Second, the method processed 6 million 
tweets with ease. We designed resonance analysis with scale-up in mind, and it performed well 
in this first test. Third, while single-stage resonance performed adequately at measuring 
resonance with Daesh and Muslim Brotherhood, we did observe that the method sometimes 
confused one for the other, since they discussed similar subjects. This would be an eventual 
impetus for developing the two-stage method. Fourth, we noticed that resonance analysis was 
sensitive to the differences in how language is used on Twitter compared with the long-form 
documents we used to condition the signature. This would be an eventual impetus for restricting 
all text (e.g., example authors, test populations, baseline population) to be the same medium. 

Russian Social Media Influence 

We continued to develop the method, applying it to Russian propagandists.67 The 
international community has increasingly recognized the potent effects of sophisticated Russian 
social media propaganda campaigns. These campaigns often aim to improve the geopolitical 
standing of Russia and diminish the standing of its rivals. However, it has been difficult to 
measure the extent and impact of these social media influence campaigns, especially as influence 
actors often portray themselves as something innocuous. This study looked at Russian social 
media influence in the Russian-speaking communities within six Eastern European states: 
Estonia, Latvia, Lithuania, Belarus, Ukraine, and Moldova. This region is politically important to 
Russia due to the geographic proximity of these states, and Russia has engaged in significant 
outreach efforts to Russian speakers in the region. Additionally, there was significant political 
instability in Ukraine following the 2014 revolution and Russia’s swift annexation of Crimea.  

To study the scope and influence of Russia’s social media propaganda activity, we used 22 
million tweets sent between May and July 2016 geo-inferenced to users in the aforementioned 
six countries based on self-reported user profile location and tweet geo-tags. Utilizing a network 
analysis method called community detection, we identified and characterized Twitter 
communities of anti-Russian government and pro-Russian government content providers. 
Additionally, we identified the most influential accounts disseminating this content. An analyst 
hand-screened a sample of authors in the most pro-Russian government community to confirm 
their pro-Russian government stance. We then used confirmed pro-Russian partisans to create 
the Focal Segment signature. We applied the same process to the most anti-Russian government 
community and used confirmed partisans to create the Contrast B Segment signature.  

To analyze the impact of this influence campaign over time, we employed an eight-wave 
panel study with Twitter data from August 2015 to May 2016. The panel sample consisted of 
several thousand authors inferred to cities in Latvia (Riga), Minsk (Belarus), Ukraine (Donetsk, 
Dnipro, Kharkiv, Odessa, Kiev), and Crimea. We deployed resonance analysis to statistically 

 
67 Helmus et al., 2018. 
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determine the number of Twitter accounts in each panel whose tweet content matched the pro-
Russian signature in each month.  

The analysis found that about 15 percent of Crimean and Donetsk users made word choices 
that match the pro-Russian accounts. This percentage decreases for cities that are farther away 
from the Eastern Ukraine/Crimea region. The findings are clear: The areas where Russia was 
most actively supporting separatist movements were also experiencing the strongest social media 
influence campaigns. 

To validate results, a Russian-speaking subject matter expert hand-coded a subsample of 60 
Twitter accounts on a five-point Likert scale without any knowledge of which had passed the 
resonance threshold and which had not. The analyst rated each author twice. In the first rating, 
the analyst rated whether the author favored the topics that are of special interest to the influence 
campaign. In the second, the analyst rated whether the author supported the pro-Russian 
government stance of the influence campaign. Resonance analysis had scored 15 of the 60 
accounts as both topic resonant (they discuss the topics favored by the influence campaign) and 
partisanship resonant (they discussed the key topics in the way favored by the influence 
campaign). On average, the analyst rated them a 3.9 on a 5.0 scale for discussing the topics that 
the influence campaign favored and rated them a 4.0 on a 5.0 scale for discussing it with the 
same pro-Russian government stance as the influence campaign. In comparison, accounts that 
resonance analysis scored as neither topic resonant nor partisan resonant had an average analyst 
rating of 1.6 and 1.2 respectively. The difference in means between resonant authors and 
nonresonant authors was statistically significant (p < 0.001).  

Several features of the method’s performance are noteworthy here. First, the method 
produced results consistent with on-the-ground events (the annexation of Crimea and armed 
conflicts in the Donbass). Second, it produced results consistent with human expert judgment 
under double-blind conditions. Third, the study shows how analysis of social media data can be 
used to supply insights on real-world events, even though Twitter samples are not representative 
of real-world, geographic populations. Here the method demonstrated that an influence campaign 
was targeted at the social media space associated with a geographic space, and that the campaign 
was aligned with real-world operations targeting the geographic space. 

Opportunities for Further Research 
There are at least four opportunities for further research to improve resonance analysis and its 

applications.  

How Similar Must the Written Communications Be?  

In Chapter 2, we described how resonance analysis uses large bodies of written 
communication to look for affinity between groups. However, there are some restrictions, such 
as the need to use a single form of communication (e.g., only tweets, only transcripts of oral 
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communications, etc.). In our discussion on sampling exclusions, we also discussed the need to 
compare authors playing comparable roles (e.g., author of content on YouTube vs. commenters 
upon content on YouTube). However, quantitative measures have not yet been developed to 
score whether bodies of text are too different to be resonance comparable, either in terms of roles, 
dialect, or medium of communication. Such measures could quantify how much performance 
will decline as a result of incomparable text features. 

In addition, resonance has so far been developed and used exclusively on short-form social 
media posts, such as tweets. However, the methodology could be applied to longer-form texts, 
such as using paragraphs in books in place of tweets. This avenue has not yet been explored. 

When Do Signatures Expire? 

A signature describes which linguistic features are distinctive markers of a POI. Resonance 
analysis then measures the prevalence of these distinctive markers in a new population to 
understand the affinity between that new population and the POI. The method can even measure 
affinity over time, scoring changes in the prevalence of signature words in the new population at 
regular time intervals (e.g., monthly).  

However, further research is needed to understand how long a signature remains 
characteristic of the POI because the language use habits of the POI will evolve over time. For 
example, in 1985 national security proponents in the Senate spoke often about the Soviet Union, 
East Germany, and the threat of communism. However, in 2005, national security hawks in the 
Senate spoke about al Qaeda, Iraq, and religious extremism. A national security hawk signature 
from 1985 would be ineffective in 2005—the POI still existed, but the words they used changed 
over time. 

Diagnostics could be developed to estimate expiration dates for signatures given the typical 
rate of linguistic evolution within a POI. Further diagnostics could also estimate rates of 
linguistic evolution among the general population, which would affect the baseline data against 
which signatures are calculated.  

Should Synonyms Be Treated as a Single Token? 

In step 3 of the process described in Chapter 2, we describe the need to regularize text to 
dampen variability within the written text. This includes removing exotic Unicode characters, 
capitalization, punctuation, and nonbaseline words. Our validation with both real-world and 
synthetic text involved text regularization, but we did not experiment with regularizing 
synonyms. This is an area for further exploration in refining resonance analysis.  

How Does Message Coordination Affect Resonance? 

The U.S. Congress, Daesh recruiters, and Russian propagandists—the three groups to which 
we have applied resonance analysis so far—are all groups that engage in message coordination. 
U.S. political parties agree to political platforms, Daesh recruiters evangelize a specific set of 
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beliefs, and Russian propagandists receive orders from the government to disseminate specific 
ideas. Message coordination may improve the performance of resonance analysis. Further 
research could establish how resonance analysis performs differently when the population does 
and does not engage in message coordination.  

Conclusion 
Resonance analysis is a computational linguistics method that blends strategies from text 

mining and machine learning to detect affinity for a specific group among members of a large 
population. In doing so, it relies on the way that language reflects social structure and ideology, 
even in innocuous word choices. The method has been tested empirically in three diverse social 
media contexts: U.S. members of Congress writing in English, violent extremists writing in 
Arabic, and Russian influence campaigners writing in Russian. We also tested it in the tightly 
controlled experimental conditions of artificial language with known statistical properties. The 
single-stage prototype showed promise in the Daesh study, and the two-stage evolution 
demonstrated high levels of accuracy and reliability in successive studies. This working paper 
provides step-by-step instructions for applying this method, and guidance for how to use it 
effectively. 
  



 58 

References 

Bamman, David, Jacob Eisenstein, and Tyler Schnoebelen, “Gender Identity and Lexical 
Variation in Social Media,” Journal of Sociolinguistics, Vol. 18, No. 2, April 2014, pp. 135–
160.  

Biber, Douglas, Susan Conrad, and Randi Reppen, Corpus Linguistics: Investigating Language 
Structure and Use, Cambridge: Cambridge University Press, 1998.  

Biber, Douglas, Randi Reppen, and Eric Friginal, “Research in Corpus Linguistics,” in Robert B. 
Kaplan, ed., The Oxford Handbook of Applied Linguistics, 2nd. ed., New York: Oxford 
University Press, 2010, pp. 548–570. 

Boitnott, John, “Which Political Candidate Is Keeping Language Simple for Maximum Effect?,” 
Inc., June 2016. As of February 19, 2021: 
https://www.inc.com/john-boitnott/politicians-are-simplifying-their-language-and-its-getting-
them-votes.html 

Bolden, Richard, and Jean Moscarola, “Bridging the Quantitative-Qualitative Divide: The 
Lexical Approach to Textual Data Analysis,” Social Science Computer Review, Vol. 18, No. 
4, November 2000, pp. 450–460. 

Burnap, Pete, Omar F. Rana, Nick Avis, Matthew Williams, William Housley, Adam Edwards, 
Jeffrey Morgan, and Luke Sloan, “Detecting Tension in Online Communities with 
Computational Twitter Analysis,” Technological Forecasting and Social Change, Vol. 95, 
No. 9, June 2015, pp. 96–108.  

Carroll, Royce, Jeffrey B. Lewis, Keith T. Poole, and Howard Rosenthal, “Comparing 
NOMINATE and IDEAL: Points of Difference and Monte Carlo Tests,” Legislative Studies 
Quarterly, Vol. 34, No. 4, November 2009, pp. 555–591.  

Crawford, Michael, Taghi M. Koshgoftaar, Joseph D. Prusa, Aaron N. Richter, and Hamzah Al 
Najada, “Survey of Review Spam Detection Using Machine Learning Techniques,” Journal 
of Big Data, Vol. 2, No. 1, December 2015, Article 23. 

Dillman, Don A., Jolene D. Smyth, and Leah Melani Christian, Internet, Phone, Mail, and 
Mixed-Mode Surveys: The Tailored Design Method, 4th ed., Hoboken, N.J.: Wiley, 2014. 

Dragojevic, Marko, and Howard Giles, “The Reference Frame Effect: An Intergroup Perspective 
on Language Attitudes,” Human Communication Research, Vol. 40, No. 1, January 2014, pp. 
91–111. 

https://www.inc.com/john-boitnott/politicians-are-simplifying-their-language-and-its-getting-them-votes.html


 59 

Fenno, Richard F., Jr., Home Style: House Members in Their Districts, Boston: Little, Brown, 
1978. 

Fisher, Jacob C., “Exit, Cohesion, and Consensus: Social Psychological Moderators of 
Consensus Among Adolescent Peer Groups,” Social Currents, Vol. 5, No. 1, 2018, pp. 49–66. 

Garrad, Peter, Vassiliki Rentoumi, Benno Gesierich, Bruce Miller, and Maria Luisa Gorno-
Tempini, “Machine Learning Approaches to Diagnosis and Laterality Effects in Semantic 
Dementia Discourse,” Cortex, Vol. 55, June 2014, pp. 122–129.  

Hagenau, Michael, Michael Liebmann, and Dirk Neumann, “Automated News Reading: Stock 
Price Prediction Based on Financial News Using Context-Capturing Features,” Decision 
Support Systems, Vol. 55, No. 3, June 2013, pp. 685–697.  

Hassan, Ammar, Ahmed Abbasi, and Daniel Dajun Zeng, “Twitter Sentiment Analysis: A 
Bootstrap Ensemble Framework,” International Conference on Social Computing, 
Alexandria, Va.: IEEE, 2013, pp. 357–364. 

Helmus, Todd, Elizabeth Bodine-Baron, Andrew Radin, Madeline Magnuson, Joshua 
Mendelsohn, William Marcellino, Andriy Bega, and Zev Winkelman, Russian Social Media 
Influence: Understanding Russian Propaganda in Eastern Europe, Santa Monica, Calif.: 
RAND Corporation, RR-2237-OSD, 2018. As of September 25, 2019: 
https://www.rand.org/content/dam/rand/pubs/research_reports/RR2200/RR2237/RAND_RR
2237.pdf  

Holzinger, Andreas, Johannes Schantl, Miriam Schroettner, Christin Seifert, and Karin Verspoor, 
“Biomedical Text Mining: State-of-the-Art, Open Problems and Future Challenges,” in 
Andreas Holzinger and Igor Jurisica, eds., Interactive Knowledge Discovery and Data 
Mining in Biomedical Informatics, Heidelberg: Springer, 2014, pp. 271–300. 

Hope, Jonathan, and Michael Witmore, “The Hundredth Psalm to the Tune of ‘Green Sleeves’: 
Digital Approaches to Shakespeare’s Language of Genre,” Shakespeare Quarterly, Vol. 61, 
No. 3, Fall 2010, pp. 357–390.  

Irwin, Neil. “Republicans and Democrats in Congress Speak in Completely Different Languages,” 
New York Times, July 22, 2016. 

Keblusek, Lauren, Howard Giles, and Anne Maass, “Communication and Group Life: How 
Language and Symbols Shape Intergroup Relations,” Group Processes & Intergroup 
Relations, Vol. 20, No. 5, 2017, pp. 632–643.  

Kiesling, Scott F., “Style as Stance: Stance as the Explanation for Patterns of Sociolinguistic 
Variation,” in A. Jaffe, ed., Sociolinguistic Perspectives on Stance, Oxford: Oxford 
University Press, 2009, pp. 171–194.  

https://www.rand.org/content/dam/rand/pubs/research_reports/RR2200/RR2237/RAND_RR2237.pdf


 60 

King, Gary, Patrick Lam, and Margaret E. Roberts, “Computer-Assisted Keyword and Document 
Set Discovery from Unstructured Text,” American Journal of Political Science, Vol. 61, No. 
4, October 2017, pp. 971–988. 

Koschate, Miriam, Luke Dickens, Avelie Stuart, Alessandra Russo, and Mark Levine, “Detecting 
Group Affiliation in Language Style Use,” Exeter, UK: University of Exeter, undated.  

Marcellino, William M., “Talk Like a Marine: USMC Linguistic Acculturation and Civil-
Military Argument,” Discourse Studies, Vol. 16, No. 3, 2014, pp. 385–405.  

Marcellino, William M., Kim Cragin, Joshua Mendelsohn, Andrew Michael Cady, Madeline 
Magnuson, and Kathleen Reedy, “Measuring the Popular Resonance of Daesh’s Propaganda,” 
Journal of Strategic Security, Vol. 10, No. 1, Spring 2017, pp. 32–52. 

McEnery, Tony, Richard Xiao, and Yukio Tono, Corpus-Based Language Studies: An Advanced 
Resource Book, London: Routledge, 2006.  

McPherson, Miller, Lynn Smith-Lovin, and James M. Cook, “Birds of a Feather: Homophily in 
Social Networks,” Annual Review of Sociology, Vol. 27, No. 1, 2001, pp. 415–444.  

Mitchell, Amy, Jeffrey Gottfried, Jocelyn Kiley, and Katerina Eva Matsa, “Political Polarization 
& Media Habits,” Pew Research Center, October 2014. As of September 26, 2019: 
https://www.journalism.org/wp-content/uploads/sites/8/2014/10/Political-Polarization-and-
Media-Habits-FINAL-REPORT-7-27-15.pdf  

Morstatter, Fred, and Huan Liu, “Discovering, Assessing, and Mitigating Data Bias in Social 
Media,” Online Social Networks and Media, Vol. 1, June 2017, pp. 1–13. 

Munoz, Arturo, “Assessing Military Information Operations in Afghanistan, 2001–2010,” Santa 
Monica, Calif.: RAND Corporation, RB-9659-MCIA, 2012. As of September 24, 2019: 
https://www.rand.org/content/dam/rand/pubs/research_briefs/2012/RAND_RB9659.pdf  

Nassirtoussi, Armen Khadjeh, Saeed Aghabozorgi, The Ying Wah, and David Chek Ling Ngo, 
“Text Mining for Market Prediction: A Systematic Review,” Expert Systems with 
Applications, Vol. 41, No. 16, November 2014, pp. 7653–7670.  

Poole, Keith T., “Nominate: A Short Intellectual History,” SSRN, July 2008. As of September 28, 
2019: 
https://ssrn.com/abstract=1154153  

Poole, Keith T., Jeffrey Lewis, James Lo, and Royce Carroll, “Scaling Roll Call Votes with 
wnominate in R,” Journal of Statistical Software, Vol. 42, No. 14, June 2011, pp. 1–21.  

Poole, Keith T., and Howard Rosenthal, “The Polarization of American Politics,” Journal of 
Politics, Vol. 46, No. 4, November 1984, pp. 1061–1079. 

https://www.journalism.org/wp-content/uploads/sites/8/2014/10/Political-Polarization-and-Media-Habits-FINAL-REPORT-7-27-15.pdf
https://www.rand.org/content/dam/rand/pubs/research_briefs/2012/RAND_RB9659.pdf
https://ssrn.com/abstract=1154153


 61 

———, “D-Nominate After 10 Years: A Comparative Update to Congress: A Political-
Economic History of Roll-Call Voting,” Legislative Studies Quarterly, Vol. 26, No. 1, 
February 2001, pp. 5–29.  

Priante, Anna, Djoerd Hiemstra, Tijs van den Broek, Aaqib Saeed, Michael Ehrenhard, and 
Ariana Need, “#WhoAmI in 160 Characters? Classifying Social Identities Based on Twitter 
Profile Descriptions,” Proceedings of 2016 EMNLP Workshop on Natural Language 
Processing and Computational Social Science, Austin, Tx.: EMNLP, November 5, 2016, pp. 
55–65. 

Rate, Christopher R., Can’t Count It, Can’t Change It: Assessing Influence Operations 
Effectiveness, strategy research project, U.S. Army War College, 2011. As of September 24, 
2019: 
https://apps.dtic.mil/dtic/tr/fulltext/u2/a560244.pdf  

Rayson, Paul, and Roger Garside, “Comparing Corpora Using Frequency Profiling,” 
Proceedings of the Workshop on Comparing Corpora, Stroudsberg, Pa.: Association for 
Computational Linguistics, October 2000, pp. 1–6.  

Savoy, Jacques, “Authorship Attribution Based on a Probabilistic Topic Model,” Information 
Processing & Management, Vol. 49, No. 1, January 2013, pp. 341–354.  

Spasić, Irena, Jacqueline Livsey, John A. Keane, and Goran Nenadić, “Text Mining of Cancer-
Related Information: Review of Current Status and Future Directions,” International Journal 
of Medical Informatics, Vol. 83, No. 9, September 2014, pp. 605–623.  

Stubbs, Michael, Text and Corpus Analysis: Computer-Assisted Studies of Language and Culture, 
Oxford: Blackwell, 1996. 

———, “Computer-Assisted Text and Corpus Analysis: Lexical Cohesion and Communicative 
Competence,” in Deborah Schiffrin, Deborah Tannen, and Heidi E. Hamilton, eds., The 
Handbook of Discourse Analysis, Oxford: Blackwell, 2001, pp. 304–320.  

Tamburrini, Nadine, Marco Cinnirella, Vincent A. A. Jansen, and John Bryden, “Twitter Users 
Change Word Usage According to Conversation-Partner Social Identity,” Social Networks, 
Vol. 40, January 2015, pp. 84–89.  

Tritten, Travis, “Republicans and Democrats Deeply Divided over US Military Might, Survey 
Says,” Washington Examiner, November 29, 2018. As of February 19, 2021: 
https://www.washingtonexaminer.com/policy/defense-national-security/republicans-and-
democrats-deeply-divided-over-us-military-might-survey-says 

Weatherholtz, Kodi, Kathryn Campbell-Kibler, and T. Florian Jaeger, “Socially-Mediated 
Syntactic Alignment,” Language Variation and Change, Vol. 26, No. 3, October 2014, pp. 
387–420.  

https://apps.dtic.mil/dtic/tr/fulltext/u2/a560244.pdf
https://www.washingtonexaminer.com/policy/defense-national-security/republicans-and-democrats-deeply-divided-over-us-military-might-survey-says


 62 

Williams, Hywel T. P., James R. McMurray, Tim Kurtz, and F. Hugo Lambert, “Network 
Analysis Reveals Open Forums and Echo Chambers in Social Media Discussions of Climate 
Change,” Global Environmental Change, Vol. 32, May 2015, pp. 126–138.  

Wojcik, Stefan, and Adam Hughes, “Sizing Up Twitter Users,” Pew Research Center, April 24, 
2019. As of February 22, 2021: 
 https://www.pewresearch.org/internet/2019/04/24/sizing-up-twitter-users/. 

Wolfe, Andrea L., and Holly Arrow, “Military Influence Tactics: Lessons Learned in Iraq and 
Afghanistan,” Military Psychology, Vol. 25, No. 5, December 2017, pp. 428–437. 

https://www.pewresearch.org/internet/2019/04/24/sizing-up-twitter-users/



