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About This Working Paper

The purpose of this working paper is to consider the implications of artificial intelligence
(AI) proliferation in a complex system within a game theoretic framework. This research is
important as the use and deployment of Al in critical infrastructure is expected to increase, and
so modeling those sociotechnical interactions is important to identifying potential issues and
developing policies to address them in advance. This working paper is an exploratory
examination of the consequences of Al proliferation of several capabilities in an electrical grid.
As this paper only considers one particular algorithm and implementation, the findings and
conclusions are suggestive future directions until more thorough research is conducted.
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Research and Findings

Introduction

Critical infrastructure sectors in the United States are complex, interdependent, and essential
for daily operations and security. Given their importance, there are ongoing research and
development efforts to apply artificial intelligence (Al) techniques to enhance their reliability
and efficiency. ! Potential Al applications within critical infrastructure sectors, and the electrical
sector in particular, include demand, supply, load, and price forecasting, anomaly detection,
enhanced monitoring, reliability maintenance, resource optimization, and more economical
electricity distribution.? These techniques can assist human decision-making and automate
certain grid processes to enhance operations.> However, many advanced Al models are opaque
and not error-free, introducing risks when integrated into larger systems. As a result, the use of
Al to boost the performance and effectiveness of critical infrastructure is approached with
caution, particularly because these applications can add stress to the very sectors they aim to
improve.*

To quantitatively assess Al's impact on a critical infrastructure sector, we adapted an existing
game theory model of an electrical grid to examine how differences in capabilities between Al-
enabled and non-Al-enabled operators affect game-theoretic measures of overall social welfare.
The capabilities we model represent different Al use cases aimed at improving decision-making,
performance, or reliability. Studies like this are timely and necessary because Al applications for
critical infrastructure are rapidly advancing and understanding their implications and identifying

>

' McMillan, L and L. Varga. 2022. “A review of the use of artificial intelligence methods in infrastructure systems.’
Engineering Applications of Artificial Intelligence. 116.; van Soest, H. and I. Arciniegas Rueda, H. M. Park, B.
Spurling, A. Wyatt, H. Fine, J. Steier, M. Lebert. 2024. The use of Al for improving energy security: Exploring the
risks and opportunities of the deployment of Al applications in the electricity system. RAND Report RR-A2907-1.
Santa Monica, CA: RAND Corporation.

2 Bose, Bimal K. “Artificial Intelligence Techniques in Smart Grid and Renewable Energy Systems — Some
Applications”. Proceedings of the IEEE 105(11): 2262-2273; Almalaq, Abdulaziz and George Edwards. 2017. “A
Review of Deep Learning Methods Applied on Load Forecasting” Proceedings of the 16" IEEE International
Conference on Machine Learning and Applications; Bedi, Jatin and Durga Toshniwal. 2019. “Deep Learning
Framework to Forecast Electricity Demand” Applied Energy, 238: 1312-1326.; Ghoddusi, Hamed, German G.
Creamer, and Nima Rafizadeh. “Machine Learning in energy economics and finance: A review” Energy Economics
81: 709-727; McMillan and Varga 2022.

3 van Soest et al. 2024

4 Ammanath, Beena. 2024. How to Manage AI’s energy demand — today, tomorrow, and beyond.
https://www.weforum.org/agenda/2024/04/how-to-manage-ais-energy-demand-today-tomorrow-and-in-the-future/
(Accessed 8/1/2024). Bloomberg. 2024. Al is Already Wrecking Havoc on Global Power Systems.
https://www.bloomberg.com/graphics/2024-ai-data-centers-power-grids/?leadSource=reddit wall (Accessed
8/1/2024)
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intervention areas can inform policy discussions. Ideally, policy questions should be addressed
well before these applications are implemented in infrastructure sectors to enhance performance,
reliability, assurance, and trust.

Among the number of use cases we explored, only one application prevents a system from
global maximum: When Al-enabled and non-Al-enabled operators differ in the information and
decisions they can process and evaluate, too many Al-enabled operators could push a system to a
suboptimal (or local) equilibrium.> These results are specific to a particular electrical grid model,
and its associated parameters and our implementation and modification of the original algorithm,
however the findings warrant further research to determine if — and under what conditions — they
apply to other algorithm types, systems and configurations.

Within the broader field of algorithmic game theory a key goal is to design mechanisms,
either decentralized or centralized, to minimize the “price of anarchy”, which represents the gap
between realized, collective outcomes arising from self-interested players’ individual decisions,
and the most efficient outcome possible for all players.® Ideally, mechanisms or strategies
(algorithms) should drive the system toward optimal, quantitatively efficient, and qualitatively
effective operation, thereby reducing the price of anarchy. As modeled here, some Al systems
could undermine the effectiveness and efficiency of an electrical grid if: 1) their possible actions
are unconstrained, 2) they are used by a significant proportion of operators, and 3) inefficient
decisions have a non-zero probability of occurring. To prevent suboptimal outcomes, effective
policies could regulate the action space of Al-based decision-making, incentivize their use in
non-critical nodes, or mandate safeguards, redundancies, or technical requirements to limit the
negative consequences of undesirable Al decisions. These simulations suggest that there are
opportunities for industry practices or regulations to effectively implement safeguards against
undesirable Al behavior in the electrical grid can ensure robust and optimal performance.
However, further research into algorithm types and interconnected, complex systems is
necessary for more definitive conclusions.

Background

In April 2024, the DHS published "Guidelines to Secure Critical Infrastructure and Weapons
of Mass Destruction from Al-related Threats" in response to Executive Order 14110: "Safe,
Secure, and Trustworthy Development of AI" from the Biden Administration.” The guidelines

3 In this paper, we use the term “global maximum” to describe the upper limit that the aggregated social utility
seems to reach, but that is not stable or robust in every case. We use the term “suboptimal equilibrium” to reference
an outcome that we have observed in our simulations seems to be attract deviations from the global maximum, and
that is stable and robust to deviations.

6 Roughgarden, T. 2010. “Algorithmic Game Theory.” Communications of the ACM: 53(7).

7 Department of Homeland Security. 2024. “Guidelines to Secure Critical Infrastructure and Weapons of Mass
Destruction from Al-related Threats”



addressed three main risk categories: attacks using Al, vulnerabilities due to Al, and failures
from Al implementation.

This report focuses on the third category: failures from Al implementation, specific those that
occur within the context of large, complex systems, According to the DHS guidelines, Al is
already used in support functions and is expected to be applied in more complex roles across
sectors. To this end, CISA Sector Risk Management Agencies recommended employing risk
mitigation best practices and Al-specific mitigation strategies. Their Al governance framework
involves identifying, mapping, measuring, and adapting these risks for each critical infrastructure
sector, emphasizing that implementations are context-specific.®

In this analysis, we examine the impact of Al proliferation in the electrical sector, focusing
on the discernable impacts to overall system performance stemming from the proliferation of
specific types of Al capabilities. Considering different levels of Al proliferation is crucial
because early successes might mask issues or instability from full proliferation and utilization.
This perspective could be especially important, as proliferation and adoption of Al-technologies
could outpace efforts to guide its development.” We focus on proliferation and capabilities for
several reasons relating to technology adoption and their social implications. As adoption of any
technology is gradual and occurs over time, second and perhaps even first order consequences
may not be immediately evident. During the transitional period, differentials in actors’
productivity or performance could have dramatic implications if, for example, Al that needs to
coordinate with other actors may not be able to realize their full gains unless everyone is also
implementing compatible or equally capable Al. Further still, whatever the risks of individual Al
applications are, there are an additional set of risks that aggregate (or even compound) as they
begin to integrate or interact with other systems.

Additionally, Al could widen resource gaps between lower and higher performers, impacting
their financial performance. This argument follows from the premise that Al offers performance
improvements but recognizes that its employment in the private sector will likely have different
economic consequences. While overall system performance may improve, other values, such as
energy availability accessibility, resilience and others could be compromised. This concern
highlights the importance for policymakers to analyze infrastructure sectors through a
sociotechnical lens and understand the broader impacts. Indeed, as sociotechnical systems, they
are not only driven by physical and technical bounds, but also driven by the social incentives of
actors.

As an initial exploration into this field, the present paper seeks to evaluate the effect of
proliferation of specific Al capabilities on system performance, measured as its overall social

8 Ibid.

? For discussions of this dynamic, see work on Coolingridge’s Dilemma: Genus, A. and A. Stirling. 2018.
“Collingridge and the dilemma of control: Towards responsible and accountable innovation.” Research Policy 47:
61-69.



welfare, though other research threads like those mentioned above should also be pursued. We
modified a game-theoretic model of the electrical grid by Wang et al. (2020) to assess how Al-
enabled capabilities affect social welfare and understand Al proliferation's impact on system
performance.!? This game involves two types of players: power generator operators and load
aggregator operators. In this game, power generator operators must provide power and load
aggregator operators must provide it to consumers. In this game, each operator payoft is based
on either the cost of generating electricity or the revenue from providing it and while each actor
is incentivized to maximize their own pay-off, their success is invariably linked to system-wide
welfare. To solve this game, they advance an algorithm, Partial Spatial Adaptive Play (PSAP)
that is suitable for finding equilibria in the presence of reoccurring communication network
anomalies. PSAP is a useful starting point as different facets of the algorithm can be tweaked or
modified to reflect some Al use cases as we discuss below.

Based on this model and our modifications, we find that as Al improves decision-making by
expanding options and processing more information, the system may drift toward a suboptimal
equilibrium as these applications proliferate. Specifically, we found the non-Al enabled
operators seem to play a pivotal role in maximizing and stabilizing overall social welfare,
serving to slow the increase or decrease (acting as a buffer) of some actors’ sub-optimal
decisions.

Overall, these results suggest that methods to bound Al-informed decisions by limiting their
decision space or employing them in targeted fashions may be effective in ensuring the system
achieves and maintains optimal performance. However, as discussed, these results apply to this
individual instantiation of an algorithm intended to solve a noncooperative social welfare game;
other types of algorithms (or differing implementations) may not experience the same issues
identified here.

Original Game Theoretic Model

The original game theory model by Wang et al. (2020) captures the decision dynamics
between power generators, who incur costs for producing power, and load aggregators, who earn
revenue from power consumption. Generators decide how much power to generate, while
aggregators decide on how many loads to take on.!! Generators seek to minimize their costs,
represented as:

w(PLPL) = —(@PE+ BP) = APy = PP + 3" P= ) P
i€EE iEG

10 Wang, S., L Du., J. Ye, L. He. 2020. “Noncooperative Social Welfare Optimization with Resiliency Against
Network Anomaly”. IEEE Transactions on Industrial Informatics 16(4).

" For a detailed review of similar approaches, see Wang, S. and L. Du, J. Marden. 2022. “Learning in Potential
Games for Electric Power Grids: Models, Dynamics, and Outlook.” IEEE Systems Journal 16(3).



Where i represents individual operations who are either aggregators (i € E') or generators
(i € G),and q;, B; represent quadratic loss terms, A is a parameter sufficiently large as to make
the terms following it relevant for operator’s decision-making. Specifically, it is intended to
penalize the power-mismatch between aggregators’ power consumption and generators power
generation, which should tend towards zero as power is appropriately provided. Pp represents
loads that do not participate in demand response, while P! represents the losses due to the
structure of the electrical grid and arrangement of its generators.!? Aggregators generate benefits
by increasing consumption and meeting production, formalized as:

w; (P, P_;) = Uy(P) — 1| Py — Ploss Z p, — Z P
i€EE i€EG
and
Uiy = —1—

1+e PitP :n
Where 1) is a parameter and P/™ is the aggregator’s baseline power need. The overall social

welfare of the game represents the sum of the payoffs or benefits of individual players, known as
the game’s potential function, is formalized as'?:

d(P, Py) = § Ui(P) — E C;(P) —A|Pp — P + E P, — E P |
i€E i€G icE i€G
d

Ci(P) = —(a;P? + BiP; + Vi)
Our analysis examines Al proliferation in an electrical grid by assessing how the potential

An

function's value changes with modifications to the game’s algorithm. The algorithm used to
achieve equilibria is known as partial spatial adaptive play (PSAP), which is intended to be
robust in cases when anomalies disconnect some individual players from the network. PSAP has
two components, one component represents the distribution system operator. For this component,
at each time step, some load aggregators or generators are disconnected from the network. Then
a single operator is identified and given a chance to update its strategy (unless they are
disconnected from the network). If that player is not disconnected from the network, they
proceed to the second component of PSAP, wherein they follow algorithms to identify their next
decision. The risk of players being disconnected and unable to participate in the grid is a serious

12ptoss ytilizes Kron’s B coefficients: P15 = ¥ ¥ jing PiBijP; + icg BoiPi + Boo- See J. Sun, V. Palade, X.-J.
Wu, W. Fang, and Z. Wang. 2014. “Solving the power economic dispatch problem with generator constraints by
random drift particle swarm optimization,” IEEE Transactions in Industrial Informatics 10(1); G. Binetti, A.
Davoudi, D. Naso, B. Turchiano, and F. L. Lewis. 2014. “A distributed auction-based algorithm for the nonconvex
economic dispatch problem,” IEEE Transactions in Industrial Informatics, 10(2).; and W. T. Elsayed, Y. G. Hegazy,
M. S. El-bages, and F. M. Bendary. 2017. “Improved random drift particle swarm optimization with self-adaptive
mechanism for solving the power economic dispatch problem,” IEEE Transactions in Industrial Informatics 13(3)
for details and the parameter values we used.

13 1n this type of game, called a “potential game”, the connection between individual players’ utility and the
potential function — a function which describes the general welfare — is necessary to ensure that Nash equilibria do
exist and can be reached.



concern for operators, who need connectivity to submit day-ahead bids and receive information
to adjust their operations. While the original paper assumes that operators are still able to extract
revenues despite a network anomaly, the consequences could be as dramatic as forgoing all
revenues in real scenarios. Although redundancies are in place, network anomalies do occur and
do affect operations. Indeed, this element of the model may be particularly important as cyber
security concerns (or even low-probability, high-consequences software malfunctions) become
relevant for electrical sector operators. The second component involves identifying feasible
strategies or actions for the player and selecting one based on a SoftMax probability distribution:
exp [T u; (a, a_;(t — 1)]
alea; €XP [T u; (aj, a_;(t — 1)]

Where a; represents a specific action (such as an amount of power to generate or number of

ai —
Pri(t) =

loads to take on) for operator i, and A; represents the set of all possible actions available to
operator i. T represents an exploration parameter where higher values result in the highest utility
option being selected and lower values indicate more randomness. The original algorithm from
Wang et al. (2020) is presented below, but see the original text for a more technical discussion of
algorithm and game theory model.

Table 1: PSAP for Distribution Service Operator (DSO)

Algorithm 1: PSAP by DSO

Initialize strategies of operators
Repeat
Randomly identify operators to suffer anomalies with equal probability
Randomly select an operator to update strategy with equal probability
If operator is suffering from an anomaly then
Operator follows the same strategy as before

Else

o N OO o b~ W DN -

Notify operator to update strategy
(Go to Algorithm 2)

9 Receive updated strategy from Operator
10 For every other operator, have then follow their old strategies
11 End if

12 Until Convergence to the NE or if iterations

Table 2: PSAP for Operators

Algorithm 2: PSAP by Each Operator
1 Notified to by DSO to update strategy

2 If operator is a generator then

3 Select strategy using probabilities from Prl.a"(t) for generator-specific actions



Algorithm 2: PSAP by Each Operator

Else
Select strategy using probabilities from Prl.a"(t) for aggregator-specific actions

End if

N o o M

Update DSO with new strategy
Go back to Algorithm 1: 9

Modified Game Theoretic Model

The primary modification we make is to differentiate between Al-enabled and non-Al
enabled players within both generator and aggregator player sets. In our simulations, we examine
the consequences of Al capability proliferation among aggregators and generators. We consider
this in two ways: first, when proliferation spreads uniformly among both types of operators, and
second, when it is limited to a subset of either aggregators or generators. Our second
modification is to address particular aspects of the algorithm and modify parameter values or
decision approaches to create clear differences in capabilities between operators who do and do
not adopt Al to improve operations.!*

First, we alter the amount of information and decisions available to actors to evaluate and
follow. The original algorithm proposed that all actors are available to accurately determine the
benefits of every possible strategy, but in reality, this may be difficult for humans. Reaching
good enough results, also known as satisficing, within the context of game theory and
computational intractability of solutions has been explored broadly across literatures to include
algorithmic game theory.!> While we maintain that Al-enabled actors may be able to accurately
do so, we assume that human operators can do so as well, but to a lesser degree. Specifically, we
assume that human operators can only evaluate the utility of actions close to their current
strategy. This may be because human operators are risk-averse and prefer to avoid large
fluctuations in power generation or loads to maximize utility. Improvements in AI’s ability to
forecast, predict, or evaluate the outcome of possible actions would reflect itself in the ability of
operators to better (and more accurately) comprehend their situation. We maintain as is for Al-
enabled operators. To draw distinctions between Al- and non-Al enabled actors, we modify this
distribution to instead be:

exp [T u; (a;, a_;(t — 1)]

S arex, €XP [T t; (@}, a_(t — 1)]

Pr2{i(t) =

14 Department of Homeland Security 2024. Arciniegas Rueda, I and H. M. Park, J. Steier, H. van Soest, H. Fine, M.
Lebert. 2024. The use of Al for improving energy security: quantitative exploration of the opportunities of the
deployment of Al applications in the electricity system. RAND Report RRA2907-2. Santa Monica, CA: RAND
Corporation.

15 Roughgarden, T. 2010; Artinger, F. M., and G. Gigerenzer, P. Jacobs. 2022. “Satisficing: Integrating Two
Traditions” Journal of Economic Literature 60(2).



Where X; is a subset of possible actions that i could take. In this application, we take this to
be a subset of possible strategies in the immediate region of their current strategy, which
prohibits them from swinging wildly. X; is defined to be subset of A;, meaning that Al-enabled
operators can evaluate and choose from a greater number of options given their computational
advantages. This modification is reflected in Algorithm 2, as shown in Table 3:

Table 3: Algorithm 2 Modifications: Al providing Improved Option and Information Processing to
Operators

Algorithm 2 Modifications: Improved Option and Information Processing

Notified to by DSO to update strategy
If operator is a generator then
If operation is Al-enabled then
Select strategy using probabilities from Priai(t) for generator-specific actions
Else
Select strategy using probabilities from PrZ?"(t) for generator-specific actions
End if
Else

If operator is Al-enabled then

= © 0O N O g b W DN -

o

Select strategy using probabilities from Priai(t) for aggregator-specific actions

SN
=N

Else

N
N

Select strategy using probabilities from PrZ?"(t) for aggregator-specific actions
End if
End if

A A A
a b~ W

Update DSO with new strategy
Go back to Algorithm 1: 9

Another modification involves the frequency at which Al-enabled operators can update their
strategy compared to non-Al-enabled operators. This represents Al’s providing operators the
capability to make decisions and carry them out faster. Operators without Al may take longer to
reach decisions, rely on more manual actions, or organizational processes may increase the time
between the decision and the effect. As Wang et al. 2020 assume the probability of being
selected is equal, they have no existing parameter to modify, so we introduce one by letting Y
represent an array of probabilities, weighted such that Al-enabled operators are more likely to be
selected as reflected in Table 4:

Table 4: Algorithm 1 Modifications: Al providing increased decision-making speed to Operators

Algorithm 1 Modifications: Al providing increased decision-making speed

1 Initialize strategies of operators



Algorithm 1 Modifications: Al providing increased decision-making speed

o N O 0 b~ W0 N

10
11
12

Repeat
Randomly identify operators to suffer anomalies with equal probability
Randomly select an operator to update strategy with weighted probability ¥
If operator is suffering from an anomaly then
Operator follows the same strategy as before
Else

Notify operator to update strategy
(Go to Algorithm 2)

Receive updated strategy from Operator
For every other operator, have then follow their old strategies
End if

Until Convergence to the NE or if iterations

The original paper on this advanced an algorithm that would succeed in the presence of

network anomalies thus rendering it difficult for operators to take action or coordinate. Here, we

assume that Al-enabled operators are less likely to suffer a network failure if Al is used to

improve the reliability of communications. Wang et al. 2020 assume all players are equally likely

to be cut off, so we introduce a modification where Z is an array of player-specific probabilities

such that Al-enabled players are half as likely as non-Al-enabled players to suffer from network

anomalies as reflected in Table 5:

Table 5: Algorithm 1 Modifications: Al providing increased reliability to Operators

Algorithm 1 Modifications: Al providing increased reliability

o N o o b~ WO N -

10
11
12

Initialize strategies of operators
Repeat
Randomly identify operators to suffer anomalies with probability Z
Randomly select an operator to update strategy with equal probability
If operator is suffering from an anomaly then
Operator follows the same strategy as before
Else

Notify operator to update strategy
(Go to Algorithm 2)

Receive updated strategy from Operator
For every other operator, have then follow their old strategies
End if

Until Convergence to the NE or if iterations



The final modification concerns how likely Al-enabled operators are to select the best option
compared to others. The algorithm in the original paper uses an exploration parameter to
occasionally select non-optimal strategies in the case those may ultimately lead to a better
outcome. Instead, we assume that Al-enabled operators would be much more likely to select the
option that maximizes their performance or efficiency and less likely to explore options than
non-Al-enabled operators. Our modification is straightforward, rather than having a single value
for every player we allow Al-enabled operators to have a higher value, which makes them more
likely to select the action with the highest return. Our modification is:

exp [T; w; (a5, a_;(t — 1)]
alea; €Xp [T; u; (a, a_;(t = 1)]
This modifies Algorithm 2 as illustrated in Table 6.

ai —
Pri(t) =

Table 6: Algorithm 2: PSAP for each Operator, modified SoftMax

Algorithm 2: PSAP by Each Operator, Modified SoftMax.
1 Notified to by DSO to update strategy

2 If operator is a generator then

3 Select strategy using probabilities from Prl.a"(t) for generator-specific actions
With T;

4 Else
Select strategy using probabilities from Prl.a"(t) for aggregator-specific actions
With T;

6 End if

7 Update DSO with new strategy
Go back to Algorithm 1: 9

Methodological Approach

For each use case, we evaluate how social welfare changes as the adoption of specific Al
capabilities increases among generators and aggregators. We look at cases where both
aggregators and generators feature one Al-enabled first mover, three adopters, six adopters, ten
adopters, and twelve adopters each. We also consider how the potential function is affected by
the employment of only six generators or aggregators at a time. We run 50 simulations for each
combination of capabilities and level of diffusion for 1,000 iterations. For our parameter settings,
we rely on values from previous research that adopt a similar game set up.!® Note that we apply

161 Dy, S. Grijalva, and R. G. Harley. 2015. “Game-theoretic formulation of power dispatch with guaranteed
convergence and prioritized best response,” IEEE Transactions in Sustainable Energy 6(1).

10



these Al use cases one at a time, holding other factors constant, as specified in Tables 3, 4, 5, and
6, to discern the effect of each specific application.!’

Our primary interest is in evaluating how the game theory model’s potential function, and
hence, overall social welfare, responds to the proliferation of specific capabilities. We graph the
value of the potential function over 1,000 iterations to identify long-term stability and
equilibrium behaviors of the system.

Findings

This section covers three sets of findings. The first finding involves our replication of the
original PSAP algorithm by Wang et al. 2020. The second subsection presents our key finding:
Al capabilities that expand the decision space tend to lead to suboptimal equilibrium at higher
levels of Al proliferation.

Replication of Wang et al. 2020

To build on Wang et al. (2020)'s model, we first implemented their algorithm to replicate
their results. However, we were unable to replicate their results with total fidelity. This could be
due to various reasons, such as lack of access to replication code, differences in initial
conditions, methods, or parameter values. Similar to their findings, we found a robust, stable
equilibrium far from 0, at around -4.5x10e6, but unlike their results, we found a global maximum
at or near 0 as well. Occasionally, simulations that deviate from the global maximum can return
to it, but more often than not runs that begin to depart from the global optimum eventually
converge to a local maximum, which appears to be a suboptimal equilibrium. Once at this local
maximum, no runs reverted to the global maximum. Indeed, unlike the global maximum, the
local maximum around -4.5x10e6 seems able to recover from random, negative perturbations.
There are two ways to interpret this gap: it could be that the local maximum is in fact the Nash
Equilibrium, and the difference between it and the global maximum represents the price of
anarchy.!'® That the local maximum for the system is robust to both negative and positive
perturbations suggests provides evidence for this interpretation, especially if we consider that
Nash Equilibrium refinements like evolutionary stable strategies in the context of evolutionary

17 We also approached this from a different direction. Specifically, when we were examining how often Al-capable
operators are selected, we assumed that both Al-capable and non-Al capable operators had the same decision-
making capabilities, speed, and failure rates. The main result identified here was fundamentally the same.

18 Koutsoupias, E. and C. Papadimitriou. 2009. “Worst-case equilibria” Computer Science Review 3: 65-69;
Awerbuch, B. and Y. Azar, A. Epstein, V. Mirrokni, A. Skopalik. 2008. “Fast Convergence to Nearly Optimal
Solutions in Potential Games.” Proceedings of the 9th ACM conference on Electronic commerce.; Roughgarden, T.
2015. “The Price of Anarchy in Games of Incomplete Information.” ACM Transactions on Economics and
Computation 3(1).
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game theories behave much like this.!® Another interpretation could be that this is due to the
structure of the game combined with starting conditions and the parameters used in this
particular implementation of the algorithm and other implementations may be able to replicate
the original dynamics.

As mentioned above, strategies are selected probabilistically, low-probability, utility- and
social welfare-decreasing actions did occur, and when they did occur, recovery to the global
maximum rarely happened. Recovery to the global maximum is difficult because this game is
decentralized, and it is not always the case that the actors who make the decision after the bad
one is able to compensate for it because: 1) they may not be the correct type of actor and there is
only so much a generator can do make up for an aggregator’s actions, 2) actions to correct the
mistake may be prohibited by the model’s constraints on operator actions, and 3) even if the next
actor has the capacity to remedy the mistake, they may still nonetheless continue to make
mistakes given probabilistic strategy selection, making it much more difficult to recover previous
highs.

Figure 1. Replication of Wang et al. (2020)
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19 Bernhard, P. 2011. “ESS, Population Games, Replicator Dynamics: Dynamics and Games if not Dynamic
Games” in Advanced in Dynamic Games, eds. M. Breton and K. Szajowski. New York: Springer; Hofbauer, J. and
K. Sigmund. 2003. “Evolutionary Game Dynamics” Bulletin of the American Mathematical Society 40(4):479-519.

12



Modified Model Results: Differential Decision Advantage and System Stability

Figure 2 illustrates how changes in Al-enabled operators' abilities to evaluate the entire
decision space affect the potential function as this capability spreads. In line with our approach in
Figure 1, each subplot in figure 2 shows the result of 50 simulations running for 1,000 iterations.
Figure 2(a) shows the results of one early aggregator and generator adopter of Al to assist in
decision making, while Figures 2(b), 2(c), 2(d), and 2(e) show the simulation results for three,
six, ten, and twelve Al-enabled operators for both aggregators and generators. Figures 2(f) and
2(g) show the impact of having six Al-enabled operators for aggregators and generators
respectively. As discussed above, in this particular application, Al-enabled operators are able to
consider every possible strategy, whereas non-Al-enabled ones are only able to evaluate
strategies close to their current strategy. Notably, for low levels of Al proliferation the potential
function, and thus social welfare, increases monotonically until greater numbers of Al-enabled
operators exist in the system, as seen in Figures 2(c), 2(d) and 2(e). Additionally, there seems to
be no discernable difference between Al proliferation in either solely aggregators or generators
as seen in subplots (f) and (g) respectively, other than deviations from the global optimum being
less stable when only six generator operators employ Al-capabilities. Notably, compared to the
baseline case presented in Figure 1 and other scenarios below, Figures 2(a), 2(f) and 2(g) show
that convergence to the global maximum occurs very slowly when there are insufficient numbers
of Al-enabled actors across both aggregators and generator operators. However, a low number of
Al-enabled operators (six for both generator and aggregator operators each) seem to lead to a
quicker convergence to the global optimum with relatively stable long-term behavior, as
evidenced by Figure 2(b). This convergence occurs much faster in systems with greater numbers
of Al-enabled operators but those also feature much more instability stability (c.f. Figures 2(c),

2(d)).
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Figure 2: Al provides greater options and information processing

1e6 (@)

1e6 (b)

T T T T T T T T
800 1000 0 200 400 ) 600 800 1000

0 200 4(?'!0

600

800 10I00 (I) 2(I)0 4(')0 660 8(')0 10I00

le6
||I

\

| k li

800 1000 0 200 400 600 800 1000

0 200 400

T
600

T T
800 1000

Because we applied algorithm modifications one at a time, we can be confident that this

outcome is due to the changes we made in the calculation of the SoftMax distribution for Al-

enabled and non-Al-enabled operators. Notably, as the proportion of Al-enabled operators

increased, a greater number of simulations began to deviate from the global maximum towards

the suboptimal equilibrium. This suggests that the main driver of this relative stability is that
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non-Al-enabled operators have a much more limited action set. Al-enabled operators, with
access to a full range of actions, can make inefficient, low-probability decisions that cause wide
utility swings and affect the system's overall social welfare (i.e. the value of potential function).
Subsequent players may not be able to address those wide swings by compensating with the
necessary increases or decreases in power generation or load count given their own constraints.
Of course, they may also make similar, inefficient low probability decisions to compound the
problem further. However, when non-Al-enabled operators make a low-probability, negative
outcome, their actual impact is minimal because their overall range of options is small and could
easily be compensated by the subsequent actors.

When Al-enabled operators' decision space is limited to actions near their current decision,
while other Al capabilities remain unchanged, the potential function converges to an equilibrium
around -9.7x10e5, at a speed similar to Figure 2(b). This result is shown in Figure 3 below.
There are two things to note about Figure 3. First, the speed at which it does converge to the
equilibrium could be driven by a combination of increased reliability against communication
network disconnections afforded by Al or by seek Al identifying the most optimal decision more
often. Second, the final value of this equilibrium is lower than the average final values in Figures
2(a) and 2(b), approximately -1.5x10e4 and -1.6x10e4 respectively. It is possible that with a
greater, albeit still limited decision space, similar or improved final values for the potential
function could be reached.
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Figure 3: Replication of Wang et al. 2020 with limited decision spaces
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Given the finding that AI's suboptimal decisions over a larger range of options cause this
drift to a suboptimal equilibrium, further exploration with more configurations, longer iteration
limits, and additional simulations is needed to understand this non-linear relationship. The other
modifications did not lead to a dramatically different process than what is observed in Figure 3,
where simulation runs tended upwards towards an apparently stable equilibrium. We provide
these graphs and additional comments in the Appendix.

Conclusions

This study examines how Al proliferation may affect complex, interdependent systems like
an electrical grid under simulated conditions. In our analysis, individual simulations trended
either to the global maximum, or to the suboptimal equilibrium as represented by the aggregate
utility of the system (represented by the value of the potential function). The distinction is that
the suboptimal equilibrium is more robust to deviations, while the global maximum is not
necessarily so. As discussed, operators aim to maintain the global maximum, but a decentralized
system lacks a mechanism to address this directly. One way to interpret this is that these
deviations from the global maximum represent the price of anarchy and could be recoverable if
there was a centralized authority who could step in and have multiple players simultaneously
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coordinate their behavior. Alternatively, consistent performance at the global maximum might be
possible under certain conditions, but achieving this may require a set of industry practices,
constraints, or regulations on some Al applications to ensure they function as intended without
undesirable behaviors.

The grid reaches the global maximum only when highly-capable, Al-enabled operators are in
the minority, and the majority had some constraints on their decision making. Whether these
operators’ limited options made mistakes minor and surmountable or served as “breaks” to limit
the ability of multiple Al-enabled operators to continue to act on (and potentially exacerbate)
losses in the system should be explored in greater detail, but the point remains that system
performs well until a critical mass of Al-enabled operators begins to take hold. In another
scenario, a non-linear relationship between Al-enhanced reliability suggests that there are some
situations where Al (as modeled here) could improve the odds of systems persisting at the global
optimum. However, more investigation is necessary to identify the specific drivers of this non-
linear behavior.

Based on current results, we recommend structuring Al roles in critical infrastructure to
include human oversight or limit Al outputs to non-critical positions where efficiency gains can
nonetheless be realized. This recommendation aligns with CISA's advice to establish human
oversight for safe Al operations. In the latter case, this means limiting the scope of Al to
situations wherein their capabilities — regardless of outputs — do not have a disproportionate
impact on operations. The implementation of this recommendation would need to occur at
various levels: energy firms would need to evaluate their organizational processes and conduct
studies to ensure that Al capabilities or automation have adequate oversight, and their potential
to contribute to suboptimal performance is limited. At the meso-level, the regional agencies
responsible for power provision would need to be able to identify useful nodes or points in the
grid that could safely and reliably benefit from Al applications, with an eye towards mitigating
risks within the areas of responsibility. Meanwhile, national infrastructure and security
authorities would need to define and establish standards about Al applications as applied to the
energy sector that would be accessible and interpretable to stakeholders at every municipal level
to ensure compliance. Further still, these standards and regulations would need to comply with
agencies’ overarching goals to ensure the availability, accessibility, and affordability of power
against specific vulnerabilities or threats. Such government or regulatory involvement is likely
necessary across other sectors, including communications, water, and transportation.

Caveats, Limitations and Next Steps

While these findings are instructive and confirm the need for some risk mitigations that are
recommended by DHS, further research is necessary to ensure that the dynamics identified here
involving Al proliferation of specific capabilities in complex systems are not limited to this
application, model, or use case. Indeed, these results should only be considered in the context of
a specific type of interdependent system and the instantiation of one type of Al applied to
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different facets of the decision-making process. So, one useful next step would be to consider
how different algorithms may perform and make decisions. For one, we would imagine that
stochastic gradient based algorithms, may perform better. Additionally, we can extend this type
of analysis to other infrastructure sectors (e.g. communications, water, transportation) to see how
particular instantiations of AI would impact them, given that they may not be as interconnected
as the electrical grid and may involve a wider diversity of actors.

For this application, a limitation worth addressing is the model presented here has no explicit
way to model system failure, such as individual overloaded transmission lines or substations
failures leading to cascading grid failures. Other steps that could assist include modeling
prosumers, who are individuals with renewable energy sources that can often provide power
back to the grid, which could complicate the operation of the grid and in fact the pay-offs that are
possible with in it. We could also more explicitly consider the economic dimension of some load
aggregators and generators to see if they can remain solvent in the face of declining revenues.
Related to the economic dimension, we could examine how electrical grid would evolve and
change over a longer time period (e.g. over several years) to accommodate Al-enabled
innovations, for example, effective predictive maintenance may make longer transmission lines
more feasible or favor a different type of network topography than is currently seen.
Additionally, we can model the network anomalies more directly by assuming a third player is
actively trying to sabotage the network.

Finally, this study examined Al proliferation consequences through one dimension: an
aggregated measure of social welfare from the game theory model’s potential function. There are
other sets of measures that could be of particular interest to researchers and policymakers, such
as time-related metrics involving the speed at which systems reach or recover to the global
optimum, the sensitivity of Al-based systems to common causes of system failures, such as
overloaded edges or nodes caused by single points of failures, or equity-based metrics that
capture discrepancies between consumers arising increased utilization of some Al applications.
Future studies like these will advance our understanding about the consequences of Al
proliferation in complex, interdependent systems that can better inform policymakers and the
public of the potential risks in critical infrastructure systems.
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Appendix A. Other Results

In the body of the paper, we present the scenario that offers the clearest distinction from our
implementation of the baseline replication model. The remaining simulations have more or less
the same dynamics: a relatively quick increase to a stable equilibrium, that could be said to be
robust to negative perturbations that seems to be characteristic of our replication of Wang et al.
2020’s model. Notably, each one follows a similar pattern as Figure 3 in the main body of the
text.

Figure Al illustrates the simulation results when the Al is used to enable faster decision-
making, and ever other capability is assumed to be at the non-Al level as described in Tables 3,
5, and 6. Figure Al(a) shows the results of 1 first adopter of Al, while Figures Al(b), Al(c), Al
(d), and Al(e) show the simulation results for three, six, eleven, and thirteen Al-enabled
operators respectively. Figures A1(f) and A1(g) show the impact of having six Al-enabled
operators for aggregators and generators respectively.
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Figure A1: Al offers faster decision making, reflected by having more chances to make decisions
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Figure A2 illustrates the simulation results when the Al is improves the reliability of an Al-
enabled operator vis a vis the random communication network disconnections. Figure A2(a)
shows the results of one first adopter of Al, while Figures A2(b), A2(c), A2 (d), and A2(e) show
the simulation results for three, six, ten, and twelve Al-enabled operators respectively. Figures
A2(f) and A2(g) show the impact of having seven Al-enabled operators for aggregators and
generators respectively. Much like the simulations run in Figures A1, these simulations
converged to an equilibrium.
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Figure A2: Al increases reliability, decreases likelihood operator experiences a network anomaly
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Figure A3 illustrates the simulation results when the Al is used to enable better decision-
making by increasing the likelihood that the best, utility maximizing decision is made. Figure
A3(a) shows the results of one early adopter of Al for aggregators and generators each, while
Figures A3(b), A3(c), A3(d), and A3(e) show the simulation results for three, six, ten, and twelve
Al-enabled operators respectively. Figures A3(f) and A3(g) show the impact of having seven Al-
enabled operators for aggregators and generators respectively. Much like the simulations run in
Figures Al and A2, the relatively better decision-making seems to lead to an equilibrium as
Figure 3 does.

Figure A3: Improved Decision-Making, increased likelihood to select maximum utility strategy
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Abbreviations

Al
DSO
DHS
CISA
PSAP

artificial intelligence

distribution service operator

Department of Homeland Security

Cybersecurity and Infrastructure Security Agency
Partial Spatial Adaptive Play algorithm
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